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Abstract 

Technological developments have increased the opportunity for interleaving between tasks, 

leading to more interruptions and more choices for users. Three experiments tested the 

interleaving strategies of users completing simple office-based tasks while adjusting access 

control privileges to documents. Previous work predicted users would switch tasks to enable 

them to work on the task that produced the greatest current benefit – they would maximise 

the marginal rate of return. Results found that by interleaving between tasks users were able 

to focus on shorter tasks and that the interleaving decisions were consistent with a strategy of 

maximising the marginal rate of return. However, interruptions from access control tasks 

disrupted the processing involved in this task management and led to errors in task selection 

(Experiment 2) and task performance (Experiment 3). Task interleaving can therefore have 

costs in security contexts where errors can be catastrophic. Understanding which strategies 

maximise the marginal rate of return could predict users’ task management behaviour. 

 

Keywords: Interleaving, Multitasking, Interruption, Task management, Discretionary access 
control 
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1. Introduction 

 

Technology enables people to contact one another, to access vast depositaries of information 

and to change tasks all with the press of a button. These capabilities also mean that workers 

have to cope with frequent interruptions and switches between tasks (Czerwinski et al., 2004; 

Gonzalez and Mark, 2004; McFarlane and Latorella, 2002; Wild et al., 2003). This article 

studies the way that users manage interruptions and task switches and select between 

competing task demands. Without an account of how or why users choose to change tasks it 

is difficult to exploit this ubiquitous behaviour and mitigate the costs of stopping work on 

unfinished tasks. 

 

Research into task interruption within human-computer interaction (Adamczyk and Bailey, 

2004; Bailey and Konstan, 2006) and psychology (Cades et al., 2011; Gillie and Broadbent, 

1989) typically investigates the effect of an external interrupting stimulus upon performance 

on a single task. Under these conditions an interruption has been shown to degrade primary 

task performance (Altmann and Trafton, 2002; Hodgetts and Jones, 2006), although for 

simple tasks interruptions can sometimes be helpful (Speier et al., 1999; Speier et al., 2003). 

Less understood is the metacognitive process of task management. That is, where there are 

multiple tasks to be completed, users much select which task to work on when, and account 

for the impact of interruptions on task management as well as the impact of interruptions on 

the tasks themselves. Task management has a large impact on worker productivity (Jackson 

et al., 2001; Mangelsdorf, 2011) and our experiments are designed to understand the process 

of task management. 

 

Task management processes include both internally initiated “self-interruptions” and 

interruptions from external stimuli (Benbunan-Fich et al., 2011). Gonzalez and Mark (2004) 

and Czerwinski et al. (2004) found that almost 50% of task switches in office environments 

were initiated by the user, furthermore, self-interrupted tasks are less likely to be resumed 

than tasks interrupted by external events (Mark et al., 2005). Thus, unlike most studies of task 

interruption, we shall focus on users’ self-interruptions. We also investigate the effect of 

external interruptions but upon task selection processes rather than primary task performance.  
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Task management processes have been studied within research into multitasking and task 

switching (e.g. Rogers and Monsell, 1995, Rubinstein et al., 2001). This work looks at the 

simultaneous completion of relatively short tasks and the bottlenecks in cognitive processing 

that result. Controlled laboratory studies have developed sophisticated theories of the 

allocation of resources to tasks that are completed in parallel (Salvucci and Taatgen, 2008). 

Furthermore, these bottlenecks can have important consequences for performance on tasks 

such as dialling telephone numbers while driving (Brumby et al., 2009). However, this work 

describes very different task management processes to those reported by researchers 

observing office workers in situ. Our interest is in understanding the switches between tasks 

that on average are made by office workers every 4 to 11 minutes (Gonzalez and Mark, 2004; 

Mark et al., 2005). Therefore, we shall focus on the selection between tasks or subtasks that 

are worked on serially until some other task is chosen. At this level, effective task 

management relies on the prioritisation of the most important task rather than the 

characteristics of temporary resource bottlenecks. Following Payne et al. (2007) we refer to 

these task management processes as discretionary task interleaving. 

 

1.1. Discretionary access control and discretionary task interleaving 

 

The way that users manage discretionary task interleaving has implications for security. As 

more information is stored and exchanged digitally, there is an increasing need to control 

access to this information. Making digital resources more convenient and accessible can 

mean greater vulnerability to security threats (Beautement et al., 2008). Effective solutions to 

this problem must account for the people who use the technology and implement security 

policy (Herley, 2009). For example, traditional approaches to access control such as Role-

Based Access Control (Sandhu et al., 1996) are effective where administrators can allocate 

privileges in a systematic way. However, users increasingly share information through 

informal structures such as social networking sites (Bradwell and Reeves, 2008) meaning the 

individual user has greater discretion over who has access to what information (Carminati et 

al., 2007).  
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This shift towards discretionary access control means that task management processes 

directly affect the security of information stored digitally. Switching out of an incomplete 

task or forgetting to start/return to a task could prevent authorised people from accessing 

information or enable unauthorised people to access sensitive information. Furthermore, the 

security literature indicates that user errors are commonplace in real-world use of access 

control systems (Smetters and Good, 2009) and more generally user errors are a primary 

cause of breaches of security (Whitman, 2003). 

 

Another relevant feature of access control tasks is that they are typically enabling tasks. 

Setting access privileges, requesting access and waiting for access to be granted are all tasks 

that facilitate another primary task (e.g. reading the document to which access is requested). 

This means that access control is often interleaved with other tasks and can act as an 

interruption to the users’ primary task (Cao and Iverson, 2006). In summary, access control 

tasks are increasingly widespread and users have greater discretion over their completion. 

Access control is frequently interleaved with other tasks but errors in task management can 

have important consequences. As such, access control provides an ideal domain in which to 

study discretionary task interleaving. 

 

1.2. Discretionary task interleaving 

 

The fundamental goal of task management is to allocate time in such a way as to achieve the 

most important goals. Interleaving between tasks is a method to account for changes in the 

current task, the status of alternative tasks and the goals of the user. A fuller account of the 

reasons why users self-interrupt or interleave between tasks was provided by Jin and Dabbish 

(2009). They identified seven different categories of self-interruption, these included types 

that were initiated by factors internal to the user (e.g. breaks due to boredom/fatigue or 

recollections of other incomplete tasks) and those initiated by external situational factors (e.g. 

an adjustment to the environment to aid productivity or an enforced wait caused by a 

temporary roadblock in the current task). Interleaving is therefore a commonplace activity 

(Gonzalez and Mark, 2004) with many different purposes (Jin and Dabbish, 2009) but little is 

known about its effectiveness. The current experiments investigate whether users are able to 
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manage tasks with competing demands by interleaving between them and how users decide 

when and if to interleave between tasks.  

 

Payne et al. (2007) addressed these questions by giving participants two sets of letters and 

asking them to generate as many words as possible within a fixed period of time. Participants 

were allowed to interleave between letter sets, but a word could not use letters from both sets. 

Results were that participants interleaved between the letter sets throughout the time period 

and overall spent more time on the easier letter set that contained more words. Interleaving 

enabled participants to maximise the total number of words generated. However, participants 

could have achieved this with far fewer switches between letter sets – on average they 

switched seven times in ten minutes. Their behaviour was consistent with a strategy of 

maximising the marginal rate of word generation. That is, they worked on the task that gave 

the greatest rewards at that point in time. Because there were diminishing marginal returns in 

both letter sets (it got harder to generate new words over time) this meant the task with the 

highest marginal rate of return changed over time leading to switches between tasks.  

 

Pirolli (2007) has drawn parallels between animal foraging and human information foraging. 

Similarly, we note that the marginal rate of return provides a good account of switches 

between food patches by foraging animals (Charnov, 1976) and switches between sections of 

text by skim readers (Duggan and Payne, 2009, 2011). We suggest that maximising the 

marginal rate of return could extend beyond the experiments in Payne et al. (2007) and 

explain the frequent self-interruptions by office workers (Czerwinski et al., 2004; Gonzalez 

and Mark, 2004). Task rewards often vary over time as does the availability of alternative 

tasks meaning that the task with the highest marginal rate of return will often change over 

time. 

 

In a typical office situation workers must monitor the marginal rate of return on several 

different types of task with many distractions, whereas Payne et al. (2007) only considered 

interleaving between very simple word generation tasks. When individuals must choose 

between different types of task or manage distractions a key part of the problem is converting 

performance across tasks to some common task currency. It is difficult to compare rates of 

return when they are in different currencies. Our experiments incorporate this need to convert 
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task currencies by including tasks more representative of the workplace within a complex 

environment containing distractions and different types of tasks. Thus, we move a step closer 

than Payne et al. (2007) to everyday discretionary task interleaving. In Experiments 1 and 2, 

we specify that the goal for participants is to complete as many tasks as possible within the 

time provided and assess whether they interleave between tasks to maximise the marginal 

rate of return. In Experiment 3, we use the marginal rate of return to understand errors in task 

performance. 

 

1.3. Interruptions to task management processes 

 

The interference caused by interruptions to single task performance (Altmann and Trafton, 

2002; Hodgetts and Jones, 2006) suggests the metacognitive processes used for task 

management will also be degraded by interruptions. However, Mark et al (2008) interrupted 

participants completing multiple tasks and found that the interrupted tasks were completed in 

less time and with no difference in quality relative to uninterrupted tasks. Mark et al. (2008) 

suggested that participants compensated for the interruptions by working harder on the 

primary task. However, it is difficult to discern the specific effect of the interruptions on task 

management as performance was assessed using aggregate measures that included both 

primary task performance and task management. To address this issue we shall directly 

measure the task management decisions. 

 

Given that task management is an ongoing activity it is not straightforward to determine what 

should be classed as an interruption to the processing involved. Nonetheless, in Experiments 

1 and 2, task management was assessed using decisions about the primary task and the access 

control tasks were additional tasks to be completed. Therefore, we shall consider access 

control tasks as interruptions to task management and assess the effect of these interruptions 

by measuring task selection time within the primary task. Experiment 3 provides a different 

demonstration of the effects of interruptions on task management by comparing task 

performance when participants do and do not receive alerts for email interruptions. 

 

2. Experiment 1 
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To test discretionary task interleaving in a more realistic environment, typical office based 

tasks were constructed that reproduced key elements of Payne et al.’s (2007) experiments. 

Specifically, a set of document editing tasks of varying lengths were divided into an easy 

folder (containing a high proportion short tasks) and a hard folder (containing a high 

proportion of long tasks). Participants were instructed to complete as many tasks as possible 

within the time provided, they were allowed to interleave between folders as much or as little 

as they chose and the rate at which they completed tasks acted as the rate of return. Within 

each folder, tasks were ordered from shortest to longest meaning that there was a diminishing 

marginal rate of return within each folder. Following Payne et al. (2007), we predict that 

participants will interleave between the folders throughout the experiment to maximise the 

marginal rate of return and they will complete more tasks from the easy folder than the hard 

folder.  

 

In addition to the document editing tasks one condition also had to complete access control 

tasks. These used the Information Rights Management (IRM) system from Microsoft Office 

2010. The access control tasks required participants to set access privileges for the document 

after completing a document editing task and to request permission to open documents for 

which they did not have access. Participants had to interleave between these tasks and the 

document editing tasks. We predict that time to select the next document-editing task will be 

longer when participants are also required to complete access control tasks. 

 

Although access control tasks are increasingly familiar, their use within Microsoft Office was 

relatively new when the experiments were conducted. Therefore, the third objective was to 

investigate user performance on the access control tasks when interleaving them with other 

primary tasks. 

 

The hypotheses are: 

H1: Participants will complete more tasks from the easy folder than the hard folder. 

H2: Task completion time will be longer prior to a switch between folders than after a switch 

between folders. 
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H3: Task selection time will be longer in the IRM condition than the Control condition. 

 

2.1. Method 

 

2.1.1. Participants 

Participants were 13 students and 11 staff from a research based university. They received 

£10 for taking part in the experiment. Thirteen participants were female and the age range 

was 19-56 years (M = 31.75, SD = 9.47). All participants reported they were familiar with 

Microsoft Office and had used it for more than 10 hours. 

 

2.1.2. Materials 

A set of 100 documents, one page in length were constructed from actual documents found at 

www.mrsc.org/sampledocs.aspx. For each document a task was devised that required 

participants to add text at a specific point in the document or as a replacement for text within 

the document (e.g. “Replace January 1, 2004 with November 1, 2007”). The amount of text 

that had to be added varied across tasks from 1 word to 124 words. The length of time to 

complete each task was measured using the number of characters of text that had to be 

entered. Tasks were divided into lists of 25 tasks, 2 lists for the easy folders and 2 lists for the 

hard folders. Each list was ordered from shortest task at the top to longest at the bottom and 

each task in an easy list was matched in length to the corresponding task in the other easy list. 

The hard lists were matched in the same way. Tasks were matched according to character 

length then one task was randomly allocated to a list and the matched task was allocated to 

the corresponding list. Figure 1 shows the length of each task for each of the 4 lists.  

 

Materials were presented using a program purpose-written for the experiment. Each list of 

documents was contained in a separate folder, labelled either Folder 1 or Folder 2, which 

when opened filled the screen. Clicking on a document caused it to be opened in a simulation 

of Microsoft Word. The folder interface was the standard navigation interface within 

Windows and the interface for sending and receiving emails was taken from the University’s 

webmail package. Tabs corresponding to each program were provided at the bottom of each 

screen and clicking on them was the only way to navigate between the word simulation, 
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email and different folders. Each window was locked so that it could not be altered in size or 

minimised, only one document could be opened at a time. A screenshot from the word 

simulation interface is given in Figure 2. 

 

Documents were presented in a textbox superimposed on the word simulation interface, the 

textbox allowed participants to type, delete, cut, copy and paste text. All other features 

contained with the original Microsoft Word were disabled. The task was presented in a 

window to the right of the document (see Figure 2), text could not be cut or copied from the 

task window to the document and had to be entered using the keyboard. Within each folder 

the top two documents were labelled in red indicating they were priority documents. These 

documents also contained the shortest tasks in each folder. After a document had been 

opened within the folder it was labelled in blue. Within the email simulation participants 

could write messages, check for new mail and read mail in the same way as normal within the 

webmail package but all other features were disabled. Email did not automatically update the 

inbox when it arrived and, as in the actual package, participants had to refresh the screen by 

clicking on the “Inbox” icon. When sending messages there was no access to an address book 

meaning that participants had to enter the recipient’s address using the keyboard. 

 

The procedure for adding access rights in Word 2010 was also simulated within the program. 

After clicking on “File” participants had to complete a five step procedure: Step 1, Click on 

Protect; Step 2, Select “Restricted Access” from the menu; Step 3, Click on OK within the 

dialog box; Step 4, Check the box next to “Restrict permission to this document”; Step 5, 

Enter the email address of the person to be given access and click on OK. The email address 

of the person to be given access was provided in a box in the corner of the screen, this 

address was different for every document. Apart from the option to return to the document 

interface all other features were disabled within the word simulation thus the program did not 

change state after any errors. 

 

In the IRM condition access was denied to some documents. After clicking on these 

documents a dialog box appeared that explained that access was denied and gave the name of 

the person who should be emailed to gain access. Throughout the experiment a clock in the 

bottom right hand corner of the screen counted down the number of seconds remaining in that 
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condition. The standard clock within Microsoft Office was not used as it did not display 

seconds. All interactions with the program were recorded and timestamped. 

 

2.1.3. Design 

Independent variables were Experimental Condition (IRM vs. Control) and Task Difficulty 

(Easy Folder vs. Hard Folder), both were manipulated within participants. The order in which 

the conditions were completed and the position of the Easy and Hard folders in the interface 

as either “Folder 1” and “Folder 2” were counterbalanced across participants. Task 

completion time was measured from the selection of a document from a folder to the decision 

to navigate away from the document interface (either by opening a folder or email package or 

by starting the access control procedure). 

 

Task selection time was measured from the opening of a folder following a task to the next 

time a document was opened. For all measures of task selection time, when participants were 

interrupted in the IRM condition (i.e. denied access to a document, used the email package or 

interleaved between these activities and a folder), the length of the interruption was 

subtracted from the task selection time. An additional measure of uninterrupted task selection 

time was also computed which completely excluded any between task intervals where the 

email package was opened or access to a document was denied. 

 

2.1.4. Procedure 

Before each condition participants were given written instructions explaining the program 

and the tasks that had to be completed. These instructions stated that the overall goal was to 

complete as many tasks as possible within the time period. The experiment was conducted in 

a laboratory, the experimenter and the participant and no other persons were present 

throughout the experiment. Three practice tasks were completed first by the experimenter and 

then by the participant. The practice tasks differed according to the experimental condition. 

For the Control condition, all 3 tasks were in the same folder and participants simply had to 

complete the tasks in any order they chose. They achieved this by clicking on a document, 

making the changes necessary to the document and then clicking on the folder to select 
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another task. The program automatically saved all changes to documents and it was not 

necessary to save any changes at any point. 

 

In the practice tasks for the IRM condition participants had to complete the 3 tasks in the 

same way as in the Control condition with two additional components. Firstly, after 

completing each task they had to restrict access to the document to a particular person by 

following the 5-step procedure described in the Materials section. Secondly, participants were 

denied access to one of the documents and had to gain access to it. The dialog box denying 

access to a document also provided the email address of the document owner. Participants 

were then required to write a short email to this address requesting access to the document. A 

reply was received in 5 seconds granting this request and the document could then be opened 

as usual. 

 

After completing the first set of 3 practice tasks, participants then completed the 

corresponding experimental condition followed by a 2 minute break, the practice tasks and 

then the other experimental condition. For the experimental conditions participants were 

given access to a folder containing an easy list of documents and another folder containing a 

hard list of documents. They were not instructed that the folders differed in task composition, 

but were told that within each folder the documents were organised such that documents with 

shorter tasks were at the top of the folder and documents with longer tasks were at the bottom 

of the folder. They were free to select tasks in any order they chose but were required to 

complete as many tasks as possible within the time limit provided. 

 

They were also instructed that at the top of each folder were 2 tasks labelled in red, these 

were “Priority tasks” and if possible should be completed before other tasks. The 

experimental conditions took the same format as the practice trials meaning that in the 

Control condition, participants simply had to select tasks and complete them, whereas in the 

IRM condition, participants were also instructed to restrict access to every document using 

the 5-step procedure and were denied access to some documents. They were denied access to 

the second document in each folder and the eighth document in the easy folder. The reply to 

an email requesting access was sent after 30s for the second document in the easy folder, 

after 240s for the second document in the hard folder and after 60s for the eighth document in 
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the easy folder. If an email was sent to the wrong address participants did not receive a reply. 

Participants were instructed that they could work on other tasks while waiting for a reply to 

an email. 

 

The total time for task completion was 2200s in the IRM condition and 1200s in the Control 

condition. This was selected to provide sufficient time to complete approximately 60% of 

tasks, meaning that there was an advantage for allocating more time to tasks from the easy 

folder than from the hard folder. Four pilot participants completed 30 tasks in each condition. 

Mean task completion time was 2215s (SD = 215s) in the IRM condition and 1215s (SD = 

235s) in the Control condition. These data were used to set the time limits for each condition 

such that the extra procedures in the IRM condition were accounted for and there was 

approximately the same amount of time to complete the actual tasks. 

 

2.2. Results 

 

In all three experiments reported, all analyses were initially conducted including the order the 

condition was completed (first or second) as a within participants variable. There were no 

interactions between condition order and any other independent variable analysed. Thus, to 

simplify the presentation of results, all tables, figures and statistics were computed from data 

aggregated across condition order. In all experiments, means were calculated per participant 

and analyses were conducted on these data. Reported means and standard deviations were 

calculated from the individual participant means. In all experiments, skewness values were 

between -2.56 and 2.56. All times are given in seconds. 

 

In this experiment paired t tests were used to compare two means and, except when stated 

otherwise, 2 (Condition: IRM and Control) × 2 (Folder: Easy and Hard) ANOVAs with 

repeated measures on both factors were used for all other analyses. Tasks were rated as 

correctly completed when all the text had been entered, typing errors were ignored. There 

were no instances of three or more consecutive words being incorrectly entered. 

 

2.2.1. Tasks Completed 
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Table 1 provides descriptive statistics for the completion of tasks in both easy and hard 

folders. The table shows that more tasks were completed from the easy folder than from the 

hard folder in both conditions, F(1, 23) = 27.87, p < .001, ŋ2
p =  .55. There was no difference 

in mean number of tasks completed across both conditions and this did not interact with 

folder type. This pattern of effects was repeated for the total number of documents opened in 

both conditions (i.e. including instances where a document was opened but the task was not 

completed). More documents were opened from the easy folder than the hard folder, F(1, 23) 

= 20.45, p < .001, ŋ2
p =  .47, and the difference between conditions and interaction were not 

significant.  

 

The mean number of switches between easy and hard folders refers to the number of times 

that documents from different folders were opened consecutively. Table 1 shows there was 

approximately one switch between folders for every three tasks completed. The number of 

switches in the IRM and control conditions did not differ. 

 

To understand which tasks were completed from the easy and hard folders, Figure 3 gives the 

proportion of participants that completed each task. The figure shows that the shortest 10 

tasks from each folder were completed by 22 out of 24 participants. However, in the hard 

folder the proportion of participants that completed the remaining 15 tasks fell very steeply 

and only 1 participant completed the 9 longest tasks. In the easy folder the proportion of 

participants also dropped but not as steeply and only the longest 3 tasks were not completed 

by any participants. This pattern closely corresponds to the level of task difficulty as indexed 

by task length in number of characters shown in Figure 1. Thus, the task selection decisions 

enabled participants to complete the shortest tasks across both folders rather than spend time 

completing the longer tasks. These effects were the same in the IRM and control conditions. 

 

2.2.2. Task Selection Times 

Table 2 contains the mean time taken to select a task across all tasks in each condition. Task 

selection times were longer in the IRM condition than in the control condition, t(23) = 6.85, p 

< .001, d = 1.15. Task selection time was also computed excluding intervals where task 

performance was interrupted by access control procedures. This measure of uninterrupted 
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mean selection time in the IRM condition is given in Table 2 and was reliably longer than 

mean selection time in the control condition, t(23) = 4.78, p < .001, d = .80.  

 

The number of between task intervals when both folders were opened is also given in Table 

2. Participants checked both folders during more task intervals in the IRM condition than in 

the control condition, t(23) = 3.27, p < .01, d = .72. This also indicates task management 

processes were affected by the IRM-related interruptions. To test whether time spent 

checking other folders explained the differences in selection times, mean selection time was 

calculated excluding any intervals when both folders were checked (for the IRM condition 

intervals where email was checked or documents could not be opened were also excluded). 

Mean selection time was still reliably longer in the IRM condition than in the control 

condition, t(23) = 4.57, p < .001, d = .77. 

 

2.2.3. Task management strategies 

Table 1 shows that participants switched frequently between the folders and overall managed 

to select the shortest tasks to complete. Within each folder, selecting the shortest task was 

relatively simple as participants were informed that tasks were ordered from shortest at the 

top of the folder to longest at the bottom. Correlations were computed for each folder 

between the order tasks were completed and the position of the task in the folder. These 

indicated that participants simply worked from top to bottom for both folders in both 

conditions, IRM Easy, r(22) = .99; IRM Hard, r(19) = .99; Control Easy, r(22) = .99; Control 

Hard, r(15) = .99; All ps < .001. 

 

Selecting the shortest task across folders was less straightforward, although comparison of 

Figures 1 and 3 indicates that participants achieved this. One strategy is to maximise the 

marginal rate of return or always complete the shortest available task. Because many of the 

tasks in each folder were of similar difficulty this strategy required participants to switch 

frequently between folders. We tested participants’ strategies by comparing the marginal task 

completion time with the completion times for previous and subsequent tasks. The means and 

standard deviations are given in Table 3, and are categorised according to whether the next 

task completed was from the other folder (switch tasks) or from the same folder (no-switch 
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tasks). The means were analysed using a 2 (Condition: IRM and Control) × 2 (Task Type: 

Switch and No-Switch) ANOVA with repeated measures on both factors.  

 

In general, mean task completion times were longer for tasks that participants switched after 

than for tasks they did not switch after, F(1, 23) = 11.86, p < .01, ŋ2
p =  .34, thus supporting 

the theory that participants maximise the marginal rate of return. A more direct test is to 

compare the marginal task completion time in each folder after each task. Table 3 shows that 

when participants switched folders marginal task completion time was higher for the current 

folder than for the alternative folder, but when they did not switch the time was higher for the 

alternative folder than for the current folder. This difference between switch and no-switch 

decisions was significant, F(1, 22) = 49.22, p < .001, ŋ2
p =  .69. 

 

Unlike the participants, we have access to the actual task completion times for the next task 

in the alternative folder at each decision point. Thus, the current task completion time was 

compared with the task completion time for the next task in the alternative folder. This also 

found that when participants switched, the next task in the alternative folder was shorter than 

the current task but when they did not switch the next task in the alternative folder was longer 

than the current task. This difference between switch and no switch tasks was significant, 

F(1, 23) = 31.93, p < .001, ŋ2
p =  .58. 

 

Unfortunately, these last two comparisons are confounded in that, relative to corresponding 

items in the alternative folders, a switch task will always be completed after a no switch task. 

This means the switch task will typically be lower in the folder, and therefore longer, than the 

no switch task. These effects are still meaningful in that they reflect the actual decisions made 

by participants. Nonetheless, to correct for this confound, Table 3 also includes the difference 

between the current task and the next task irrespective of folder. This found that when 

participants switched task the current task was shorter than the next task and when 

participants did not switch task the current task was longer than the next task. Again the 

difference between switch and no switch tasks was significant, F(1, 23) = 19.32, p < .001, ŋ2
p 

=  .46. 
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Therefore, all of these analyses indicate that participants switched task after longer tasks and 

that this switching improved the marginal rate of task completion. In all of the analyses on 

the data in Table 3 there were no differences between the IRM and Control conditions and no 

interactions. 

 

2.2.4. Errors in Information Rights Management 

Errors in applying the information rights management procedures are given as means per 

participant in Table 4. The types of errors were: an uncorrected failure to restrict access rights 

to a document (there were no incomplete procedures so all of these errors were caused by 

forgetting to complete the 5 step procedure), a corrected failure to restrict access rights (these 

documents were reopened and access rights were then restricted), a failure to enter the correct 

email address on the fifth step of the procedure and an error entering an email when 

requesting access to a document. An informal debrief indicated that, typically, participants 

were unaware of any errors made and thus would be unlikely to correct them. 

 

2.3. Discussion 

 

In both the IRM condition and the Control condition participants switched frequently 

between folders throughout the experiment and completed more tasks from the easy folder 

than from the hard folder. Thus, participants successfully managed their time to focus on the 

tasks that could be completed most quickly. The data indicate that they achieved this by 

maximising the marginal rate of return. That is, the frequent interleaving between folders was 

designed to ensure participants always worked on the shortest task available. These results 

are consistent with Payne et al. (2007) and generalise their findings to a more complex task 

environment. 

 

The results provide an explanation for the frequent task switching observed in modern offices 

(Gonzalez and Mark, 2004) and also suggest the criterion that workers use to decide when to 

interleave between tasks. Furthermore, these findings are not inevitable. Given that 

participants knew the time available, there are a number of plausible strategies that would 
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have allowed them to complete more tasks from the easy folder than the hard folder with 

fewer switches between folders. We return to this issue in the General Discussion. 

 

The other key finding from this experiment was that the IRM-related interruptions affected 

the processing involved in task management. In the IRM condition it took longer to select the 

next task to complete and participants were more likely to check both folders before choosing 

a task than in the Control condition. However, although task selection decisions took longer 

there were no differences between conditions in the actual decisions themselves. 

 

Relative to the number of tasks completed the proportion of errors was relatively small, 

although even a single error can be costly for security and most participants were unaware of 

the errors that they had made. 

 

 

3. Experiment 2 

 

In Experiment 1 the documents within each folder were organised according to the length of 

the task. This mimicked the diminishing marginal returns over time within the scrabble tasks 

used in Payne et al. (2007). Interleaving between these tasks is interesting; not least because 

many everyday tasks contain diminishing marginal returns (i.e. consider the task of editing a 

document – over time fewer and fewer corrections are made). Nonetheless, we are also 

interested in task management when there are no diminishing marginal returns. Where tasks 

are arranged randomly within a folder users do not know how difficult the next task in the 

other folder will be. Therefore, we predict that users will no longer interleave frequently 

between folders as this will not necessarily increase the marginal rate of return.  

 

Some clue about how users manage tasks in this situation can be found in work on skim 

reading. There users must decide whether reading the current section of text is more useful 

than reading some other, as yet unread, section of text. Duggan and Payne (2009, 2011) 

found skim readers satisficed, that is, they kept reading as long as the marginal rate of return 
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was above some threshold and then switched to the next section of text when the threshold 

was crossed. In this experiment, we randomised the order of tasks within each folder and 

predict that users will satisfice by opening each task in turn and only completing shorter tasks 

that have a sufficiently high marginal rate of return. Following this strategy would mean that 

more tasks will be completed from the easy folder because it contains more short tasks. 

 

The access control manipulation from Experiment 1 was simplified to understand the effect 

on task selection times. In the IRM condition in this experiment, participants received four 

different emails at set junctures in the experiment, each requiring them to set the access rights 

to a different document. There was no longer a requirement to send emails requesting access 

to particular documents, nor were participants required to set access rights for any other 

documents. This design created four discrete interruptions that could be compared with the 

equivalent stage in the Control condition, providing a more controlled test of the effect of 

access control tasks upon overall task management processing. In addition, the interface was 

changed in both conditions such that after opening a document it no longer changed colour. 

This increased the difficulty of the task management as users had to rely on their memory. To 

increase the realism and complexity of the task environment distracter emails that participants 

did not have to respond to were included in the IRM condition.  

 

The hypotheses are: 

H4: Participants will complete more tasks from the easy folder than the hard folder. 

H5: Task selection time will be longer in the IRM condition than the Control condition. 

H6: Task selection time following an interruption in the IRM condition will be longer than the 

matched juncture in the Control condition. 

H7: Following an interruption in the IRM condition more documents will be opened prior to 

completing a task than at the matched juncture in the Control condition. 

 

3.1. Method 

 

3.1.1 Participants 
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Participants were 10 students and 14  staff from the same population as used in Experiment 1, 

no participants had taken in part in Experiment 1. They received £10 for taking part in the 

experiment. Thirteen participants were female and the age range was 18-47 years (M = 27.92, 

SD = 8.38). All participants reported they were familiar with Microsoft Office and had used it 

for more than 10 hours. 

  

3.1.2. Materials 

The documents and tasks from Experiment 1 were presented using the same purpose-written 

program with the following modifications. Within each folder documents were positioned in 

a random order from top to bottom and no documents were labelled in red or treated as 

priority tasks. When a document or task had been opened, the label within the folder did not 

change to blue and remained the same colour. No other information that participants could 

use to aid their memory was provided within the interface (e.g. a timestamp of the last time 

the document was edited) nor were participants allowed to make notes during the task.  

 

For the IRM condition there were no documents for which access was denied. For each pair 

of folders 12 new email messages were created (meaning 24 new messages and 2 new 

practice messages in total). Four of each set of 12 messages gave specific instructions to 

allocate access rights to a particular document to a specified email address. The remaining 

eight emails were distracter items that did not refer to the experiment (i.e. they referred to 

hypothetical meetings, contained spam etc.).  In the IRM condition emails “arrived” within 

the email package at fixed times, these time junctures in seconds were: 100, 210, 340, 470, 

480, 610, 790, 800, 810, 1010, 1120, 1340 (italics indicate an interruption i.e. an email that 

required participants to grant access rights).  

 

When completing the access control procedure the email address was not displayed within 

the word simulation, instead participants had to refer back to the appropriate message in the 

email package. 

 

3.1.3. Design 
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As in Experiment 1, in the IRM condition any time spent using the email package or adding 

access rights to documents was subtracted from the task selection time.  The measure of 

uninterrupted selection time excluded all intervals where participants added access rights to a 

document. Where participants checked email without adding access rights, the time spent 

checking mail was excluded but the remainder of the interval was included in the mean task 

selection time.  

 

The end of the interruption was deemed to be the first time they opened a folder after 

completing all email interactions and access control procedures (including reopening 

documents they granted access rights to). At the four interruption points, two measures of 

task selection time are reported: “Selection time for next document opened” was measured 

from the end of the interruption until any document was opened. “Selection time for next task 

completed” was measured from the end of the interruption until a document was opened in 

which the associated task was completed (i.e. including time spent selecting and opening 

documents for which the task was not completed). 

 

For each of the 4 interruptions in the IRM condition a matched juncture in the Control 

condition was calculated as being at the next interval between tasks after the same proportion 

of total task time had elapsed.  

 

3.1.4. Procedure 

Participants received the same three practice tasks as in Experiment 1 but access was not 

denied to any of the documents. One email during practice required participants to grant 

access rights to a particular document and a distracter email was also included. 

 

The written instructions were modified to explain that documents were presented in a random 

order within each folder.  In the IRM condition participants were instructed that emails would 

arrive throughout the experiment. They were told to grant access to documents immediately 

when requested to do so and to ignore all other emails. Unlike in Experiment 1 participants 

were not asked to add access rights to a document after completing a task. There were no 

emails and no access to the email package in the Control condition. 
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Total time for task completion was 1500s in the IRM condition and 1200s in the Control 

condition. Piloting of the materials indicated that this difference accounted for the extra 

procedures in the IRM condition and left approximately the same amount of time to complete 

the actual tasks. 

 

All other aspects of the method were the same as in Experiment 1. 

 

3.2. Results 

 

As in Experiment 1 paired t tests were used to compare two means and, except when stated 

otherwise, 2 (Condition: IRM and Control) × 2 (Folder: Easy and Hard) ANOVAs with 

repeated measures on both factors were used for all other analyses. Tasks were rated as 

correctly completed when all the text had been entered, typing errors were ignored. There 

were no instances of three or more consecutive words being incorrectly entered. 

 

3.2.1. Tasks Completed 

From each folder the mean number of tasks that were completed, the mean number of tasks 

that were opened and the mean number of switches between folders are given in Table 5. 

More tasks were completed from the easy folder than the hard folder in both conditions, F(1, 

23) = 79.49, p < .001, ŋ2
p =  .78. There was no difference in the number of documents that 

were opened from each folder. For both measures there was no difference between the IRM 

and control condition nor were there any interactions. The mean number of switches between 

folders was much lower than in Experiment 1. There was no difference in number of switches 

between the IRM and control conditions. 

 

The proportion of participants that completed each task is given in Figure 4. The figure shows 

that the majority of participants completed the shortest 10 tasks in both folders. However, the 

majority of participants also completed all but the 3 longest tasks in the easy folder, whereas 

the proportion of participants who completed the 15 longest tasks in the hard folder was 
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much lower. As in Experiment 1, the proportion of participants who completed each task 

closely corresponded with the level of task difficulty as indexed by task length in number of 

characters shown in Figure 1. These patterns were the same in both the IRM and control 

conditions. 

 

3.2.2. Task Selection Times 

Table 6 contains mean task selection times across the task and directly after interruptions. In 

the IRM condition, task selection took more time than in the control condition, t(23) = 5.09, p 

< .001, d = 1.09. Excluding intervals containing interruptions to add access rights did not 

change the pattern of this effect and uninterrupted IRM task selection times were longer than 

the control task selection times, t(23) = 2.17, p < .05, d = .45. Table 6 also shows there were 

more intervals where both folders were checked in the IRM condition than in the control 

condition, t(23) = 2.24, p < .05, d = .52. The intervals where both folders were checked and 

intervals where access control procedures were completed were then excluded from the task 

selection times. This adjusted measure also indicated that task selection was longer in the 

IRM condition than in the control condition, t(23) = 2.08, p < .05, d = .37. 

 

The mean task selection time following an interruption to set access rights is given for the 

IRM condition in Table 7. Also included is the mean task selection time for the matched 

junctures in the control condition. The means indicate that immediately after an interruption 

in the IRM condition participants took longer to select the next task than at the same point in 

the control condition, t(23) = 4.60, p < .001, d = 1.04. In the control condition, the mean of 

the task selection times matched against interruptions was longer than the overall mean task 

selection time. One explanation for this is that the overall mean task selection time included a 

number of very short selections towards the end of the experiment. Also given in Table 7 is 

the time to select the next task that was completed. This time included any instances where a 

document was opened but the task was not completed. This selection time was longer post-

interruption in the IRM condition than in the control condition, t(23) = 3.68, p < .01, d = .72. 

 

The final measures in Table 7 compare the number of documents that were opened or 

reopened immediately after an interruption in the IRM condition and at the same point in the 

control condition. The means show that before selecting a task that was completed more 
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documents were opened, t(23) = 2.44, p < .05, d = .46, and more documents were reopened, 

t(23) = 3.20, p < .01, d = .82, in the IRM condition than in the control condition.  

 

3.2.3. Task Management Strategies 

The task selection decision was very different to Experiment 1 because tasks were ordered 

randomly within folders, therefore within a folder the only way a participant could find out 

the task difficulty was by opening the document. This was reflected in the high proportion of 

documents that were opened and then closed without completing the task. Further, frequent 

switching between folders would not support maximisation of the marginal rate of return and, 

as predicted, there were few switches between folders. Nonetheless, Figure 4 indicates the 

participants successfully allocated their time such that they completed the shorter tasks and 

did not complete the longer tasks. 

 

Given that a high proportion of documents were opened without completing the task, strategy 

was analysed using documents opened rather than tasks completed. Correlations between 

position of task within a folder and the order that the first 25 documents from each folder 

were opened were high for both easy and hard folders in both conditions, IRM Easy, r(25) = 

.99; IRM Hard, r(25) = .96; Control Easy, r(25) = .99; Control Hard, r(25) = .99; All ps < 

.001. Thus, participants worked from top to bottom opening documents consecutively within 

each folder and closed the documents containing longer tasks without completing them 

(because only one document could be open at a time each document was “closed” by opening 

another document). The effect of an interruption upon this strategy was given by the 

proportion of times that participants opened the next document down within a folder. 

Following an interruption in the IRM condition, the mean proportion of times participants 

opened the next document was .30 (SD = .28), whereas at the matched juncture in the control 

condition the mean proportion was .89 (SD = .21). This difference was significant, t(23) = 

8.45, p < .001, d = 1.53. 

 

3.2.4. Errors in Information Rights Management 

Across all participants there were 4 failures to grant restricted access to a document (.04 

proportion of all requests). Participants did not initiate the IRM procedure in any of these 



25 
 

instances indicating this reflected forgetting rather than an inability to complete the 

procedure. 

 

3.3. Discussion 

 

As in Experiment 1, participants completed more tasks from the easy folder than the hard 

folder. However, unlike Experiment 1 there were very few switches between folders and 

there was no difference between the number of documents opened in either folder. Therefore, 

participants managed to adaptively allocate more time to the shorter tasks without 

interleaving between folders. Investigation of the task management strategies indicated they 

achieved this by satisficing – opening each document in turn and only completing the shorter 

tasks that had a sufficiently high marginal rate of return. The low rate of interleaving between 

folders indicates that participants will not switch frequently between tasks when this does not 

increase the marginal rate of return. 

 

Task selection times were longer in the IRM condition than in the Control condition. This 

replicates and extends this finding from Experiment 1, as the access control tasks were fewer 

and less complex than in Experiment 1. Moreover, immediately after an access control task 

participants were more likely to (1) open a task they did not complete, (2) reopen a task that 

had already been completed and (3) open a non-consecutive task. Thus, task management 

processing was slower and more likely to lead to errors following an access control task. The 

final experiment investigated the consequences of errors in task management for overall task 

performance. 

 

4. Experiment 3 

 

Experiments 1 and 2 demonstrated that participants are able to manage their time across tasks 

to complete shorter tasks when their goal was to maximise the total number of tasks 

completed. Their strategies to achieve this were consistent with maximising the marginal rate 

of return. Both experiments also showed that interruptions from access control tasks affect 

task management processing and can lead to errors in task management. Therefore, 
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interleaving between tasks can improve performance by focusing on the task that produces 

the greatest short-term gain but can also interfere with performance by interrupting task 

management. This experiment investigated both of these effects by alerting the participant 

when an email arrived.  

 

Russell et al. (2007) found that most users received alerts when email arrived and that this 

system suited them. Alerts support task management by increasing users’ awareness of other 

tasks, but because they are an interruption, they can disrupt primary task performance (Bailey 

and Konstan, 2006) and Experiments 1 and 2 indicate that they could also disrupt task 

management. To test the effect of alerts, in this experiment all conditions received access 

control tasks by email. However, only half of the participants received alerts for these emails 

and the remainder had to check their email spontaneously as in the previous experiments. 

 

Experiments 1 and 2 demonstrated that interleaving strategies and interruptions affect task 

selection, however, failures of task management could also affect primary task performance. 

To test this, the design and hypotheses in Experiment 3 focused on task performance. This 

meant more cognitively demanding tasks were used, in some conditions participants had to 

send emails to request access to some documents and there was an incentive to complete all 

the tasks as quickly as possible. These changes increased the complexity of the task 

environment and provided a more powerful test of the effect of interruptions upon task 

performance.  

 

Following Bailey and Konstan (2006), we predict that the alerts will disrupt performance on 

the primary task. However, Russell et al. (2007) indicated that alerts can increase user 

awareness, therefore, we predict that when there are no alerts participants will be more likely 

to forget to complete the access control tasks. In addition to manipulating alerts we also 

varied the amount of interleaving required by participants by increasing the number of access 

control tasks. We predict that increasing the interleaving will increase the cognitive load and 

reduce the available mental resources and thus amplify both the costs to primary task 

performance and the benefits to access control performance provided by alerts. 
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The hypotheses are: 

H8: More primary task errors will be made in the Alert condition than in the No Alert 

condition.  

H9: More access control errors will be made in the No Alert condition than in the Alert 

condition.  

H10: In the High interleaving condition, alerts will impair primary task performance more 

than in the Low interleaving condition.  

H11: In the Low interleaving condition, alerts will impair access control task performance 

more than in the High interleaving condition. 

 

4.1. Method 

 

4.1.1. Participants  

Participants were 32 students from the same population as used in Experiments 1 and 2, no 

participants had taken in part in either Experiment 1 or 2. Participants did not receive any 

financial compensation for taking part. Eleven participants were female and the majority 

(80%) of participants were aged between 21-25. All participants reported they were familiar 

with Microsoft Office and had used it for more than 10 hours. 

 

4.1.2. Materials 

Two sets of eight comprehension tasks were created and each task was divided into three 

subtasks. Each subtask comprised a document and a question about information within the 

document. For example, a document containing record temperatures in different countries 

was paired with  the  question  “What  is  the  highest  temperature  ever  recorded  in Europe?”. 

The documents were different from those used in Experiments 1 and 2 and were selected 

from a range of different websites. Questions were chosen such that information had to be 

read carefully to avoid mistakes. Questions were pretested using participants from the same 

population who did not take part in any of the 3 experiments. Pretesting revealed that each 

question was answered correctly by the majority of participants but that errors were made due 
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to participants failing to read the document carefully. The three subtasks that made up a task 

referred to a similar topic (i.e. politics, health etc.). 

 

The program from Experiment 2 was modified to contain only one folder. This folder 

contained all 24 documents for a set of eight tasks. Each document was labelled using the 

topic name and either 1, 2 or 3. The documents were organised by name and then by number 

and only one document could be opened at a time. The first document in a task included all 

three questions for that task with textboxes for the answers and also the first document. The 

other two documents within a task just contained the documents. When a document or task 

had been opened, the label within the folder did not change to blue and remained the same 

colour. There were no priority tasks labelled in red.  

 

In the High Interleaving condition, access was denied to 6 of the 24 documents, clicking on 

these documents produced the same dialog box as in Experiment 1. As in Experiment 2, four 

email messages were received that required participants to enable particular email addresses 

to access particular documents. The first message arrived after 100 seconds and there was a 

gap of 150-200 seconds between each of the three subsequent messages. Three distracter 

email messages similar in format to those from Experiment 2 were sent after 100, 500 and 

900 seconds. 

 

Alerts for email messages were a grey box that appeared in the bottom right hand corner of 

the screen for four seconds instructing the participant that they had new email and including 

the name of the sender. 

 

All other features of the program were the same as in Experiments 1 and 2. 

 

4.1.3. Design 

The presence or absence of email alerts (Alert vs. No Alert) was manipulated between 

participants and the amount of interleaving required (High Interleaving vs. Low Interleaving) 

was manipulated within participants in a 2 × 2 mixed design. The set of comprehension tasks 
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received first and the set of comprehension tasks allocated to High and Low Interleaving 

conditions were counterbalanced across participants. 

 

The stage in task completion at which participants checked email was used to assess 

interleaving strategy. If participants opened the email package after entering an answer to a 

question and before opening another document it was categorised as being between subtasks. 

All other instances in which participants opened the email were categorised as being in the 

middle of a subtask. 

 

4.1.4. Procedure 

Participants were first provided with written instructions and then completed a practice task 

containing three subtasks. Access to one document from the practice task was restricted and 

participants were required to send an email requesting access and wait for the reply before 

being able to access the document. At the end of the practice task the participant was required 

to set access rights for the first document such that a specified email address was given 

access.  

 

Participants were divided into two equal sized groups. One group received an alert for every 

incoming email, the other group did not and had to check the email package to see if any 

email had arrived. In every condition, participants were instructed to complete all 24 

comprehension subtasks in any order they chose and that answers to the questions should be 

entered in the textbox provided in the first document for each task. They were also told to 

complete any access control tasks sent by email. It was emphasised that emails did not have 

to be responded to immediately but neither should they be left until the end of the experiment 

and completed then. 

 

All conditions received four emails during the experiment that required them to set access 

rights to particular documents. The procedure for setting access rights was the same as in 

Experiments 1 and 2. As in Experiment 2, participants were not required to set access 

privileges for any other documents. The only difference between the High and Low 

Interleaving conditions was that access was denied to some documents in the High 
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Interleaving condition. The procedure for gaining access was the same as in Experiment 1, 

replies to emails that requested access arrived between 30-60 seconds after the message had 

been sent. 

 

Participants were told that the three fastest times to complete all the comprehension subtasks 

and access control tasks would receive a prize. They were also given a nominal time limit of 

2400 seconds to complete all the tasks in each condition. All participants in all conditions 

reported they had completed the tasks before this time limit had elapsed. After completing a 

set of eight comprehension tasks in either the High or Low Interleaving condition they then 

completed the other set of eight comprehension tasks in the other condition. 

 

4.2. Results 

 

The proportion of comprehension subtasks correctly completed did not differ across the 2 sets 

of tasks (.87 and .88) and task set did not interact with any other variables in any of the 

analyses. Thus, to simplify the presentation of results, all tables and statistics were computed 

from data aggregated across task set. Results were analysed using 2 (Email notification: Alert 

vs. No Alert) × 2 (Interleaving: High vs. Low) mixed ANOVAs with repeated measures on 

the second variable. 

 

4.2.1. Task Performance 

Descriptive statistics for performance on the comprehension tasks and on restricting access to 

documents in each of the conditions are given in Table 8. The time to complete all 24 

comprehension subtasks and any access control tasks was significantly longer in the High 

Interleaving conditions than the Low Interleaving conditions, F(1, 30) = 62.60, p < .001, ŋ2
p 

=  .68. This was unsurprising given there were a number of extra procedures that had to be 

completed in the High Interleaving condition. There were no other significant differences or 

interactions for time to complete the task. 
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Table 8 shows that a higher proportion of comprehension subtasks were correctly completed 

in the No Alert condition relative to the Alert condition, F(1, 30) = 4.83, p < .05, ŋ2
p =  .14 

Table 8 also shows that the proportion of access control tasks completed was higher in the 

Alert condition than the No alert condition, F(1, 30) = 4.66, p < .05, ŋ2
p =  .13. Therefore, 

providing alerts degraded comprehension task performance but improved performance on the 

access control tasks. There were no other reliable effects or interactions upon proportion of 

comprehension subtasks completed or proportion of access control tasks completed.  

 

Participants did not provide an answer for 20 of the 195 incorrect comprehension subtasks 

indicating these tasks were forgotten rather than wrongly answered. For all the access control 

tasks not completed, the IRM procedure was not attempted. This indicated the access control 

task errors were due to forgetting rather than an inability to complete the procedure. 

 

4.2.2. Task Interleaving 

To understand the effects of email alerts upon task performance we analysed the interleaving 

strategy in each of the four conditions. Table 9 gives the mean number of times participants 

interleaved between a document and the email package in the middle of a comprehension 

subtask or between subtasks. Participants were more likely to switch to email in the middle of 

a subtask in the Alert condition than in the No Alert condition, F(1, 30) = 9.02, p < .01, ŋ2
p =  

.23. Between subtasks there was no difference in the Alert and No Alert conditions in the 

frequency of interleaving between email and the documents. There was more interleaving in 

the high interleaving condition than the low interleaving condition in the middle of a subtask, 

F(1, 30) = 152.09, p < .001, ŋ2
p =  .84, and between subtasks, F(1, 30) = 13.83, p < .01, ŋ2

p =  

.32. There were no significant interactions.  

 

4.3. Discussion 

 

More comprehension subtasks were correctly completed in the No Alert condition than in the 

Alert condition indicating that receiving alerts degraded primary task performance. In 

contrast, more access control tasks were completed in the Alert condition than in the No Alert 

condition. The interleaving strategy also differed in that participants who received alerts were 



32 
 

more likely to switch away from the comprehension task in the middle of a subtask. Taken in 

combination these results suggest that, on receiving an email alert, participants interrupted the 

comprehension task to complete the access control task. This helped them to remember to 

complete the access control task but led to errors on the primary task. There was in effect a 

trade-off between performance on the comprehension task and the access control task. 

 

This trade-off demonstrates that interleaving can both improve task performance (more 

access control tasks completed in the Alert condition) and degrade task performance (fewer 

comprehension subtasks completed in the Alert condition). This underscores the importance 

of understanding when participants interleave between tasks and demonstrates that simple 

alterations to software (i.e. providing alerts) can have important consequences for task 

performance.  

 

As in Experiments 1 and 2, the decisions to switch task in this experiment can be interpreted 

as maximising the marginal rate of return. When participants received an alert, they could be 

certain that an email had arrived, this increased the value of the alternative task (checking 

email) and increased the marginal rate of return for switching task. In the No Alert condition, 

it was uncertain whether there would be new email, therefore, checking email typically had a 

lower marginal rate of return than after an Alert. This meant that in the No Alert condition, 

participants were more likely to wait until the end of the comprehension subtask when the 

marginal rate of return for the comprehension task was lower. One explanation for this lower 

marginal rate of return could be lower workload at subtask boundaries (Bailey and Iqbal, 

2008). We shall discuss the applicability of these ideas further in the General Discussion. 

 

Counter to our hypotheses, the amount of interleaving did not affect the extent to which alerts 

disrupted performance as there was no interaction between High/Low Interleaving and 

Alert/No Alert. This may be because there was still a large amount of interleaving required in 

the Low Interleaving condition. Either way, the presence of both main effects means that the 

absence of an interaction does not challenge our theoretical account. 

 

5. General Discussion 
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Across three experiments we have demonstrated that users will interleave between tasks to 

focus on shorter tasks and that these switching decisions are consistent with a strategy of 

maximising the marginal rate of return. The experiments also show that interruptions from 

access control tasks disrupt the processing involved in task management and the timing of 

task switches.  

 

In Experiments 1 and 2 participants successfully allocated more time to a folder containing 

shorter tasks, thus increasing the number of tasks completed. In Experiment 1 participants 

achieved this by switching between folders to complete the shortest task available. In 

Experiment 2 participants achieved this by abandoning tasks that took longer to complete. 

Both of these interleaving strategies enabled participants to maximise the marginal rate of 

return. In Experiment 3, providing alerts for incoming emails changed the marginal rate of 

return and led to participants checking email in the middle of a subtask. 

 

Experiments 1 and 2 also found that adding access control to documents increased the time to 

select the next task. Moreover, in Experiment 2 task management was disrupted such that 

participants made more errors in task selection following an access control task. Experiment 

3 applied this finding to show that email alerts helped participants to remember access control 

tasks but increased the number of errors on the comprehension task.  

 

These results lead to three key conclusions. First, task interleaving can help performance by 

enabling users to work on the most productive task. Second, users spontaneously adopt 

strategies that support performance by maximising the marginal rate of return. Third, task 

management can lead to errors that affect task performance. Next, we provide an account of 

when participants choose to interleave between tasks. 

 

5.1. Maximising the marginal rate of return 
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Following Pirolli (2007) we have drawn on the animal foraging literature to understand 

human behaviour. Thus, like Payne et al. (2007), we have described interleaving behaviour in 

terms of rates of return. That is, task performance can be understood as the accumulation of 

some task currency, meaning that decisions to switch between tasks are based on the rate at 

which the currency is being accumulated on each of the tasks. We argue that the interleaving 

in our experiments enabled participants to maximise the marginal rate of return. That is, 

participants selected the task that provided the greatest benefit at that moment. Furthermore, 

we suggest that the frequent switching observed in modern workplaces (Czerwinski et al., 

2004; Gonzalez and Mark, 2004) reflects a tendency to maximise the marginal rate of return. 

 

We also argue that maximising the marginal rate of return is not the only available strategy or 

necessarily the most effective strategy. For example, in Experiment 1 participants could have 

switched between folders fewer times yet spent the same proportion of time on tasks from the 

easier folder. Or they could have simply spent half the time on each folder and switched once 

– a control condition in Payne et al. (2007) found benefits from working on the same task for 

longer periods of time. Similarly in Experiment 2, rather than satisficing – opening each 

document in turn and only completing the shorter tasks that had a sufficiently high marginal 

rate of return – participants could have “sampled” (Reader and Payne, 2007). That is, prior to 

completing tasks, they could have opened several documents from each folder to compare the 

difficulty of the folders. These and other strategies indicate that it was not inevitable that our 

participants appeared to maximise the marginal rate of return. 

 

Where there are diminishing marginal returns or where the task environment changes rapidly, 

maximising the marginal rate of return will lead to frequent task switching. However, 

frequent interleaving between tasks can lead to errors in task performance. In Experiment 3, 

providing email alerts encouraged participants to switch in the middle of a subtask, which led 

to task completion errors. Therefore, we suggest that in some environments frequent 

interleaving by users will impair their overall task performance (Iqbal and Horvitz, 2007; 

Mark et al., 2012). Clearly, the most appropriate interleaving strategy will vary according to 

the environment, the task and the user’s knowledge. However, our experiments indicate that 

the perceived marginal rate of return will predict when users will interleave between tasks.  
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5.2. Future theoretical extensions 

 

Charnov’s (1976) marginal value theorem describes animal foraging behaviour at a general 

level and subsequent research has specified strategies used by individual animals to maximise 

the marginal value (e.g. Waage, 1979; Iwasa et al., 1981). Analogously, further work is 

needed to identify task interleaving strategies adopted by users to maximise the marginal rate 

of return. Satisficing is one such potential strategy and we suggest it could explain the 

interleaving behaviour in Experiment 2. A more detailed computational model was developed 

by Payne et al. (2007) to explain the interleaving behaviour on their tasks. In short, they 

claimed that a combination of Green’s rule (1984) and switching at subgoals explained their 

data. Further research needs to test these and other explanations and identify the conditions 

under which they apply. 

 

In Experiment 3, participants often checked email shortly after receiving an alert. However, it 

is unclear whether this reflected their everyday behaviour upon receiving an alert or was a 

demand characteristic of the experiment. This example highlights the general difficulty of 

establishing exactly which currency participants are maximising. They may be seeking to 

complete the experiment quickly, accurately or with as little effort as possible. This makes it 

difficult to test predictions about the marginal rate of return. Future experiments could lessen 

this problem by explicitly providing a currency (i.e. points) within the experiment that users 

must maximise. This would enable us to draw stronger conclusions but could also make the 

interleaving behaviour less representative of everyday task completion. 

 

Specifying a task currency also enables inferences about the rationality of users’ behaviour. 

Unlike Charnov (1976) our account does not state that task (patch) switches are optimal. 

Rather, we suggest that users select the task with the highest perceived marginal value. This 

approach draws on Howes et al.’s (2009) use of subjective expected utility to assess the 

rationality of users. The value for this approach in understanding the rationality of 

interleaving decisions has been shown through experimental work by Janssen and Brumby 

(2010; Janssen et al., 2011). 
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5.3. Application of Findings 

 

The primary tasks used in all three experiments were representative of typical everyday tasks 

completed in office environments (i.e. adding text to documents, answering questions by 

retrieving information from documents). The access control tasks used a widely available 

information rights management system that, due to its novelty, participants were not 

proficient in but may become widely adopted. The operating system, word processing and 

email software were familiar to all the participants. These factors were designed to increase 

the ecological validity of the findings within a controlled laboratory environment that enabled 

us to test specific predictions about interleaving strategies. Conducting these experiments in 

the field would have removed factors particular to the laboratory but also introduced a range 

of factors specific to that particular field environment that may not generalise to other field 

environments. Furthermore, much of the email and interleaving behaviour observed was 

consistent with that reported from field studies (Gonzalez and Mark, 2004; Jin and Dabbish, 

2009; Russell et al., 2007). Notwithstanding this, a natural next step is to extend our methods 

to an actual office environment. 

 

Access control tasks disrupted task management in all three experiments. Thus, where there 

are interruptions, task management is more likely to lead to errors. This effect was shown 

clearly in Experiment 3 where differences in interleaving strategy directly affected the 

number of errors. The straightforward implication from these results is that software 

designers need to be aware that users are likely to make errors when interleaving rapidly 

between tasks. Further, results found that these errors can be of more than one type – 

forgetting to complete a particular task or making an error during a particular task. 

Experiment 3 also demonstrates that alerts are a specific form of this problem, with users 

switching task in the middle of a subgoal rather than between subgoals.  

 

Bailey and Iqbal (2008) have demonstrated that workload is lower upon completion of 

subgoals and that subtask boundaries are therefore more appropriate junctures for 

interruptions. Following on from this, Iqbal and Bailey (2010) describe a system that supports 

task management by providing alerts at subtask boundaries. Our experiments reinforce these 

findings and, by requiring users to complete multiple tasks and providing choice over when 



37 
 

to interleave between tasks, we have demonstrated that users will interrupt subtasks upon 

receiving an alert and that the costs of an interruption apply to task management as well as 

performance on the interrupted task. Relatedly, Salvucci and Bogunovich (2010; Bogunovich 

and Salvucci, 2011) have shown that users will choose to attend to an interruption when 

workload is low but that this decision is also affected by the time constraints of the 

interruption. 

 

Other related work   

 

The trade-off in performance between the comprehension task and the access control task in 

Experiment 3 indicates the importance of user motivation. Where users have discretion, they 

will prioritise some tasks over others. Duggan et al. (2012) showed that many users have a 

low motivation to complete security tasks thus, where they have discretion, users are likely to 

switch to other tasks that have a higher marginal rate of return. This is a particular problem 

where a security breach can lead to large costs for the organisation but completing the 

security task produces a low marginal rate of return for the individual. Our findings 

emphasise that where users are frequently interrupted and/or security systems are interleaved 

with other tasks, organisations should account for the likelihood that security may be 

compromised. 

 

Our experiments also showed that users are able to allocate their time adaptively across 

multiple tasks by interleaving between them. This implies that providing users with discretion 

over their task management can increase the amount of work completed. This is particularly 

relevant in dynamic environments where task interleaving can be most effective. As noted 

above further research could focus on the specific strategies employed from which more 

situation specific guidelines could be inferred (i.e. see Duggan & Payne, 2011 for specific 

guidelines relating to skim reading). More speculatively, the implications for maximising the 

marginal rate of return may be less positive in situations where the benefits for continued 

work on a task cannot be easily translated into a marginal rate of return (insight problems are 

an extreme example of this type of task). Traditionally switch costs have discouraged 

premature switching from tasks that have little immediate reward, however, technological 

developments have reduced these switch costs meaning that sustained work on the same task 
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is less likely. Following the claims of some commentators (e.g. Gasser and Palfrey, 2009; 

Rosen, 2008; Willingham, 2010) we believe this is another interesting area for future 

exploration. 
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 IRM Control 

M SD M SD 
Number of tasks completed Easy 15.83 4.01 16.42 3.20 
 Hard 12.29 2.63 12.67 1.55 
Number of documents opened  Easy 17.17 4.62 17.54 4.36 
 Hard 14.33 4.41 13.67 1.83 
Number of switches  11.25 5.31 10.58 5.87 
 
Table 1. Experiment 1: Number of tasks completed and documents opened from each of the 
two folders in the IRM and Control conditions. Also included is the number of switches 
between the folders.  
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 IRM Control 

M SD M SD 
Task selection time  3.22 1.00 2.12 .48 
Task selection time for uninterrupted 
intervals 

2.76 .93   

Task selection time when uninterrupted and 
only 1 folder checked  

2.50 .78 1.97 .43 

Number of intervals both folders checked 3.63 2.93 1.83 1.55 
 
Table 2. Experiment 1: Mean task selection times (s) accounting for interruptions and 
interleaving between folders. 
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 IRM Control 

Switch No Switch Switch No Switch 
M SD M SD M SD M SD 

Task Completion 
Time 

44.74 9.52 40.61 8.62 45.24 12.51 35.34 6.07 

Current task − Last 
task in other folder 

12.84 10.47 -7.95 21.32 8.92 5.73 -6.78 15.16 

Current task − Next 
task in other folder 

4.80 10.52 -2.89 17.98 6.96 13.82 -7.36 10.38 

Current task − Next 
task 

4.80 10.52 -4.94 7.36 6.96 13.82 4.76 3.21 

 
Table 3. Experiment 1: Comparisons of current task completion times (s) with previous and 
subsequent tasks. Times are grouped by condition and whether or not they preceded a switch 
to the other folder. 
  



48 
 

 
   M SD 
Failure to restrict access .46 .88 
Corrected failure to restrict access .33 .70 
Incorrect email when restrict access to document 1.33 1.05 
Incorrect email when requesting access .25 .53 
 
Table 4. Experiment 1: Errors made within the IRM condition when restricting access rights 
or emailing document owners to gain access to documents.  
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 IRM Control 

M SD M SD 
Number of tasks completed Easy 17 5.27 16.83 5.34 
 Hard 9.96 2.77 10.17 3.24 
Number of documents opened  Easy 31.88 13.09 30.92 12.36 
 Hard 30.83 11.57 27.46 8.70 
Number of switches  2.38 2.18 2.13 1.30 
 
Table 5. Experiment 2: Number of tasks completed and documents opened from each of the 
two folders in the IRM and Control conditions. Also included is the number of switches 
between the folders.  
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 IRM Control 

M SD M SD 
Task selection time  2.32 .46 1.85 .23 
Task selection time for uninterrupted 
intervals 

1.99 .38   

Task selection time when uninterrupted and 
only 1 folder checked  

1.89 .35 1.78 .23 

Number of intervals both folders checked 2.67 2.18 1.75 1.03 
 
Table 6. Experiment 2: Mean task selection times (s) accounting for interruptions and 
interleaving between folders. 
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 IRM Control 

M SD M SD 
Selection time for next task opened  3.32 1.40 2.06 .42 
Selection time for next task completed 8.05 6.13 4.45 2.55 
Documents opened before task completed 1.12 1.09 .70 .65 
Documents reopened before task completed .70 .81 .16 .33 
 
Table 7. Experiment 2: Post-interruption task selection means in IRM condition and at 
matched juncture in Control condition. Times are given in seconds. 
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 High Interleaving Low Interleaving 
 Alert No Alert Alert No Alert 
 M SD M SD M SD M SD 
Total task 
completion time 

1230 207 1236 403 901 211 852 302 

Proportion 
comprehension 
tasks correct 

.86 .06 .91 .07 .85 .08 .88 .07 

Proportion 
access control 
tasks correct 

.95 .10 .89 .18 .98 .06 .86 .27 

 
Table 8. Experiment 3: Mean total time (s) to complete all tasks and mean proportion of tasks 
correct. 
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 High Interleaving Low Interleaving 
Alert No Alert Alert No Alert 

M SD M SD M SD M SD 
Middle of 
subtask 

11.44 3.79 9.75 1.44 2.88 2.31 1.44 1.36 

Between 
subtasks 

14 3.77 14.06 3.17 11.69 2.12 12.31 2.50 

 
Table 9. Experiment 3: Mean number of times participants interleaved between a document 
and the email package in the middle of a comprehension subtask or between comprehension 
subtasks.  
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Figure 1. Task length for each of the easy and hard lists of tasks. Task length is given in 
number of characters that have to be entered to complete the task. Each list is contained with 
a folder with tasks ordered from easiest at the top to hardest at the bottom. 
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Figure 2. Screenshot from the word simulation interface. 
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Figure 3. Experiment 1: Proportion of participants who completed each task from the easy 
and hard lists within each condition. 
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Figure 4. Experiment 2: Proportion of participants who completed each task from the easy 
and hard lists within each condition. 
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