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Abstract 

 

In the age of big data, performing fast and accurate time series forecasting is a 

challenging task for business. The Theta method has fascinated researchers and 

practitioners because of its simplicity and extraordinary performance in the M3 

competition. Despite the academic insights that have been contributed to the Theta 

literature, the full potential of Theta has not been reached yet. On the one hand, 

although the Theta has been shown to forecast well for different types of data, most 

relevant studies have adopted the traditional ways of handling seasonality and trends 

in Theta and left largely unexplored the extensions of these usages. On the other hand, 

controlled by 𝜃 parameter, the magnitude of the short-term and the long-term patterns 

differs for different Theta lines, which shares similarities to the concept of multiple 

Temporal Aggregation (TA). TA generates multiple aggregated series encoded with 

different patterns and collectively uses information obtained from those surrogate 

series to benefit forecasting. To the best of our knowledge, no one has systematically 

explored the integrated use of Theta and TA. To close this gap and to further exploit 

Theta’s potential, expand its framework, and improve its forecasting performance, we 

first proposed a hybrid Theta method in which several extensions that focus on the 

seasonality test, decomposition, and extrapolation of the trend curve were explored. 

Then, the proposed Theta method was integrated with TA and the value of their 

interaction was investigated. This proposed hybrid Theta method and its integration 

with TA were next evaluated in an extensive empirical study. The results (a) 

demonstrate by using a diverse set of real-life series the superior performance of the 

hybrid Theta method in comparison to all examined variants of the Theta method and 

available benchmarks, (b) show that the interaction of Theta and TA is not always 

beneficial, especially for trended data, thus requiring application of  specific remedial 

strategies, and (c) suggest that TA is more effective for improving quantile forecasts 

than for point forecasts derived by the Theta method.  
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𝑓1(∙), 𝑓2( ∙) corresponding scalar functions for state space model of 
ETS 

𝑓3(∙), 𝑓4(∙) corresponding vector functions for state space model of 
ETS 

𝐿∗(𝜃, 𝑥0) function to be minimized to obtain maximum likelihood 
estimates of parameters for ets( ), in which 𝜃 =
(𝛼, 𝛽, 𝛾, 𝜙) and 𝑥0 = (𝑙0, 𝑏0, 𝑠0, 𝑠−1, 𝑠−2, ⋯ , 𝑠−𝑚+1) 

�̂� maximum value of the likelihood function 

𝐿, 𝐵 lag operator or backshift operator 

𝑞, 𝑑, 𝑝, 𝑄, 𝐷, 𝑃 orders of ARIMA model 

𝑐, 𝜙𝑖 , Φ𝑖, 𝜃𝑖 , Θ𝑖 parameters of ARIMA model 

𝑎𝑇, 𝑏𝑇 two corresponding regression coefficients 

𝑣𝑎𝑟(∙) variance function 

𝜆 the parameter for BoxCox transformation 

𝑌𝑡(𝜆) the BoxCox transformed series 

exp (∙) exponential function 

sign (∙) signum function 

max(∙) returns the maximal value of a vector of numbers 
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GTheta(*, *, *) the three-elements notation for GTheta, with the first 
element indicating the type of seasonal adjustment (A 
for additive, M for multiplicative, N for none, Z for 
automatic), with the second element indicating the 
expression of the GTheta (A for additive, M for 
multiplicative and Z for automatic), with the third 
element indicating the trend curve selected. 

𝑞1−𝛼/2 the quantile function of normal distribution at confidence 
level 𝛼 

𝜎 the standard deviation of the residuals 

�̂�ℎ
[𝑘]

 the adjusted forecasts at the original time scale 

�̂�
ℎ[𝑘]

[𝑘]
 forecasts of any state derived at level 𝑘 

𝑇(∙) a corresponding translation function 

𝐹ℎ forecast for GTheta with MAPA  

ℎ+ the modulo of division ℎ/𝑚 

𝑆ℎ+ the respective seasonal factors of the latest seasonal 
cycle 

𝕂 a set of chosen TA levels 

ℤ the set of all positive integers 

𝜔𝑘 the respective weight for combining forecasts across 
multiple TA levels 

𝒀𝒃 a column vector that contains all the bottom level data 

𝑺 a summation matrix of order 𝑝 × 𝑞 

𝒀 a vector containing the respective values by 𝒀 = 𝑺𝒀𝒃 

𝑰𝑞 a unit matrix of order 𝑞 

�̂� the column vector containing the respective base 
forecasts 

𝑾 the covariance matrix of the base forecast errors 

�̃� forecasts after reconciliation  
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diag(𝑺𝟏) the diagonal matrix of 𝑺 × 𝟏, where 𝟏 is the unit column 
vector 

𝑤1 and 𝑤2 the combination weights assigned to the forecasts at 
original level (𝑤1) and the aggregation forecasts (𝑤2) 

𝟙{∙} an indicator operator that returns 1 if the given condition 
is met, or 0 otherwise 

𝑈𝑡, 𝐿𝑡 upper and lower bounds of the prediction intervals, 
respectively 

F0 forecasts of the benchmarking method 

Fm forecasts of the method to be compared 

SD(∙) computes the standard deviation 

Closeness(∙) calculates the distance of the mean of the forecasts to 
the mean of the historical observations 
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1 Introduction 
 

1.1 Background 

 

Forecasting is an age-old concern of humankind. In ancient times, it found 

expression in such practices as divination and astrology and agriculture was a major 

focus. As societies have become more complex and technological and statistical tools 

more available, concerns have become more specific and applications more refined 

to encompass weather, energy, earthquakes, economics, finance, insurance, 

industries, and various forms of commerce. The research in this study deals with time 

series forecasting, which refers to forecasting based on a sequence of observations 

collected over a specific interval of time. Time series forecasting uses statistical 

techniques to predict future events through analyzing the historical data of the 

examined time series. The development of the time series analysis began with the 

seminal works of Yule (1927) and Walker (1931). The early time series methods were 

mostly used to interpret the series themselves rather than to formulate predictions. An 

important milestone in the use of time series analysis occurred in 1970 when Box and 

Jenkins (1970) proposed an autoregression integrated moving average (ARIMA) 

model that encouraged researchers and practitioners to use statistical models for 

forecasting. Since then, numerous advances have been made in the techniques, 

methodologies, and theories of time series forecasting (Tsay, 2000).  

These advances have made forecasting an essential element of business 

practices. Forecasts play a vital role in planning and strategy, assisting a firm in 

gaining clearer insight into and anticipation of the forthcoming changes and 

consequently facilitating the decision -making associated with them (Makridakis, 1996). 

Accurate forecasts often lead to increased levels of customer satisfaction, efficient 

production scheduling, optimized inventory management, fewer occurrences of under- 

and overstocking, lessened requirements for safety stock, better pricing and 

promotional planning, and reduced logistical cost. This ever-growing range of 

applications and their associated costs of inaccurate forecasts have stimulated 

researchers’ efforts to devise more advanced and more robust time series forecasting 

methods.  
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With the developments in time series forecasting, numerous forecast 

competitions have been held over the years; some of these have been controversial, 

and others have had profound impacts on the forecasting community (Hyndman, 

2020). Some of the most influential forecast competitions are the M- competitions 

organized by teams led by Makridakis. At the turn of the 21st century, the publication 

of results in the M3 competition (Makridakis and Hibon, 2000) declared the Theta 

method was the top-performer. This method was originally described by 

Assimakopoulos and Nikolopoulos (2000) and later simplified by Hyndman and Billah 

(2003). The simplicity and relatively accurate forecasting of the Theta method has 

prompted many follow-up studies ever since.  

The Theta method is based on the modification, via the 𝜃 parameter (the Greek 

letter that accounts for the method’s name), of the local curvature of the data. This 

method consists of the decomposition, generation of two Theta lines, extrapolation of 

these lines and reseasonalization of the forecasts. One of these lines is for capturing 

long-term components. The other is for exaggerating the short-term behaviors. The 

strong point of the Theta method is that it separates time series components from the 

data and focuses on extrapolation per component. The original Theta method 

performed remarkably well in M3 competition for the trended series. This superiority 

was also confirmed by the two recent extensions of the Theta method, one of which is 

Theta-BoxCox (Legaki and Koutsouri, 2018) which won second place for yearly data 

in the M4 competition (Makridakis et al., 2020b). The other is AutoTheta (Spiliotis et 

al., 2020c), which includes the exponential trend curve and optimization of the 𝜃 value. 

Despite the huge number of analytical insights in the literature regarding the Theta 

method, the discussion of its “seasonal” aspect—specifically the effect of 

decomposition—has attracted little attention, pointing to a potential research direction. 

The use of nonlinear trend curves in the literature also highlights the opportunities to 

analyze other types of trend curves. Research into either of these may lead to 

construction of a more robust and general Theta method. Moreover, with multiple 

methods and trend curves involved, the “selection versus combination” issue merits 

discussion, and the resultant strategy should be implemented accordingly. 

The value of the Theta lines is that they highlight different time series 

components, depending on the 𝜃 parameter, thus making the signal of a single pattern 

distinct from the mixture of multiple patterns. This shares similarities to a popular idea 
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of recent years that advocates extrapolation of not only on the original series but also 

of the temporally aggregated series, which is referred to as Temporal Aggregation 

(TA). A TA series is calculated through the summation of the neighboring observations 

from the original series, changing from higher frequency to lower frequency data. By 

doing so, different patterns of the data present at different TA levels, adding additional 

information for analysis. There are two popular approaches for implementing multiple 

TA, one of which is the Multiple Aggregation Prediction Algorithm (MAPA) which was 

described by Kourentzes et al. (2014). The other is Temporal Hierarchies (TH) 

(Athanasopoulos et al., 2017), which borrows some ideas from hierarchical forecasting. 

One difference between the MAPA and TH is that the TH needs a hierarchical 

structure so that only selective TA levels are used. In addition, MAPA combines across 

multiple TA levels, but TH reconciles the forecasts to achieve coherency. 

 

1.2 About the research 

 

Although the Theta method has attracted much attention from researchers and 

they have added valuable insights to the literature, the effort has not developed the 

Theta method to its full potential. Plus, although the Theta method was clearly 

described as “a decomposition approach” in the title of the original paper 

(Assimakopoulos and Nikolopoulos, 2000), only a few researchers have focused on 

exploring how to improve the performance associated with the “decomposition” 

aspects, specifically the extrapolation of seasonality and trends, within the Theta 

method. Moreover, the homogeneity shared by the Theta method and TA in extracting 

information from data through maximization or minimization of the time series 

components. In addition, to the best of our knowledge, the literature contains no 

research into systematic exploration of the integration of the Theta method with TA. 

 

1.2.1 Objectives of the research 

 

The facts described above underlie the two main objectives of our research. First 

are several proposed extensions to the Theta method to improve its forecasting 

performance. The second objective is to investigate the integration of the Theta 

method with multiple TA.  
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As for the first objective, we propose to construct a method similar to AutoTheta 

to enhance the extrapolation of seasonality and trends by the Theta method and then 

proceed to propose a hybrid Theta method. This hybrid version will take into account 

multiple criteria for a seasonality test, an alternative decomposition method and 

multiple trend curves. These curves include various long-term trend curves that are 

derived by complex methods and a short-term trend curve that is derived based on a 

few of the most recent observations in the time series. We will discuss (a) how those 

extensions are formed and implemented and (b) how we deal in the proposed hybrid 

Theta method with the forecasting procedure for both point forecasts and prediction 

intervals. 

In terms of the second objective, we will systematically explore the interaction 

between the Theta methods and the TA approaches. We will (a) start from a 

discussion of the similarities of the information extraction process for the Theta method 

and the TA, (b) discuss how the Theta method, specifically the proposed hybrid Theta 

method, can be used with two popular TA approaches—MAPA and TH—and (c) 

propose several strategies to enhance the performance of such integration. 

We used a large real-world data set to empirically examine the forecasting 

performance of the proposed hybrid Theta method and its integration with multiple TA. 

Our results suggest the hybrid Theta method outperforms all popular variants of the 

Theta method examined in this study, thus it should be considered for Theta 

forecasting. As for the Theta methods with TA approaches, their collaborative use 

should be approached carefully, depending on the particularities of the data. The 

proposed strategies are also proven to be beneficial for the Theta method with TA.  

 

1.2.2 Contributions 

 

The main contributions of this thesis are twofold: 

(a) We proposed a new variant for the Theta method that hybridizes multiple 

extensions to improve the forecasting performance. The proposed 

extensions concentrate on better extrapolations of seasonality and trends 

for the Theta method, highlighting its role as being a “decomposition 

method”. For academia, our research further exploited the potential of the 

Theta method and expanded its methodological framework. For 
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practitioners, the proposed hybrid Theta method has been shown to be 

superior to the examined popuar variants of the Theta method in an 

extensive empirical study, and consequently it is favored in actual 

forecasting activities when practicing the Theta method. The hybrid Theta 

method was coded using the free statistical software — R and the source 

codes are provided within the thesis, thus researchers and practitioners can 

easily perform replications or apply it in practice using the provided codes. 

(b) The other major contribution is that our study was the first to systematically 

investigate the integration of the Theta method with multiple TA. We showed 

how the Theta method could be used with two popular TA approaches, with 

amendments considered, to produce integrated point forecasts and 

prediction intervals. In addition, we proposed several strategies to improve 

the forecasting performance of the integration. Moreover, the analysis on 

when and why the interaction works has also been conducted, which 

provided evidence on how to improve Theta forecasting using TA. Therefore, 

the thesis filled an identified research gap regarding the Theta method and 

TA.  

 

1.3 Structure of thesis 

 

The rest of the thesis is structured as follows. 

In Chapter 2, we will review the relevant background literature for the Theta 

method, the concept of TA, and forecast selection and combinations. 

In Chapter 3, we will connect the relevant literature to our research, focusing on 

the mechanism of information extraction for the Theta method and TA, followed by 

identifying the research gap and forming the research questions. 

In Chapter 4, we will first review the conceptual background of the forecasting 

strategies and methods used in our study. Then, we will discuss the methodological 

construction of the proposed hybrid Theta method and the relevant setups for 

implementing the Theta methods with TA approaches. 

In Chapter 5, we will provide the design of the empirical study. Then, we will 

execute the analysis and summarize the relevant results in two studies. One study is 

to compare the forecasting performance of the proposed hybrid Theta method against 
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other popular variants of the Theta method and their benchmarks when not 

considering TA. The other one is for a similar evaluation when TA is involved. 

In Chapter 6, we will further analyze and discuss the underlying causes for what 

we have found in the empirical study, argue for the theoretical and managerial 

implications, and discuss the limitations. 

In Chapter 7, we will conclude the findings of our research and discuss possible 

future research directions.  
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2 Theoretical background 

 

2.1 The background of Theta method 

 

2.1.1 The classic Theta method 

 

The original Theta method (hereafter denoted as Classic Theta) was proposed 

by Assimakopoulos and Nikolopoulos (2000). Since then, this seminal paper has 

guided much of the direction of the subsequent research on the Theta method. Like 

many theories, the emergence of Classic Theta was the outcome of a simple 

undertaking that nevertheless came with ample uncertainties and predicaments — 

namely “building a new univariate forecasting method that would win the M3 

competition (Makridakis and Hibon, 2000), 1  as recalled by Nikolopoulos and 

Thomakos (2019, Chapter 1.1). With this mission in mind, the paper titled “The Theta 

model: A decomposition approach to forecasting” was published later, and its 

participation in the M3 competition was successful. The Theta method was one of the 

top performers in that forecast competition, especially for forecasting trended series. 

Since then, Classic Theta has attracted considerable attention from researchers 

because of its simplicity and promising forecasting performance.  

The underpinning of the Theta method is based on modification of what is called 

the “local curvature” (fluctuations and variations of the data). To do so, a 𝜃 coefficient 

is assigned to the second difference of the original time series: 𝑍𝑡
′′(𝜃) = 𝜃 ∙ 𝑌𝑡

′′, where 

𝑌𝑡  is the data, 𝑌𝑡
′′ = 𝑌𝑡 − 2𝑌𝑡−1 + 𝑌𝑡−2 , 𝑍𝑡

′′(𝜃) = 𝑍𝑡(𝜃) − 2𝑍𝑡−1(𝜃) + 𝑍𝑡−2(𝜃) at time 𝑡 . 

Given a 𝜃 value, a new series can be generated that is called the Theta line (or 𝜃 line). 

A 𝜃 line retains the similar shape of the original series, but the magnitude of the local 

curvature is adjusted. When 0 < 𝜃 < 1, the lesser value of 𝜃 leads to a larger deflation 

of the local curvature. When 𝜃 > 1, the greater value of 𝜃 renders a higher degree of 

amplification. 𝜃 is usually selected from [0, +∞). A negative 𝜃 is theoretically possible, 

which changes the direction of the local curvature. However, the negative 𝜃 was not 

discussed in the original paper that introduced the Theta method.  

 
1 M3 competition (Makridakis and Hibon, 2000) is the third generation of a forecasting activity organized 

by a team led by Spyros. The competition was intended to evaluate the performance of participating 
forecasting methods.  
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Classic Theta extrapolates each of the 𝜃 lines separately and their predictions 

are then combined to form the final forecasts. Designers of Classic Theta suggested 

using 𝑍𝑡(𝜃 = 0) and 𝑍𝑡(𝜃 = 2), where 𝑍𝑡(𝜃 = 0) was extrapolated by the simple linear 

regression that focused on the long-term forecasting and 𝑍𝑡(𝜃 = 2) was extrapolated 

by the simple exponential smoothing (SES) that was for short-term forecasting. Some 

additional findings of Classic Theta include: (a) 𝑌𝑡 =
1

2
𝑍𝑡(𝜃 = 0) +

1

2
𝑍𝑡(𝜃 = 2) is the 

reproduction of the original series from the suggested 𝜃  lines; (b) 𝑍𝑡(𝜃 = 1) is the 

original data itself; (c) 𝑍𝑡(𝜃 = 0) is the straight linear line, given that Classica Theta 

extrapolates 𝑍𝑡(𝜃 = 0) using simple liner regression.  

The default procedure of Classic Theta is as follows: 

(a) Seasonality detection and deseasonalization. The original data is first tested 

for the existence of a significant seasonal pattern. This test is based on 

autocorrelation that measures the correlation between an observation and 

its prior seasonal values. The 𝑚-lagged autocorrelation coefficient is given 

by: 

𝑟𝑚 =
∑ (𝑌𝑡 − �̅�)(𝑌𝑇−𝑚

𝑡=1 𝑡+𝑚
− �̅�)

∑ (𝑌𝑡 − �̅�)𝑇
𝑡=1

2  (2.1) 

where 𝑟𝑚 is the autocorrelation function with lag 𝑚, and 𝑚 is the number of 

periods within a seasonal cycle (for example, 𝑚 = 12 for monthly data, 𝑚 =

4 for quarterly data). �̅� is the arithmetic mean of the data. The time series is 

seasonal if |𝑟𝑚| exceeds a threshold 

|𝑟𝑚| > 1.645√
1

𝑇
(1 + 2 ∑ 𝑟𝑖

2

𝑚−1

𝑖=1

) (2.2) 

1.645 refers to the value derived by the quantile function in normal 

distribution with a 90% confidence level. If the time series is deemed 

seasonal, then it is deseasonalized by using the classical multiplicative 

decomposition method based on moving averages. This step shows that 

Classic Theta works on the seasonally adjusted data.  

(b) Producing Theta lines. Two 𝜃 lines, 𝑍𝑡(𝜃 = 0) and 𝑍𝑡(𝜃 = 2) are produced 

from the seasonally adjusted data. 

(c) Extrapolation. 𝑍𝑡(𝜃 = 0) is extrapolated by the simple linear regression, and 

𝑍𝑡(𝜃 = 2) is extrapolated by SES. 
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(d) Combination. The final forecasts are computed by a simple average (equal 

combination weights) of the predictions derived from 𝑍𝑡(𝜃 = 0)  and 

𝑍𝑡(𝜃 = 2). 

(e) Reseasonalization. If the original series is identified as seasonal, then the 

final forecasts are reseasonalized by multiplying the corresponding 

seasonal indices. 

According to the argument of the originators of Classic Theta, 𝑍𝑡(𝜃 = 0), as a 

linear line, captures the long-term pattern of the original time series. 𝑍𝑡(𝜃 = 2) 

operates as a “counterbalancer” with more roughness, spikiness, fluctuation or 

variation embedded. Different forecasting methods are performed on each 𝜃  line 

separately to better capture the distinct information, and then final forecasts are 

computed by the combination. Enhancing different components of the time series is 

the strong point of the Classic Theta. The mathematical reasoning in the Classic 

Theta’s paper was adequate, yet complicated, specifically about the derivation of 𝜃 

lines. This issue was addressed by the following studies.  

 

2.1.2 The state space model underlying the Theta method 

 

The research regarding the Theta method became popular after its introduction. 

Three years later, Hyndman and Billah (2003) proposed a simpler way of deriving the 

𝜃 line. This simplification on the derivation of 𝜃 line was one of the spin-offs from their 

study. Just as was stated in their paper’s title, “Unmasking the Theta method,” the 

researchers went a step further to re-prove in a simpler way all the fundamental 

properties of Classic Theta.  

First, they applied a solution (Kelly, 2000, as cited in Hyndman and Billah, 2003) 

to the second-order difference equation. Thus, a 𝜃 line can be expressed as a linear 

function of the original time series plus a constant and a linear trend — 𝑍𝑡(𝜃) = 𝜃𝑌𝑡 +

𝐴𝜃 + 𝐵𝜃(𝑡 − 1), where 𝐴𝜃, 𝐵𝜃 are two constants estimated by the solution of a simple 

regression over (1 − 𝜃)𝑌𝑡 . Next, they used the new expression of the 𝜃  lines to 

replicate what was suggested by the designers of Classic Theta in theorizing the Theta 

method. Equivalent results were achieved, but with much less algebra in the proofs. 

Last, through combining 𝑍𝑡(𝜃 = 0) and 𝑍𝑡(𝜃 = 2) with equal weights, the researchers 

found the point forecast function of Classic Theta as expressed in their new notations 
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is the equivalent of a simple exponential smoothing (SES) plus a drift term with a 

constant in which the slope of the SES with a drift is half that of a linear trend line fitted 

to the data. This equivalence allows construction of a stochastic model underlying the 

Theta method.  

The researchers used a state space approach, specifically SES with drift (SES-d), 

to build such a stochastic model for Classic Theta. When the drift is equal to the half 

slope of the linear line fitted to the data, SES-d theoretically obtains forecasts identical 

to those of Classic Theta. The strong point of building a stochastic model for Classic 

Theta is that it allows for the use of maximum likelihood estimation for 

parameterization and production of prediction intervals. However, SES-d did not 

produce forecasts exactly identical to Classic Theta in the empirical evaluation, a 

difference attributed to the different initialization of SES and 𝑍𝑡(𝜃 = 2) , plus the 

different method used for smoothing the parameters (SES-d uses maximum likelihood 

and Classic Theta uses the minimum of the mean squared error).  

In 2008, Nikolopoulos, Assimakopoulos, Bougioukos, and Petropoulos (2008) 

reviewed the advances in the Theta method, conducted several empirical studies to 

test SES-d against the Classic Theta, and further examined the optimized version of 

SES-d. Their studies produced several useful outcomes:  

First, one spin-off of their work was further simplification of the expression of 𝜃 

lines. The researchers proved that, for a fixed 𝜃, the 𝜃 line is equivalent to a linear 

combination of the original time series and a linear line through itself, or 𝑍𝑡(𝜃) = 𝜃𝑌𝑡 +

(1 − 𝜃)𝐿𝑅𝐿, where 𝐿𝑅𝐿 is the linear regression line fitted to 𝑌𝑡. This expression then 

became in the later studies the most popular way of deriving 𝜃-lines.  

Second, the researchers undertook to explain why the empirical results of SES-d 

and Classic Theta differed. The researchers contended two main reasons accounted 

for the lack of identical results. One was because the smoothing parameters of Classic 

Theta are calculated based on 𝑍𝑡(𝜃 = 2), but the parameters of SES-d (like any other 

exponential smoothing models) are determined based on the original data. The 

second reason was the likelihood of a misspecification. Hyndman and Billah (2003) 

only analyzed their methods on M3 yearly data and compared their results against the 

published results of Classic Theta in M3 competition. However, in the published results 

of Classic Theta from the M3 competition, the 𝜃 line 𝑍𝑡(𝜃 = 1.4) was used for yearly 

series, but 𝑍𝑡(𝜃 = 2) was used for the rest of the frequencies. This was not specifically 
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mentioned in the original paper of Classic Theta  because its concentration was on 

the theorization of the Theta method so that the most frequently used 𝜃-line 𝑍𝑡(𝜃 = 2) 

was the one proposed.  

Lastly, the researchers claimed the Theta method can be far more generic rather 

than just a special case of SES-d because the generated 𝜃 lines can be extrapolated 

by any forecasting method. Moreover, the researchers argued that Classic Theta is 

only one variant of the Theta method and suggested subsequent studies consider 

alternatives with different 𝜃 lines rather than 𝑍𝑡(𝜃 = 0) and 𝑍𝑡(𝜃 = 2) or with three or 

more 𝜃 lines. 

 

2.1.3 The Theta method with unit root process 

 

It was not until 2014 that Thomakos and Nikolopoulos (2014) marked another 

milestone for the family of the Theta method. According to this later study, a single 𝜃  

line can be expressed as the convex combination of 𝑌𝑡 and the mean of the series, or 

𝑍𝑡(𝜃) = 𝜃𝑌𝑡 + (1 − 𝜃)𝜇𝑡. Based on this, the researchers derived the data generation 

process (DGP) as the underpinning of the Theta method because 𝑍𝑡+1(𝜃) = 𝜇 +

𝑍𝑡(𝜃) + 𝜃𝑢𝑡 , which is a unit root with a drift model. Compared with SES-d (equivalently 

ARIMA(0,1,1) 2 ) that follows a unit root process of 𝑌𝑡 ≝ 𝜇 + 𝑌𝑡−1 + 𝑢𝑡  ⎯and 𝑢𝑡  is 

subjected to 𝑢𝑡 ≝ 𝜀𝑡 + (1 − 𝛼)𝜀𝑡−1  where α  is the smoothing parameter⎯the 

researchers’ derivation allows the 𝑢𝑡  to have any kind of dynamic behaviors, thus 

arguably making it more general.  

By not modeling the conditional dynamics of the innovations, the researchers 

derived two forecast functions for Theta with a unit root. One (denoted as 𝜃-level) is 

deriving unbiased 𝜃 -forecasts using only the mean 𝜇  and the latter observations 

𝑍𝑡−1(𝜃) by assuming the forecast error (or innovation) is zero. The other one (denoted 

as 𝜃 -diff) works in an ARIMA-style by taking the first difference, computing the 

forecasts from the stationary series, and then adding back the last observation. To the 

best of our knowledge, this was the first time that the promising performance of Classic 

Theta in M3 competition could be potentially explained because of an identified 

relationship between Classic Theta and a unit root DGP, given that many M3 

 
2 ARIMA refers to AutoRegression Integrated Moving Average. 
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competition series contain underlying unit root processes (The majority of series in M3 

are trended). However, one limitation is that only a one-step ahead 𝜃-forecast function 

was proposed that disables the long-term forecasting.  

In 2015, building on their ideas from the previous year, Thomakos and 

Nikolopoulos (2015) further extended the univariate Theta method to multivariate 

versions. A bivariate Theta method was proposed and was examined on simulations 

and real data. The results were consistent with the theoretical deductions. 

 

2.1.4 Optimized Theta method 

 

Another way of exploiting the potential of the Theta method is to consider 

optimally selecting 𝜃 lines per series instead of using two fixed 𝜃 lines (𝜃 = 0 and 𝜃 =

2) as in Classic Theta. Note that this idea was not new because the designers of 

Classic Theta already used 𝑍𝑡(𝜃 = 1.4) instead of 𝑍𝑡(𝜃 = 2) to forecast yearly M3 

data when they participated in the M3 competition; however, they did so in an 

aggregate manner (across all series) without selecting the optimal 𝜃 value per series. 

It was not until 2015 that this issue was discussed and formalized in detail by Fiorucci, 

Pellegrini, Louzada and Petropoulos (2015). Their efforts were directed at optimizing 

the second short-term estimator, 𝑍𝑡(𝜃) , while keeping the long-term estimator 

𝑍𝑡(𝜃 = 0) unchanged. The researchers provided a general formulation for a double-

lined Theta model, allowing the predictions derived from the two 𝜃  lines to be 

combined with proper weights, a combination consistent with the reconstruction of the 

original signal. The resulting generalized Theta method is expressed as 𝑌𝑡 =

(1 −
1

𝜃
) 𝐿𝑅𝐿 +

1

𝜃
𝑍𝑡(𝜃), where 𝜃 > 1 and 𝐿𝑅𝐿 is the linear regression fit through 𝑌𝑡 over 

𝑡 . The value of 𝜃  is optimized by minimizing a loss function in the rolling origin 

cross-validation.  

In a follow-up study, Fiorucci, Pellegrini, Louzada, Petropoulos and Koehler 

(2016), borrowing the ideas of Hyndman and Billah (2003), structured a larger 

framework consisting of four stochastic Theta methods based on the state space 

models, namely the standard Theta model (STM), the optimized Theta model (OTM), 

the dynamic standard Theta model (DSTM), and the dynamic optimized Theta model 

(DOTM). The standard model refers to those in which the second 𝜃 is fixed to 2; the 

optimized models are those in which the 𝜃, along with other parameters, are optimized 
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by minimizing the one-step ahead in-sample sum of squared error (SSE). Similarly, If 

the regression coefficients are optimized together with 𝜃  through minimizing SSE, 

those models (DSTM and DOTM) are dynamic. Otherwise, the models (the regression 

coefficients are determined externally by fitting the simple linear regression to the data) 

are nondynamic (STM and OTM). Among these proposed Theta models, the empirical 

results showed that the dynamic models were better options with or without optimizing 

𝜃. This was especially true for DOTM, which performed much better when a higher 

value of 𝜃 was selected in which a higher 𝜃 meant that a larger weight was assigned 

to the slope of the Theta forecasts.  

 

2.1.5 Generalization of the Theta method 

 

 Spiliotis, Assimakopoulos and Nikolopoulos (2019a) examined the double-lined 

Theta model but did it with a nonlinear 𝑍𝑡(0) instead of a linear line. Four nonlinear 

curves were examined: (a) exponential; (b) logarithmic; (c) inverse and (d) power. The 

hybrid approach includes a data smoothing procedure and a shrinkage approach 

(Miller and Williams, 2003) for further strengthening of the performance of the 

seasonal adjustment. Among different variants, no dominating model was found in 

terms of forecasting accuracy (strictly symmetric Mean Absolute Percentage Error). 

This indicated that the selection of the trend predictor relies on the particularity of the 

real data. Moreover, the proposed data smoothing approach was proven of benefit in 

improving the forecasting performance of the Theta method in reduction of its 

complexity (level forecasts from SES to naive) and improvement of its accuracy. The 

application of the selected shrinkage approach for seasonal adjustment added 

additional improvements to the hybrid Theta method.  

Spiliotis, Assimakopoulos and Makridakis (2020c) further exploited the full 

potential of the Theta method in several contributions. Those are (a) including an 

exponential trend curve; (b) Introducing the multiplicative expression for the 

double-lined Theta model. Given that the previous studies related to the Theta method 

focused only on the additive combination of 𝜃 lines, the proposal of the multiplicative 

interaction between 𝜃 lines can be effectively useful for generalizing the Theta method; 

(c) Proposing an empirical derivation of the prediction intervals based on the frequency 

of the data; and (d) Proposing an automatic model selection algorithm for automatic 



35 
 

Theta forecasting. They adopted the idea of ETS3 by using a three-character string to 

represent their models. For example, ETS(A,A,A) stands for an ETS model with 

additive (first letter) error, additive (second letter) trend and additive (last letter) 

seasonality, in which in all cases, “A” represents additive, “M” refers to multiplicative 

and “N” denotes none. Similarly, in Spiliotis et al. (2020c)‘s Theta model, the first letter 

denotes the expression of the Theta model (additive (A) or multiplicative (M)), the 

second letter denotes the trend curve (linear (A) or exponential (M)), and the third 

letter stands for the seasonal adjustment (additive (A), multiplicative (M) or no 

seasonal adjustment needed (N)). As such, “AAM” with 𝜃 = 2 is equivalent to applying 

Classc Theta to the seasonal data. In total, there are eight models (four instable 

models—MAN, MAA, MMA, and MAM—are omitted. 

Based on the aforementioned Theta models, the researchers proposed an 

algorithm for proper model selection and automatic forecasting, namely AutoTheta. 

First, the same seasonality test as used in Classic Theta was performed to decide 

whether seasonal adjustment was needed. Second, the researchers derived trend 

curves by fitting the linear or the exponential curve to the data, and the corresponding 

regression coefficients were computed by the least squared error. Third, for each 

model, the 𝜃 (with a range of (1, 3)) and other smoothing parameters were optimized 

by minimizing the one-step ahead in-sample mean absolute error (MAE). Lastly, the 

model with the least in-sample MAE was selected and used for forecasting. The 

AutoTheta outperformed Classic Theta both in terms of point forecasts and prediction 

intervals, especially for yearly data, because the exponential curve better captured the 

exponential trends that exist in the data.  

An alternative way of handling nonlinear trends is via power transformation such 

as the BoxCox transformation. A relevant practice refers to the eighth method (named 

Theta-BoxCox), submitted by Legaki and Koutsouri (2018), in terms of the accuracy 

of point forecasts in M4 competition (Makridakis et al., 2020b). Theta-BoxCox applies 

BoxCox transformation to the seasonally adjusted data, produces Theta forecasts 

(specifically, the SES-d model by Hyndman and Billah, 2003), back-transforms the 

forecasts, and re-adjust them with the corresponding seasonal factors to form the final 

forecasts. The good ranking of this approach in M4 competition again confirmed the 

benefit of effectively modeling the nonlinear trends as well as stabilizing the variance 

 
3 ETS refers to ExponenTial Smoothing forecasting methods (Hyndman et al., 2008b). 
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in the historical data for the Theta method (Petropoulos and Spiliotis, 2021). Moreover, 

this variant of the Theta method rated relatively well by only adding minimal 

computation cost (Gilliland, 2020) compared with Classic Theta.  

 

2.1.6 Other extensions and applications of the Theta method 

 

Some other extensions of the Theta method include: (a) consideration of third 𝜃 

line for which 𝜃 ∈ {−1, 0, 1, 2, 3} , for extracting more information from the data 

(Petropoulos and Nikolopoulos, 2013); (b) the application of a neural network 

approach for the Theta model with unequal weights to form final forecasts 

(Constantinidou et al., 2012); and (c) integrating the regression neural networks with 

the Theta method (Theodosiou, 2011).  

Besides theorization and extensions per se, the Theta method has also been 

examined on different data sets. It was evaluated on a financial data set (Nikolopoulos 

et al., 2018), and used to forecast the U.K.’s quarterly and monthly dwelling prices 

(Pagourtzi et al., 2005). In terms of business application, Nikolopoulos and 

Assimakopoulos (2003) established a computer-based software named the Theta 

Intelligent Forecasting Information System (TIFIS) for a range of end users, including 

students, academics, software engineers, managers, marketers, and so forth. This 

system also integrated expert decisions and judgmental adjustment into Theta 

forecasting.  

Given its simplicity and promising performance, many studies used the Theta 

method as a benchmark or as a part of their approaches. In the M4 competition 

(Makridakis et al., 2020b), five of the top six performers involved the Theta method. 

The five are: (a) Montero-Manso, Athanasopoulos, Hyndman and Talagala (2020) 

proposed a feature-based automated model selection approach to combine possible 

forecasting methods, and Classic Theta is one of the nine candidates; (b) Pawlikowski 

and Chorowska (2020) produced forecasts by the weighted combination of several 

commonly used forecasting models according to a rolling origin validation evaluation 

in their approach in which Classic Theta and OTM were considered; (c)  Jaganathan 

and Prakash (2020) examined and combined 24 methods, including Classic Theta and 

a hybrid Theta (Spiliotis et al., 2019a), based on a hold-out sample validation; (d) 

Fiorucci and Louzada (2020) proposed a combination algorithm based on a 
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generalized rolling origin evaluation in which DOTM and OTM were used; (e) 

Petropoulos and Svetunkov (2020) also proposed a median combination approach of 

several univariate models in which DOTM was included. The Classic Theta per se was 

also used as a benchmark in the M4 competition.  

For more information regarding the Theta model, the reader is referred to a 

tutorial paper on Classic Theta (Petropoulos and Nikolopoulos, 2017) and a Theta 

Method book (Nikolopoulos and Thomakos, 2019). 
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2.2 Forecasting with aggregation 

 

 Aggregate (Hawker ed., 2006), by its definition, means a whole formed by 

combining different elements. As such, aggregation usually incorporates the sums of 

the data in data analysis. In the sense of time series forecasting specifically, 

aggregation means summing up a few values of the data as required.  

Commonly, this aggregation may take two forms in the time series analysis 

(Silvestrini and Veredas, 2008). On the one hand, because a time series is sampled 

with a specified periodicity, we can sum up observations from the high-frequency (e.g., 

daily) into the low-frequency (e.g., monthly, quarterly) “time buckets” (Syntetos, 2014). 

This is usually called Temporal Aggregation (TA). With respect to this type of 

aggregation, one must distinguish the overlapping and nonoverlapping cases. In 

overlapping TA, a single value at the original time scale can be reused to compute the 

aggregated value. Taking a series of (1, 2, 3, 4) for example, its overlapping Level 2 

aggregated series is calculated as (1+2=3, 2+3=5, 3+4=7) whereby 2 is used twice to 

compute the first and second aggregated value and 3 is also used twice to compute 

the second and third aggregated value. For nonoverlapping TA, any single value at 

the original time scale can only be used once to compute the aggregated value. For 

instance, the nonoverlapping Level 2 aggregation for the above series would be 

(1+2=3, 3+4=7). On the other hand, real-world time series are often naturally or 

deliberately categorized by the attributes of our interest. Those time series include 

products with different attributes or within different groups, market segments, 

geographical divisions, and so forth, which could collaboratively exhibit hierarchical 

structures. Aggregating these different time series is called cross-sectional or 

hierarchical aggregation (Babai et al., 2012). 

 

2.2.1 Cross-sectional aggregation 

 

Analysis of real-world data can be complicated. It is known that time series of a 

company are often organized hierarchically according to features such as geography, 

sections, markets, customers, and products. Forecasting should also take into 

consideration the levels within the hierarchy. In inventory forecasting, for example, 

predictions for the individual stock-keeping-unit (SKU) could provide useful information 
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for operational planning of that item at the base production level. Similarly, forecasts 

for an entire production section can be necessary for tactical management for that 

section. Furthermore, data analysis at higher managerial levels is also important for 

the sake of developing corporate strategy. As such, appropriate use of the forecasts 

from the different managerial levels is required for aligned decision-making. This is 

where the cross-sectional aggregation approaches play important roles.  

 A large amount of literature has been dedicated to the three conventional cross-

sectional strategies: (a) Bottom-Up (BU); (b) Top-Down (TD); and (c) Middle-Out (MO). 

The BU approach requires forecasts derived at the bottom (lowest) level of the 

hierarchy—for example, the SKU—and summed to generate forecasts for their 

parental nodes in the structure (Thomopoulos, 2015, chapter 7.10). In contrast, the 

TD approach involves predicting the Top (highest) level series and disaggregate the 

obtained forecasts down the hierarchy to its children’s nodes by appropriate 

disaggregation methods (Gross and Sohl, 1990). The MO approach begins with a 

middle level within the hierarchy and adopts both the BU and TD approaches. The 

majority of forecasting studies have focused on examining the performance of the BU 

and TD, among which, some have  favored the BU (see Dangerfield and Morris, 1992; 

Darrough and Russell, 2002; Widiarta et al., 2007; Mirčetić et al., 2017), some have 

preferred the TD (see Gross and Sohl, 1990; Athanasopoulos et al., 2009; Luna and 

Ballini, 2011), and some were inconclusive about which one is better (see Widiarta  et 

al., 2008; Widiarta et al., 2009; Williams and Waller, 2011). In some studies, the TD 

forecasts have been found to be biased (Chung and Kryzanowski, 1999; Hyndman et 

al., 2011). However, Hollyman, Petropoulos and Tipping (2021) showed that it is 

possible to derive unbiased TD forecasts.  

Athanasopoulos, Ahmed and Hyndman (2009) proposed two novel hierarchical 

forecasting approaches. One is TD variant, based on the forecasted proportions of the 

lower-level series and an optimal combination approach. The latter “optimal 

combination approach” was later described in more detail by Hyndman et al. (2011). 

The general idea of the optimal combination method is reconciliation of the base 

forecasts (forecasts derived independently at different hierarchical levels) via a linear 

regression model. This is effectively done by using a general least squares (GLS) 

estimator to minimize the variance of the regression model fitted to the forecast matrix 

of the hierarchy. The revised forecasts are not only “coherent” (a crucial property of 

hierarchical forecasting, see Panagiotelis et al., 2021) because they are unbiased and 
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can be added up appropriately across the hierarchy but also are usually more accurate 

than the nonreconciled forecasts at each level. However, the optimal combination 

method (Hyndman et al., 2011) is compatible only with data that exhibits a strict 

hierarchical structure. Then, Hyndman, Lee and Wang (2016) extended this method 

to be feasible for grouped data under certain structural constraints. Later, 

Wickramasuriya, Athanasopoulos and Hyndman (2019) investigated the GLS 

estimator proposed in the optimal combination method (Hyndman et al., 2011) and 

found it is almost impossible to properly find a solution to that in practice. Thus, the 

researchers proposed an alternative estimator that uses trace minimization (referred 

to as MinT) and showed that forecasts produced with the new estimator were at least 

on a par with the base forecasts.  

Some other advanced hierarchical approaches have been proposed recently. 

Pennings and van Dalen (2017) developed an integrated hierarchical approach in 

which the underpinnings are based on multivariate state space models and the 

forecasts are obtained according to the cross-correlations. Panagiotelis, 

Athanasopoulos, Gamakumara and Hyndman (2021) suggested a geometric 

interpretation for hierarchical forecast reconciliation. The reconciliation approaches via 

projections were found not only to consistently improve the forecasting accuracy over 

the base forecasts but also to facilitate its extension to probabilistic forecasting. The 

application of hierarchical approaches to probabilistic forecasting was also examined 

by Taieb, Taylor and Hydman (2021) on an electricity data set. In contrast to the 

complex combination operators, other researchers focused on the simple combination 

for forecast reconciliation in hierarchical forecasting (Abouarghoub et al., 2018; 

Hollyman et al., 2021). For an additional review of hierarchical forecasting, the reader 

is encouraged to see Athanasopoulos et al. (2019).  

  

2.2.2 Temporal aggregation 

 

The very early research regarding Temporal Aggregation (TA) was related to two 

well-established stochastic models—ARIMA and GARCH4—especially for ARIMA-

related models.  

 
4 GARCH refers to Genralized AutoRegressive Conditional Heteroskedasticity. 
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To the best of our knowledge, the earliest theoretical work with regard to TA 

traces back to Quenouille (1958). That study partially yielded the concept of 

aggregation by its assertion that if the scheme is autoregression with 𝑝th order and a 

moving average of an order no longer than 𝑝, then the same scheme is followed if the 

observations are obtained at 𝑚 times their normal time intervals. The TA was also 

studied with distributed lag models (Mundlak, 1961). Telser (1967) primarily explored 

the estimation and identification of various AR models on the aggregates of the data. 

This study particularly focused on investigating how to obtain consistent estimates of 

coefficients from the aggregated series. Amemiya and Wu (1972) found that if the 

original data follows AR(p), then its nonoverlapping aggregated series follows AR(p) 

plus a moving average system. In addition, the optimal aggregate predictor was found, 

based on simulations, to be on a par with the optimal disaggregate predictor. This was 

also supported by Tiao (1972) who observed that a substantial improvement in 

accuracy could be achieved by producing forecasts from a shorter aggregate of the 

time series.  

The effect of TA has also been studied regarding the dynamic relationship 

between variables (Tiao and Wei, 1976; Weiss, 1984), the parameter estimation in 

distributed lag models (Wei, 1978), the several time series properties with multivariate 

ARMA models (Marcellino, 1999), the model form of a univariate ARIMA process 

(Stram and Wei, 1986) and the model derivation for a univariate GARCH process 

(Drost and Nijman, 1993). Among these studies, one interesting insight by Stram and 

Wei (1986) was that they specifically found that an aggregate of an AR(p) series does 

not necessarily follow ARMA(p,q)—as suggested by Amemiya and Wu (1972)—and 

that the order of its AR term could be reduced under certain conditions.  

In terms of model building, Brewer (1973) summarized the prior studies and 

generalized ARMAX models for investigating systematic sampling stock and 

aggregated flow problems. Of the above two problems, the former is related to missing 

information and the latter is associated with TA. Lütkepohl (1984) examined the 

performance of well-known multivariate ARMA processes, specifically VARMA5, on 

forecasting the aggregated and the disaggregated data. A thorough framework of 

VARMA processes with TA was formed and texted in the researcher’s later book 

(Lütkepohl, 1987). Meddahi and Renault (2004) proposed the TA of square-root 

 
5 VARMA refers to Vector AutoRegression Moving Average 
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stochastic autoregressive volatility models built on various GARCH models. Hafner 

and Rombouts (2007) compared two estimation methods—quasi-maximum likelihood 

and nonlinear least squares for aggregated multivariate GARCH models 

quasi-maximum likelihood method outperformed the nonlinear least squares approach 

in terms of variation, but incurred minor differences in bias for large samples. Hafner 

(2008) extended the study of Drost and Nijman (1993) by investigating the TA with 

multivariate processes and claimed that the dynamic variables of TA could be derived 

in an uncomplicated way. A more recent study pertaining to TA with seasonally 

near-integrated processes was done by Castro, Rodrigues and Taylor (2019). 

However, it should not be overlooked that studies concerning TA existed as early 

as the 1980s that were concerned with various stochastic data generation processes, 

most of which focused more on the aspect of “modeling” rather than “forecasting.” 

Although not directly related to our study, they deserve mention because they provided 

the earliest theoretical insights into the concept of TA. Another reason to mention them 

is that because the ARIMA models are an integral part of the proposed approach in 

this study, readers may wish further insight into the history of ARIMA with TA. If so, 

please see Granger’s seminal work (Granger, 1980; 1987; 1990) on some side issues 

regarding aggregation or Silvestrini and Veredas (2008), who did a collective survey 

of the prior research on TA with ARIMA or GARCH models.  

The earliest and most relevant study with respect to the application of TA for 

forecasting could trace back to Willemain, Smart, Shockor and DeSautels (1994). 

Despite their primary comparative analysis of Croston’s method (Croston, 1972) for 

intermittent data, they touched on the topic of “temporal aggregation” slightly by 

comparing the forecasting performance of Croston’s method for the daily series and 

for the aggregated weekly series. Their results showed a significant reduction in the 

prediction error when forecasting for the weekly series. Although this finding involved 

a relatively small data set with only 16 series and the effect of TA was not deeply 

analyzed, it nevertheless revealed the potential of forecasting with TA.  

This issue was thoroughly and formally discussed by Nikolopoulos, Syntetos, 

Boylan, Petropooulos and Assimakopoulos (2011). They proposed an 

aggregate-disaggregate intermittent demand approach (ADIDA) and evaluated its 

influence on two forecasting methods — naïve method and Syntetos-Boylan 

Approximation (SBA; Syntetos and Boylan, 2005) through an empirical investigation. 

Some findings of the study are appealing. First, a comparative investigation of several 
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disaggregation methods suggested that a simpler way (referred to as EQW) could 

work quite well. Next, the TA was of value in reducing the forecasting error when 

compared with the single application of a predictor in the intermittent demand context. 

Lastly, an optimal aggregation level can be empirically identified, which is 1 plus the 

length of the lead-time. ADIDA was also investigated by applying it to fast-moving data 

(Spithourakis et al., 2011) and consistent results were obtained. Babai, Ali and 

Nikolopoulos (2012) examined the inventory performance of SBA, Croston’s method, 

and SES with ADIDA algorithm, and they concluded that forecasts with ADIDA yielded 

better outcomes in terms of both service levels and cost. Another insight by 

Spithourakis, Petropoulos, Nikolopoulos and Assimakopoulos (2014) emerged from 

their efforts to formulate a systemic multirate signal process for ADIDA in which they 

explored the mathematical properties of ADIDA. The researchers found a problem of 

oversmoothing emerged at large aggregation levels in ADIDA, especially with trending 

or periodic data. Therefore, they suggested the application of the ADIDA framework 

should be preceded by deseasonalization of the original data and careful selection of 

the aggregation level as determined by a down-sampling filter. Petropoulos, 

Kourentzes, and Nikolopoulos (2016) proposed a new approach built on ADIDA, called 

iADIDA, by including an inverse intermittent demand series. All variants of iADIDA 

were found equal to or better than the benchmarks. The researchers claimed iADIDA 

is methodologically expected to better handle high variances in the sizes of data 

volume.  

Rostami-Tabar, Babai, Syntetos and Ducq (2013) explored the effect of TA on 

the SES forecasts for series that follows AR(1) or MA(1). They found an overall 

improvement in accuracy when TA was involved. Subsequent research by the same 

researchers (Rostami-Tabar et al., 2014) further extended the demand process to 

ARMA(1,1) and found that if the smoothing parameter is relatively small at higher 

aggregation levels, then an aggregation approach is preferable. Rostami-Tabar et al. 

(2014)’s work also provided the mean squared error (MSE) of aggregate forecasts for 

AR(1), MA(1), and ARMA(1,1), respectively. Based on MSE, one could possibly select 

a best aggregation level for a series that follows the corresponding ARMA processes. 

A subsequent study also investigated the influence of temporal aggregation on supply 

chains with ARMA(1,1) demand (Rostami-Tabar et al., 2019).  

Instead of using a single TA level, Andrawis, Atiya and EI-Shishiny (2011) in a 

case study of forecasting tourism demand investigated forecast combinations using 
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different time aggregations. They argued that the benefit of using multiple TA levels is 

that the different dynamics are captured by different time scales.  

Later, Kourentzes, Petropoulos and Trapero (2014) promoted the application of 

multiple TA levels by proposing a novel forecasting algorithm, named the Multiple 

Aggregation Prediction Algorithm (MAPA). The MAPA first produces multiple TA 

series from the original data. Each aggregated series is divided by 𝑘 ,where 𝑘 is the 

level of the aggregation to scale the aggregated series to the scale of the original 

series. For example, if a Level 2 aggregation series is (2, 4), then its corresponding 

scaled series is (2/2=1, 4/2=2). The number of the TA series generated is usually 

related to the frequency of the series. Petropoulos and Kourentzes (2014) 

recommended aggregating the series to the yearly level to fully remove the seasonality 

of the series and the trend-cycle components became mostly enhanced. In the MAPA 

setting, the maximum aggregation level is 2 for yearly, 4 for quarterly and 12 for 

monthly data. Next, through implementing ETS (Hyndman et al., 2008b), time series 

components (level, trend, and seasonality) are identified and estimated at each 

aggregation level and are extrapolated to their future predictions. Note that to allow for 

the combination across multiple aggregation levels, all those components are 

translated into additive forms no matter what model is selected per level. Third, the 

forecasts of each TA level are translated to the original time scale by repeating the 

corresponding values. For example, if the two-step ahead bimonthly (Level 2 

aggregation for monthly data) forecasts are (1, 2), then the corresponding monthly 

(original level) forecasts are (1, 1, 2, 2). Last, the future predictions of each component 

subsequently are averaged across all levels, then the averaged components are 

combined to form the final forecasts.  

The strong argument for the MAPA is that it allows avoidance of a decision on 

selecting the best TA level and permits a holistic view across multiple TA levels as 

different information is encoded at different levels. However, using multiple TA levels 

can be a suboptimal option due to the lack of formal derivations for selecting the best 

TA level. The Rostami-Tabar et al. (2014)’s derivation only works for SES with three 

specific DGPs. Moreover, because the final forecasts are a combination of the 

forecasts from multiple series, it can mitigate the modeling uncertainty unlike in using 

only a single series. In a follow-up study, Kourentzes and Petropoulos (2016) included 

exogenous variables in the MAPA to extend it to MAPAx. The revised approach 
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performed quite well in a supply chain context as compared to ETS with exogenous 

variables.  

The use of multiple TA levels was also examined on intermittent data. 

Petropoulos and Kourentzes (2015) selected several previously proposed methods for 

intermittent demand in the literature and examined the various combination schemes 

for them, with or without TA. Their results demonstrated that compared to single usage, 

the combined use of multiple TA levels is beneficial in terms of accuracy across 

multiple frequencies. The researchers also contended forecast combinations could 

considerably offset the necessity for selecting an appropriate method or aggregation 

level for a specified series. A similar investigation addressed “Using optimal or multiple 

aggregation levels,” and concluded that although using optimal aggregation level can 

be theoretically advantageous, using multiple levels can be considered as a novel idea 

for implementing TA (Kourentzes et al., 2017). The modeling uncertainty could be 

effectively reduced through applying multiple TA. 

Athanasopoulos, Hyndman, Kourentzes and Petropoulos (2017) incorporated 

the concept of hierarchical forecasting with multiple TA, namely Temporal Hierarchies 

(TH). TH allow for a time series, in particular for high-frequency data (e.g., monthly, 

quarterly), being imbued with a temporal hierarchical structure according to its 

frequency so well-elevated hierarchical reconciliation approaches can be directly 

implemented. The researchers further simplified the weight estimator for forecast 

reconciliation across aggregation levels. Of three proposed weight estimators, 

structure scaling was the superior performer. One of its interesting properties is that 

its calculation relies only on the hierarchical structure, eliminating the extensive 

computation. A follow-up study (Spiliotis et al., 2019b) further suggested several 

strategies for improving the performance of TH. Jeon, Panagiotelis and Petropoulos 

(2019) showed how TH could be applied to produce reconciled probabilistic forecasts. 

Nystrup, Lindström, Pinson and Madsen (2020) proposed alternative estimators for 

reconciling forecasts in TH by considering the autocorrelation present in the data. 

Kourentzes and Athanasopoulos (2021) applied TH to intermittent demand data and 

found that identifying structural information (i.g., trend and seasonality, which are 

usually ignored at the most disaggregated level for intermittent demand) at higher 

levels could improve forecasting performance.  

Implementation of TA was also examined with various data types such as 

weather data for agriculture (van Bussel et al., 2011), temperature monitoring (Hu and 
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Brunsell, 2013), traffic modeling (Percoco, 2015), and real estate pricing (Owusu-

Ansah et al., 2017; Giannetti, 2018).   

 

2.2.3 Cross-temporal aggregation 

 

The last two sections (2.2.1 and 2.2.2) have been focused on the literature about 

the two main schools of aggregation. However, cross-sectional aggregation focuses 

on analyzing various data from different hierarchical levels while keeping the 

examined data within the same time period. For instance, the different nodes in a 

hierarchy correspond to the various data from different groups, subgroups, and so on, 

but they are of the same periodicity. For example, all series are daily data no matter 

what groups they belong to. In contrast, temporal aggregation does the opposite by 

analyzing the same data but across various time scales. For example, TA aggregates 

a monthly time series to its corresponding annual series to better capture the long-

term components. Cross-temporal aggregation borrows ideas from both approaches. 

However, the relevant literature is limited. 

 Spiliotis, Petropoulos, Kourentzes, and Assimakopoulos (2020b) applied the 

MAPA to derive base forecasts at multiple hierarchical levels and implemented several 

hierarchical approaches to produce reconciled forecasts across hierarchical levels for 

an electrical data set. The empirical results supported sequential application of cross-

temporal aggregation. However, coherency was maintained only within the 

hierarchical dimension and was not attempted across the multiple TA levels. 

Kourentzes and Athanasopoulos (2019) addressed the issues of coherency for both 

aggregations and sections. The researchers proposed a heuristic approach for 

coherent cross-temporal forecast reconciliation. First, they obtained the estimates of 

cross-sectional reconciliation weights for each temporal hierarchical level. Then, those 

estimates were simply averaged with equal weights. The combined reconciliation 

weights were satisfactory for all coherency constraints across time scales and across 

sections.  
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2.3 Forecast selection and combination 

 

2.3.1 Selection 

 

With an increasing number of forecasting methods and strategies available to 

the forecasting community over the last few decades, selection of the appropriate 

approach was and remains a great challenge.  

Two conventional selection strategies — aggregate selection and individual 

selection were thoroughly investigated by Fildes (1989). Aggregate selection requires 

evaluation of the candidate forecasting methods across the entire population of the 

data and selection of the best one based on its overall performance before proceeding 

to forecast for the whole. Individual selection requires analysis of each series and 

selection of the best individual competitor, depending on a specified criterion of our 

choice, to forecast that specific series. The author examined several 

squared-error-based rules for conducting both the individual and aggregate selection. 

One key finding was that individual selection may render better accuracy but result in 

increased intensity of computation, whereas aggregate selection reduces the 

computing cost, but a holistic strategy may not be appropriate for an individual case, 

compromises supported by Fildes and Petropoulos (2015) after their extensive 

evaluation.  

If the selection is made within the same model class, the selection could be 

based on information criteria, for example Akakie’s information criterion (AIC, Akakie, 

1974), AICc (AIC’s corrected version for small sample bias), and Bayesian information 

criterion (BIC, Schwarz, 1978). Some popular approaches to automatic model 

selection used those three criteria (Hyndman et al., 2002; Billah et al., 2006; Hyndman 

and Khandakar, 2008). Information criteria quantify the performance of a model by 

applying a function to its maximum values of likelihood function plus levying a 

penalizing function upon the number of parameters involved in that model (penalizing 

the complexity of the model). A model with lower value of information criterion is 

generally favored.  

For either the in-sample squared error related function or the information criteria, 

the selection is made according to the in-sample fit of a model. These could cause an 
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overfitting problem (although information criteria impose penalty on the number of 

parameters used).  

“There is no reason to guarantee that a certain method will be more accurate 

than others because it better explains the past, or because its model fitting 

errors are smaller,” as commented by Fildes and Makridakis (1995, p. 295).  

Basing selections on models’ forecasting performance mitigates the consequences of 

overfitting. In practice, this can be done by continually monitoring each of the forecasts 

and evaluating its accuracy against future observations when they eventually become 

available. This allows a practitioner to dynamically change the forecasting strategies 

based on real-time forecasting performance. However, this requires quite a long wait 

to obtain the future data. An alternative is splitting (at a specified time period) the time 

series into an early portion of the series called a training set, and a later portion of the 

series called a hold-out or validation or test set (Arlot and Celisse, 2010). The training 

set is used as historical data for fitting models and producing forecasts; the validation 

set is used as “future” data to evaluate out-of-sample accuracy and then make the 

selection. However, there is a valid argument for using only part of the information 

from the data to build a model and make the selection through one-time splitting may 

overlook exploitation of the full possibilities of the data set involved.  

To overcome this problem, several cross-validation (CV) approaches were 

proposed, including, but not limited to, leave-one-out (Stone, 1974), leave-p-out (Shao, 

1993) and K-fold (Geisser, 1975). The above-mentioned CV strategies rely on multiple 

randomly generated test sets to evaluate models that are estimated based on the 

remaining subsets. However, the use of CV for time series forecasting can be 

challenging. For example, time series are not always stationary so that observations 

randomly distributed by CV to form subsets can ruin the serial dependencies. In 

addition, using future data to forecast past data seems illogical in forecasting.  

An appropriate application of CV in forecasting, namely time series CV 

(Hyndman and Athanasopoulos, 2018) was introduced by extending the one-time 

validation into a rolling origin evaluation (Tashman, 2000). “Origin” refers to the last 

observation of the training set. After determining the beginning of the training set and 

having performed the first evaluation, one can update the origin toward the more 

recent observations (including new data in the training set) and use models (with or 

without reestimation the parameters) to conduct another evaluation, so on and so forth. 

The size of the training set can be fixed each time (a fixed window size in which the 
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first observation of the training set also updates) or expanded (an expanding window 

size in which the training set always starts at the beginning of the series). A strategy 

similar to the above process was also addressed by the seminal work of Makridakis 

(1990) in which model selection was based on a so-called sliding simulation. As part 

of the literature on the Theta method, a general rolling origin CV was proposed for 

selection of the optimal 𝜃 value (Fiorucci et al., 2015). Note that the out-of-sample CV 

is widely trusted by forecasters because it provides a better view of the generalized 

performance of the models examined, thus it is beneficial for model selection. Apart 

from model selection, CV was earlier used to evaluate forecasting performance across 

forecasting horizons (Armstrong and Grohman, 1972; Schnaars, 1986; Fildes, 1992; 

Fildes et al., 1998). An explicit introduction of the out-of-sample test based on CV was 

presented by Tashman (2000) with the proposed nomenclature and terminology that 

were widely adopted in other studies. 

Petropoulos and Siemsen (2022) proposed a novel criterion for model selection, 

namely REP, This criterion takes into account how welll the out-of-sample forecasts 

fit the historical data as well as a penalty applied based on the representativeness of 

the forecasts instead of the complexity of the method. Their results showed forecast 

accuracy of uisng REP outperformed that of using information crieria and CV.  

Alternatively, model selection can also be done based on time series 

characteristics such as the number of observations, trend, seasonality, volatility, 

autocorrelation, or numerous other statistical and model statics. The earliest study 

regarding such a concern apparently was by Collopy and Armstrong (1992) in which 

they proposed a rule-based forecasting procedure consisting of 99 rules based on 18 

characteristics of the data. Shah (1997) proposed a model selection approach through 

discriminant analysis that included 26 feature variables. Petropoulos, Makridakis, 

Assimakopoulos and Nikopoulos (2014) applied multiple regression analysis over 

seven time series features and one strategic variable forecasting horizon to study their 

impact on the accuracy outputs of 14 broadly used forecasting methods. The results 

were further used to construct a protocol framework for model selection. 

An increasingly popular direction of research regarding feature-based selection 

is to attempt to integrate time series features with meta-learning. Prudêncio and 

Ludermir (2004) investigated two meta-learning methods, with each one in a different 

case study. For Case 1, a machine-learning algorithm was adopted to select between 

two models for forecasting stationary data that involved 10 descriptive time series 
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features. For Case 2, a newly proposed meta-learner was adopted to select among 

three models from which five characteristics describing the yearly data of M3 

competition were extracted. Kang, Hyndman and Smith-Miles (2017) executed 

principal component analysis for five time series features (spectral entropy, strength 

of trend, strength of seasonality, seasonal period, first order autocorrelation and the 

optimal parameter of BoxCox transformation) and generated a two-dimensional 

instance space for the visualization of the data set. A specified series is then 

represented by two coordinates within the feature space. They also proposed a 

process for generating new time series into the instance space so that the instance 

space can be evolved by adding new series obtained or by manually computing new 

data. The accuracy of a forecasting method could also be visualized in the instance 

space by linking its performance on a specified series with the coordinates of that 

series. As such, given a new series, an appropriate model could possibly be identified 

by looking at its past performance in the instance space. Monter-Manso, 

Athanasopoulos, Hyndman and Talagala (2020, p.91) also claimed that their proposal 

of a feature-based averaging meta-model could also be applied as a part of a model 

selection algorithm based on the greatest weight that could possibly be obtained.  

 

2.3.2 Combinations 

 

Combinations have been involved in much forecasting literature in terms of either 

statistical model building or exploration of new prediction approaches for both 

academia and practitioners. Forecast combination is broadly considered to be 

beneficial for improving prediction performance (Bates and Granger, 1969; Makridakis 

and Winkler, 1983; Clemen, 1989; Granger, 1989; Hendry and Clements, 2004). 

Combining forecasts can alleviate the influence of uncertainty caused by the variance 

of forecasting errors, thus improving accuracy (Hibon and Evgeniou, 2005). More 

recently, the reduction in error variances because of forecast combinations has been 

experimentally justified by Petropoulos and Kourentzes (2015), who evaluated several 

combination schemes on real-time series with intermittence. However, Larrick and Soll 

(2006) found combinations were poorly used in judgmental forecasting scenarios 

because of the stereotypical view that people hold about the effect of averaging 
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experts’ opinions. In addition, some studies have been skeptical about the application 

of combining quantiles for density forecasts (Ranjan and Gneiting, 2010; Wallis, 2011).  

With regard to combination methods, a simple average (the static is mean) is 

generally robust and good (Clemen, 1989; Hibon and Evgeniou, 2005; Jose and 

Winkler, 2008), although criticized by Armstrong (1989). Smith and Wallis (2009) tried 

to explain their superior outcomes by simple averages and based their conclusion on 

its effective smoothing of the larger estimation variances. Use of the median is another 

simple averaging statistic that has been considered in the literature. However, there is 

a controversy upon whether the median works better (Larreche and Moinpour, 1983; 

Agnew, 1985; Petropoulos and Svetunkov, 2020) or worse (Stock and Watson, 2004; 

Kourentzes et al., 2014) than the mean, or whether they are about the same (McNees, 

1992; Aras and Gülay, 2017). In some studies, the impact of a trimmed mean was 

studied (Stock and Watson, 2004; Jose and Winkler, 2008). In contrast to the simpler 

combination operators, an increasing amount of literature has been dedicated to 

complicated strategies for combining forecasts (He and Xu, 2005; Kurz-Kim, 2008; 

Kolassa, 2011; Zhao et al., 2014; Blanc and Setzer, 2020). Weighted combinations of 

forecasts have also been integrated with the use of meta-learning (Lemke and Gabrys, 

2010; Montero-Manso et al., 2020). 

Forecast combinations are undoubtedly used in the Theta method. This is 

because the final 𝜃-forecasts are usually a combination of forecasts of different 𝜃 lines. 

Forecast combinations across aggregated series have also been examined in the 

literature about TA. The earliest study by Cholette (1982) combined expert forecasts 

derived by an annual econometric model with statistical forecasts extrapolated by 

ARIMA models using a monthly data set. Trabelsi and Hillmer (1989) further discussed 

how to combine ARIMA forecasts from alternative frequencies. Andrawis, Atiya and 

EI-Shishiny (2011) investigated the forecast combination of tourism data from different 

time aggregations. The MAPA combined the estimates of time series components 

across multiple aggregation levels and then summed the combined components to 

form the final forecasts (Kourentzes et al., 2014). Although the forecast reconciliation 

for cross-sectional hierarchical forecasting or temporal hierarchies (Hyndman et al., 

2011; Hyndman et al., 2016; Athanasopoulos et al., 2017; Wickramasuriya et al., 2019) 

seems a different idea, but Hollyman, Petropoulos and Tipping (2021) revealed that 

forecasting reconciliation is the equivalent of a special case of combined forecasts.  
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For additional information on other aspects of forecast combinations, please see 

Timmermann (2006, Chapter 4).  

 

2.3.3 Selection versus combination 

 

Although the literature on model selection and forecast combination is enormous, 

there are limited studies that focus on “selection versus combination.” Wang and 

Petropoulos (2016) compared the inventory performance of forecast selection with 

that of forecast combination. Lower variances in the order and the inventory were 

found via selecting the most appropriate model. By contrast, minimum cost and 

improved accuracy were found via combining forecasts. The researchers concluded 

that both approaches improve the forecasting performance contemporaneously. 

Kourentzes, Rostami-Tabar and Barrow (2017) also addressed the problem of 

selection versus combination and investigated whether to select a best temporal 

aggregation level or combine multiple temporal aggregations. 

Traditionally, one tends to select the most appropriate strategy and abandon 

others (model selection) or combine all candidates (forecast combination).  However, 

Kourentzes, Barrow and Petropoulos (2019) changed how one might view the choice 

between selection and combination. They argued that the single use of each strategy 

is an extreme case and suggested considering a pool of forecasts between them. In 

considering a group of candidate methods, not all their forecasts are averaged 

(combination), nor only the forecasts of a single method adopted (selection). Instead, 

a few better performing methods are combined and the significantly worse performing 

methods are abandoned. This pooling of forecasts was evaluated in four diverse data 

sets and showed overall better accuracy than the results gained from either single 

selection or combination.  
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3 Theoretical framework 

 

This chapter presents a theoretical framework aimed at ensuring an 

understanding the of how the interpretation of existing knowledge is presented in this 

study and how the earlier research guides the development, theorization, and analysis 

within the present study.  

The chapter furthers the discussion of the key concepts, important theories, 

relevant mathematical reasoning, and implications of the pertinent literature in 

constructing the theoretical basis for our study. Next, from that foundation, we will 

explain how a theoretical connection to this study can be built from the existing 

theories. In doing so:  

(a) We provide a brief summary of the key literature regarding the Theta method 

and aggregation approaches. 

(b) We identify and discuss the grounding data transformation procedures from 

the above two approaches and show how a hybrid model can be built upon 

them. 

(c) We identify the research gap as well as form the main research question 

and objectives. 
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3.1 Summary of the key Theta methods and TA approaches 

 

The Theta method and TA approaches are well-developed in the literature.  The 

idea of using aggregated series has a longer history, which, as noted earlier, can be 

traced back to Quenouille (1958). The development of aggregation approaches has 

proven the benefit of using different information from multiple aggregated series. In 

contrast, the Theta method has a relatively shorter history dating from its seminal 

paper (Assimakopoulos and Nikolopoulos, 2000). Nevertheless, the constant 

extension and fortification on the Theta method has still yielded ample relevant 

scholarly output in the past two decades and the method still holds today. Because of 

its simplicity and auspicious performance, Classic Theta and some of its variants have 

been widely used in many studies. Classic Theta being used as a benchmark in M4 

competition is an example (Makridakis et al., 2020b). 

Tab. 3.1 and Tab. 3.2 summarize the key literature about the Theta method and 

TA approaches that we believe have the most influential effect on our research. The 

summarized studies represent the most popular topics that researchers have studied, 

are studying, or plan to study about the forecasting approaches under examination. 

Note that in our case, we only focus on univariate time series forecasting and do not 

involve cross-sectional analysis, thus confining the discussion in this study to TA or 

TH. Consequently, cross-sectional aggregation approaches are not listed in our 

summary. To avoid confusion, unless specified (specific use of the term “hierarchical 

forecasting” or cross-sectional aggregation), any aggregation approaches discussed, 

presented, or reported hereafter all refer to TA or TH. 
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Tab. 3.1 Summary of the key literature of the Theta method 

Research 
direction 

Key literature Focus Description Multi-series Extrapolation Forecasts 
generation 

Approach 
proposition 

 

Assimakopoulos 
and Nikolopoulos 

(2000) 

Proposition of 
Classic Theta 

Assimakopoulos and Nikolopoulos (2000) 
explained the basics of the Classic Theta, 
including how to generate 𝜃 lines, how to 

extrapolate 𝜃 lines as well as the standard 
procedure 

𝑍𝑡(𝜃 = 0) and 

𝑍𝑡(𝜃 = 2) 

SES for 𝑍𝑡(𝜃 = 2) and 
simple linear regression 

for 𝑍𝑡(𝜃 = 0) 

Forecast combination 
of 𝑍𝑡(𝜃 = 0) and 

𝑍𝑡(𝜃 = 2) with equal 
weights 

Statistical 
underpinnings 

1. Hyndman and 
Billah (2003) 

2. Thomakos and 
Nikolopoulos 

(2014) 

Exploration of the 
underlying 

statistical models 
of the Theta 

method 

1. Hyndman and Billah (2003) built the 
underpinning state space model for Class 

Theta 

2. Thomakos and Nikolopoulos (2014) 
applied Theta method to the unit root 

process 

1. SES with drift  

2. DGP-based 𝜃 
line  

Modeled by proposed 
stochastic models, 

respectively 

Forecasts generated 
by respective models 

Approach 
generalization 

1. Fiorucci et al. 
(2016) 

2. Spiliotis et al. 
(2019a) 

3. Spiliotis et al. 
(2020c) 

Generalization of 
the Theta method 

in terms of 
optimizing 𝜃 and 

robust formulation 

1. Fiorucci et al. (2016) optimized the 𝜃 for 
double-lined Theta method using state 

space model 

2. Spiliotis et al. (2019) investigated 4 
additional trend curves along with seasonal 

shrinkage and data smoothing 

3. Spiliotis et al. (2020) included 
multiplicative form and proposed an 

automatic algorithm for Theta method 

1. 𝑍𝑡(𝜃 = 0) and 

optimized 𝑍𝑡(𝜃)  

2. 𝑍𝑡(𝜃 = 0) and 

𝑍𝑡(𝜃 = 2) 

3. 𝑍𝑡(𝜃 = 0) and 

optimized 𝑍𝑡(𝜃)  

1. State space model with 
optimized 𝜃  

2. After data smoothing, 

Naive for 𝑍𝑡(𝜃 = 2) and 
respective trend 

extrapolation for 𝑍𝑡(𝜃 = 0)  

3. SES for optimized 𝑍𝑡(𝜃) 
and respective trend 

extrapolation for 𝑍𝑡(𝜃 = 0) 

1. Weighted 
combination  

2. Simple average, 
the same as Classic 

Theta 

3. Weighted 
combination  
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Tab. 3.2 Summary of the key literature of temporal aggregation approaches 

Research 
direction 

Key literature Focus Description Multi-series Extrapolation Forecasts 
generation 

Temporal 
aggregation 

(TA) 

1. Nikolopoulos et 
al. (2011) 

2. Rostami-Tabar 
et al. (2014) 

1. TA for intermittent 
demand 

2. TA under stationary 
DGP processes and 
strategy for selecting 
appropriate TA level 

1. Proposition of an aggregated and 
disaggregate procedure for forecasting 

intermittent demand 

2. TA under stationary AR(1), MA(1), and 
ARMA(1,1) and their MSE derivation at 
aggregation levels when SES is applied 

Single TA 
series 

1. Naïve and SBA 
were used.  

2. SES forecasting 
method 

1. Disaggregation of 
forecasts derived from 

aggregated series 
using the specified 

strategies 

2. SES forecasts 

Multiple 
temporal 

aggregation 
(Multiple TA) 

Kourentzes et al. 
(2014) 

Improving accuracy 
through combining time 

series components 
across multiple 

aggregation levels 

Kourentzes et al. (2014) used ETS to 
identify and estimate level, trend, and 

seasonality at each level and then 
combine the future estimates per 

component. The combined components 
were then added up to form final 

forecasts. 

Multiple TA 
series 

Exponential 
smoothing 

approaches 

Combination across 
multiple aggregation 

levels 

Temporal 
hierarchies 

(TH) 

Athanasopoulos 
et al. (2017) 

Incorporate hierarchical 
forecasting approaches 

within multiple TA 

Athanasopoulos et al. (2017) adopted the 
idea of hierarchical forecasting and 
implemented to time series with a 

hierarchical structure of its temporally 
aggregated series 

 

Multiple TA 
series with a 
hierarchical 

structure 

No limit on the 
forecasting 
methods 

Forecast reconciliation 
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As shown in Tab. 3.1, the effort was put into extending the Theta method to 

achieve broader applicability and robustness. In this respect, its underlying statistical 

models were studied, either the state space model or the unit root process. The 

continual extensions and generalizations also added valuable insights into the 

theoretical underpinnings of the Theta method. Temporal aggregation approaches 

addressed a far broader field of research that concentrated on the using the useful 

information inherent in aggregated series. The selected studies in Tab. 3.2 are 

organized into three categories — (a) using a single TA level; (b) using multiple TA 

levels; and (c) using multiple TA levels in a hierarchical style. However, whether to use 

an optimal TA level or multiple TA levels remains questionable (see Kourentzes et al., 

2017). Only limited formal theoretical derivation exists on selecting an optimal TA (see 

Rostami-Tabar et al., 2014). Using multiple TA levels mitigates modeling uncertainty 

and reduces the forecast error variance via forecast combination or forecast 

reconciliation; thus, it can be a suboptimal strategy. 

Despite the differences between these two forecasting approaches, their 

commonalities can be summarized as follows: 

(a) Model agnostic. For the Theta method, one can extrapolate the 𝜃 lines with 

their customization. For example, Petropoulos and Nikolopoulos (2013) 

experimented with a damped trend exponential smoothing model to forecast 

a third 𝜃  line. As for aggregation approaches, different models can be 

applied to a specified aggregated series. For instance, ETS, ARIMA, and 

their combination were examined in Spiliotis et al. (2019b) to improve the 

performance of TH forecasting.  

(b) Characteristics filter. Both strategies involve the use of multiple series that 

encode different information of the time series features. In the Theta method, 

the original series is decomposed into multiple 𝜃  lines, where 𝑍𝑡(𝜃 < 1) 

amplifies the long-term components and 𝑍𝑡(𝜃 > 1)  strengthens the 

short-term components of the data. In terms of TA or TH, short-term 

characteristics are more obvious at the most disaggregated series, and 

long-term features are better captured by higher-level aggregated series. 

(c) Forecast combination. The last common feature about these two 

approaches is the application of forecast combination in deriving final 

forecasts. The Theta method combines the forecasts derived from different 
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𝜃  lines. Forecasting with multiple TA levels also requires forecast 

combinations across multiple TA levels. For TH, forecast reconciliation is 

effectively a special case of forecast combination (Hollyman et al., 2021). 

 

Those observational common features of Theta and aggregation approaches 

indicate a potential to connect the two approaches. As mentioned, 𝑍𝑡(𝜃 < 1) better 

captures the long-term components from the data. Similarly, low-frequency 

aggregated series filter the short-term features and highlight the long-term features. In 

addition, the Theta method decomposes the data into various feature-enhanced series, 

which makes possible a MAPA-style (estimating components separately) 

implementation.  

 

3.2 Theta and TA transformation 

 

The transformation of the original time series into different but relevant series 

that contain useful and predictable information is important in this research. In this 

section, we will present how 𝜃 lines and TA lines can be derived from the original data, 

which we call Theta transformation and TA transformation, respectively.  

 

3.2.1 Theta transformation 
 

In Classic Theta (Assimakopoulos and Nikolopoulos, 2000), a  𝜃  line was 

computed by assigning a 𝜃 as a multiplier to the second difference of the original data: 

𝑍𝑡
′′(𝜃) = 𝜃 ∙ 𝑌𝑡

′′, (3.1) 

where 𝑌𝑡  is the original data with 𝑡 = 1, 2, 3, ⋯ , 𝑇 , 𝑌𝑡
′′ = 𝑌𝑡 − 2𝑌𝑡−1 + 𝑌𝑡−2 , 𝑍𝑡

′′(𝜃) =

𝑍𝑡(𝜃) − 2𝑍𝑡−1(𝜃) + 𝑍𝑡−2(𝜃) . Accordingly, 𝑌𝑡  and 𝑍𝑡(𝜃)  can be rewritten as (see 

Appendix A in Assimakopoulos and Nikolopoulos, 2000): 

𝑌𝑡 = 𝑌1 + (𝑡 − 1)(𝑌2 − 𝑌1) + (∑(𝑡 − 𝑖)𝑌𝑖+1
′′

𝑡−1

𝑖=2

), (3.2) 

and  

𝑍𝑡(𝜃) = 𝑍1(𝜃) + (𝑡 − 1)(𝑍2(𝜃) − 𝑍1(𝜃)) + 𝜃 (∑(𝑡 − 𝑖)𝑌𝑖+1
′′

𝑡−1

𝑖=2

). (3.3) 
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Equation (3.3) is actually how a 𝜃 line is produced by its original proposition. One could 

easily notice that the calculation of 𝑍𝑡(𝜃) requires knowing the initials 𝑍1(𝜃) and 𝑍2(𝜃). 

Assimakopoulos and Nikolopoulos (2000) found the initial values by minimizing 

∑ (𝑍𝑡(𝜃) − 𝑌𝑡)2𝑇
𝑡 . After several algebraic proofs (see Appendices A and B in 

Assimakopoulos and Nikolopoulos, 2000), they derived the 𝑍1(𝜃) and 𝑍2(𝜃) (see B.3a 

and B.3b in Appendix B in Assimakopoulos and Nikolopoulos, 2000) as: 

𝑍1(𝜃) = 𝜃𝑌𝑡 + (1 − 𝜃)�̅� − (1 − 𝜃)𝐵𝑇

(𝑇 − 1)

2
, (3.4) 

and 

𝑍2(𝜃) = 𝑍1(𝜃) + 𝜃(𝑌2 − 𝑌1) + (1 − 𝜃)𝐵𝑇 , (3.5) 

where �̅� is the mean of 𝑌1, 𝑌2, … , 𝑌𝑇 and 𝐵𝑇 is the slope coefficient of the simple linear 

regression fitted to the original data.  

Hyndman and Billah (2003) introduced a second-order difference equation 

solution (Kelly, 2000 as cited in Hyndman and Billah (2003)) to Equation (3.1) and 

derived a simplified 𝜃 line generation formula as below: 

𝑍𝑡(𝜃) = 𝐴𝜃 + 𝐵𝜃(𝑡 − 1) + 𝜃𝑌𝑡, (3.6) 

where 𝐴𝜃 and 𝐵𝜃 are two constants. By doing so, the minimization problem 

𝑚𝑖𝑛 ∑ (𝑌𝑡 − 𝑍𝑡(𝜃))
2𝑇

𝑡
 

becomes  

±𝑚𝑖𝑛 ∑ (𝑌𝑡 − (𝐴𝜃 + 𝐵𝜃(𝑡 − 1) + 𝜃𝑌𝑡))
2𝑇

𝑡
 

= ±𝑚𝑖𝑛 ∑ ((1 − 𝜃)𝑌𝑡 − 𝐴𝜃 − 𝐵𝜃(𝑡 − 1))
2𝑇

𝑡
 

This is equivalent to solving a linear regression problem on (1 − 𝜃)𝑌𝑡 over (𝑡 − 1) so 

that its solution is given by:  

𝐵𝜃 =
6(1 − 𝜃)

𝑇2 − 1
(

2

𝑇
∑ 𝑡𝑌𝑡

𝑇

𝑡=1

− (𝑇 + 1)�̅�), (3.7) 

and 

𝐴𝜃 = (1 − 𝜃)�̅� −
𝐵𝜃(𝑇 − 1)

2
. (3.8) 

Equation (3.6) effectively simplifies the computation of 𝜃 lines. Additionally, the Theta 

method’s mathematical relationship to a simple linear regression becomes clearer. If 

we provide the solution of a simple regression upon 𝑌𝑡 as follows: 
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𝐵𝑇 =
6

𝑇2 − 1
(

2

𝑇
∑ 𝑡𝑌𝑡

𝑇

𝑡=1

− (𝑇 + 1)�̅�), (3.9) 

and 

𝐴𝑇 = �̅� −
𝐵𝑇(𝑇 + 1)

2
. (3.10) 

we can easily see from Equation (3.7) and Equation (3.9) that 

𝐵𝜃 = (1 − 𝜃)𝐵𝑇. (3.11) 

This connection was already noticed by Nikolopoulos, Assimakopoulos, Bougioukos 

and Petropoulos (2008, Appendix A). They used Equation (3.8), Equation (3.10), and 

Equation (3.11) to prove that Equation (3.6) is equivalent to: 

𝑍𝑡(𝜃) = 𝜃𝑌𝑡 + (1 − 𝜃)𝐿𝑅𝐿 (3.12) 

or equivalently,  

𝑍𝑡(𝜃) = 𝐿𝑅𝐿 + 𝜃(𝑌𝑡 − 𝐿𝑅𝐿), (3.13) 

where 𝐿𝑅𝐿 = 𝐴𝑇 + 𝐵𝑇𝑡, which is the simple linear regression line fitted to the raw data. 

Equation (3.12) or Equation (3.13) then becomes the most popular formula for 

producing 𝜃 lines in other studies.  

It took a few years to develop this simple version of the 𝜃 line generation formula. 

The simplified formula not only reduces the complexity mathematically but also has 

several implications for in-depth extensions of the Theta method. On the one hand, 

Equation (3.13) demonstrates that a 𝜃 line is equal to a 𝐿𝑅𝐿 plus its 𝜃-adjusted error. 

It could explicitly explain the mechanism behind the dilation and deflation of “local 

curvature.” When 𝜃 = 0, the adjusting term is ignored, and the series shrinks to the 

𝐿𝑅𝐿. Note that this is one very important conclusion as proved in Assimakopoulos and 

Nikolopoulos (2000). When 𝜃 increases, the effect of the error term is gradually added 

to the 𝐿𝑅𝐿, and the influence is proportional to the value of 𝜃. When 𝜃 = 1, the series 

returns to the original data. When 𝜃 > 1, the higher the value of 𝜃, the higher the 

degree of modification of the data. On the other hand, if we do not consider the least 

squares minimization underlying the derivation of Equation (3.13) but instead consider 

Equation (3.13) as a general formula for generating 𝜃 lines based on two known series, 

then we can generalize the formula by considering other surrogates instead of 𝐿𝑅𝐿. 

This consideration was already applied in studies about the Theta method (Spiliotis et 

al., 2019a; Spiliotis et al., 2020c) by using exponential, logarithmic, inverse, and power 

curves to replace 𝐿𝑅𝐿.  
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In addition to the above two indications, Equation (3.13) also demonstrates the 

additive relationship between the 𝜃 line and 𝐿𝑅𝐿. For the sake of generalization, one 

could argue for consideration of another common relationship between variables, 

which is multiplication. The multiplicative form of the 𝜃 line generation formula was 

proposed by Spiliotis, Assimakopoulos and Makridakis (2020c) for Classic Theta as 

follows: 

 𝑀𝑡(𝜃) =
(𝑌𝑡)𝜃

(𝐿𝑅𝐿)𝜃−1
 (3.14) 

or equivalently, 

 𝑀𝑡(𝜃) = 𝐿𝑅𝐿 (
𝑌𝑡

𝐿𝑅𝐿
)

𝜃

. (3.15) 

Then, the generalized formulas of Theta transformation can be formulated as below: 

Additive:     𝑌𝑡,𝜃(𝐴) = 𝑌𝑡,𝑏𝑎𝑠𝑒 + 𝜃(𝑌𝑡 − 𝑌𝑡,𝑏𝑎𝑠𝑒) 

(3.16) 
Multiplicative:            𝑌𝑡,𝜃(𝑀) = 𝑌𝑡,𝑏𝑎𝑠𝑒 (

𝑌𝑡

𝑌𝑡,𝑏𝑎𝑠𝑒
)

θ

 

where 𝑌𝑡,𝑏𝑎𝑠𝑒 is the 𝜃 line of 𝜃 = 0. The subscript “base” means that other 𝜃 lines are 

computed based on this base 𝜃 line. Note that 𝑌𝑡,𝑏𝑎𝑠𝑒 can also be denoted as 𝑍𝑡(𝜃 =

0) or called the trend curve. The reason we suggest using 𝑌-based notations instead 

of 𝑍 -based notations is that: (a) we would like to emphasize the functionality of 

modifying the data through Theta transformation; and (b) we need compatibility with 

the notations that will be used for TA transformation. In Classic Theta, 𝑌𝑡,𝑏𝑎𝑠𝑒 is the 

𝐿𝑅𝐿. However, 𝑌𝑡,𝑏𝑎𝑠𝑒 essentially can be any type of trend curves.  

Fig. 3.1 and Fig. 3.2 illustrate multiple 𝜃 lines with 𝐿𝑅𝐿 as the base 𝜃 line either 

additively or multiplicatively. For both forms, when 𝜃 ∈ (0,1), the 𝜃 lines produced are 

smoothed from the original data with fewer spikes, fluctuations, and variations. The 

closer the 𝜃 is to zero, the more similar the shapes of the 𝜃 lines to that of the base 𝜃 

line. The base 𝜃 line is 𝐿𝑅𝐿 in this case and if we assume that 𝐿𝑅𝐿 extracts information 

from the long-term trend of the data, then the various 𝜃 lines with 𝜃 ∈ (0,1) strengthen 

such information to various degrees. Conversely, when 𝜃 ∈ (1, +∞) , the 𝜃  lines 

produced enhance the information that has been attenuated or has not been captured 

by the base 𝜃 line. With increasing 𝜃, greater spikes and fluctuations are depicted. As 

such, the short-term behavior of the data is amplified. Undoubtedly, the same logic 

applies to nonlinear trend scenarios. 
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Fig. 3.1 Additive Theta transformation with 𝐿𝑅𝐿 as the base 𝜃 line. Series: 1619th series in M3 

competition. 

 

 

Theta transformation 
(Additive) 
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Fig. 3.2 Multiplicative Theta transformation with 𝐿𝑅𝐿 as the base 𝜃 line. Series: 1619th  series 

in M3 competition.  

 

 

Theta transformation 
(Multiplicative) 
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For the additive Theta transformation, with larger 𝜃, the generated 𝜃 lines could 

possibly involve negative observations. In some cases, negative observations could 

be meaningless and undermine the forecasts, especially for forecasting tourism, 

inventory, sales, and so forth, simply because these types of time series usually are 

not negative. By contrast, according to Equation (3.16), the multiplicative Theta 

transformation only produces positive time series if the observations of the original 

data are strictly positive. However, in Fig. 3.2, one can also notice that the shape of 𝜃 

lines with larger 𝜃 is somehow “heavily headed” when the multiplicative form is applied. 

This indicates that the local curvature that is above the base 𝜃 line is adjusted more 

than the line below the base 𝜃 line. For other types of base 𝜃 lines like the exponential, 

see Appendix A. 

To sum up, the Theta transformation modifies the data according to the base 𝜃 

line of our choice by adjusting the difference between the data and the base 𝜃 line. 

Visually, the data is being stretched or pressed vertically along the 𝑦-axis. As such, 

we may refer it to vertical transformation.  

 

3.2.2 TA transformation 

 

The TA transformation can be either overlapping or nonoverlapping. As 

mentioned in Section 2.2, the difference between overlapping and nonoverlapping TA 

is determined by whether the same time period is involved in more than one (1) time 

bucket. Time bucket is a metaphor that describes how frequently the variables (such 

as demand, sales, SKUs, and the like) are sampled. If the time series is reported on a 

monthly periodicity, then one can say that the original time bucket is one month. If we 

expand the time bucket to three-month periods, then one is collecting quarterly data. 

Fig. 3.3 illustrates a simple example of overlapping and nonoverlapping TA with an 

aggregation level equal to 2 (or 𝑘 = 2, 𝑘 refers to the aggregation level or how many 

observations are to be aggregated). In an overlapping situation, an observation can 

be reused to compute the aggregated value. This is equivalent to a moving window of 

size 𝑘 rolling from the beginning to the end of the data each time an oldest observation 

omitted, and a newest value is added. In contrast, nonoverlapping TA consecutively 

adds up every 𝑘 observation and places them into a corresponding aggregation time 

bucket.  
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Fig. 3.3 An illustration of overlapping and nonoverlapping Level 2 temporal aggregation. The 
dark gray circles represent the observations at time t. The light gray circles demonstrate the 
aggregated values in a new time bucket at time t*. 

 

In the present study, we only focus on nonoverlapping TA for extrapolative 

purposes. This is because: (a) Ample literature that motivates our research uses the 

nonoverlapping TA. These include, but are not limited to, the ADIDA approach 

(Nikolopoulos et al., 2011), the MAPA (Kourentzes et al., 2014) and TH 

(Athanasopoulos et al., 2017); (b) This process corresponds to the most common data 

collection process in practice. For example, an observation is collected every day, 

every two days or every week, that is, every period is equal. Thus, aggregating a series 

from the original frequency to its corresponding lower frequency seems reasonable; 

and (c) Although we have noted that several studies confirmed the superior 

performance of overlapping TA for stock control (Porras and Dekker, 2008; Boylan 

and Babai, 2016), the methods examined in these studies were ad hoc and their data 

was slow-moving, which are not feasible in this study focused on fast-moving data 

analysis. Unless specified, the aggregated series in the present study are calculated 

by nonoverlapping TA.  

To produce TA series from the original data, we proceeded as follows. Assume 

we have a time series 𝑌𝑡 , where 𝑡 = 1,2,3, ⋯ 𝑇 , with frequency 𝑚 . The maximum 

aggregation level is 𝐾 , which is regarded as a hyperparameter. At aggregation level 

𝑘 ∈ (1,2,3, … , 𝐾), if the remainder of division (𝑇/𝑘) is zero (0), we can sequentially split 

the original series into (𝑇/𝑘) equal blocks of 𝑘 observations. Then the 𝑘 observations 

in the same time bucket are summed up and all aggregated values altogether will 

constitute the Level 𝑘 TA series. In some cases, in which 𝑘 is not a factor of 𝑇, the first 
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𝑇 − ⌊𝑇/𝑘⌋𝑘 observations in the original series will be omitted to ensure every time 

bucket is of the same size, in which ⌊∙⌋ is the floor function that gives the largest integer 

that is less than or equal to the given number.  

The Level 𝑘 TA series can be divided by 𝑘 if we want to scale the aggregated 

series to the original scale. One should note that this scaling may slightly affect the 

extrapolation of the method because of the initialization and estimations of parameters. 

In theory, the forecasts derived from the scaled Level 𝑘 TA series are approximately 

(in some cases, strictly) 1/𝑘 of those from nonscaled series. For each aggregation 

level, we can generate a TA series,  𝑌𝑖
[𝑘]

, with ⌊𝑇/𝑘⌋ observations and frequency equal 

to 𝑚/𝑘.  For some levels, the frequency 𝑚/𝑘 is fractional. For example, a Level 5 TA 

line for a monthly data has a frequency in which 𝑚/𝑘 is 
12

5
= 2.4. Most forecasting 

methods are incompatible with fractional frequency, so if  𝑚/𝑘 is not an integer, the 

frequency of that TA series will be set to 1 for the sake of simplicity. In any case, the 

fractional frequency for certain aggregation levels could be an exciting area for 

researchers to investigate. For one time series, a total number of  𝐾 TA series can be 

calculated. We formulated the generalized TA transformation as follows: 

𝑌𝑖
[𝑘]

= ∑ 𝜔𝑡𝑌𝑡

𝑖𝑘+𝑇−⌊𝑇/𝑘⌋𝑘

𝑡=𝑇−⌊𝑇/𝑘⌋𝑘+1+(𝑖−1)𝑘
  , 𝑖 = 1,2, … , ⌊𝑇/𝑘⌋ , (3.17) 

where 𝜔𝑡 is the weighting assigned to each value. If no scaling is performed, it equals 

to 1. In the present study, we let 𝜔𝑡 = 1/𝑘 (same as Kourentzes et al., 2014) for scaled 

aggregation and 𝜔𝑡 = 1 for nonscaled aggregation. Note that the formula considers 

the cases in which we need to drop the first few observations. 𝑇 − ⌊𝑇/𝑘⌋𝑘 = 0 will hold 

when 𝑘 is a factor of 𝑇 so that no observation needs to be omitted.  

Fig. 3.4 presents the multiple scaled TA lines extracted from a monthly time 

series. Arguably, the rationale for using a TA level, or multiple TA levels, is that 

different TA lines capture different dynamics (Andrawis et al., 2011) and they can 

strengthen or attenuate the time series components (Kourentzes et al., 2014) for 

specialized modeling. In these terms, there is a remarkable homogeneity between 

Theta and TA transformations. With a higher aggregation level, the TA line is smoother 

and flatter so that the long-term elements of the series are strengthened. This is quite 

similar to that of Theta transformation with 𝜃 ∈ (0,1).  
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Fig. 3.4 TA transformation with levels equal to 2, 3, 4, 5, 6, 8, 10, 12. Series: 1717th series in 
M3 competition. 

 

TA transformation  
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More importantly, TA transforms the data into alternative frequencies. This could 

be practically valuable for operational management. For example, for daily operations, 

one may need to rely on the lowest-level forecasts that involve series with higher 

frequencies. In making tactical decisions, one could refer to medium lead-time 

forecasts based on quarterly or biannual reports. A company’s highest level of 

strategic planning may require reviewing its performance over the past few years. 

When this involves forecasting, the yearly forecasts may be the most useful. In 

addition, some aggregation levels (such as 2, 3, 4, 6 for the monthly data) may exhibit 

different seasonal patterns that might be useful for forecasting. However, because of 

the summation in Equation (3.17), the number of observations of a TA line is reduced 

as aggregation level increases. This means that to a certain extent the extraction of 

additional information through TA lines comes at the cost of losing information. 

To sum up, TA transformation extracts additional information from the data by 

transforming a series into its alternative frequencies. It provides a holistic view over 

the data across the forecasting horizons. Because of its relationship with the time 

periods indexed by 𝑥 -axis, we may regard TA transformation as horizontal 

transformation. 

Before leaving Section 3.2, we summarize the information about Theta and TA 

transformation in Tab. 3.3. Based on the discussion in this section, we contend the 

homogeneity and complementarity of these two data transformation processes as 

follows: 

(a) Homogeneity. For both transformation processes, the original data is 

transformed into surrogates containing selective or filtered information that 

can be used to improve forecasting. This assertion has been justified by 

many studies (see Chapter 2). The Theta transformation with 𝜃 ∈ (0, 1) 

imposes a similar smoothing effect on the data as occurs in TA 

transformation with higher aggregation levels.  

(b) Complementarity. Theta transformation can strengthen or attenuate the 

local curvature of the data. In contrast, TA transformation performs as a 

smoothing agent that filters the fluctuations in the time series according to 

the input of Theta parameter and base Theta line. TA also provides 

additional information with respect to the alternative frequencies, such as 

the different seasonal patterns. As such, Theta and TA transformations are 
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not simple duplicates of each other but have the potential to work in parallel 

or even in an integrated fashion.  

 

Tab. 3.3 Comparisons of Theta and TA transformation 

 Dimension Parameter Multi-series Feature 

Theta 
transformation 

Vertical (within the 
same time scale) 

𝜃 
Range: (0, +∞) 

Theta lines 
 

Amplification or 
attenuation of 

time series 
components 

TA 
transformation 

Horizontal (across 
time scales) 

Aggregation 
level 𝑘 

Range: 1,2,3… 

TA Series Filters signals 
and smooths 
time series 

 

3.3 Identifying research gaps 

 

For the Theta method per se, what has mainly been reported in the literature 

includes: (a) Formulation of its statistical underpinnings (Hyndman and Billah, 2003; 

Thomakos and Nikolopoulos, 2014); (b) Study of generalized double-lined models with 

optimized 𝜃 (Fiorucci et al., 2015; Fiorucci et al., 2016); (c) Investigation of inclusion 

of a third Theta line and use of alternative extrapolation methods (Petropoulos and 

Nikolopoulos, 2013); and (d) Inclusion of nonlinear trend curves (Spiliotis et al., 2019a; 

Spiliotis et al., 2020c).  

We observed that in the Theta method as a decomposition method, the very first 

step in its forecasting process is testing the existence of seasonality and performing 

seasonal adjustments via the classical decomposition method if the data is deemed 

seasonal. This seasonality test is based on a lag autocorrelation function presented in 

Section 2.1.1. Despite its importance as a procedure to handle seasonality in the data, 

the literature focusing on this procedure in the Theta method remains sparse. 

Numerous studies of the Theta method have retained the same seasonal adjustment 

process and concentrated on other issues—for example, optimizing 𝜃 . The Theta 

forecasting book (Nikolopoulos and Thomakos, 2019) pointed out the use of additive 

classical decomposition as an alternative to the multiplicative one implemented by 

Classic Theta. The inclusion of both additive and multiplicative classical 

decomposition was used in AutoTheta (Spiliotis et al., 2020c). Spiliotis, 

Assimakopoulos and Nikolopoulos (2019a) conducted an explicit investigation of the 

Theta seasonal adjustment in which they applied a shrinkage approach (Miller and 
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Williams, 2003) to the classical decomposition seasonal factors. Note that Miller and 

Williams (2003) found that this classical decomposition tends to exaggerate the 

seasonal variations. Moreover, classical decomposition has its own built-in problems, 

which will be discussed in detail in the next chapter. As such, we contend there is room 

for improvement of the Theta method via better estimation of its seasonal components. 

In terms of the trend curves, Spiliotis, Assimakopoulos and Nikolopoulos (2019a) 

first introduced nonlinear trend curves within the Theta method. These nonlinear 

curves, including exponential, logarithmic, inverse, and power curves, were of equal 

complexity with only two parameters to be estimated in each case that were the same 

as the simple regression (constant and slope are the two parameters) used in Classic 

Theta. They found in their study that an exponential curve seemed generally superior 

to others. The next year, Spiliotis, Assimakopoulos and Makridakis (2020c) included 

the exponential trend in AutoTheta that was found to significantly outperform Classic 

Theta, ETS, and ARIMA for yearly data through superior capture of the exponential 

trend in the data.  Another practice for handling nonlinear trend by the Theta method 

was Theta-BoxCox, which was submission 260 (Legaki and Koutsouri, 2018) of the 

M4 competition (Makridakis et al., 2020b). In this submission, the researchers applied 

the BoxCox transformation to the seasonally adjusted data, performed the Theta 

forecasts, and then back-transformed the forecasts. These studies indicated the 

potential for harnessing various trend patterns to improve Theta forecasting, although 

at the time they were limited to simple trend curves. Remember that we have shown 

in Equation (3.16) that the trend curve or base 𝜃 line could theoretically be replaced 

by any curves. We argue that other trend-handling methods with more complex 

modeling and parameterization, such as ETS, ARIMA, and so forth, are worth an 

investigation into further exploiting the full potential of the Theta method.   

Lastly, the homogeneity and complementarity of Theta and TA transformation 

have shown the possibility of studying the Theta method within the scenario of multiple 

TA to enhance Theta forecasting performance. On the one hand, higher-level TA 

series strengthen the long-term components of the data, which might be useful to 

Theta method in identifying the long-term trend curves. On the other hand, multiple 

TA mitigates uncertainty in model selection and parameter estimation. This could 

facilitate the 𝜃 lines estimation in the Theta method. We understand that ETS models 

were used on multiple TA levels in the MAPA method (Kourentzes et al., 2014). 

Moreover, the performances of ETS and ARIMA were investigated in the temporal 
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hierarchies (Athanasopoulos et al., 2017; Spiliotis et al., 2019b). However, to the best 

of our knowledge, there is little in the literature focusing on the Theta method with 

multiple TA levels, which is identified as another research gap.  

The aforementioned three research gaps, or challenges, will be addressed and 

examined in order to improve the Theta forecasting performance. We will propose a 

hybrid Theta method that boosts the extrapolation of the seasons and trends to 

improve forecasting and to investigate in an empirical study the integration of the 

hybrid Theta with multiple TA. 

 

3.4 Research question and objectives 

 

According to the discussions in Sections 3.1, 3.2, and 3.3, we can naturally form 

our major research question: 

 

RQ. Can the forecasting performance be improved through a hybrid Theta method 

and its integration with multiple TA?   

 

In conjunction with this research question, we aim to examine and investigate: 

(a) Extensions to the seasonal adjustment in the Theta method. 

(b) Use of multiple trend curves. 

(c) Approaches to integrating the Theta method with multiple TA. 

(d) Performance of point forecasts and prediction intervals of the Theta method 

with or without multiple TA. 

(e) Possible reasons for gains or losses in the forecasting performance of the 

Theta method with or without multiple TA. 
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4 Methodology 

 

To address the research question, we will propose several extensions to the 

Theta method, with similar construction of the method to AutoTheta, and investigate 

how the hybrid Theta method can be used with multiple TA approaches. The detailed 

setups for constructing our forecasting methodology will be presented in this 

Methodology chapter.  

This chapter is organized into multiple sections. Sections 4.1, 4.2, and 4.3, 

contain a brief backgrounding review of the decomposition methods, and of the two 

well-known forecasting methods — ETS and ARIMA — that our proposed approach 

uses. The review includes two aspects: (a) Their essential mathematical background 

and (b) Their implementation in the statistical software. In the remaining sections, we 

will discuss the several extensions proposed to the Theta method, propose a hybrid 

Theta method, and discuss how to apply the hybrid Theta method with suitable TA 

approaches. 
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4.1 Decomposition methods 

 

Both the Theta method and TA approaches usually involve time series 

components. Thus, the relevant concepts are reviewed below.  

Time series usually exhibit a variety of patterns. Accordingly, a time series can 

be decomposed into various components. A popular category of time series 

components consists of trend, seasonality, cycle, remainder, outlier, and so forth. A 

trend pattern demonstrates a long-term increase or decrease in the level of data. A 

cyclic pattern also presents a drift in the data, but with a longer time window (usually 

more than two years). As such, we usually combine trend and cycle into one 

trend-cycle component (simply called trend) in practice. A seasonal component 

depicts the fluctuating behaviors that are influenced by seasonal factors (day, week, 

month, or quarter of a year). An outlier is an observation that differs significantly from 

other observations. The sources of outliers vary and usually relate to sudden changes 

in situations such as sales promotions or changes in policies. Remainders are irregular 

or random components that contain anything else in the time series and typically 

cannot be predicted.  

In this study, we let 𝑌𝑡, with 𝑡 = 1, 2, 3, ⋯ , 𝑇 be a set of observations in a time 

series. If we assume an additive decomposition, then we can decompose a time series 

into: 

𝑌𝑡 = 𝑇𝑡 + 𝑆𝑡 + 𝑅𝑡, (4.1) 

where 𝑇𝑡  is the trend component, 𝑆𝑡  is the seasonal component and 𝑅𝑡  is the 

remainder component. An additive form might be appropriate if the magnitude of 

seasonal fluctuations or the variations of trend do not vary with the level of the time 

series. If these fluctuations appear to be proportional to the level of the time series, 

then a multiplicative form could be a better model. Multiplicative decomposition can 

be written as: 

𝑌𝑡 = 𝑇𝑡 × 𝑆𝑡 × 𝑅𝑡. (4.2) 

There are many decomposition methods for deriving time series components. The 

classical decomposition method is an early proposed and popularly used method. 

Note that Classic Theta (Assimakopoulos and Nikolopoulos, 2000) uses this method. 

It begins with estimating the trend component by using a moving average (MA) for 
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smoothing. A general formula for a moving average of the order 𝑝 (Hyndman and 

Athanasopoulos, 2018, Chapter 6.2) can be expressed as: 

�̂�𝑡 =
1

𝑝
∑ 𝑌𝑡+𝑖

𝑞

𝑖=−𝑞

 , (4.3) 

where 𝑝 = 2𝑞 + 1, denoted as 𝑝-MA. The estimate of trend component at time 𝑡 is 

derived by averaging the observations at time 𝑡 with its 𝑞 neighboring observations of 

both sides. Moving averages are usually done in an odd order (3, 5, 7, etc.) because 

this makes the averaging symmetric (an observation in the middle and others on either 

side are averaged). For example, if 𝑝 = 3, �̂�2 =
1

3
(𝑌1 + 𝑌2 + 𝑌3). If 𝑝 is an even number, 

performing MA for one time only produces estimates of the trend component at a 

fractional time 𝑡 . For example, if 𝑝 = 4 , �̂�2.5 =
1

4
(𝑌1 + 𝑌2 + 𝑌3 + 𝑌4) . To obtain the 

estimates at an integer 𝑡, double MA need to be applied. In the above example, we 

can apply 2-MA to 4-MA: �̂�3 =
1

2
(�̂�2.5 + �̂�3.5). A double MA procedure can be denoted 

as 2 × 4-MA, which means a 4-MA followed by a 2-MA.  

In the classical decomposition method, the order of MA is usually given by the 

frequency of the time series (𝑝 = 4 for quarterly data, 𝑝 = 12 for monthly data, etc.), 

so that the application of MA results in a series without seasonality. If 𝑝 is an even 

number, the estimates of trend component �̂�𝑡 is computed using 2 × 𝑝-MA. If 𝑝 is an 

odd number, the estimates of trend component �̂�𝑡 is computed using 𝑝-MA. After the 

trend component has been identified, the detrended series 𝑦𝑡 − �̂�𝑡  for additive 

decomposition and 𝑦𝑡/�̂�𝑡  for multiplicative decomposition is produced. Next, the 

preadjusted �̂�𝑡 is calculated by simply averaging the detrended values of the same 

seasonal period for a year across the whole series. For example, the preadjusted 

seasonal component for January is the average of all detrended values of January in 

the series. Then the final  �̂�𝑡 factors are given by adjusting the averaged estimates to 

ensure they add up to 0 for additive decomposition or the frequency of the data for 

multiplicative decomposition. At last, the remainder component is computed by 𝑅𝑡 =

𝑦𝑡 − �̂�𝑡 − �̂�𝑡 additively or 𝑅𝑡 = 𝑦𝑡/(�̂�𝑡�̂�𝑡) multiplicatively.  

The classical decomposition method provides a simple procedure for splitting 

time series into various components, but with some limitations. First, the trend 

estimation using MA renders a loss of the first few and the last few observations, 

losses known as the endpoints problem. As such, the estimation of the remainder 
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component also contains missing values. Second, it can oversmooth the rapid 

increases or decreases in the series. Third, the same seasonal pattern is assumed to 

repeat annually. This may be true for some series but is not generally applicable, 

especially for rapidly moving time series (e.g., electricity, water, etc.). Third, it is less 

robust to outliers caused by marketing activities, holidays, trading days, calendar 

variations, political issues, and others. The classic decomposition method is 

implemented by decompose( ) in the package of stats in R6. To further learn the details 

of this function, see Kendall and Stuart (1983, 4th ed. pp. 410-414). 

There are alternative decomposition methods, such as serial Census II methods, 

including the earlier experimental versions X1, X2, …, X10, the most famous version 

X11 and the variants X11ARIMA, X12ARIMA, X13ARIMA-SEATS (Dagum and 

Bianconcini, 2016). Other methods also include TRAMO-SEATS (Dagum and 

Bianconcini, 2016) and STL (Cleveland et al., 1990). X11, as the best known and the 

basis of its succeeding variants, was built upon the classical decomposition method 

but with extra procedures and variables to overcome the limitations inherent in 

classical decomposition method. TRAMO stands for “Time series Regression with 

ARIMA Noise, Missing Observations and Outlier” and performs its estimates via 

regression with dummy variables and ARIMA modeling along with external regressors 

for identifying deterministic components such as training days, holidays, and identified  

outliers that will be removed from the data. SEATS, namely “Seasonal Extraction in 

ARIMA Time Series” was originally developed at the Bank of Spain, identifies any 

stochastic behaviors in the data. Note that X11 and TRAMO-SEATS are only designed 

to handle quarterly and monthly seasonal patterns. X11 and TRAMO-SEATS are 

implemented by seas( ) in seasonal package in R. Because both approaches are only 

feasible for quarterly and monthly data, neither is considered in the present study.  

STL stands for “Seasonal and Trend Decomposition Using Loess.” Unlike X11 

and TRAMO-SEATS, STL works for any type of seasonality. Loess regression is a 

technique that uses the local weighted regression to fit a smoothed curve through the 

data. Because a discussion of loess regression is beyond the scope of this study, see 

Cleveland et al. (1990) for more detailed descriptions of how loess regression was 

implemented in STL. STL decomposition first uses loess to smooth the seasonal 

subseries (after removing the current trend component) of the same period—for 

 
6 R is a statistical software (R Core Team, 2020) used by this study. 
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example, the series of all January values for monthly data, and so forth. Next, a low-

pass filter is applied to smooth out the estimated seasonal component again. Then, 

the deseasonalized series is smoothed by loess to obtain the estimated trend 

component. The above steps are repeated multiple times to derive the final estimation 

of seasonal and trend components. The remainder is found by subtracting seasonal 

and trend components from the raw data. One advantage of STL is that all 

components can be defined at any period if the value is valid (not missing, not positive 

or negative infinite) at that period. STL allows the user to manipulate the smoothness 

of the trend. In addition, STL works well for any type of seasonality (hourly, daily, 

weekly, monthly, etc.) and the seasonality can be periodic or dynamic (refers to 

whether the seasonal patterns are the same or vary in each cycle). In R software, STL 

is implemented in the stl( ) function in the package of stats. In connecting STL to the 

forecasting literature, it was used as the decomposition method to compute the 

strength of the trend and seasonality of the time series (Wang et al., 2006). The same 

process was adopted by other studies (Kang et al., 2017; Montero-Manso et al., 2020). 

The stlf( ) function in  forecast package (Hyndman and Khandakar, 2008) implements 

STL for decomposition forecasting. Given the strengths of STL and its numerous 

applications in academia, it is reasonable to examine its performance in the Theta 

method as an alternative to the classical decomposition method.  

 

4.2 Exponential smoothing methods 

 

The initial research into exponential smoothing dates to the late 1950s when 

several studies (Brown, 1956; Brown, 1963; Holt, 1957 (reprinted in 2004); Winters, 

1960) contributed to its development. In essence, exponential smoothing methods 

produce forecasts by computing a weighted average of the past observations with their 

assigned weights exponentially declining as they age. Larger weights are assigned to 

the more recent observations. Over the years, more models were developed and 

included in the family of exponential smoothing, which makes it a robust and broadly 

used method for time series forecasting. Moreover, it is also a popular benchmark in 

many academic studies (e.g., M4 competition) because of its simple statistical 

underpinnings, fast generation of forecasts, and compatibility with a range of time 
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series. This section presents a summary of the major statistical models and associated 

mathematical formulas behind the exponential smoothing methods.  

 

4.2.1 From simple exponential smoothing to complex models 
 

Simple exponential smoothing (SES) is the simplest method within this 

forecasting family. The one-step ahead forecast of SES is given by:  

�̂�𝑡+1 = 𝛼 ∙ 𝑌𝑡 + (1 − 𝛼) ∙ �̂�𝑡, (4.4) 

where 𝛼 ∈ [0,1] is the smoothing parameter. According to Equation (4.4), the one-step 

ahead prediction of SES equals a weighted average of 1-lagged historical observation 

𝑌𝑡 and 1-lagged forecast �̂�𝑡. By successively substituting �̂�𝑡 with lagged values using 

Equation (4.4), we can obtain: 

�̂�𝑡+1 = ∑ 𝛼 ∙ (1 − 𝛼)𝑡−𝑖

𝑡

𝑖=1

𝑌𝑖 + (1 − 𝛼)𝑡 ∙ �̂�1. (4.5) 

Equation (4.5) is the weighted average form. Obviously, there are two parameters 𝛼 

and the initial �̂�1 that need to be estimated. Note that SES is the default method for 

forecasting the second 𝜃 line in Classic Theta.  

An alternative to representation by Equation (4.5) is to use what is called the 

component form. Generally, there are three components — Level 𝑙𝑡, Trend 𝑏𝑡 , and 

seasonality 𝑠𝑡 — involved in the exponential smoothing family. SES only includes a 

level component, and its corresponding component form is expressed as follows: 

Forecast equation:        �̂�𝑡+ℎ = 𝑙𝑡, 
(4.6) 

Level equation:                 𝑙𝑡 = 𝛼𝑦𝑡 + (1 − 𝛼)𝑙𝑡−1 

where ℎ is the forecasting horizon. According to Equation (4.6), SES generates flat 

forecasts across the forecasting horizons. As such, SES is widely used to estimate 

any types of levels in the data. Following the same rationale of level smoothing in 

Equation (4.6), one can add a smoothing equation for the trend component. This will 

exactly extend SES to Holt’s linear method (Holt, 1957 (reprinted in 2004)) if the trend 

is additive, as presented below: 

Forecast equation:        �̂�𝑡+ℎ = 𝑙𝑡 + ℎ𝑏𝑡, 

(4.7) Level equation:                 𝑙𝑡 = 𝛼𝑌𝑡 + (1 − 𝛼)(𝑙𝑡−1 + 𝑏𝑡−1), 

Trend equation:               𝑏𝑡 = 𝛽(𝑙𝑡 − 𝑙𝑡−1) + (1 − 𝛽)𝑏𝑡−1, 

where 𝛽 is the smoothing parameter for the trend component that is between 0 and 1.   
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Observing Equation (4.7), the forecasts of Holt’s linear method are equal to the 

last estimate of the level component plus ℎ  times the last estimate of the trend 

component. Because the last 𝑏𝑡 is used for out-of-sample forecasting, the forecasts 

will either increase or decrease infinitely. This characteristic can produce 

over-pessimistic or over-optimistic predictions, especially for longer forecasting 

horizons. Hence, Gardner (1985) suggested another parameter that limited the growth 

of the trend component to converge to a flat line. The converging trend is called a 

“damped trend.” Its component form is given by: 

Forecast equation:        �̂�𝑡+ℎ = 𝑙𝑡 + ∑ 𝜙𝑖ℎ
𝑖=1 𝑏𝑡, 

(4.8) Level equation:                 𝑙𝑡 = 𝛼𝑌𝑡 + (1 − 𝛼)(𝑙𝑡−1 + 𝜙𝑏𝑡−1), 

Trend equation:               𝑏𝑡 = 𝛽(𝑙𝑡 − 𝑙𝑡−1) + (1 − 𝛽)𝜙𝑏𝑡−1, 

where the damping parameter 𝜙 ∈ [0,1] . When 𝜙 = 0 , the model becomes SES. 

When 𝜙 = 1, the model becomes the Holt’s linear trend method. Further, a seasonal 

term could have been added to the model to extend exponential smoothing to 

Holt-Winter’s additive model (Holt, 1957 (reprinted in 2004); Winters, 1960), which is 

formulated as: 

Forecast equation:        �̂�𝑡+ℎ = 𝑙𝑡 + ℎ𝑏𝑡 + 𝑠𝑡+ℎ−𝑚𝑘, 

(4.9) 
Level equation:                 𝑙𝑡 = 𝛼(𝑌𝑡 − 𝑠𝑡−𝑚) + (1 − 𝛼)(𝑙𝑡−1 + 𝑏𝑡−1), 

Trend equation:                𝑏𝑡 = 𝛽(𝑙𝑡 − 𝑙𝑡−1) + (1 − 𝛽)𝑏𝑡−1, 

Season equation:             𝑠𝑡 = 𝛾(𝑦𝑡 − 𝑙𝑡−1 − 𝑏𝑡−1) + (1 − 𝛾)𝑠𝑡−𝑚, 

where 𝛾 ∈ [0,1]  is the smoothing parameter for seasonal component, 𝑚  is the 

frequency of the time series and 𝑘 = ⌊(ℎ − 1)/𝑚⌋ + 1. 

The forecast equations in Equation (4.6) to Equation (4.9) are all presented in an 

additive manner. Undoubtedly, the components could also be multiplied to form the 

forecasts. A double-character strings notation for representing different exponential 

smoothing methods was first proposed by Pegels (1969), who also included a method 

with a multiplicative trend in the sense of 𝛾 > 1.  In Pegels’ classification, N stands for 

none, A  for additive, and M for multiplicative for all cases. For example, NN denotes 

the SES and AN stands for Holt’s linear method. Accordingly, a damped trend 

(Gardner, 1985) is Ad, and a multiplicative damped trend (Taylor, 2003) is Md. We 

include a classification of exponential smoothing methods with corresponding 

expressions in component forms in Appendix B. 

 



79 
 

4.2.2 State space ETS models of the exponential smoothing 

 

Arguably, a statistical model is a stochastic data generation process so that a full 

distribution of the forecasts could have been provided. Observing the exponential 

smoothing methods in their component forms, one can notice that the equations only 

yield point forecasts, lack discussion and estimation of the error. To fill this gap, 

Hyndman, Koehler, Snyder, and Grose (2002) proposed a state space framework for 

exponential smoothing methods. The proposed statistical models not only generate 

the identical point forecasts like their corresponding exponential smoothing methods, 

but also produce prediction intervals at the mean time. Each model consists of two 

parts — (a) an observation equation (or measurement equation) that describes the 

relationship between the observed data (𝑌𝑡) and the unobserved components (level, 

trend, seasonality), and (b) the state equations (or transition equations) that describe 

how each component changes over time. In contrast to the conventional exponential 

smoothing methods, the state space models include a third dimension, which is error. 

This framework for ExponenTial Smoothing is also known as the ETS method. Like 

trend and seasonality, the error can be additive or multiplicative. 

An ETS model can be derived by transforming the component form to its 

corresponding exponential smoothing method. For example, the level equation in 

Equation (4.6) of SES can be rewritten as: 

𝑙𝑡 = 𝑙𝑡−1 + 𝛼(𝑌𝑡 − 𝑙𝑡−1) 

= 𝑙𝑡−1 + 𝛼𝑒𝑡, 
(4.10) 

where 𝑒𝑡 = 𝑌𝑡 − 𝑙𝑡−1 = 𝑌𝑡 − �̂�𝑡  is the residual at time 𝑡 . Accordingly, its observation 

equation is expressed as: 

𝑌𝑡 = 𝑙𝑡−1 + 𝑒𝑡. (4.11) 

Assuming that all 𝑒𝑡 is generated from the same process and the distribution of 𝑒𝑡 

follows a Gaussian distribution with mean 0 and variance 𝜎2, then an ETS model with 

an additive error for SES is expressed as follows: 

Observation equation:        𝑌𝑡 = 𝑙𝑡−1 + 𝜀𝑡, 
(4.12) 

State equation:                    𝑙𝑡 = 𝑙𝑡−1 + 𝛼𝜀𝑡, 

where 𝜀𝑡~𝑁(0, 𝜎2). Similarly, the expression of a multiplicative-error ETS model for 

SES is presented as follows: 

Observation equation:        𝑌𝑡 = 𝑙𝑡−1(1 + 𝜀𝑡), (4.13) 
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State equation:                    𝑙𝑡 = 𝑙𝑡−1(1 + 𝛼𝜀𝑡). 

Following the same logic, all exponential smoothing methods can be expressed in their 

ETS models. A generalized expression (Hyndman et al., 2008b, Chapter 4.1, Eq. (4.1a) 

& (4.1b)) is formulated as follows: 

Observation equation:         𝑌𝑡 = 𝑓1(𝑥𝑡−1) + 𝑓2(𝑥𝑡−1)𝜀𝑡, 
(4.14) 

State equation:                    𝑥𝑡 = 𝑓3(𝑥𝑡−1) + 𝑓4(𝑥𝑡−1)𝜀𝑡, 

where 𝑥𝑡 = (𝑙𝑡, 𝑏𝑡, 𝑠𝑡, 𝑠𝑡−1, ⋯ , 𝑠𝑡−𝑚+1)′ is a list of all states and 𝜀𝑡~𝑁(0, 𝜎2). 𝑓1(∙), 𝑓2( ∙) 

are scalar functions and 𝑓3(∙), 𝑓4(∙) are vector functions. When the error is additive, 

𝑓2(𝑥𝑡−1) = 1. When the error is multiplicative, 𝑓2(𝑥𝑡−1) = 𝑓1(𝑥𝑡−1). Again, we present 

the classification of exponential smoothing methods in state space models in Appendix 

B. 

 

4.2.3 ETS functions for R statistical software  

 

There are numerous R functions for forecasting with exponential smoothing 

methods. For example, using ses( ) for SES, holt( ) for Holt’s method and hw( ) for the 

Holt-Winter method. R functions, including multiple ETS models, are implemented in 

ets( ) in the package of forecast and es( ) in the package of smooth. Note that forecast 

package will remain in its current state without further updates except for bug fixes. 

The new features and development of the corresponding functions will be moved to 

fable package. Although we kept using forecast in our study, later studies can 

undoubtedly consider fable package for implementing ETS forecasting.  

The ets( ) function is established on the reviewed state space models. 

Three-character string referencing is used to identify a specified ETS model. This is 

the same as what was discussed earlier in Section 4.2.1, but with an error type added 

at the beginning of the strings. For example, ETS(A,N,N) is the SES with the additive 

error and ETS(A,A,A) is the additive Holt’s method with the additive error. There are 

30 ETS models. However, some combinations may lead to estimation difficulties, and 

thus are forbidden in ets( ). Tab. 4.1 summarizes the models available in ets( ) without 

the forbidden combinations. 
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Tab. 4.1 ETS models implemented in the ets( )  function 

Trend Additive error Multiplicative error 

Season Season 
N A M N A M 

N ETS(A,N,N) ETS(A,N,A) - ETS(M,N,N) ETS(M,N,A) ETS(M,N,M) 

A ETS(A,A,N) ETS(A,A,A) - ETS(M,A,N) ETS(M,A,A) ETS(M,A,M) 

Ad ETS(A,Ad,N) ETS(A,Ad,A) - ETS(M,Ad,N) ETS(M,Ad,A) ETS(M,Ad,M) 

M - - - ETS(M,M,N) - ETS(M,M,M) 

Md - - - ETS(M,Md,N) - ETS(M,Md,M) 

 

It bears further mention that ets( ) will not automatically consider multiplicative trend 

models because its default settings, specifically ETS(M,M,N), ETS(M,Md,N), 

ETS(M,M,M) and ETS(M,Md,M), are excluded from the model space. However, one 

can surely include these models in the model space by setting the argument 

allow.multiplicative.trend to TRUE.  

In contrast to ets( ), the state space models in the es( ) function differ slightly from 

the reported ones. es( ) is based on the log normal distribution to derive the 

multiplicative error models and uses different matrices for seasonal states. As such, 

all 30 models are valid in the es( ) function. Additionally, es( ) is able to handle the data 

with frequencies higher than 24, but ets( ) cannot. However, ets( ) appears to be more 

popular (downloads: 231k/month) than es( ) (downloads: 14k/month), according to the 

API for CRAN package download counts (viewed on 16/08/2021). Given that our data 

set contains data with multiple frequencies, we will use ets( ) for the data with 

frequencies of no higher than 24 and es( ) for data with frequencies higher than 24. For 

more details about these two R functions for ETS, see their R documentation, and 

Hyndman et al. (2008a; 2008b) for ets( ), and Svetunkov and Boylan (2017) for es( ). 

Because ets( ) and es( ) generally use similar ideas for parameter estimation and model 

selection, we will focus only on ets( ) for the next two subsections. 

 

4.2.4 ETS parameter estimation 

 

The state space models of ETS allow specifying the probability density function, 

thus helping determine the likelihood function. A likelihood function is the joint 

probability of a sample obtained from the data by a specified model with given 

parameters. Maximum likelihood is the default method used by ets( ) to estimate 

parameters. The method attempts to find a set of parameters from all possible values 
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that maximizes the probability of obtaining the sample at hand, which is exactly our 

observations, 𝑌𝑡 . Assuming that 𝜀𝑡~𝑁(0, 𝜎2) , Hyndman, Koehler, Ord and Snyder 

(2008b, Chapter 5.1) proposed the maximum likelihood estimates of parameters for 

ets( ) by minimizing 

𝐿∗(𝜃, 𝑥0) = 2 ∑ ln|𝑓2(𝑥𝑡−1)|

𝑇

𝑡=1

+ 𝑇ln (∑ 𝜀𝑡
2

𝑇

𝑡=1

) 

= −2 ln(𝑙𝑖𝑘𝑒𝑙𝑖ℎ𝑜𝑜𝑑) + 𝑐𝑜𝑛𝑠𝑡𝑎𝑛𝑡, 

(4.15) 

where the 𝑓2(∙) is the same as that in Equation (4.14). The second term on the right of 

Equation (4.15) is the constant that is based on the number of observations, 𝑇 . 

Parameters 𝜃 = (𝛼, 𝛽, 𝛾, 𝜙)  and initial level 𝑥0 = (𝑙0, 𝑏0, 𝑠0, 𝑠−1, 𝑠−2, ⋯ , 𝑠−𝑚+1) . The 

constraint of 𝜃  is that 0 < 𝛼, 𝛽, 𝛾, 𝜙 < 1. Note that alternative parameter estimation 

methods are also implemented in ets( ), and ets( ) imposes additional constraints on 

the parameters that differ slightly from what is described in Equation (4.15). The details 

of cases like these can be found in R documentation of ets( ) and in Hyndman et al. 

(2008a; 2008b). 

 

4.2.5 ETS model selection 

 

An information criterion is a measure of the quality of a statistical model that can 

be intuitively defined by: 

Information criterion= − Goodness of fit + Penalty, (4.16) 

in which the first term on the right-hand side of the equation means that the information 

criterion rewards the good fit of a model, but it penalizes the overfitting with the second 

term. Given a set of models, the preferred model is the one with the minimum value of 

the information criterion. Note that information criterion can only be applied to 

measuring models built on the same theoretical background; otherwise, initial values 

may be treated differently thus resulting in differences.   

ets( ) implements three information criteria. The first is Akaike’s Information 

Criterion (1974) given by: 

𝐴𝐼𝐶 = −2 ln(�̂�) + 2𝑘, (4.17) 

where �̂�  is the maximum value of the likelihood function and 𝑘  is the number of 

estimated parameters in the model. A corrected version, known as 𝐴𝐼𝐶𝑐 , was 
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developed later for unbiased evaluation with a small sample size. 𝐴𝐼𝐶𝑐 is based on 

𝐴𝐼𝐶, but with an extra penalty. The formula is formulated as: 

𝐴𝐼𝐶𝑐 = 𝐴𝐼𝐶 +
2𝑘2 + 2𝑘

𝑇 − 𝑘 − 1
, (4.18) 

where 𝑇  is the in-sample size. An alternative information criterion is Bayesian 

information criterion (Schwarz, 1978). It is formally defined as: 

𝐵𝐼𝐶 = −2 ln(�̂�) + ln(𝑇) 𝑘. (4.19) 

Note that the default information criterion used in ets( ) is 𝐴𝐼𝐶𝑐.  

 

4.3 Autoregression integrated moving average models 
 

In addition to ETS, ARIMA is another popular and broadly used method 

(Hyndman and Khandakar, 2008) for time series forecasting. Unlike the focusing on 

time series components by ETS, ARIMA models are based on the autocorrelation in 

the data. The ARIMA framework consists of autoregression models and moving 

average models. One classic textbook on the theory of ARIMA models was written by 

Box and Jenkins (1970). Its new edition (Box et al., 2015) was published recently. One 

can also refer to Brockwell and Davis (2016), who provided a detailed mathematical 

review of ARIMA models.   

In ARIMA, a lag operator 𝐿 or backshift operator 𝐵 is usually defined to simplify 

the expression of the model. Here, the 𝐵 is adopted. By its definition, 𝐵 shifts 𝑌𝑡back 

to its previous data: 

𝐵𝑌𝑡 = 𝑌𝑡−1. (4.20) 

Similarly,  

𝐵(𝐵𝑌𝑡) = 𝐵2𝑌𝑡 = 𝑌𝑡−2. (4.21) 

where Equation (4.21) shows how to shift 𝑌𝑡 to its two-step lagged value. As is shown, 

one advantage of using 𝐵 is that it follows basic algebraic rules.  
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4.3.1 Stationarity 

 

A stationary process is one in which the statistical properties (i.e., mean, variance, 

autocorrelation structure, etc.) do not change over time. Visually, a stationary series 

is flat-looking with constant variance and devoid of any trend, level shifts, or 

seasonality. An autocorrelation function (ACF) plot can be used to visualize the 

stationarity of a series. For parametric models, unit root tests, including but not limited 

to, the Dickey-Fuller Test (Dickey and Fuller, 1979) and the KPSS test (Kwiatkowski 

et al., 1992), are widely used to test stationarity. A stationary time series is usually 

required before using ARIMA models. Differencing is one of the techniques for 

achieving stationarity via stabilizing the mean of a time series. Stabilization is achieved 

by eliminating the level changes that are implemented by ARIMA models to render a 

time series stationary.  

Differencing computes the differences between consecutive values. A first-order 

differencing can be expressed as: 

𝑌𝑡
′ = 𝑌𝑡 − 𝑌𝑡−1 

= (1 − 𝐵)𝑌𝑡.  
(4.22) 

Sometimes a one-time application of differencing is not enough to make the data 

stationary. Another first-order differencing can be applied on the differenced series so 

that a second-order differencing is conducted by: 

𝑌𝑡
′′ = 𝑌𝑡

′ − 𝑌𝑡−1
′  

= (1 − 𝐵)𝑌𝑡 − (1 − 𝐵)𝐵𝑌𝑡 

= (1 − 𝐵 − 𝐵 + 𝐵2)𝑌𝑡 

= (1 − 𝐵)2𝑌𝑡. 

(4.23) 

One could continue doing this, but in practice, it usually is unnecessary beyond the 

second order. Similarly, the seasonal differencing, which computes the differences 

between the observations of two consecutive seasonal periods, can be expressed as: 

𝑌𝑡
′ = 𝑌𝑡 − 𝑌𝑡−𝑚 

= (1 − 𝐵𝑚)𝑌𝑡, 
(4.24) 

where 𝑚 is the periodicity of the time series—for example, 𝑚 = 12 for monthly data. 

In ARIMA, 𝑑 and 𝐷 are the orders of differencing for nonseasonal and seasonal parts, 

respectively. In general, a 𝑑th–order differencing can be expressed as (1 − 𝐵)𝑑𝑌𝑡 and 

a 𝐷th -order seasonal differencing can be written as (1 − 𝐵𝑚)𝐷𝑌𝑡 . Similarly, a 
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𝐷th-order seasonal differencing followed by a 𝑑th-order differencing is (1 − 𝐵)𝑑(1 −

𝐵𝑚)𝐷𝑌𝑡. Note that in ARIMA models, the notations of the parameters and orders for 

nonseasonal models are in lowercase and their corresponding ones for seasonal 

models are in uppercase.  

 

4.3.2 Autoregression models 

 

An autoregression model is a multiple regression-like model but with the lagged 

values of 𝑌𝑡 as the variables. An autoregression model with the order 𝑝, also denoted 

as AR(p), is formulated as follows: 

𝑌𝑡 = 𝑐 + 𝜙1𝑌𝑡−1 + 𝜙2𝑌𝑡−2 … + 𝜙𝑝𝑌𝑡−𝑝 + 𝜀𝑡, (4.25) 

where 𝑐 is the constant, 𝜀𝑡 is white noise, and 𝜙1, 𝜙2 ⋯ 𝜙𝑝 are AR coefficients for the 

corresponding lagged observations. If we use 𝐵 operator and include differencing, the 

AR(p) and seasonal AR(P) can be expressed, respectively, as: 

AR(p):           (1 − ∑ 𝜙𝑖𝐵
𝑖𝑝

𝑖=1 )(1 − 𝐵)𝑑𝑌𝑡 = 𝑐 + 𝜀𝑡, 

Seasonal AR(P):   (1 − ∑ Φ𝑖𝐵
𝑚×𝑖𝑃

𝑖=1 )(1 − 𝐵𝑚)𝐷𝑌𝑡 = 𝑐 + 𝜀𝑡. 
(4.26) 

Note that the seasonal AR(P) models are actually special cases of AR(p).  

 

4.3.3 Moving average models 

 

Moving average models in ARIMA should not be confused with those used for 

data smoothing in Section 4.1, despite their having the same names. Moving average 

models of the order 𝑞, denoted as MA(q), are again multiple regression-like, but with 

past forecast errors as the variables. The expression, similar to that of an AR model, 

is formulated by: 

𝑌𝑡 = 𝑐 + 𝜀𝑡 + 𝜃1𝜀𝑡−1 + 𝜃2𝜀𝑡−2 + ⋯ + 𝜃𝑞𝜀𝑡−𝑞, (4.27) 

where 𝑐 is the constant, 𝜀𝑡 is white noise, and 𝜃1, 𝜃2, ⋯ , 𝜃𝑞 are MA coefficients for the 

corresponding lagged error. If the  𝐵 operator is used, the MA(q) and seasonal MA(Q) 

would be formulated, respectively, as: 

MA(q):             𝑌𝑡 = 𝑐 + (1 + ∑ 𝜃𝑖𝐵𝑖𝑞
𝑖=1 )𝜀𝑡, 

Seasonal MA(Q):    𝑌𝑡 = 𝑐 + (1 + ∑ Θ𝑖𝐵𝑚×𝑖𝑄
𝑖=1 )𝜀𝑡. 

(4.28) 

Once again, the seasonal MA(Q) models are special cases of MA(q).  
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4.3.4 ARIMA models 

 

By combining AR(p) and MA(q) from Equation (4.26) and Equation (4.28), a 

nonseasonal ARIMA model could be formed as: 

(1 − ∑ 𝜙𝑖𝐵𝑖

𝑝

𝑖=1

) (1 − 𝐵)𝑑𝑌𝑡 = 𝑐 + (1 + ∑ 𝜃𝑖𝐵𝑖

𝑞

𝑖=1

) 𝜀𝑡. (4.29) 

Accordingly, one could also combine the seasonal AR(P) and seasonal MA(Q) to 

obtain an ARIMA model that only contains the seasonal part. By including both 

nonseasonal and seasonal parts, one can build seasonal ARIMA models as 

expressed below: 

(1 − ∑ 𝜙𝑖𝐵
𝑖

𝑝

𝑖=1

) (1 − ∑ Φ𝑖𝐵𝑚×𝑖

𝑃

𝑖=1

) (1 − 𝐵)𝑑(1 − 𝐵𝑚)𝐷𝑌𝑡

= 𝑐 + (1 + ∑ 𝜃𝑖𝐵
𝑖

𝑞

𝑖=1

) (1 + ∑ Θ𝑖𝐵
𝑚×𝑖

𝑄

𝑖=1

) 𝜀𝑡 . 

(4.30) 

A general expression of a specific ARIMA model is formatted as 

ARIMA(p,d,q)(P,D,Q)m in which the terms in the first parentheses denote the orders of 

the nonseasonal part and those in the second parentheses denote the orders of the 

seasonal part. Usually, an expression like this indicates that no constant 𝑐 is included. 

If 𝑐 is included, the expression will be ARIMA(p,d,q)(P,D,Q)m with a constant (or drift). 

In R, the constant sometimes is called drift when 𝑑  is not zero (0). According to 

Equation (4.30), an ARIMA(1,1,1)(1,1,1)12 model with a constant can be written as: 

(1 − 𝜙1𝐵)(1 − Φ1𝐵12)(1 − 𝐵)(1 − 𝐵12)𝑌𝑡 = 𝑐 + (1 + 𝜃1𝐵)(1 + Θ1𝐵12)𝜀𝑡. (4.31) 

 

4.3.5 ARIMA functions for R statistical software 

 

Like ETS, there are several functions for implementing ARIMA modeling in R. 

The basic one is arima( ) from the stats package. Another one is Arima( ) from the 

forecast package. Arima( ) is mainly a wrapper of arima( ), yet more flexible in the sense 

of forecasting. The third function about ARIMA is auto.arima( ), which is implemented 

with an automatic model selection algorithm based on information criteria. In our case, 

we will focus on Arima( ) and auto.arima( ). 

According to Hyndman and Athanasopoulos (2018, Chapter 8.7), Equation (4.29) 

is equivalent to: 
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(1 − ∑ 𝜙𝑖𝐵
𝑖

𝑝

𝑖=1

) (1 − 𝐵)𝑑 (𝑌𝑡 −
𝜇𝑡𝑑

𝑑!
) = (1 + ∑ 𝜃𝑖𝐵𝑖

𝑞

𝑖=1

) 𝜀𝑡, (4.32) 

where 𝑐 = 𝜇(1 − ∑ 𝜙𝑖
𝑝
𝑖=1 )  and 𝜇  is the mean of (1 − 𝐵)𝑑𝑌𝑡 . R uses the 

parameterization of Equation (4.32). As such, if the constant is included (or 𝑐 ≠ 0) in 

a nonstationary ARIMA model ( 𝑑 ≠ 0 ), a polynomial trend of order 𝑑  will be 

consequently introduced within the ARIMA forecast function. As such, even if 

differencing removes the trend, an ARIMA model can still handle trend by appropriate 

settings of the constant. This is important to our study as we investigate alternative 

trend curves. For example, if 𝑑 = 1 and 𝑐 ≠ 0, there is a trend with a slope of 𝜇 (or 

“drift” as used in Arima( )). When 𝑑 = 2 and 𝑐 = 0, the ARIMA forecast function will 

follow a straight line with the slope and intercept as estimated by the last few 

observations. When 𝑑 = 2  and 𝑐 ≠ 0 , the ARIMA forecast function will follow a 

quadratic trend. However, 𝑐 must be omitted if 𝑑 > 1 in Arima( ) because a higher order 

polynomial trend can be unstable when forecasting. Thus, the quadratic trend is 

excluded in  Arima( ) and also in auto.arima( ). Taking an ARIMA(0,1,1) with a drift model 

for another example, it is essentially a linear regression model with serially correlated 

error. As such, even if ARIMA is theoretically built on stationary data, the forecasts of 

nonstationary ARIMA models can still present the trend, which is of value to our study. 

For more details about these reviewed ARIMA functions, see their R documentation 

and Hyndman and Khandakar (2008).  

 

4.3.6 ARIMA Parameter estimation 

 

Note that the ARIMA is a complex framework, so parameter estimation can be 

complicated too. The results from different statistical software may differ because of 

the use of different estimation methods. In R, given the orders 𝑝, 𝑑, 𝑞  and 𝑃, 𝐷, 𝑄 , 

auto.arima( ) and Arima( ) both use maximum likelihood to estimate the parameters. 

auto.arima( ) uses a bit different estimation procedure for model selection. The default 

setting of auto.arima( ) uses the conditional sum of squares to estimate parameters and 

compute the information criterion for model selection. However, the model finally 

selected is still determined by using maximum likelihood estimation. “Conditional” is 

literally an exposition indicating that a few initial observations are ignored when 

computing the sum of squares.  
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4.3.7 ARIMA model selection 

 

Similar to ets( ), auto.arima( ) also automatically selects the best ARIMA model 

according to either AIC, AICc, or BIC from Equation (4.17), Equation (4.18), and 

Equation (4.19), respectively. ets( ) selects the best from searching through all possible 

models. However, ARIMA has a much larger model space because of the different 

combinations of 𝑝, 𝑑, 𝑞  and 𝑃, 𝐷, 𝑄 . Consequently, it is almost impossible but also 

unnecessary to go through all possible models for ARIMA. By default, auto.arima( ) 

limits the maximum number to 5 for 𝑝 and 𝑞, 2 for 𝑃, 𝑄 and 𝑑, 1 for 𝐷. The default 

automatic selection algorithm (Hyndman and Khandakar, 2008) of auto.arima( ) 

proceeds as follows: 

• First, the appropriate degree of seasonal differencing ( 0 ≤ 𝐷 ≤ 1 ) is 

determined by an estimate of seasonal strength (Wang et al., 2006). Note 

that the change in the default method for identifying seasonal differencing 

in auto.arima( ) was changed from the Canova-Hansen test to this since 

forecast 8.3 (5 April 2018). Then, the suitable degree of nonseasonal 

differencing (0 ≤ 𝑑 ≤ 2) is identified by multiple KPSS tests (Kwiatkowski et 

al., 1992).  

• The search begins with four simple nonseasonal or seasonal models. If the 

examined time series are nonseasonal, or 𝑚 = 1, the starting models are 

ARIMA(0,d,0), ARIMA(1,d,0), ARIMA(0,d,1) and ARIMA(2,d,2). If 𝑚 > 1, 

the starting models are ARIMA(0,d,0)(0,D,0)m, ARIMA(1,d,0)(1,D,0)m 

ARIMA(0,d,1)(0,D,1)m and ARIMA(2,d,2)(1,D,1)m.  Models with or without a 

constant are both evaluated if 𝑑 + 𝐷 ≤ 1. This step selects the model (with 

or without constant) with the lowest AICc value as the currently best model.  

• The search continues by varying one of 𝑝, 𝑞, 𝑃, 𝑄 by ±1, or varying both 𝑝 

and 𝑞 by ±1, or varying both 𝑃 and 𝑄 by ±1 from the currently best model. 

If a model with lower AICc value than that of the currently best model is 

identified, then it becomes the new currently best model. The process 

iterates until no lower AICc can be found.  

The default automatic selection algorithm is a stepwise approach so that the 

selected model might not be the model with the lowest AICc globally. Nevertheless, 

the default settings permit auto.arima( ) rapid execution for a large number of time 
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series. The arguments in auto.arima( ) are highly customizable, and one can always 

opt for a nonstepwise selection. Once again, for more details regarding auto.arima( ), 

the R documentation and Hyndman and Khandakar (2008) are recommended 

references.  

 

4.4 Extensions to the Theta method 

 

4.4.1 AutoTheta 

 

In the present study, our hybrid Theta method is based on the most recently 

proposed Theta method, namely AutoTheta (Spiliotis et al., 2020c). This method 

provides an automatic model selection algorithm built on a double-lined Theta model 

(only two 𝜃 lines are considered, one for a long-term component and the other for a 

short-term component) to select among models with different combinations of 

seasonal adjustments (additive or multiplicative), trend curves (linear or exponential) 

and Theta transformation forms (additive or multiplicative). The generalized 

expression for an additive double-lined Theta model was proposed by Fiorucci et al. 

(2015) and Fiorucci et al. (2016) and was extended to include multiplicative forms by 

Spiliotis et al. (2020c), as given by: 

Additive:                           𝑌𝑡 = (1 −
1

𝜃
) 𝑌𝑡,𝑏𝑎𝑠𝑒 +

1

𝜃
𝑌𝑡,𝜃, 

Multiplicative:                    𝑌𝑡 = √𝑌𝑡,𝑏𝑎𝑠𝑒

1−
1
𝜃

√𝑌𝑡,𝜃

1
𝜃 , 

(4.33) 

where 𝜃 > 1. This formula allows for the reconstruction of the original seasonally 

adjusted series from the two generated 𝜃 lines. Additionally, the multipliers assigned 

to each 𝜃  line are used as the combination weights to produce Theta forecasts. 

AutoTheta uses this generalized double-lined model in its forecasting procedure.  

AutoTheta adopts the seasonality test using ACF (see Equation (2.1) and 

Equation (2.2)) proposed by Classic Theta and both additive and multiplicative 

classical decomposition methods for seasonal adjustment. Next, AutoTheta computes 

and selects between two types of trend curves—linear (the same as Classica Theta) 

and exponential—with the following formulas: 
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Linear:                          𝑌𝑡,base = 𝐴𝑇 + 𝐵𝑇 × 𝑡, 

Exponential:                 𝑌𝑡,base = 𝑎𝑇𝑒𝑏𝑇×𝑡 , 

                                     or equivalently  𝑙𝑜𝑔(𝑌𝑡,base) = 𝑙𝑜𝑔(𝑎𝑇) + 𝑏𝑇 × 𝑡, 

(4.34) 

where the simple linear regression coefficients 𝐴𝑇 an 𝐵𝑇 can be calculated according 

to Equation (3.9) and Equation (3.10). The exponential curve can be calculated by first 

log transforming the data and then applying simple linear regression, where 𝑎𝑇, 𝑏𝑇 are 

the respective coefficients. Last, AutoTheta selects between additive and 

multiplicative Theta transformation (see Equation (3.16)) and accordingly, the forecast 

function for each form is formulated as: 

Additive:                           �̂�ℎ = (1 −
1

𝜃
) �̂�ℎ,𝑏𝑎𝑠𝑒 +

1

𝜃
�̂�ℎ,𝜃, 

Multiplicative:                   �̂�ℎ = √�̂�ℎ,𝑏𝑎𝑠𝑒

1−
1
𝜃

√�̂�ℎ,𝜃

1
𝜃

, 

(4.35) 

where ℎ denotes the forecasting horizon and 𝜃 > 1. All those choices constitute a total 

of 12 models denoted by a three-character string, but AutoTheta excludes four 

unstable models (see Section 2.1.5). Moreover, as the seasonality is tested and 

adjusted before forecasting, the total number of models reduces to five for seasonal 

data and three for nonseasonal data. The trend curves are extrapolated by the 

corresponding regression models and the second 𝜃 line is forecast by SES. The 𝜃 and 

smoothing parameters for SES are estimated through minimizing the in-sample 

(one-step-ahead) mean absolute error (MAE). The searching range for 𝜃 by default is 

[1, 3] in AutoTheta. Finally, the most appropriate Theta model is selected according to 

which model yields the least in-sample MAE value, as given by: 

MAE =
1

𝑇
∑(𝑌𝑡 − �̂�𝑡)

𝑇

𝑡=1

. (4.36) 

 

4.4.2 Combined seasonality test  

 

Numerous strategies are available in the literature to detect seasonality in the 

data. One of the simple ways is based on the ACF by checking whether the 𝑚th term 

of ACF significantly exceeds a threshold where 𝑚 denotes the frequency of a time 

series (see Equation (2.1) and Equation (2.2)). This approach was applied by the 

Theta method (whether Classic Theta or other extensions) as well as implemented in 

the M4 competition (Makridakis et al., 2020b). However, this test arguably does not 
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work well for data with more than one unit root and slowly decreasing rates of the ACF 

(Fiorucci et al., 2016).  

Alternatively, seasonality can be detected by fitting different models, both 

seasonal and nonseasonal, to the data. If a seasonal model is selected as the most 

appropriate, one can decide that the data is seasonal, otherwise it is not seasonal. 

Given the two reviewed forecasting methods of ETS and ARIMA, this task can be done 

simply. For ETS, one can apply ETS models with or without seasonal terms (either 

additive or multiplicative) to the data. If the most appropriate ETS model (based on the 

criterion of choice) contains the seasonal term, then the series is deemed seasonal; 

otherwise, it is not seasonal. For ARIMA, whether or not the series is seasonal can be 

identified by checking if the seasonal differencing (no matter the order) is required or 

not by the reported best model. In R, seasonality detection via model fitting can be 

done through using the ets( ), es( ) and auto.arima( ) functions previously discussed in 

Section 4.2.3 and Section 4.3.5.  

ETS handles seasonality via smoothing of the seasonal component. ARIMA first 

removes and then adds back the effect of seasonality via seasonal differencing. A 

seasonality test based on ACF provides a statistical test. All three methods provide 

valuable views of dealing with seasonality in the data. However, because the 

seasonality is handled differently, opposite conclusions are possible. Given the lack of 

evidence that one method significantly outperforms the others, no one option is to be 

preferred over the others. Thus, we chose a combined test based on both ACF and 

model fitting. The proposed seasonality test implements multiple seasonality detection 

and reaches a conclusion based on heuristic rules. The protocol for implementing the 

combined seasonality test will be discussed in the next few paragraphs. 

Arguably, combining both an ACF test and model fitting to test for seasonality is 

beneficial in mitigating testing uncertainty (Spiliotis et al., 2019b). However, using the 

completely automatic forecasting algorithms of ETS and ARIMA can be 

computationally intensive, especially because we understand that most of the 

computational cost of these two methods comes from estimating seasonal models. 

Although we intend to use ETS and ARIMA to estimate trend curves, this estimation 

can be done simply by only using nonseasonal models. In addition, the proposed 

seasonality test should not significantly increase computational time compared to the 
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requirements of the Theta method. Consequently, simplified detection through model 

fitting is not trivial in the present study.  

For ARIMA models, the way to detect seasonality is to look at whether or not the 

reported model contains seasonal differencing. In auto.arima( ), the order of seasonal 

differencing was determined earlier by default by a Canova-Hansen test (described in 

Hyndman and Khandakar (2008)) and then changed to be based on an estimate of 

seasonal strength (Wang et al., 2006) since forecast 8.3 (5 April 2018). The new 

method proceeds as: (a) Use the STL decomposition method to split time series into 

seasonal, trend, and remainder components; (b) Compute the ratio of the variance of 

the remainder and the variance of the de-trended series; and (c) The above ratio 

subtracted from 1 is the strength of seasonality (SoS) so that the stronger the 

seasonality, the closer to 1, and vice versa. In some cases, the variance of the 

remainder can exceed the variance of the de-trended series, which causes SoS lower 

than zero. SoS is coerced to be zero if that happens. As such, the SoS can be 

formulated as: 

SoS = max (0,1 −
𝑣𝑎𝑟(𝑅𝑡)

𝑣𝑎𝑟(𝑌𝑡 − 𝑇𝑡)
), (4.37) 

where 𝑅𝑡  and 𝑇𝑡  are remainder and trend components extracted by the STL 

decomposition method. auto.arima( ) reports the model with seasonal differencing if 

SoS exceeds 0.64, where the threshold was obtained based on minimizing the mean 

absolute scaled error (MASE) when forecasting using auto.arima( ) on M3 and M4 data 

(see the R documentation of function nsdiffs( ) ). According to this, we can convert the 

seasonality test based on ARIMA fitting to be based on seasonal strength, which 

substantially reduces the computation time. In our study, we calculated SoS and used 

the same threshold (0.64) the same way as suggested by auto.arima( ). Anyway, 

selecting a threshold other than 0.64 based on some sensitivity analysis or 

determining the SoS via different decomposition methods worth exploration. However, 

they are not the focus of our study, thus they are not discussed further.  

With regard to ETS, to the best of our knowledge, no substitute exists for 

modeling ETS seasonality. As such, seasonality detection based on ETS must be 

done by model fitting. We tested using the default ets( ) that contains all available 

models but faces slowness. By reducing the model pool and considering only additive 

models, we could dramatically reduce the running time, and at the same time we 
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observed similar performance as when using all models. Finally, we finalized the 

seasonality test through ETS by simply comparing ETS(A,A,N) and ETS(A,A,A) based 

on AICc. We used only additive models to avoid possible estimation difficulties induced 

by multiplicative models. Note that ets( ) only works for time series with frequency ≦ 

24. As such, for series with frequency > 24, we passed the function to es( ) but still 

used ETS(A,A,N) and ETS(A,A,A) for their consistency.  

To sum up, we proposed to use multiple indicators for testing seasonality in the 

Theta method. The combined seasonality test included: 

(a) The original ACF test. The time series is seasonal if the 𝑚th 

term of autocorrelation exceeds the threshold: 

|𝑟𝑚| > 1.645√
1

𝑇
(1 + 2 ∑ 𝑟𝑖

2

𝑚−1

𝑖=1

) , 

where 𝑟𝑖 are the terms of autocorrelation and 𝑚 is the frequency 

of the time series. 

(b) The strength of seasonality. The time series is seasonal if SoS 

exceeds 0.64 (this threshold adopted from auto.arima( )).  

(c) ETS model fitting. The time series is seasonal if the seasonal 

model ETS(A,A,A) has a lower AICc than that of nonseasonal 

model ETS(A,A,N).  

 

Through using multiple seasonality detections, the time series is deemed seasonal if, 

and only if, at least two indicators report seasonality in the data. The heuristic rule was 

adopted from Spiliotis et al. (2019b) who also used the ACF test, ETS, and ARIMA for 

seasonality detection in which ETS and ARIMA used the full models by default.  We 

further simplified this process to avoid unnecessary computational cost—specifically, 

we used the strength of seasonality rather than directly fitting ARIMA models. Thus, 

the proposed seasonality test with multiple detections can be applied as a substitute 

seasonality test in the Theta method with minimal increase in computing time.  
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4.4.3 An alternative decomposition method 

 

We noticed that although the classical decomposition method is the default 

seasonal adjustment method in the Theta method and in most of its extensions, 

alternatives are always worth examination. As discussed in Section 4.1, STL can be a 

good substitute. We implemented STL by using the stl( ) function of the stats package, 

with evolving seasonality to capture dynamic seasonal changes. How STL handles 

changing season patterns marks its major difference in comparison with the classical 

decomposition method. Evolving seasonality is achieved by setting the argument 

s.window=7 in stl( ) where s.window controls the loess window for seasonal extraction 

and 7 was the minimum value recommended in the original paper of STL (Cleveland 

et al., 1990). We adopted the recommended minimal value.  

The limitation of STL is that it only applies additive decomposition to the data. 

However, multiplicative STL decomposition is still possible by applying log 

transformation to the data, performing STL, and then back-transforming the derived 

components. To keep the default STL, we did not consider the multiplicative 

decomposition for STL in the present study. Using the combined seasonality test and 

alternative decomposition method echoes the first challenge identified in Section 3.3 

that we wanted to address.  

 

4.4.4 Multiple trend curves 

 

In AutoTheta, two types of trend curves were implemented—one was the 

conventional linear line, and the other was an exponential curve. In L&K’s 

Theta-BoxCox (Legaki and Koutsouri, 2018), the nonlinear trend was handled via 

BoxCox transformation. Power transformation, such as the BoxCox transformation, 

reduces the variations of the historical data so that the time series components can 

be captured better. The original BoxCox transformation was proposed by Box and Cox 

(1964) and was modified by Bickel and Doksum (1981). The latter was the one used 

in L&K’s Theta-BoxCox and also implemented in the BoxCox( ) function in R, which is 

given by: 
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𝑌𝑡(𝜆) = {

log(𝑌𝑡)                                   if 𝜆 = 0,

sign(𝑌𝑡)(|𝑌𝑡|𝜆 − 1)

𝜆
        otherwise,

 (4.38) 

where sign (∙) is the signum function, which returns the sign of a real number, and 𝜆 is 

the parameter. The reverse BoxCox transformation is given by: 

𝑌𝑡 = {
exp(𝑌𝑡(𝜆))                                             if 𝜆 = 0,

sign(𝜆𝑌𝑡(𝜆) + 1)|𝜆𝑌𝑡(𝜆) + 1|
1
𝜆     otherwise,

 (4.39) 

where exp (∙)  is the exponential function. If 𝜆 = 0 , we observed that fitting linear 

regression to the BoxCox transformed series and reversing the in-sample fitted values 

and forecasts back by using Equation (4.39) is mathematically equivalent to computing 

the exponential curve and corresponding forecasts as proposed in Spiliotis et al. 

(2020c) and shown in Equation (4.34). Given 𝜆 = 1 and all observations are strictly 

positive, the BoxCox transformed series becomes 𝑌𝑡(𝜆) = 𝑌𝑡 − 1. As such, applying 

linear regression to the BoxCox transformed series and reversing back is equivalent 

to applying linear regression to the original series with all values shifted down by 1. 

Thus, linear and exponential curves can be seen as two special cases of linear 

regression with BoxCox transformation. Rather than using only two deterministic 

curves, selecting nonlinear trend curves between strictly linear and strictly exponential 

per series seems promising. This can be done by appropriately determining the value 

of 𝜆.  

Note that L&K’s Theta-BoxCox implemented the BoxCox.lambda( ) function in R to 

select the suitable 𝜆 per series. More specifically, the value of 𝜆 is determined to 

maximize the profile log likelihood of a linear model fitted to the seasonally adjusted 

data. We adopted the same approach and further limited the 𝜆 ∈ [0, 1] so that the 

curve produced is linear, exponential, or in between. Moreover, if 𝜆 = 1, the linear 

regression is used directly on the original data instead of through the BoxCox 

transformation. We denote this type of trend curve as a BoxCox curve. To calculate a 

BoxCox curve, we proceed as follows: (a) Select a proper  𝜆  by using the 

BoxCox.lambda( ) function with method “loglik”; (b) BoxCox transforms the data and 

applies simple linear regression to the transformed data to obtain the fitted values and 

predictions; (c) Back-transform the fitted values and predictions, where the back-

transformed fitted values constitute the BoxCox curve and the back-transformed 

predictions are the forecasts for the BoxCox curve. BoxCox curves contain both linear 
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(𝜆 = 1) and exponential (𝜆 = 0) curves as well as those in between (0< 𝜆 < 1), and 

thus are arguably more robust for handling nonlinear trends. In addition, because the 

nonlinear trend curve is handled by the BoxCox transformation, we need not compare 

the performance of the linear and exponential Theta models, which further lessens the 

complexity of the method as compared to AutoTheta.  

Apart from BoxCox curves based on simple linear regression, the trend can also 

be modeled by complex methods, such as ETS and ARIMA. ETS estimates the trend 

component by the weighted combination of the previous estimates of the trend. 

Nonstationary ARIMA produces trended forecasts with stochastic behaviors. We also 

want to mention that the relationship between the Theta method and ARIMA was 

already addressed by Thomakos and Nikolopoulos (2014) who showed that the unit 

root 𝜃-forecast function with differencing was equivalent to an ARIMA(1,1,0) model. 

This interaction to some extent indicates the possibility of benefits in integrating 

ARIMA with Theta. The unit root trend function was not used to calculate trend curves 

because the unit root in the Theta model can only produce one-step ahead forecasts, 

but our analysis requires multiple-step forecasts. Because both ETS and ARIMA 

extrapolate the data differently and provide alternative derivations for the trend 

modeling, compared with simple linear regression, these alternative trend curves may 

be useful for improving Theta forecasting. Similar to the notation of BoxCox curves, 

we denote that the trend curves modeled by ETS and ARIMA to ETS curves and 

ARIMA curves, respectively. Unlike with the  BoxCox curves, we did not apply BoxCox 

transformation to the ETS and ARIMA curves. This is because we wanted to keep a 

fair comparison between the Theta model with ETS or ARIMA curves and ETS or 

ARIMA themselves. In this respect, the difference is whether or not either the ETS or 

ARIMA is integrated with Theta. 

The BoxCox, ETS and ARIMA curves are computed using all historical 

observations of the seasonally adjusted data, which essentially depicts the long-term 

trend of the data. However, as in practice, the data points do not increase or decrease 

consistently; consequently, the long-term and short-term trends may manifest in 

different directions. Thus, considering only the long-term trend may result in 

unreasonable Theta forecasts. Nikolopoulos and Thomakos (2019) suggested adding 

a third linear line that estimated based on the last few observations in the data to 

derive short-term trend forecasts. Their results showed that letting the short-term 

estimation window equal the forecasting horizon seemed to achieve the best 
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performance. We adopted the same technique to estimate short-term trends by 

considering the simplest approach—simple linear regression and an estimation 

window of length ℎ (the forecasting horizon). Furthermore, if ℎ < 6, we set the length 

of the short-term window to 6 so that there is enough data for modeling. In addition, if 

the length of the data is too short, there may be no benefit from the short-term trend. 

Consequently, we applied a short-term trend curve only if the data size was at least 

three times larger than the size of the estimation window. Note that we empirically set 

this criterion for simplicity and found it worked fine in our study. After calculating the 

short-term trend curve, its forecasts were combined with long-term trend forecasts with 

equal weights to form the final trend forecasts. Similarly, its fitted values were also 

combined with the corresponding values of the long-term trend curve to adjust the 

estimates of the last max(6, ℎ) observations, where max(∙) returns the maximum value 

between the two. We have summarized in Tab. 4.2 the trend curves and the specific 

argument settings for their R functions. For the unspecified arguments, we used their 

default settings. The use of different trend curves is directed at addressing the second 

challenge identified in Section 3.3.  We note here that when talking about long-term or 

short-term for trend curves in this study, they refer to whether or not the entire set of 

historical observations are used, meanings different from their other usages. 

 

 

 

Tab. 4.2 The summary of trend curves and the specific settings for R functions. 

 Trend curve Estimation window R function settings 

L
o
n
g

-t
e
rm

  BoxCox curve All data 
BoxCox.lambda(method=“loglik”, lower=0, upper=1); 

BoxCox( ); lm( ) 

ETS curve All data ets(model=“AZN”) 

ARIMA curve All data auto.arima(seasonal=FALSE) 

S
h

o
rt

-t
e

rm
  

Simple linear 
regression 

Last max(6, ℎ) 
observations 

lm( ) 
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4.5 Generalized Theta method 

 

Based on the AutoTheta and the aforementioned extensions, we proposed our 

Generalized Theta method, denoted as GTheta. GTheta uses the proposed combined 

seasonality test using multiple criteria and includes multiple trend curves. Because we 

have combined the short-term and long-term trend curves to form a single trend curve, 

an additional 𝜃 line can be calculated to capture what has not been modeled by the 

trend curve— short-term components. This is essentially a double-lined Theta model. 

Consequently, the theory and formulas regarding the double-lined Theta method are 

applicable to GTheta. These include the Theta transformation formula (see Equation 

(3.16)), the expression of the double-lined Theta model (see Equation (4.33)), and the 

Theta forecast function (see Equation (4.35)).  

For a double-lined GTheta, it is important to select the appropriate forecasting 

method for the second 𝜃 line. According to Equation (3.16), from a generalization 

perspective, the second 𝜃  line is effectively the trend curve plus or multiplied by 

(depending on use of either the additive or multiplicative expression) the modified 

residuals. Because the trend curve captures the trend component of the seasonally 

adjusted data, the second 𝜃 line is then intended to capture the non-trend component, 

which is essentially the level, by adjusting the residuals of the trend curve. SES is 

widely used for modeling any “level” data (Hyndman et al., 2002). As such, SES was 

originally proposed to forecast the second 𝜃 line in Classic Theta and was also used 

in most of the literature focused on the Theta method (e.g., AutoTheta). For 

alternatives to SES, Nikolopoulos and Thomakos (2019) tested ETS and ARIMA for 

their capability to forecast the second 𝜃  line but did not observe any significant 

improvement in results. One should keep in mind that simplicity is one important 

property of the Theta method. Given that we had already included complicated 

methods (i.e., ETS, ARIMA) for trend curves, for simplicity, we thus adopted SES to 

forecast the second 𝜃 line in GTheta and also to maintain a fair comparison with 

Classic Theta and AutoTheta.  

Because the trend curve is determined ex ante, the parameters that need to be 

estimated in GTheta are 𝜃 and the smoothing parameters for SES. We adopted what 

was suggested by AutoTheta and optimized the 𝜃 as well as the SES parameters by 

minimizing the in-sample MAE (see Equation (4.36)) using the stats::optimize( ) function 
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in R and restricted 𝜃 ∈ [1, 3] . The stats::optimize( ) function uses a method that 

combines the golden section search and successive parabolic interpolation. We also 

experimented in a preliminary test with optimizing the parameters based on a 

cross-validation technique and found minimal difference as compared with minimizing 

the in-sample MAE, but the computation time was multiple folded and thus rejected.  

We adopted a notation system similar to the one used for ETS in which a 

three-term string is used to denote each element in the GTheta model. For example, 

GTheta(M,A,Linear) with 𝜃 = 2 denotes Classic Theta in which the first term stands 

for a type of seasonal adjustment (A for additive, M for multiplicative, and N for none), 

the second term stands for the Theta transformation form (A for additive and M for 

multiplicative), and the last word stands for the selected long-term trend curve. The 

term can also be Z so that an automatic algorithm will be executed. We adopted the 

algorithm proposed by AutoTheta, which means that GTheta will evaluate all possible 

models and select the most appropriate model by minimizing the in-sample MAE. For 

example, GTheta(Z,Z,BoxCox) means that GTheta will first test the seasonality via the 

combined seasonality test. If the data is seasonal, GTheta will compute in-sample 

MAE for GTheta(M,A,BoxCox), GTheta(M,M,BoxCox), GTheta(A,A,BoxCox) and 

GTheta(A,M,BoxCox) (note that if STL is used, only models with additive seasonal 

adjustment are evaluated). If the data is nonseasonal, only GTheta(N,A,BoxCox) and 

GTheta(N,M,BoxCox) will be evaluated. Then, GTheta selects the model that has the 

least in-sample MAE value and uses this selected model to produce forecasts. We 

avoided selecting among the, BoxCox, ETS, and ARIMA curves, by using the 

in-sample MAE because the complexities of those methods differ in ways that make it 

impossible to compare them properly through in-sample performance. We tried again 

to use cross-validation to make such choices but saw almost no improvement but did 

encounter unbearably slow computational operations. Thus, GTheta only works when 

a long-term trend curve is specified.  

To produce point forecasts with GTheta, we derived forecasts of the trend curve 

and forecasts of the second 𝜃 line, then combined them according to Equation (4.35). 

For prediction intervals, AutoTheta used an empirical derivation given by: 

�̂�𝑡 ± 𝑞1−𝛼/2√1 + 𝑚(ℎ − 1)𝜎, (4.40) 

where 𝑞1−𝛼/2 is the quantile function of normal distribution at confidence level 𝛼, ℎ is 

the forecasting horizon, and 𝜎 refers to the standard deviation of the residuals. 𝑚 is a 
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penalty term according to the frequency of the data, being 1 (no penalty) for monthly 

data, 4 for quarterly data, and 12 for yearly data by AutoTheta. This derivation is based 

on the suggestion of Makridakis, Hibon, Lusk and Belhadjali (1987) that if, and only if, 

the residuals follow normal distribution and i.i.d., the prediction intervals are given by: 

�̂�𝑡 ± 𝑞1−𝛼/2√ℎ𝜎. AutoTheta considers the penalty term because forecasting uncertainty 

is likely to increase as the frequency of the data decreases (Grushka-Cockayne and 

Jose, 2020). We again adopted AutoTheta’s derivation for computing prediction 

intervals for GTheta and further let 𝑚 = 1 for data sampled more frequently than a 

month (e.g., weekly, daily data). Following the same logic, we let 𝑚 = 2 for 2-monthly 

data, 𝑚 = 3 for 3-monthly (quarterly) data, 𝑚 = 4 for 4-monthly data, so on and so 

forth, until yearly data. Note that based on our proposal, 𝑚 equals 3 rather than 4 for 

quarterly data unlike such specification in AutoTheta.  

To sum up, GTheta is essentially a modified version of AutoTheta, but GTheta 

uses multiple seasonality detection to mitigate test uncertainty, includes multiple 

seasonal adjustment methods and trend curves (either long-term or short-term trends), 

and thus is arguably more general than AutoTheta. In the setup of GTheta, we adopted 

from AutoTheta the same way of optimizing parameters, the same model selection 

algorithm, and the same derivation for calculating prediction intervals. This is because 

relying on the same approach allows us to distinguish any differences in the reported 

results to the proposed modifications so that a fair comparison between methods can 

be achieved. 

 Fig. 4.1 demonstrates GTheta’s forecasting procedure. For a given time series, 

GTheta will first test for seasonality by using the proposed combined seasonality test. 

If seasonality is deemed seasonal, the seasonal adjustment will be executed using a 

selected decomposition method (classical decomposition method or STL). If a Theta 

model along with the respective parameters is specified, GTheta will forecast using 

the specified model; otherwise GTheta will perform an in-sample evaluation and based 

on the results, select the best Theta model and then extrapolate it to the forecasts. 

One could also determine only the model but optimize the parameters. Fig. 4.2 

illustrates an example of how forecasts are derived by different GTheta models. As is 

shown, the BoxCox curve generates the trend forecasts with a greater slope but is 

restricted by the smaller 𝜃 (𝜃 = 1.2) than occurs in the ETS and ARIMA curves. ETS 

and ARIMA also identify different trend behaviors as expected. The short-term trend 
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further changes the direction of the trend by adjusting the last few estimates, changes 

easily observed from the top two plots in Fig. 4.2. Using different decomposition 

methods results in slight differences in which STL seems to perform slightly better than 

the classical decomposition method. In this example, ARIMA + STL seems to 

outperform its counterparts.  

 

 

 

 

Fig. 4.1 Flowchart of the forecasting procedure of GTheta. 
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Fig. 4.2 An example of GTheta forecasts using various trend curves. The specific models are shown 
as labels in each plot. For example, BoxCox + Classical refers to using a BoxCox curve and the classical 
decomposition method. 𝜃 value is optimized via the proposed algorithm, also shown as labels. The 
references to color  and line types are displayed in the legend, where solid lines refer to the data (for 
both historical or future observations) or the in-sample curves, and dashed lines refer to the forecasts 
of trend, level, and the reseasonalized final forecasts. Note that all models include short-term trend. 
The time series examined is the 784th series in M3 competition, which is a quarterly series.  
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4.6 GTheta with multiple TA 

 

Although there are many studies regarding forecasting with temporal 

aggregation (TA) as discussed in Section 2.2.2, the two most popular approaches to 

implementing multiple TA are the MAPA and TH. In this study, we aimed to investigate 

the performance of GTheta with both approaches.  

 

4.6.1 Multiple aggregation prediction algorithm 

 

The multiple aggregation prediction algorithm (MAPA) was proposed by 

Kourentzes et al. (2014). The core property of this approach is modeling data at 

multiple TA levels to obtain the multiple estimations of various time series components, 

specifically level, trend, and seasonality. As the level of TA increases, the different 

components are enhanced or attenuated so that using the information from multiple 

TA levels can arguably achieve better estimation of these components.  

In the first step, MAPA constructs multiple TA series from the data by using 

nonoverlapping TA according to Equation (3.17) in Section 3.2. MAPA suggests 

aggregating the data up to an annual level (that is 12 levels for monthly data, 4 levels 

for quarterly data) to ensure the seasonality is fully filtered out so as to better capture 

the trend component. To avoid any problems rendered by changes in the scale of the 

TA series, the TA series is divided by its level 𝑘 to convert the scale back to the original 

level.  

Second, extrapolate each TA series independently using a proper forecasting 

method. The designers of MAPA used ETS. In any case, other forecasting methods 

can be used as long as they can effectively capture the time series components. In 

this step, ETS selects the most appropriate model based on AICc level by level across 

multiple TA levels. To allow the different components to be combined across multiple 

TA levels, MAPA transforms all states of the reported ETS model of each TA series 

into an additive form without regard for the original model, so the future estimates in 

the state form of the transformed ETS model can be written as: 

�̂�𝑖
[𝑘]

= 𝑙𝑖
[𝑘]

+ 𝑏𝑖
[𝑘]

+ 𝑠𝑖
[𝑘]

, (4.41) 

where 𝑙𝑖
[𝑘]

,  𝑏𝑖
[𝑘]

 and 𝑠𝑖
[𝑘]

 are estimates of level, trend, and seasonal components, 

respectively, of the TA-𝑘 series (TA series with aggregation levels equal to 𝑘). If a 
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certain component is not identified by the reported ETS model, then the estimates of 

that component are set to zero. For example, if ETS(A,N,A) is selected for the TA-2 

series, then the trend component for that series is zero. The idea of not simply 

removing the unidentified component from the calculation is that the designers of 

MAPA do not intend to prefer one option over another. However, for seasonality, this 

rationale is applied slightly differently. This is because for some aggregation levels, 

seasonality typically does not exist. For example, we can possibly observe seasonality 

for TA levels (𝑘 = 1, 2, 3, 4, 6), but not for levels (𝑘 = 5, 7, 8, 9, 10, 11, 12) for a monthly 

time series. As such, MAPA only estimates the seasonal component for TA levels in 

which seasonality may exist. Because of the multiple views from using different models, 

whether or not appropriately selected, at different aggregation levels MAPA can 

mitigate the modeling uncertainty in comparison to degree of uncertainty involved in 

relying on a single series.  

In the last step, MAPA appropriately combines the outputs of each TA series. 

Unlike the strategies of conventional forecast combinations, MAPA combines the 

future estimates of each state separately and then constructs the combined states into 

a single forecast. Because different TA series have different sampling frequencies, the 

TA-𝑘 forecasts should be converted to the original sampling frequency. This is done 

simply by repeating each TA-𝑘 forecast 𝑘 times. For example, assume we produce 

4-step-ahead forecasts for a monthly time series in which the forecasts are (1, 2, 3, 4). 

Therefore, when 𝑘 = 2, we need generate 2-step-ahead forecasts at that level, which 

is assumed to be (2, 4). Then, by repeating each value two times, we obtain TA-2 

forecasts (2, 2, 4, 4) at the original sampling frequency, and those forecasts can 

properly be combined with original forecasts (1, 2, 3, 4). The same logic applies to 

other aggregation levels. This process can be formulated by: 

�̂�ℎ
[𝑘]

= 𝑇 (�̂�
ℎ[𝑘]

[𝑘]
), (4.42) 

where ℎ[𝑘] is the respective forecasting horizon at level 𝑘, �̂�
ℎ[𝑘]

[𝑘]
 is forecasts of any 

state derived at level 𝑘, �̂�ℎ
[𝑘]

 is the adjusted forecasts at the original time scale,  𝑇(∙) 

is the translation function that translates the state to the original time scale by the 

proposed approach. MAPA combines level and trend components across all available 

aggregation levels but combines seasonal components across aggregation levels at 

which estimation of seasonality is possible. 
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Applying MAPA to GTheta seems straightforward because GTheta forecasts are 

essentially a combination of trend forecasts (trend curves), level forecasts (SES for 

the second 𝜃 line) and seasonal indices. This is similar to ETS in its estimates of the 

states of levels, trend, and seasonal components. However, the combination still 

poses some challenges for GTheta in terms of coping with components. 

For GTheta with MAPA, one thought is to combine the forecasts of the trend 

curves estimated at multiple TA levels and then combine various second 𝜃 lines in the 

same way. This is reasonable for trend curves because, given the same trend method 

used, they are directly derived from the TA series at multiple TA levels so that resulting 

trend curves are treated equally, but less reasonable for the second 𝜃 lines because 

their calculations are determined by several factors (i.e., value of 𝜃, TA series of a 

specified level, and the trend curve identified at that level). If and only if the same value 

of 𝜃 is used across all multiple aggregation levels can the generated second 𝜃 lines of 

different TA levels be considered to model a similar  “signal” from the data. This is 

simply because 𝜃 adjusts the magnitude of the adjustment made to the local curvature 

of the data. However, using the same 𝜃 violates the idea of independent modeling at 

each aggregation level, given that GTheta can optimally select 𝜃 per series. Besides, 

to allow the proper combination across multiple TA levels, any multiplicative states 

should be translated into an additive form. For GTheta, it is hard to do so because the 

multiplicative Theta forecast function involves exponentiation (see Equation (4.35)). 

Although we can simply regulate the use of the same form across all aggregation 

levels, it again violates the independent modeling. To solve these challenges, we 

suggested derivation of level and trend components directly from the GTheta forecasts.  

For some models, this can be done mathematically. Take GTheta(A,A,linear) for 

example. Its forecast function can be written as: 

�̂�ℎ = (1 −
1

𝜃
) 𝐿𝑅�̂�h +

1

𝜃
�̂�ℎ,𝜃, (4.43) 

which is equivalent to: 

�̂�ℎ = (1 −
1

𝜃
) (𝐴𝑇 + 𝐵𝑇(𝑇 + ℎ)) +

1

𝜃
�̂�ℎ,𝜃 

= ((1 −
1

𝜃
) 𝐴𝑇 +

1

𝜃
�̂�ℎ,𝜃) + (1 −

1

𝜃
) 𝐵𝑇(𝑇 + ℎ), 

(4.44) 

where 𝑇 is the maximum time subscript that equals the number of observations in the 

time series, 𝐴𝑇 and 𝐵𝑇 are linear regression coefficients. Because �̂�ℎ,𝜃 is extrapolated 
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by SES and 𝐴𝑇 is a constant, ((1 −
1

𝜃
) 𝐴𝑇 +

1

𝜃
�̂�ℎ,𝜃) is typically a flat forecast (with no 

trend and seasonality), thus it can be regarded as the estimates for the level 

component. The second term (1 −
1

𝜃
) 𝐵𝑇(𝑇 + ℎ)  changes over time, thus it can 

demonstrate the estimates for the trend component. For ETS curves, the same 

derivation can be conducted to obtain the level and trend component because the ETS 

forecast function already contains the respective components. However, this 

derivation is not valid for BoxCox curves with 𝜆 ≠ 1 and ARIMA curves. We noticed 

that the TRAMO-SEATS decomposition method (Dagum and Bianconcini, 2016), 

based on extracting time series components from ARIMA models, could be useful for 

ARIMA curves. However, TRAMO-SEATS only works for quarterly and monthly data, 

and thus was rejected.  

Assume that �̂�ℎ is the forecasts obtained according to Equation (4.35) that have 

not been reseasonalized with the seasonal indices. To properly derive level and trend 

estimates regardless of what GTheta models are used, we proposed a simple way by 

taking the one-step-ahead forecast �̂�1 as the level estimate that remains the same 

across all forecasting horizons and computing the trend estimate of forecast horizon 

ℎ by subtracting the obtained level estimate from the forecast at that horizon, as given 

by �̂�ℎ − �̂�1. Because the seasonal adjustment can be multiplicative or additive when 

the classical decomposition method is used, we also translated the multiplicative 

seasonal factors into the additive form. The equations for translating GTheta forecasts 

into a summation of components are given by: 

GTheta forecasts:            𝐹ℎ = 𝑙ℎ + 𝑏ℎ + 𝑠ℎ, 

Level:                                𝑙ℎ = �̂�1, 

Trend:                               𝑏ℎ = �̂�ℎ − �̂�1, 

Season:                            𝑠ℎ = {
𝑆ℎ+ ,               if additive,

(𝑆ℎ+ − 1)�̂�ℎ,       if multiplicative,
  

(4.45) 

where ℎ+ is the modulo of division ℎ/𝑚 where 𝑚 is the frequency of the time series, 

�̂�ℎ is the pre-seasonally adjusted forecast of GTheta obtained by Equation (4.35), 𝑙ℎ, 

𝑏ℎ  and 𝑠ℎ  are extracted additive future estimates of level, trend, and seasonal 

components, 𝑆ℎ+  is the respective seasonal factors of the latest seasonal cycle 

derived by the specified decomposition method, and 𝐹ℎ is the final forecast of GTheta. 
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Note that 𝑏1 = �̂�1 − �̂�1 = 0, so the first estimate for the trend component will always be 

zero. Then the forecasts of GTheta with MAPA are given by: 

�̅�ℎ = 𝑙ℎ̅ + �̅�ℎ + �̅�ℎ, 

𝑙ℎ̅ = ∑  𝜔𝑘𝑙
ℎ[𝑘]

[𝑘]

𝐾

𝑘=1

, if 𝑘 ∈ 𝕂, 

�̅�ℎ = ∑  𝜔𝑘𝑏
ℎ[𝑘]

[𝑘]

𝐾

𝑘=1

, if 𝑘 ∈ 𝕂, 

�̅�ℎ = ∑  𝜔𝑘𝑠
ℎ[𝑘]

[𝑘]

𝐾

𝑘=1

, if 𝑘 ∈ 𝕂,
𝑚

𝑘
∈ ℤ,

𝑚

𝑘
≠ 1, 

(4.46) 

where 𝑘 refers to the level of the TA, 𝐾 refers to the total number of TA levels, 𝑚 is 

the frequency of the data, 𝕂 is the set of chosen TA levels, ℤ is the set of all positive 

integers and 𝜔𝑘  is the respective weight. An example of combining GTheta 

components across multiple TA levels is depicted in Fig. 4.3.  

Fig. 4.3 Illustration of combining forecasts of the derived components across multiple TA levels. The 

left three plots of each row represent the ℎ[𝑘] step-ahead forecasts of a component at respective TA 
levels, and the last plot of each row shows the forecast combination (with equal weights) of the 
component at the original time scale. The results are derived by applying GTheta(Z,Z,BoxCox) with 
short-term trends and STL to the 1971th series (a monthly time series) of the M3 competition. 
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4.6.2 Temporal hierarchies 

 

Temporal hierarchies (TH), proposed by Athanasopoulos et al. (2017), borrowed 

the idea of cross-sectional hierarchical forecasting and applied it in a multiple TA 

scenario. In practice, the data is usually arranged in hierarchical structures. Fig. 4.4 

depicts an example of a tree-level hierarchy.  

 

 

 

 

Fig. 4.4 An example of cross-sectional hierarchy. 

 

 

 

Different products of the company are categorized into two groups that aggregate 

to the total output. Alternatively, the hierarchical structures can also be used to 

represent the time series in different frequencies, and those hierarchies are referred 

to TH (Athanasopoulos et al., 2017). Supposing a time series is sampled quarterly, TH 

constructs a temporal hierarchy to sum up quarters to the annual level, as illustrated 

in Fig. 4.5.  
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Fig. 4.5 An example of temporal hierarchy for quarterly data. 

 

For the quarterly time series, the nonoverlapping aggregates of the level 𝑘 ∈

{4, 2, 1} are computed to build TH. It is obvious that for an appropriate TH structure, 𝑘 

should be the factors of the periodicity 𝑚  of the data. In these cases, the TA- 𝑘 

aggregates are essentially the series in which the seasonality may exist because their 

frequency 𝑚/𝑘 is an integer, given that the fractional frequency is ignored by TH. We 

refer those aggregation levels to TH levels. For example, the TH levels for the monthly 

data is 𝑘 ∈ {12, 6, 4, 3, 2, 1}  and for the hourly data with 𝑚 = 168  is 𝑘 ∈

{168, 84, 56, 42, 28, 24, 21, 14, 12, 8, 7, 6, 4, 3, 2, 1}. Note that if, and only if, there are no 

coprime pairs in the TH levels, a unique TH structure can be constructed. For instance, 

for a monthly time series, one TH structure is to aggregate months to quarters, to 

biannuals and to the annuals, although the other TH structure can be aggregating 

months to bimonths, to 4-months, and then to the annual.  

Supposing 𝒀𝒃 is a column vector that contains all the bottom level data, then the 

data of other nodes in the TH structure can be obtained by 𝒀 = 𝑺𝒀𝒃, where 𝑺 is a 

summation matrix of order 𝑝 × 𝑞, where 𝑝 is the total number of nodes in the TH, and 

𝑞 is the number of nodes at the bottom level. According to this, the 𝑺 for the TH 

illustrated in Fig. 4.5 (𝑝 =7, 𝑞 = 4) is  

 𝑺𝑝×𝑞 = [

1 1 1 1
1 1 0 0
0 0 1 1

𝑰𝑞

] , 



110 
 

where 𝑰𝑞  is a unit matrix of order 𝑞 . The summation matrix permits coherent 

(Panagiotelis et al., 2021) summations of units across the TH structure, which means 

the units of a node are equal to the summation of the units of the respective nodes at 

lower levels. For the example in Fig. 4.5, the sum of the forecasts of Quarter 1 and 

Quarter 2 equals the forecasts of the Biannual 1. However, the constraints do not hold 

for forecasts especially when they are produced independently at different TH levels. 

Conventional approaches like Bottom-up, Top-down or Middle-out can be used to 

solve the problem of coherency. However, all of them only make use of a single TH 

level or a subset of all TH levels. A better solution is to forecast for all TH levels and 

appropriately combine forecasts from different levels to achieve coherency.  

Through using the generalized least squares estimator, coherent forecasts (also 

referred to as forecast reconciliation) at all TH levels are achieved by: 

�̃� = 𝑺(𝑺′𝑾−1𝑺)−1𝑺′𝑾−1�̂�, (4.47) 

where �̂� is the column vector containing the respective base forecasts (those that are 

derived independently at a TH level) at all TH levels, 𝑺 is the summation matrix, and 

𝑾 is the covariance matrix of the base forecast errors. The challenge of Equation (4.47) 

is how to estimate 𝑾. In the earlier studies (Athanasopoulos et al., 2009; Hyndman et 

al., 2011), the researchers avoided estimating 𝑾. Instead, they used the ordinary least 

squares, substituting 𝑾  with 𝜎2𝑰 . Recently, Wickramasuriya, Athanasopoulos and 

Hyndman (2019) showed it is almost impossible to identify 𝑾 in practice, thus they 

evaluated the performance of using weighted least squares through various estimators, 

among which a trace minimization approach was proposed. A simple estimation of 𝑾 

was proposed by Athanasopoulos et al. (2017), who suggested estimation of 𝑾 by 

structural scaling so that 𝑾 = diag(𝑺𝟏), where 𝟏 is the unit column vector of size 𝑞 

(the number of nodes at the most disaggregated TH level). Based on this, 𝑾 =

diag(4, 2, 2, 1, 1, 1, 1) for the example in Fig. 4.5. The strong argument for using a 

structural scaling estimator is that it is simple to compute and independent of the data 

examined and forecasting method used. It also provides reasonable performance for 

reconciled base forecasts in the sense of accuracy of forecasts.  

There are two major properties with TH-based approaches. One is that forecast 

reconciliation permits coherency constraints to hold across all TH levels, which is 

important in making aligned decisions in practice. On the other hand, via forecast 

reconciliation, base forecasts are adjusted at all TH levels, including those at the most 
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disaggregated TH level (the original level). Many studies have shown the reconciled 

base forecasts are superior to nonreconciled base forecasts (Hyndman et al., 2011; 

Hyndman et al., 2016; Wickramasuriya et al., 2019). This superiority is partly because 

forecast reconciliation is typically a special case of a forecasting combination 

(Hollyman et al., 2021).  

Unlike MAPA, applying TH to GTheta is straightforward. First comes computing 

of nonoverlapping aggregates (according to Equation (3.17) in Section 3.2) of the TH 

levels in which these levels are given by all factors of the periodicity of the data. 

Second, each TH series is modeled by GTheta independently and extrapolated to the 

futures. Third, forecast reconciliation is performed by using structural scaling (for 

reasons of simplicity) and reports the base forecasts of the most disaggregated TH 

levels.  

 

4.6.3 Avoid overshrinkage or overdamping 

 

When forecasting with multiple TA, the final forecasts tend to be much smoother 

than those derived directly at the original level. This is because aggregating of time 

series is equivalent to imposing a moving average filter on the data (Kourentzes et al., 

2014; Spiliotis et al., 2020b), according to Equation (3.17). Although generally the 

smoothed forecasts can be beneficial for improving forecasting accuracy, this 

smoothing can still sometimes result in unreasonable forecasts. One severe issue is 

seasonality shrinkage. Typically, suitable seasonality shrinkage can be useful (Miller 

and Williams, 2003; Spiliotis et al., 2019a), especially for highly noisy data in which 

estimation of the seasonality involves greater uncertainty. However, in a scenario with 

multiple TA, seasonality shrinkage can easily be exaggerated because the seasonality 

can only possibly be estimated at a subset of TA levels. For example, when 

aggregating a monthly time series into an annual level, seasonality may exist only in 

five TA series. These five are the original monthly, bimonthly, quarterly, 4-monthly, 

and biannual series. In addition, at higher TA levels, less seasonal effect is likely to be 

observed because the curvature of the data is more shrunken. For instance, an annual 

time series is never seasonal. As such, it is possible that the original series is strongly 

seasonal while the remaining TA series are not, thus rendering overshrinkage of the 

seasonality. The same stands for TH in which seasonality is strong at the bottom level 
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but less effective for other levels. Fig. 4.6 contains an example of potential 

overshrinkage of seasonality. As is shown, GTheta with MAPA fails to effectively 

capture the seasonal spikes at the original time scale because the forecasts are highly 

smoothed by multiple TA.   

 

Fig. 4.6 Possible overshrinkage of seasonality. The data examined is the 2001th series (monthly) in M3 
competition. GTheta With MAPA uses maximum k=12 and combinations with equal weights.  

 

When it comes to trend, overshrinkage becomes overdamping. Proper 

dampening is usually beneficial. However, overdamping of the trend can be an issue 

for GTheta. According to the additive form in Equation (4.35), the term (1 −
1

𝜃
) �̂�ℎ,𝑏𝑎𝑠𝑒 

indicates that the slope of the GTheta forecasts is adjusted by (1 −
1

𝜃
). Because the 

value of 𝜃 is restricted to [1, 3], the adjustment assigned to the trend is between 0 and 

2

3
, which means that at most only 

2

3
 times the slope of what is estimated by the trend 

curve gets considered. The built-in adjustment of slope functions similarly to trend 

damping. Consequently, any additional dampening introduced by multiple TA or TH 

could possibly lead to an underestimated trend, thus undermining accuracy.  

One solution to overshrinkage or overdamping is the use of weighted 

combinations across aggregates in which larger weight is assigned to the original level 

(Spiliotis et al., 2020b). This is feasible for MAPA because different weighting 

strategies can be applied to different components, but not to TH because coherent 

forecasts are produced with the specified reconciliation method. Kourentzes, 
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Petropoulos and Trapero (2014) showed that combining the forecasts derived from 

the original time series and those of MAPA is equivalent to a weighted combination 

(with larger weight assigned to the original level). Assuming 𝑤1 and 𝑤2, in which 𝑤1 +

𝑤2 = 1, are the combination weights assigned to the level estimates of the original 

time series and to the averaged level estimates across multiple TA levels, respectively, 

then according to Equation (4.45), the combination is achieved by: 

𝑙ℎ̅ = 𝑤1𝑙ℎ
[1]

+ 𝑤2(∑  𝜔𝑘𝑙ℎ
[𝑘]

)

𝐾

𝑘=1

 

= (𝑤1 + 𝑤2𝜔1)𝑙ℎ
[1]

+ ∑  𝑤2𝜔𝑘𝑙ℎ
[𝑘]

)

𝐾

𝑘=2

. 

(4.48) 

The weight for 𝑙ℎ
[1]

 increases only if 𝑤1 + 𝑤2𝜔1 > 𝜔1 ≡ 𝜔1 < 1.  Because 𝜔1  is the 

combination weight, it is always less than 1 so that Equation (4.47) always assigns 

larger weight to the original TA level. This is also true for TH. However, we understand 

that if combining GTheta forecasts on the original level with GTheta, the TH forecasts 

will result in incoherent forecasts across hierarchies. Given that our focus is on 

improving the forecasting performance of the original time series, incoherency is not 

a big deal.  

Alternatively, applying only multiple TA to the seasonally adjusted data would 

avoid any possible seasonality shrinkage caused by TA. We assume that the TA series 

derived from the seasonally adjusted data are nonseasonal. Consequently, we only 

apply nonseasonal GTheta models on multiple TA levels. The seasonal components 

that are externally determined on the original level are added back to the TA forecasts 

to form the final forecasts. Because we only use the seasonal indices on the original 

level, overshrinkage can be avoided. Processing the seasonal adjustment as an 

external procedure in MAPA forecasting has already been proven beneficial for 

improving accuracy (Spiliotis et al., 2020b). Another reason for examining the 

performance of GTheta with TA on the seasonally adjusted data lies in the Theta 

method per se. Seasonality is handled by a specified decomposition method for the 

Theta method. This is different from other methods such as ETS and ARIMA, both of 

which contain seasonal models that can internally model the seasonal behaviors of 

the data. To the best of our knowledge, little literature is available on examining the 

performance of the seasonal adjustment across multiple TA levels. As such, it is 

necessary to compare the inclusion and the exclusion of the seasonal adjustment so 
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we can better understand whether the seasonal indices can be better estimated via 

multiple TA levels.  

Lastly, the inclusion of fewer TA levels could also be useful because the 

smoothing effect introduced by TA is stronger at higher aggregation levels. 

Aggregating the data to the annual level can fully remove the seasonal influence so 

that the long-term component can be better captured (Petropoulos and Kourentzes, 

2014), but this is not always necessary for some data, especially for data with larger 

frequency (e.g., electricity) dominated by fluctuations and the estimation of seasonal 

spikes is important (Spiliotis et al., 2020b). In such circumstances, using as many 

levels as possible does not necessarily lead to reasonable results.  

In the present study, all three strategies — more weight to the original level, an 

ex-ante seasonal adjustment procedure, the inclusion of fewer aggregation levels— 

will be examined.  

 

4.6.4 Combining prediction intervals 

 

Although MAPA and TH emphasize point forecasts, deriving suitable prediction 

intervals for GTheta with MAPA and for GTheta with TH is a goal of our research. The 

literature contains few relevant discussion about quantile forecasts with multiple TA 

levels. MAPA empirically produces prediction intervals based on the multiple steps 

ahead in-sample mean squared errors, which is implemented by the mapa( ) in the 

MAPA package (Kourentzes et al., 2014) in the R software. Kourentzes and 

Anthanasopoulos (2021) suggested deriving prediction intervals from an empirical 

distribution obtained by a kernel density estimation based on an approach proposed 

by Trapero et al. (2019). Apart from these, one could also rely on a bootstrapping 

technique by simulating many possible forecast errors and computing the percentile 

for each forecasting horizon. The drawback is that it is computationally expensive 

because it requires repeated simulations.   

Lichtendahl, Grushka-Cockayne and Winkler (2013) showed that reasonable 

results can be obtained by simply averaging the quantiles. Grushka-Cockayne and 

Jose (2020) also examined the benefits of interval combinations. For simplicity, we 

derived the prediction intervals for GTheta with MAPA and for GTheta with TH through 

combining intervals across multiple aggregation levels. In this respect, any strategies 
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for MAPA or TH that were discussed for combining point forecasts can be applied to 

combining the prediction intervals. Specifically, for GTheta with MAPA, the upper 

bounds of the prediction intervals are combined by using the same combination 

weights as when we combine the components across multiple TA levels. These 

operations are the same for the lower bounds. For GTheta with TH, the upper bounds 

and the lower bounds of the prediction intervals are treated the same as point 

forecasts. As a result, we can use the structural scaling approach, one for the point 

forecasts in the present study, to obtain the reconciled prediction intervals at the 

original level by reconciling the respective bounds at each TH level. 

 
  



116 
 

5 Empirical evaluation 

 

To evaluate the performance of GTheta and its integration with multiple TA, we 

ran an analysis on an extensive data set of real time series. The data we used all 

belong to a series of forecasting competitions, known as M- competitions, which 

contain many time series collected from different sources, including industrial, 

economic, demographic, and so forth. These competitions, particularly those referred 

to as M1, M3, and M4 competitions (because we used data sets from these three 

competitions), were organized by Professor Spyros Makridakis and his colleagues 

(Makridakis et al, 1982; Makridakis and Hibon, 2000; Makridakis et al, 2020b) for 

forecasters to test their methods against each other. The real-world data reflects the 

complexity and diversity of the real applications. As such, using the real-world data 

allows us to possibly draw valid conclusions with respect to the realistic business of 

forecasting. In addition, these data sets are multisourced and ample in quantity (more 

than 100,000 series in total), which permits the corresponding conclusions to be 

reasonably representative (Spiliotis et al., 2020a). Lastly, M- competition data sets are 

publicly available and have long been widely used by forecasting researchers 

(Hyndman, 2020), which allows for easy replication and reproduction of our research 

based on using the same data sets. 

This chapter will be organized into two main parts. First, we will provide 

information on the detailed design of our experiment, including the specific data sets 

to be used from the M- competitions, the design of different evaluations, and the error 

measures used to examine forecasting performance. Then, the results will be 

summarized and reported.  
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5.1 Experimental design 

 

5.1.1 Data 

 

Regarding M- competition data sets, we chose the three most cited M1 

(Makridakis et al, 1982), M3 (Makridakis and Hibon, 2000) and M4 (Makridakis et al, 

2020b) for our empirical evaluation. We excluded M2 (Makridakis et al, 1993) data 

because it focuses more on judgmental forecasting and contains a quite small number 

(only 29) of time series. We also excluded the latest M5 (Makridakis et al, 2020a) data 

because it focuses on grouped data and on series with intermittency.  

 The M- competitions are a series of forecasting activities, including competitions, 

in which researchers and practitioners are furnished with a collection of multiple time 

series to use for predictions and in competitions to test their approaches to forecasting. 

To date, five M-competitions have been held over the past 40 years, the most recent 

from March 2, 2020, to June 30, 2020.  

The history of M- competitions traces to 1979, when Makridakis and Hibon (1979) 

collected 111 time series and used them to compare many popular forecasting 

methods of that time. Many of their findings contradicted the existing research. One 

important finding is that simpler methods yielded results similar to more complex 

methods, provoking some controversy within the mainstream forecasting community. 

In response to the criticism, Makridakis et al (1982) later organized the M1 competition 

with 1001 time series—with lengths ranging between 9 and 132 observations—

sampled at yearly, quarterly and monthly intervals and collected from demographic, 

industrial, macro, and micro sources. The results of the M1 competition largely 

confirmed many conclusions from the previous paper by Makridakis and Hibon (1979). 

The M1 data sets were subsequently made public for researchers to access, a step 

that became a tradition for the later M- competitions. The M1 competition was a 

revolutionary event in the history of forecasting, not only because   

“This time, anyone could submit forecasts, making this the first true forecasting 

competition (where multiple people could submit entries) as far as I am aware,” 

a comment by Hyndman (2020, p. 8). 

but also because it had a profound influence on forecasting research, effectively urging 

researchers to: 
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“ a) focus their attention on what models produced good forecasts, rather than 

on the mathematical properties of those models; b) consider how to automate 

forecasting methods; c) be aware of the dangers of over-fitting; and d) treat 

forecasting as a different problem from time series analysis,” contended by  

Hyndman (2020, p. 9).  

These arguments are common sense and find wide agreement among today’s 

forecasters but were novel and challenging ideas in 1982.  

The M3 competition, the third generation of the format, was held by Makridakis 

and Hibon in 1998. The results were published in 2000 (Makridakis and Hibon, 2000). 

That competition featured a collection of 3003 time series that largely consisted of 

monthly, quarterly, and yearly data. The length of time series represented ranged from 

14 observations to 126 observations. Note that Classic Theta, as cited and discussed 

in our research, was the top performer in this competition. Eighteen years later the M4 

competition took place; its results were published in Makridakis et al. (2020b). This 

time, the size of the data set was massively larger. The M4 competition included 

100,000 time series from a database named ForeDeCk at the National Technical 

University of Athens, making it not only much larger than previous generations but 

also inclusive of higher frequency data such as weekly, daily, and hourly entries. 

Accordingly, the length of the time series varies greatly, with some series consisting 

of more than 5,000 observations.  

In addition to the M- competitions, there are numerous other competitions in the 

forecasting domain that are not mentioned here because they are not germane to this 

study. Readers interested in these other competitions are referred to Hyndman (2020). 

As for our research, we chose multiple frequencies (shown in Tab. 5.1) to use to 

construct our data set. Note that all observations of the M1, M3, and M4 data are 

positive, which makes our data set positive as well. As a result of this positivity, it is 

not difficult to use the BoxCox curves proposed in GTheta, because the BoxCox 

transformation is only feasible for positive data.  
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Tab. 5.1 The data set used in the empirical evaluation. 𝑚 refers to the frequency of the data 

and ℎ is the forecast horizon. 

Frequency 
domain 

Number of series  Length of series 
𝒎 𝒉 

M1 M3 M4 All  Min Mean Max 

Yearly 181 645 23000 23826  9 30.99 835 1 6 
Quarterly 203 756 24000 24959  10 90.28 866 4 8 
Monthly 617 1428 48000 50045  30 211.19 2794 12 18 
Weekly - - 359 359  80 1022 2597 52 13 
Daily - - 4227 4227  93 2357 9919 7 14 

Hourly - - 414 414  700 853.9 960 168 48 

Total    103830       

 
As noted, all M- competition data sets are freely accessible by the public. In the 

R statistical software, the M1 and M3 data sets are included in the package Mcomp 

that can be easily downloaded from the built-in CRAN repository. For M4, we used the 

data from the package M4comp2018 , created by Professor Rob J. Hyndman and his 

colleagues, that compiles the M4 data in a style similar to Mcomp. This package is not 

available in the CRAN repository, but it  can be downloaded from a  GitHub repository.7  

The frequency for monthly, quarterly, and yearly data is 12, 4, and 1, respectively. 

For data sampled more frequently, multiple seasonal patterns may exist. For example, 

for the time series sampled every minute, the frequency can be 60 (1 × 60) for hourly 

seasonality, or the frequency equals 1440 (60 × 24) for daily seasonality, or the 

frequency is 10080 (1440 × 7) for the weekly seasonality. 

 Because forecasting with multiple seasonality is not a focus in the present study, 

we only considered one frequency per data for those in our data set that involve 

multiple seasonality. That is, 52 for weekly data (each year contains 52 weeks), 7 for 

daily data (excluding frequency=365.25 for yearly seasonality because integer 

frequency is required for our analysis), and 168 (24 × 7) for hourly data (for both 

capturing daily and weekly seasonality). We used the full length of the in-sample data 

per time series to derive forecasts and kept the forecast horizon per frequency the 

same as what was described in the original forecasting competition. The reason is that 

keeping the original design of the data set allows our results to be directly compared 

to other studies that are based on the same data set.  

 

 

 
7 http://github.com/carlanetto/M4comp2018 

http://github.com/carlanetto/M4comp2018
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5.1.2 Evaluation setup 

 

In our study, we proposed a hybrid Theta method based on AutoTheta (Spiliotis 

et al, 2020c). We further generalized the Theta method by focusing on the seasonal 

adjustment and trend estimation. We also aimed to examine the performance of the 

Theta methods, especially the proposed GTheta, with multiple TA and accordingly 

proposed several strategies to improve the interaction. To isolate any differences in 

the reported results to the specific configuration, we separated the evaluation into two 

analytical stages, with each one focusing on one objective of interest. First, in Study 

1, we concentrated our investigation on a comparison of GTheta and benchmarks on 

the original time series (without TA) in study 1. We sought to examine: (a) the 

performance of the combined seasonality test using multiple seasonality detections; 

(b) the effect of deriving trend forecasts from estimating multiple trend curves; (c)  

using an alternative seasonal adjustment method, that is, STL; and (d) the overall 

performance of GTheta with all the proposed changes.  

Next, we proceed to Study 2 in which the performance of GTheta with TA was 

examined.  Because TH is not applicable to yearly data and the benefits of TA are 

likelier to be observed with data of higher frequency, we excluded yearly data in this 

scenario. We set the maximum aggregation level per data equal to its frequency, which 

is 4 for the quarterly, 12 for the monthly, 52 for the weekly, 7 for the daily and 168 for 

the hourly data. For GTheta with MAPA, we examined aggregation levels from 1 up to 

the predetermined maximum aggregation level. For GTheta with TH, we investigated 

the respective TH levels based on the nominated maximum aggregation level, 

according to what was described in Section 4.6.2. In Study 2, we focused on 

investigating: (a) the performance of GTheta (other Theta methods) with TA, with the 

default settings of each TA approach; (b) whether it is beneficial to include less TA 

levels; (c) the performance of assigning greater weight to the original level; and (d) in 

both cases, we applied GTheta with MAPA (and GTheta with TH) to the original data 

and also to the seasonally adjusted data to explore whether there would be gains from 

removing seasonality before applying TA.  

For a comparative analysis, GTheta was benchmarked against several 

forecasting methods. The benchmarks considered are listed in Tab. 5.2. We used the 

default settings for all benchmarks. One exception was the ETS method, as in ets( ), 
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where the multiplicative trend models are excluded by default. To keep the same 

settings, we limited the model space in es( ) so that the same model space is ensured 

as set in ets( ). We calculated both the point forecasts and the 95% prediction intervals 

for GTheta and benchmarks. Note that the designers of Theta-BoxCox did not provide 

the derivation for computing prediction intervals for their method in the M4 submission, 

thus we calculated the prediction intervals for Theta-BoxCox in the same way as for 

AutoTheta.  

 

Tab. 5.2 The benchmarking methods used in the analysis 

Method R code Description 

Classic Theta forecast::thetaf( ) 
The Classic Theta method in the sense of 

SES with drift 

AutoTheta Downloaded codes8 Method proposed by Spiliotis et al. (2020c) 

Theta-BoxCox Downloaded codes9 
Method proposed by Legaki and Koutsouri 

(2018) 

ETS 
forecast::ets( ); 
smooth::es( ) 

For the data with a frequency no greater than 

24, we used ets( ) and for the data with a 

frequency greater than 24, we used es( ).  

ARIMA forecast::auto.arima( ) 
ARIMA models based on Hyndman and 

Khandakar (2008) 

 

5.1.3 Error Measures 

 

To evaluate the performance of the proposed approach, we considered error 

measures for both point forecasts (PFs) and prediction intervals (PIs).  

With respect to the PFs, we examined both the forecast accuracy and bias. 

Forecast accuracy describes the closeness of forecasts to actual futures. Forecast 

bias demonstrates the consistent difference between forecasts and actual futures. In 

terms of the former, we used Mean Absolute Scaled Error (MASE) (Hyndman and 

Koehler, 2006), given by: 

 

 
8 Codes for AutoTheta are available at: https://github.com/vangspiliot/AutoTheta. 
9 Codes for Theta-BoxCox are available at: https://github.com/Mcompetitions/M4-
methods/tree/master/260%20-%20KaterinaKou. 

https://github.com/vangspiliot/AutoTheta
https://github.com/Mcompetitions/M4-methods/tree/master/260%20-%20KaterinaKou
https://github.com/Mcompetitions/M4-methods/tree/master/260%20-%20KaterinaKou
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MASE =
1

ℎ

∑ |𝑌𝑡 − �̂�𝑡|𝑇+ℎ
𝑡=𝑇+1

1
𝑇 − 𝑚

∑ |𝑌𝑡 − 𝑌𝑡−𝑚|𝑇
𝑡=𝑚+1

, (5.1) 

 

where 𝑌𝑡 is the actual values at time 𝑡, and accordingly �̂�𝑡 is the forecast at time 

𝑡. 𝑇 is the total number of observations in the data. ℎ is the forecast horizon. 𝑚 is the 

frequency of the data, which is given in Tab. 5.1. Note that 𝑚  was coerced to 1 

regardless of the data’s frequency in the original paper of Hyndman and Koehler 

(2006). Organizers of the M4 competition (Makridakis et al, 2020b) claimed that using 

seasonal indicative benchmarks could result in better scaling, especially for seasonal 

time series. In our experiment, we selected the M4 version.  

Apart from MASE, an alternative metric used in M4 competition for accuracy is 

symmetric Mean Absolute Percentage Error (sMAPE). We understand that the 

percentage-based measure is easy to interpret and widely used in academia 

(including M- competitions) and practice. However, sMAPE is problematic because it 

leads to asymmetric measurement, which was analyzed by Goodwin and Lawton 

(1999). Because of the limited space for presentation and the similarity of results for 

MASE and sMAPE, we have reported in this chapter only results based on MASE. 

In terms of measuring bias, we used the Absolute Scaled Mean Error (ASME) 

(Spiliotis et al, 2019b), given by: 

ASME = |
1

ℎ

∑ 𝑌𝑡 − �̂�𝑡
𝑇+ℎ
𝑡=𝑇+1

1
𝑇

∑ 𝑌𝑡
𝑇
𝑡=1

|. (5.2) 

ASME typically measures bias by Mean Error (ME) and takes the absolute value of it 

so that the magnitude of bias is retained but the direction is removed, then the absolute 

ME is scaled by being divided by the mean of the in-sample values; this permit 

summarizing across different time series. Although the direction is ignored, ASME still 

indicates whether the generated forecasts are less or more biased.  

As for the performance of the PIs, we evaluated it by using the Mean Scaled 

Interval Score in which the IS part was proposed by Gneiting and Raftery (2007) and 

was extended to MSIS by Makridakis et al. (2020b). The formula is given by: 

MSIS =
1

ℎ

∑ [(𝑈𝑡 − 𝐿𝑡) +
2
𝛼

(𝐿𝑡 − 𝑌𝑡)𝟙{𝑌𝑡 < 𝐿𝑡} +
2
𝛼

(𝑌𝑡 − 𝑈𝑡)𝟙{𝑌𝑡 > 𝑈𝑡}]𝑇+ℎ
𝑡=𝑇+1

1
𝑇 − 𝑚

∑ |𝑌𝑡 − 𝑌𝑡−𝑚|𝑇
𝑡=𝑚+1

, (5.3) 
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where 𝛼 is the confidence level. We let 𝛼 = 0.05 to obtain 95% prediction intervals. 𝑈𝑡 

and 𝐿𝑡 are the upper and lower bounds of the prediction intervals, respectively. 𝟙{∙} is 

an indicator operator that returns 1 if the given condition is met, or 0 otherwise. The 

denominator is the same as that in MASE, which performs scaling on the metric. For 

the numerator, the first term (𝑈𝑡 − 𝐿𝑡)  penalizes the large interval produced, the 

remaining two terms penalize the occurrence of future actuals that lie outside the 

postulated prediction intervals.  

For all considered measures, lower values imply better performance.  

 

5.1.4 Reproduction information 

 

We ran the whole analysis on a desktop installed with an Intel i7-7700k CPU with 

eight cores. All results were obtained by using an integrated developing environment 

— Rstudio (version 1.4.1717) — based on R 4.05 (R Core Team, 2020). We used 

packages forecast 8.15 and smooth 3.1.2 to produce forecasts and the packages Mcomp 

2.8 and M4comp2018 0.2.0 to access M- competition data sets. We also used parallel 

4.05 to run parallel programming and ggplot2 3.3.5 (Wickham, 2016) for plotting. The 

relevant R codes were provided in Appendix C to enable the replication of the results 

reported in this study. 
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5.2 Results 

 

5.2.1 Study 1: On the original level 

 

In this section, we focus our evaluation of GTheta on the original time scale 

(without TA). Because the seasonality test and seasonal adjustment are only required 

for time series with frequencies greater than 1, we then decided to present the results 

for the yearly and the nonyearly data separately. The results regarding the yearly data 

are summarized in Tab. 5.3; the results of the MASE, ASME, and MSIS measures for 

other frequencies are presented in Tab. 5.4, Tab. 5.5, and Tab. 5.6, respectively. The 

entries in each table were obtained by first computing the values for a measure per 

series and then using an arithmetic mean to average across series. We automatically 

selected the GTheta model and parameters for GTheta in all cases, thus we further 

simplified the notation of GTheta models in each table from GTheta(Z, Z, *) to 

GTheta(*) to avoid unnecessary repetition in which * refers to the long-term trend curve 

selected.  

We first focused on the forecasting performance for yearly data. Before 

proceeding with the analysis, we want to mention that the Theta method has already 

been proven to be an extraordinary method in terms of simplicity and accuracy, 

especially for nonseasonal data (Makridakis and Hibon, 2000). The most recent two 

extensions (AutoTheta (Spiliotis et al, 2020c) and Theta-BoxCox (Legaki and 

Koutsouri, 2018)) further confirmed the superior forecasting performance of the Theta 

method for yearly data when the nonlinear trends are better handled, which is also 

supported by our results in Tab. 5.3. Note that Theta-BoxCox was the second-best 

method of all submissions for the M4 yearly data in terms of MASE (MASE for 

Theta-BoxCox was 3.009, second to the best of 2.980).10 As such, the improvement 

over those Theta benchmarks for yearly data is promising but also challenging.  

Overall, the results in Tab. 5.3 demonstrate that GTheta improves the forecasting 

performance for the yearly data. Among the three long-term trend curves considered, 

the BoxCox curve performs the best across all three measures. The two 

GTheta(BoxCox) models substantially outperform all benchmarks in forecast accuracy 

 
10 The raw results for point forecasts for all M4 submissions are available at: 
https://github.com/Mcompetitions/M4-methods/blob/master/Evaluation%20and%20Ranks.xlsx.  

https://github.com/Mcompetitions/M4-methods/blob/master/Evaluation%20and%20Ranks.xlsx
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and bias. They even beat the best yearly method (in MASE) in the M4 competition 

(given that the M4 yearly data account for 96.53% of our yearly data, the MASE for 

the best method in M4 should be very similar to the MASE of that method using our 

yearly data). The forecast error (in the sense of MASE) of GTheta(BoxCox) without 

the short-term trend curve is about 7.12% and 1.99% lower than that of AutoTheta and 

Theta-BoxCox. We attribute these improvements to simultaneously dealing with 

nonlinear trends via the BoxCox transformation, optimizing 𝜃 , and automatically 

selecting the most suitable GTheta model. Because of this, the GTheta(BoxCox) 

model is essentially an integrated approach of AutoTheta and Theta-BoxCox.  

 

Tab. 5.3 Forecasting performance for yearly data. Three GTheta models with or without the short-term 
trend curve are examined and measured by MASE, ASME, and MSIS. Y indicates a certain 
generalization is applied and N stands for not implementing the specified generalization. 

Forecasting methods Yearly 

  MASE ASME MSIS 

Classic Theta 3.365 0.274 44.282 

AutoTheta 3.175 0.258 31.761 

Theta-BoxCox 3.009 0.243 29.492 

ETS 3.431 0.279 34.970 

ARIMA 3.390 0.276 45.089 

GTheta 
Including short-term 

trend? 
   

GTheta(BoxCox) 
N 2.949 0.241 29.628 

Y 2.937 0.241 29.584 

GTheta(ETS) 
N 3.364 0.271 33.429 

Y 3.183 0.261 31.189 

GTheta(ARIMA) 
N 3.332 0.270 32.956 

Y 3.153 0.258 30.994 

 

Focusing on the comparison of GTheta models with and without the short-term 

trend curve, the improvements of the former over the latter are constant in terms of all 

three measures regardless of the long-term trend curves used. The differences in the 

improvements are larger for the ETS and ARIMA curves. Looking at the column MSIS, 

all GTheta models produce significantly better prediction intervals in contrast with the 

parametric prediction intervals derived by Classic Theta, ETS, and ARIMA. Although 

Theta-BoxCox is the best performer for MSIS on average, the difference between it 

and the GTheta(BoxCox) models is small. Another interesting finding is that 

GTheta(ETS) and GTheta(ARIMA), which are essentially nonseasonal ETS and 

ARIMA models implemented in the GTheta style, slightly outperform their single 

applications, and the improvements are more significant when the short-term trends 

are included.  
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We then proceeded to look at the performance for other data frequencies in 

which various configurations of GTheta were evaluated. In Tab. 5.4, Tab. 5.5, and Tab. 

5.6, the rows of each table are organized into four categories consisting of the results 

for benchmarks, GTheta(BoxCox), GTheta(ETS), and GTheta(ARIMA), with different 

combinations of the extensions. For “Combined seasonality test?,” Y indicates use of 

the proposed combined seasonality test, N indicates use of the seasonality test based 

on the ACF. For “STL?,” Y means using STL for the seasonal adjustment, and N 

means use of the classical decomposition method that considers both multiplicative 

and additive decompositions. The same logic also applies to the “Short-term trend?” 

Accordingly, we used a three-letter string to represent how these setups are applied. 

For example, GTheta-YYN represents a GTheta model that uses the combined 

seasonality test and STL but not the short-term trend. The best (lowest) values of each 

data frequency and in total are in bold. The comparison among values may be 

conducted beyond the third decimals and the results are rounded.  

We first focus on forecast accuracy (Tab. 5.4). The overall performance of 

GTheta(BoxCox)-NNN for which no extensions were applied is similar to that of 

AutoTheta, which was expected. When dealing with data with greater frequencies, we 

observed that handling nonlinearity in the trend via the BoxCox transformation does 

not make significant differences compared with selecting between linear and 

exponential curves as done in AutoTheta. In addition, we observed that different 

combinations of extensions performed differently for different data frequencies. In 

general, these three configurations—GTheta(BoxCox)-YYY, GTheta(ETS)-YYN and 

GTheta(ARIMA)-YYN—performed best in their categories, with approximately 2.32%, 

2.03%, and 3.09% increase in accuracy, respectively, than AutoTheta. In total 

performance, they all outperformed the “total” best benchmark – ARIMA, although the 

differences may be small. Among the three long-term trend curves, 

GTheta(ARIMA)-YYN produced the most accurate forecasts. 
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Tab. 5.4 Forecasting performance (in MASE) for the data with frequencies greater than 1. The 
results are summarized in total (without yearly data) and per data frequency for benchmarks 
and each GTheta model.    

Forecasting methods Quarterly Monthly Weekly Daily Hourly Total 

Classic Theta 1.232 0.969 0.546 1.153 0.949 1.058 

AutoTheta 1.181 0.958 0.554 1.141 0.853 1.035 

Theta - BoxCox 1.199 0.965 0.555 1.150 0.944 1.046 

ETS 1.165 0.947 0.524 1.239 0.960 1.029 

ARIMA 1.171  0.930 0.545 1.205 0.756 1.017 

 
Combined 
seasonality 

test? 
STL? 

Short-term 
trend? 

      

G
T

h
e
ta

(B
o
x
C

o
x
) 

N N N 1.177 0.957 0.555 1.145 0.848 1.033 

Y N N 1.173 0.952 0.540 1.138 0.844 1.028 

N Y N 1.184 0.940 0.498 1.221 0.729 1.028 

N N Y 1.167 0.955 0.554 1.170 0.890 1.031 

Y Y N 1.167 0.930 0.483 1.140 0.724 1.012 

Y N Y 1.162 0.951 0.543 1.161 0.886 1.026 

N Y Y 1.179 0.941 0.494 1.250 0.744 1.028 

Y Y Y 1.158 0.931 0.482 1.163 0.739 1.011 

G
T

h
e
ta

(E
T

S
) 

N N N 1.179 0.961 0.541 1.148 0.866 1.036 

Y N N 1.173 0.955 0.530 1.141 0.852 1.031 

N Y N 1.187 0.941 0.495 1.221 0.766 1.030 

N N Y 1.181 0.952 0.548 1.210 0.875 1.034 

Y Y N 1.169 0.931 0.474 1.142 0.752 1.014 

Y N Y 1.176 0.947 0.540 1.204 0.869 1.030 

N Y Y 1.190 0.942 0.493 1.305 0.786 1.036 

Y Y Y 1.171 0.931 0.481 1.207 0.779 1.017 

G
T

h
e
ta

(A
R

IM
A

) 

N N N 1.167 0.943 0.524 1.145 0.741 1.020 

Y N N 1.161 0.937 0.514 1.138 0.738 1.015 

N Y N 1.180 0.930 0.490 1.218 0.689 1.020 

N N Y 1.174 0.941 0.534 1.224 0.825 1.026 

Y Y N 1.161 0.919 0.469 1.140 0.686 1.003 

Y N Y 1.170 0.937 0.525 1.220 0.822 1.022 

N Y Y 1.186 0.936 0.488 1.305 0.758 1.031 

Y Y Y 1.167 0.924 0.471 1.222 0.755 1.013 

 

 

 

 

 

 



128 
 

 

 

 

 

 

Tab. 5.5 Forecasting performance (in ASME) for the data with frequencies greater than 1. The 
results are summarized in total (without yearly data) and per data frequency for benchmarks 
and each GTheta model.    

Forecasting methods Quarterly Monthly Weekly Daily Hourly Total 

Classic Theta 0.126 0.111 0.068 0.033 0.104 0.112 

AutoTheta 0.124 0.112 0.070 0.032 0.103 0.112 

Theta - BoxCox 0.124 0.111 0.067 0.033 0.104 0.111 

ETS 0.126 0.117 0.069 0.040 0.130 0.115 

ARIMA 0.127 0.113 0.067 0.033 0.073 0.112 

 
Combined 
seasonality 

test? 
STL? 

Short-term 
trend? 

      

G
T

h
e
ta

(B
o
x
C

o
x
) 

N N N 0.123 0.112 0.070 0.033 0.102 0.111 

Y N N 0.123 0.111 0.067 0.032 0.102 0.111 

N Y N 0.125 0.110 0.066 0.034 0.074 0.110 

N N Y 0.124 0.114 0.069 0.033 0.111 0.112 

Y Y N 0.123 0.110 0.062 0.032 0.073 0.110 

Y N Y 0.124 0.114 0.067 0.033 0.110 0.112 

N Y Y 0.126 0.113 0.064 0.035 0.077 0.112 

Y Y Y 0.124 0.112 0.061 0.033 0.076 0.111 

G
T

h
e
ta

(E
T

S
) 

N N N 0.122 0.113 0.066 0.031 0.106 0.111 

Y N N 0.122 0.112 0.064 0.031 0.105 0.111 

N Y N 0.123 0.112 0.065 0.033 0.082 0.111 

N N Y 0.125 0.113 0.067 0.034 0.103 0.112 

Y Y N 0.122 0.111 0.059 0.031 0.080 0.110 

Y N Y 0.124 0.113 0.066 0.034 0.103 0.112 

N Y Y 0.126 0.113 0.063 0.036 0.080 0.113 

Y Y Y 0.124 0.113 0.059 0.034 0.080 0.112 

G
T

h
e
ta

(A
R

IM
A

) 

N N N 0.122 0.111 0.064 0.031 0.076 0.110 

Y N N 0.122 0.110 0.062 0.031 0.076 0.109 

N Y N 0.123 0.110 0.065 0.033 0.062 0.110 

N N Y 0.124 0.112 0.066 0.034 0.093 0.111 

Y Y N 0.122 0.110 0.059 0.031 0.061 0.109 

Y N Y 0.124 0.112 0.063 0.034 0.093 0.111 

N Y Y 0.126 0.112 0.063 0.036 0.076 0.112 

Y Y Y 0.124 0.112 0.057 0.034 0.075 0.111 
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Tab. 5.6 Forecasting performance (in MSIS) for data with frequencies greater than 1. The 
results are summarized in total (without yearly data) and per data frequency for benchmarks 
and each GTheta model.    

Forecasting methods Quarterly Monthly Weekly Daily Hourly Total 

Classic Theta 11.707 9.482 4.482 10.971 9.555 10.233 

AutoTheta 11.057 9.433 5.048 10.865 8.836 9.993 

Theta - BoxCox 11.143 9.461 5.240 10.900 9.421 10.043 

ETS 9.587 8.258 4.080 20.851 26.264 9.412 

ARIMA 11.251 8.739 4.813 11.072 7.251 9.621 

 
Combined 
seasonality 

test? 
STL? 

Short-term 
trend? 

      

G
T

h
e
ta

(B
o
x
C

o
x
) 

N N N 10.674 9.433 5.037 10.882 8.802 9.874 

Y N N 10.669 9.407 5.017 10.837 8.769 9.853 

N Y N 10.584 9.502 4.913 12.252 7.794 9.955 

N N Y 10.507 9.259 5.022 10.889 9.119 9.715 

Y Y N 10.492 9.288 4.901 10.857 7.773 9.719 

Y N Y 10.505 9.241 4.984 10.834 9.085 9.699 

N Y Y 10.456 9.284 4.882 12.504 7.892 9.793 

Y Y Y 10.346 9.079 4.841 10.861 7.868 9.543 

G
T

h
e
ta

(E
T

S
) 

N N N 10.741 9.491 4.867 10.624 10.429 9.925 

Y N N 10.725 9.471 4.801 10.554 10.125 9.902 

N Y N 10.843 9.515 4.877 12.048 9.442 10.042 

N N Y 10.747 9.409 4.833 11.048 9.897 9.895 

Y Y N 10.621 9.303 4.633 10.595 9.144 9.761 

Y N Y 10.731 9.391 4.751 11.050 9.819 9.879 

N Y Y 10.908 9.510 4.830 13.158 8.613 10.113 

Y Y Y 10.630 9.260 4.598 11.109 8.541 9.760 

G
T

h
e
ta

(A
R

IM
A

) 

N N N 10.655 9.378 4.654 10.550 7.932 9.810 

Y N N 10.650 9.359 4.624 10.508 7.919 9.794 

N Y N 10.862 9.454 4.821 12.126 7.484 10.004 

N N Y 10.717 9.360 4.716 11.133 8.964 9.854 

Y Y N 10.618 9.227 4.515 10.525 7.481 9.700 

Y N Y 10.714 9.334 4.635 11.122 8.941 9.836 

N Y Y 10.985 9.519 4.829 13.291 8.029 10.147 

Y Y Y 10.678 9.247 4.529 11.172 8.014 9.768 
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The results in Tab. 5.5 and Tab. 5.6 both confirm that the proposed extensions 

also have positive effects on reducing bias and producing better prediction intervals, 

especially when used jointly. In terms of ASME (Tab. 5.5), we especially look at the 

performance of the seemingly most appropriate configuration, YYN. The forecasts of 

GTheta-YYN are significantly less biased than GTheta-NNN for the weekly and hourly 

data, and GTheta-YYN is at least equal to GTheta-NNN for the rest of the data 

frequencies; this is true no matter which long-term trend curves are used. 

GTheta(ARIMA)-YYN is the best ASME performer on average. However, because the 

differences in the ASME are tiny among entries, it is hard to comment conclusively on 

whether the improvement is significant. Switching to the performance of prediction 

intervals (Tab. 5.6), the three basic models with no extensions used — 

GTheta(BoxCox)-NNN, GTheta(ETS)-NNN and GTheta(ARIMA)-NNN — all produce 

better prediction intervals than AutoTheta and Theta-BoxCox for most data 

frequencies and in total. Because GTheta, AutoTheta, and Theta-BoxCox use the 

same derivation to produce prediction intervals, this improvement confirms that 

GTheta is the best option among the three Theta methods. With the appropriate 

extensions added, the overall MSIS performance can be further improved over the 

basic combination NNN, reaching up to 3.35% for the BoxCox curve (with the 

combination YYY), 1.66% for the ETS curve (with the combination YYY), and 1.12% 

for the ARIMA curve (with the combination YYN). Although we observed that the best 

overall MSIS performer of the GTheta models is still worse than the best overall MSIS 

performer—ETS, the difference is less than with other Theta methods. Moreover, the 

prediction intervals derived by GTheta are more stable with the high frequency data 

(i.e., daily and hourly, where ETS performed very badly with these two data 

frequencies).  

Regarding the effect of the combined seasonality test, we observed consistent 

improvement when this extension was applied independently or in conjunction with 

other extensions over the GTheta-NNN in terms of MASE (as shown in Tab. 5.4) and 

MSIS (as shown in Tab. 5.6). This is true for all the long-term trend curves considered. 

As for bias performance, the combined seasonality test can also lead to noticeable 

improvement for the monthly, weekly, and daily data. With respect to the second 

extension –STL, it especially works better for the monthly, weekly, and hourly data, 

but performs worse than the classical decomposition method for quarterly and daily 

data in terms of accuracy and bias. For overall MSIS performance, the single use of 
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STL produces the worse prediction intervals in comparison with GTheta-NNN. 

However, when STL is applied together with the first extension, their integration leads 

to better MSIS performance than GTheta-NNN provides. As for the third extension, 

performance from using the short-term trend curve for the nonyearly data seems 

disappointing, considering its promising outcomes displayed in Tab. 5.3. The use of 

the short-term trend curve adds little value to improvement of forecast accuracy except 

for the monthly data, but it is generally worse for other data frequencies, especially for 

the high frequency data (i.e., daily and hourly). One possible explanation may be that, 

within the considered forecast horizons (14 for daily data and 48 for hourly data, which 

are relatively short), the data may not exhibit a persistent trend or a shift in trends, 

both of which can negate the need for an adjustment based on a short-term change 

in the trend, thus causing unreasonable forecasts. 

To better distinguish the effect of each extension and their combinations, we 

calculated the average performance improvement by averaging the percentage 

improvement of different GTheta(BoxCox), GTheta(ETS), and GTheta(ARIMA) 

models—with single or multiple extensions applied— over their respective GTheta 

models without any extensions for the data with frequencies greater than 1. Tab. 5.7 

shows the average percentage improvement per error measure for each data 

frequency and on average. When the extension is applied independently, only 

“combined seasonality test” improves the forecasting performance in terms of all error 

measures; this improvement is consistent for each data frequency and on average. 

The average improvement when only the first extension is applied is 0.92% for MASE, 

1.14% for ASME, and 1.14% for MSIS. In contrast, the single use of extension STL 

renders larger average improvements in terms of accuracy (2.25%) and bias (3.90%) 

but provides less accurate quantile forecasts (-1.30%). For the third extension, 

including “short-term trend” does not evidently improve forecasting performance on 

average. The interactions of the third extension with the other two are not promising 

as well. Among all combinations, YYN seems to be the best option according to 

average improvement, with up to 5.02% in accuracy, 7.34% for bias, and 3.28% for 

performance of prediction intervals. 

 

 

 

 



132 
 

 

Tab. 5.7 Average performance improvement over GTheta-NNN per frequency and on average 
(without yearly data), where each extension is applied separately or combined with others.  

Error 
measure 

Combined 
seasonality 

test? 

STL
? 

Short-term 
trend? 

Quarterly Monthly Weekly Daily Hourly Average 

MASE Y N N 0.45% 0.59% 2.21% 0.61% 0.75% 0.92% 

N Y N -0.80% 1.75% 8.42% -6.46% 8.33% 2.25% 

N N Y 0.03% 0.45% -1.01% -4.83% -4.88% -2.05% 

Y Y N 0.74% 2.83% 11.95% 0.47% 9.10% 5.02% 

Y N Y 0.42% 0.91% 0.72% -4.28% -4.44% -1.33% 

N Y Y -0.91% 1.46% 8.91% -12.27% 4.19% 0.28% 

Y Y Y 0.76% 2.62% 11.45% -4.48% 4.69% 3.01% 

ASME Y N N 0.00% 0.89% 3.48% 1.01% 0.31% 1.14% 

N Y N -1.09% 1.19% 1.89% -5.31% 22.84% 3.90% 

N N Y -1.64% -0.90% -1.07% -6.45% -9.45% -3.90% 

Y Y N 0.00% 1.49% 9.95% 1.01% 24.23% 7.34% 

Y N Y -1.36% -0.90% 1.95% -6.45% -9.13% -3.18% 

N Y Y -3.00% -0.60% 4.89% -12.77% 16.35% 0.97% 

Y Y Y -1.36% -0.01% 11.47% -6.45% 17.11% 4.15% 

MSIS Y N N 0.08% 0.23% 0.80% 0.49% 1.15% 0.55% 

N Y N -0.68% -0.60% -0.44% -13.64% 8.85% -1.30% 

N N Y 0.31% 0.97% -0.11% -3.19% -3.84% -1.17% 

Y Y N 1.06% 1.71% 3.50% 0.25% 9.90% 3.28% 

Y N Y 0.37% 1.19% 1.28% -3.00% -3.36% -0.70 

N Y Y -0.87% -0.04% 0.03% -21.58% 8.84% -2.72% 

Y Y Y 1.30% 2.53% 4.03% -3.42% 9.23% 2.73% 

 

We understand the forecast combination is broadly considered beneficial for 

improving forecasting performance. We proceeded to investigate whether this 

assertion holds true for GTheta. We combined the three long-term trend curves with 

equal weights for both in-sample fitted values and out-of-sample forecasts to form a 

combined long-term trend curve and denoted this variant as GTheta(Comb). Tab. 5.8 

reports the forecasting performance for GTheta(Comb) with different combinations of 

extensions for data with frequencies greater than 1. We observed that the results for 

GTheta(Comb) are in line with the previously reported results when a single long-term 

trend curve is performed (see Tab. 5.4, Tab. 5.5, and Tab. 5.6). Based on all three 

error measures in Tab. 5.8, YYN is still the most appropriate setting for GTheta(Comb). 

To better compare GTheta(Comb) with other GTheta models, we calculated the 

percentage improvement of GTheta(Comb) over other GTheta models when YYN is 

applied to all models, because the results have shown YYN to be the best option. The 

comparison is summarized in Tab. 5.9. For the quarterly and monthly data, using the 

Comb curve consistently leads to better forecasts. For the weekly, daily and hourly 
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data, GTheta(Comb) is outperformed by GTheta(ARIMA) but still performs better than 

GTheta(BoxCox) and GTheta(ETS). In looking at the overall performance, we can 

conclude that the combination of three long-term trend curves outperforms their single 

use in terms of all error measures considered, but the magnitude of this better 

performance varies.  

 

 

 

 

Tab. 5.8 Forecasting performance of GTheta(Comb) per frequency and in total, where each 
extension is applied separately or combined with others. 

Error 
measure 

Combined 
seasonality 

test? 

STL
? 

Short-term 
trend? 

Quarterly Monthly Weekly Daily Hourly Total 

MASE N N N 1.152 0.942 0.537 1.140 0.815 1.016 

Y N N 1.146 0.938 0.523 1.134 0.809 1.011 

N Y N 1.162 0.927 0.491 1.215 0.724 1.012 

N N Y 1.164 0.944 0.545 1.192 0.856 1.024 

Y Y N 1.143 0.917 0.471 1.136 0.717 0.996 

Y N Y 1.160 0.940 0.531 1.186 0.851 1.019 

N Y Y 1.177 0.937 0.486 1.291 0.769 1.027 

Y Y Y 1.156 0.925 0.469 1.189 0.765 1.008 

ASME N N N 0.120 0.110 0.066 0.031 0.094 0.109 

Y N N 0.120 0.110 0.063 0.031 0.093 0.108 

N Y N 0.121 0.109 0.065 0.033 0.072 0.109 

N N Y 0.123 0.112 0.068 0.033 0.101 0.111 

Y Y N 0.120 0.109 0.059 0.031 0.071 0.108 

Y N Y 0.123 0.112 0.065 0.033 0.100 0.111 

N Y Y 0.125 0.113 0.062 0.036 0.079 0.112 

Y Y Y 0.123 0.112 0.057 0.033 0.079 0.111 

MSIS N N N 10.532 9.328 4.755 10.586 8.725 9.747 

Y N N 10.527 9.310 4.690 10.558 8.862 9.732 

N Y N 10.605 9.380 4.806 12.071 7.897 9.876 

N N Y 10.631 9.322 4.806 10.932 9.344 9.795 

Y Y N 10.422 9.165 4.570 10.596 7.863 9.605 

Y N Y 10.621 9.306 4.679 10.903 9.314 9.779 

N Y Y 10.778 9.440 4.835 13.066 8.197 10.022 

Y Y Y 10.530 9.189 4.543 10.955 8.175 9.674 
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Tab. 5.9 Summary of the percentage performance improvement of GTheta(Comb)-YYN over 
other GTheta models with “YYN” in terms of three considered error measures, per data 
frequency and in total. 

Error 
Measure 

GTheta Quarterly Monthly Weekly Daily Hourly Total 

MASE GTheta(BoxCox) 2.06% 1.40% 2.48% 0.35% 0.97% 1.58% 

GTheta(ETS) 2.22% 1.50% 0.63% 0.53% 4.65% 1.78% 

GTheta(ARIMA) 1.55% 0.22% -0.43% 0.35% -4.52% 0.70% 

ASME GTheta(BoxCox) 2.44% 0.91% 4.84% 3.13% 2.74% 1.82% 

GTheta(ETS) 1.64% 1.80% 0.00% 0.00% 11.25% 1.82% 

GTheta(ARIMA) 1.64% 0.91% 0.00% 0.00% -16.39% 0.92% 

MSIS GTheta(BoxCox) 0.67% 1.32% 6.75% 2.40% -1.16% 1.17% 

GTheta(ETS) 1.87% 1.48% 1.36% 0.01% 14.01% 1.60% 

GTheta(ARIMA) 1.85% 0.67% -1.22% -0.67% -5.11% 0.98% 

 

This analysis indicates the combination of multiple trend curves indeed provides 

benefits for balancing the extrapolation of the different types of trends derived from 

the different methods, thus improving forecasting performance. We also examined the 

performance of the combination for the yearly data and found that GTheta(Comb) 

outperforms GTheta(ETS) and GTheta(ARIMA) but is outperformed by 

GTheta(BoxCox). Because we focused on various extensions regarding the seasonal 

adjustment that are unneeded for the yearly data, thus, for  consistency in presentation, 

we did not present the analysis for the yearly data here. The reader is referred to 

Appendix D for the relevant results. The fact that GTheta(Comb) is not the best option 

for some frequencies suggests the combination does not universally work positively. 

In practice, it is always recommended to carefully select the method for estimating the 

long-term trend curve per series. However, using the combination is easier because 

of the ease of selection strategies. Based on our results alone, we can conclude that 

using the combined long-term trend curve is generally more appropriate than 

noncombination models.  

With the purpose of verifying the improvement of GTheta-YYN in terms of 

statistical significance, we proceeded to perform the nonparametric Multiple 

Comparisons from the Best (MCB) test (Koning et al, 2005) on our results. MCB 

compares the forecast errors of different forecasting methods across multiple series 

and reports the mean ranking as well as the confidence intervals for each method. 

The null hypothesis of the MCB test is that the ranked performances of two methods 

are the same. The null hypothesis is rejected if the confident intervals of those two 

methods do not overlap, indicating statistically different mean ranks of the two 
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methods. In our study, the analysis is done by the R function tsutils::nemenyi ( ) using 

the reported MASE for GTheta(BoxCox)-YYN, GTheta(ETS)-YYN, 

GTheta(ARIMA)-YYN, GTheta(Comb)-YYN and the benchmarks considered across 

multiple series. Fig. 5.1 presents the results of the MCB test per data frequency and 

in total. The reader is referred to Appendix E for additional MCB results based on 

ASME and MSIS for the nonyearly data, and for the MCB test performed with the 

yearly data. We observe that GTheta(Comb)-YYN ranks highest in handling quarterly 

and yearly data, with significantly better mean ranks than other methods. 

GTheta(ARIMA)-YYN ranks first with the weekly and hourly data, although the 

difference in performance over other methods is insignificant. GTheta(BoxCox) is 

significantly better than other methods with the daily data. By comparing GTheta with 

the benchmarking Theta methods, we observed that GTheta(BoxCox)-YYN 

consistently outperforms AutoTheta in terms of all data frequencies. This is also true 

for GTheta(ARIMA)-YYN, except for the quarterly and  daily data and for 

GTheta(Comb), except for the daily data. All the GTheta methods have lower mean 

ranks than Classic Theta and Theta-BoxCox. In total, GTheta(Comb) is the best in 

terms of ranked performance.  
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Fig. 5.1 MCB test based on MASE for different data frequencies and in total (without yearly 
data). The gray area reflects the confidence intervals of the best method in terms of the mean 
ranks. The mean ranks (the middle dot) of the best approach and any approaches that have 
the overlapping intervals with the best are colored in red, while others that are significantly 
different from the best are with black dots.  

 

To sum up, the proposed GTheta substantially outperforms the AutoTheta, 

Theta-BoxCox, and Classic Theta in terms of forecast accuracy, bias, and PI 

performance on the original level. By applying the proposed extensions, the 

forecasting performance of GTheta can be further improved. For the yearly data, 

including the short-term trend curve seems to be a better choice. It is also interesting 

to observe that GTheta(BoxCox) with a short-term trend curve even performs better 
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with the yearly data than the best performer in the M4 competition did with the same 

data. For data with frequencies greater than 1, YYN, to which the first two extensions 

are both applied, yields the best results. Based on the reported results, it is enough to 

conclude that, for most data frequencies, using the combined seasonality test 

consistently improves forecasting performance and using the alternative seasonal 

adjustment method can also add value to better forecasting. However, applying a 

short-term trend curve seems to work well for only yearly data. With different long-term 

trend curves, the performance of GTheta differs. Combining the long-term trend 

curves boosts GTheta forecasting for data with frequencies greater 1. In general, 

GTheta is a better option for producing Theta forecasts.  
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5.2.2 Study 2: On the multiple aggregation levels 

 

In this section, our analysis is focused on the performance of GTheta with 

multiple TA. Based on the previously reported results, GTheta(Comb)-YYN has been 

shown to be the most suitable GTheta model for the original level. Although for 

different series, the best configuration of GTheta can differ, for simplicity, we only 

considered GTheta(Comb)-YYN for examination in this analysis. In this respect, the 

same seasonality test and decomposition method are used across all TA levels. Note 

that the Comb curve contains complex methods that include automatic model 

selection, meaning that not only the parameters are optimized on each TA level, but 

also the model. Because GTheta(Comb)-YYN is consistently used, any GTheta model 

discussed in this section refers to that GTheta model, unless specified. 

In the first step, we examined the forecasting performance of the different Theta 

methods with multiple TA. We aggregated series up to TA level-𝑚, where 𝑚 is the 

frequency of the data, which is 4 for the quarterly data, 12 for the monthly data, 52 for 

the weekly data, 7 for the daily data, and 168 for the hourly data. For MAPA, we used 

all TA levels and combined the states across multiple TA levels by using the mean 

operator. For TH, we used all respective TH levels and used the structural scaling 

method to reconcile forecasts. In this step, we ignored the proposed strategies and 

kept the default settings of MAPA and TH so that we could fairly explore how each 

Theta method interacts with TA approaches. The results are listed in Tab. 5.10. Our 

data demonstrate that the interaction between Theta methods and the two TA 

approaches with default setups generally undermines forecasting performance, 

specifically for the point forecasts, if comparisons are made to the results in the 

previous section. A negative effect was observed for all Theta methods and most data 

frequencies when compared with a scenario in which TA is not used. The only 

exception is the hourly data in which all three error measures improved for Theta 

methods with TH. In contrast, Theta methods with MAPA consistently produced 

undesirable hourly forecasts in terms of accuracy and prediction intervals, although 

bias performance improved. Some reductions in the MSIS can also be viewed for the 

quarterly and monthly data. 
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Tab. 5.10 Forecasting performance of Theta methods with multiple TA, with a mean 
combination operator used for MAPA and a structural scaling method for TH. The maximum 
TA level 𝑘 equals to the frequency of the data. No proposed strategies are applied. The 
superscript mark, *, after the number implies that the value is lower than the corresponding 
value when the certain method is used without TA. 

 

We then looked at the two TA approaches. In general, the default setups of these 

two approaches do not benefit Theta. In fact, they worsen Theta forecasting for most 

data frequencies no matter what Theta method is used. However, it is still noticeable 

that TH consistently generates fewer errors than MAPA, especially with hourly data. 

In this respect, TH is a less unpleasant choice than MAPA. 

Switching our attention to the different Theta methods, despite the relatively bad 

interaction of Theta methods with the default TA approaches, we found that the 

GTheta(Comb) is still the most appropriate method when compared with the three 

benchmarking Theta methods. For the quarterly, monthly, and weekly data, 

GTheta(Comb) (no matter what TA approaches are applied) outperforms the other 

three counterparts on all three error measures. AutoTheta is slightly better than 

GTheta(Comb) in MASE with the daily data, but the difference between two is small. 

For the hourly data, GTheta(Comb) also produces more accurate and less biased 

forecasts and better prediction intervals than other Theta methods when TH is applied.  

The results in Tab. 5.10 convey two facts. One is the poor interaction between 

Theta methods and the default TA approaches so that additional action should be 

taken to improve their performance. The second fact is that GTheta is still the best 

Frequency Measures MAPA TH 

Classic 
Theta 

Auto 
Theta 

Theta-
BoxCox 

GTheta 
(Comb) 

Classic 
Theta 

Auto 
Theta 

Theta-
BoxCox 

GTheta 
(Comb) 

Quarterly MASE 1.317 1.262 1.279 1.215 1.291 1.231 1.253 1.181 

ASME 0.134 0.131 0.131 0.126 0.132 0.129 0.129 0.124 

MSIS 12.560 10.966* 10.860* 10.796 11.748 10.964* 10.903* 10.710 

Monthly MASE 1.026 1.021 1.021 0.984 0.979 0.965 0.975 0.927 

ASME 0.112 0.113 0.112 0.111 0.110* 0.110* 0.110* 0.108* 

MSIS 10.905 9.950 9.800 9.707 9.598 8.963* 8.899* 8.620* 

Weekly MASE 0.701 0.692 0.691 0.596 0.631 0.637 0.627 0.528 

ASME 0.099 0.098 0.095 0.087 0.084 0.086 0.079 0.075 

MSIS 6.975 5.429 5.311 5.208 5.846 5.280 5.054 4.094* 

Daily MASE 1.268 1.251 1.263 1.251 1.239 1.223 1.235 1.230 

ASME 0.037 0.036 0.037 0.036 0.036 0.035 0.036 0.035 

MSIS 12.059 14.155 14.140 11.889 11.611 12.007 12.008 11.435 

Hourly MASE 1.998 2.057 1.999 2.001 0.867* 0.775* 0.861* 0.652* 

ASME 0.055* 0.056* 0.055* 0.053* 0.061* 0.057* 0.060* 0.049* 

MSIS 72.665 63.810 53.617 79.442 8.840* 8.020* 8.529* 7.527* 
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Theta method when used across multiple TA levels. In Section 4.6.3, we proposed 

three strategies to boost the interaction between the Theta method and multiple TA. 

Those three are, (a) assigning greater weight to the original level, (b) including fewer 

TA levels, and (c) only applying TA to seasonally adjusted data. In the second step, 

we analyzed the effect of the proposed strategies on the GTheta with TA levels and 

report the relevant results. Given the similarities of the different Theta methods, the 

findings relevant to GTheta should be similar for other Theta methods.  

The strategy setups follow as below. We understand that the combination weight 

assigned to the original level can also be optimized in the optimization process within 

the GTheta. However, doing so can increase computational costs, which is not desired. 

In addition, going through all possible values for the weight without proper optimization 

strategies seems impossible and the results usually do not present great variation for 

a small neighborhood of weight. Moreover, our research aims to show how the weight, 

either greater or smaller, affects the interaction rather than optimizing it. For these  

reasons, we adopted a heuristic way by limiting the value pool of the weight, 

specifically the one that is assigned to the original level, 𝑤1 , to a set of discrete 

numbers in which 𝑤1 ∈ {0, 0.2, 0.4, 0.5, 0.6, 0.8}.  

Regarding the second strategy, we calculated the errors for GTheta with TA 

when fewer TA levels were used. Taking the monthly data, for example, the default 

setup for MAPA uses TA levels 𝑘 ∈ {1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 11, 12}. By including fewer 

TA levels for MAPA, we successively excluded the highest aggregation level and then 

only considered TA levels 𝑘 ∈ {1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 11}, 𝑘 ∈ {1, 2, 3, 4, 5, 6, 7, 8, 9, 10}, 

𝑘 ∈ {1, 2, 3, 4, 5, 6, 7, 8, 9}, so on and so forth. For TH, the default levels for monthly data 

are 𝑘 ∈ {12, 6, 4, 3, 2, 1}. By including fewer TH levels, the sets of the reduced TH levels 

are 𝑘 ∈ {6, 3, 2, 1} , 𝑘 ∈ {4, 2, 1} , 𝑘 ∈ { 3, 1} , 𝑘 ∈ {2,1} . Because of the hierarchical 

constraints, the TH levels in a reduced set should still be the factors of its maximum 

aggregation level in that set.  

As for the third strategy, rather than applying TA to the original series, we could 

remove the seasonality first and only apply TA to the seasonally adjusted data. In such 

a case, we do not need to test and estimate the seasonal component at other 

aggregation levels apart from the original level.  

 Fig. 5.2, Fig. 5.3 and Fig. 5.4 report the results of MASE, ASME, and MSIS, 

respectively, for each data frequency when GTheta with MAPA and GTheta with TH 
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are applied. In each figure, the panels on the left column are results for MAPA, and 

the panels on the right column are results for TH.  
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Fig. 5.2 Forecasting performance (in MASE) of GTheta(Comb) with MAPA (panels on the left) and 
GTheta(Comb) with TH (panels on the right) per data frequency. Multiple TA is applied to both the 
original data (solid line) and the seasonally adjusted data (dotted line). Six combination weights for the 
original levels are considered that are 0 (gray), 0.2 (orange), 0.4 (brown), 0.5 (green), 0.6 (blue) and 
0.8 (red). The flat black line refers to the respective MASE value for GTheta(Comb) on the original time 
series. Results lying inside the gray area reflects better performance than GTheta(Comb) without TA.  
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Fig. 5.3 Forecasting performance (in ASME) of GTheta(Comb) with MAPA (panels on the left) and 
GTheta(Comb) with TH (panels on the right) per data frequency. Multiple TA is applied to both the 
original data (solid line) and the seasonally adjusted data (dotted line). Six combination weights for the 
original levels are considered. They are 0 (gray), 0.2 (orange), 0.4 (brown), 0.5 (green), 0.6 (blue) and 
0.8 (red). The flat black line refers to the respective ASME value for GTheta(Comb) on the original time 
series. Results lying inside the gray area reflects better performance than GTheta(Comb) without TA. 
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Fig. 5.4 Forecasting performance (in MSIS) of GTheta(Comb) with MAPA (panels on the left) and 
GTheta(Comb) with TH (panels on the right) per data frequency. Multiple TA is applied to both the 
original data (solid line) and the seasonally adjusted data (dotted line). Six combination weights for the 
original levels are considered that are 0 (gray), 0.2 (orange), 0.4 (brown), 0.5 (green), 0.6 (blue) and 
0.8 (red). The flat black line refers to the respective MSIS value for GTheta(Comb) on the original time 
series. Results lying inside the gray area reflects better performance than GTheta(Comb) without TA. 
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We first focus on the performance of the first strategy. The results of Fig. 5.2, Fig. 

5.3, and Fig. 5.4 show that assigning more weight to the original level leads to better 

forecasting performance in terms of MASE, ASME, and MSIS for most data 

frequencies. The positive effect is observed for both scenarios with either MAPA or 

TH. For MAPA, larger 𝑤1 results in more accurate forecasts (in MASE shown in Fig. 

5.2). This is also partially true for TH except with the monthly and hourly data. For 

those exceptions, 𝑤1 = 0.5 for the monthly data and 𝑤1 = 0 for the hourly data results 

in more accurate forecasts. For performance in bias (in ASME shown in Fig. 5.3), the 

improvement is also noticeable with the quarterly, weekly and daily data when larger 

𝑤1 is assigned for both MAPA and TH. Conversely, for the weekly and hourly data, a 

smaller 𝑤1 is a better choice.  

The similar positive effect of the first strategy is also reflected in the performance 

of prediction intervals (Fig. 5.4). One important finding is that, in a scenario in which 

TA approaches generally work poorly (less gray area), the largest 𝑤1 is more favored; 

however, in a scenario in which TA approaches generally work well, a relatively 

smaller 𝑤1 is preferred. The explanation seems simple because when TA fails, the 

highest value of weight would convert the forecasts of GTheta with TA to those of 

GTheta, so that the difference becomes smaller. Based on these findings, we argue 

that it is beneficial for GTheta with TA to assign more weight to the original level. Our 

results confirmed the findings of Kourentzes et al. (2014), who proposed a hybrid 

method for MAPA that is effectively 𝑤1 = 0.5, and the findings of Spiliotis et al. (2019b), 

who tested the weighted combination across multiple TA levels in which the original 

level was given the largest weight. The above two studies examined models of ETS 

and our analysis shows that it is also effective for the Theta method. Nevertheless, 

because the evaluation was based on the selective weights, our analysis remains 

inconclusive on how to select the most appropriate 𝑤1. We suggest that the decision 

should be made based on the particularity of the data.  

Next, regarding the effect of involving fewer aggregation levels, we observed that, 

as visualized in Fig. 5.2, combining fewer aggregation levels improves forecast 

accuracy for both MAPA and TH, except for GTheta with TH for hourly data. The 

results in Fig. 5.3 and Fig. 5.4 also reveal the positive influence from involving fewer 

aggregation levels in reducing bias and providing better prediction intervals, although 

the improvement is not constant across different data frequencies. In addition, it is 
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mostly unlikely to empirically identify an optimal maximum aggregation level on 

average or per data frequency from the reported results. However, for most data 

frequencies, it may be useful enough to use only a few lower aggregation levels, such 

as Levels 2, 3, 4, that could effectively improve forecasting performance from 

unreasonably bad when using all available aggregation levels to slightly better than or 

at least on a par with the GTheta without TA. Because multiple TA is a computationally 

intensive process, considering fewer aggregation levels would dramatically reduce run 

time, which is useful when dealing with many time series for business.  

With respect to the third strategy, we saw the least positive effect in comparison 

to results with first two strategies. For the daily data, the frequency is 7 so there is no 

seasonality at any aggregation levels other than the original level. As such, the solid 

lines (multiple TA on the original series) and dotted lines (multiple TA on the seasonally 

adjusted series) are overlapping in the respective panels that report the results for the 

daily data. Through viewing Fig. 5.2, Fig. 5.3 and Fig. 5.4, we found that removing 

seasonality before applying TA is more useful for MAPA than for TH. Better results for  

MASE and MSIS with the quarterly, monthly and hourly data (shown in Fig. 5.2 and 

Fig. 5.4) are observed for GTheta with MAPA when the third strategy is applied. In 

other cases, the application of the third strategy results in insignificant improvement 

or no improvement. Especially for TH, applying TH on the seasonally adjusted data 

consistently leads to worse outcomes than when compared to applying TH on the 

original time series. Moreover, we are particularly surprised by the substantially worse 

MASE and MSIS produced by GTheta with MAPA for the hourly data when MAPA is 

applied on the original time series in contrast to when seasonally adjusted data is used 

(see Fig. 5.2 and Fig. 5.4). This reflects the problem of overshrinkage of the 

seasonality caused by the generation of scaled TA series for MAPA and the use of a 

“mean” operator to combine multiple TA levels, which was discussed in Section 4.6.3. 

Because ASME measures the consistent difference (sum of the forecasting errors, in 

which the errors can be positive or negative) that is less likely affected by the 

overshrinkage, this might be the reason we can observe better results in the bias but 

worse results in MASE and MSIS. Compared to MAPA, TH does not require scaling 

on the TA series and has a different process for reconciling forecasts. Because of this, 

TH better handles seasonality across multiple TA levels. In conclusion, the third 

strategy interacts better with MAPA than with TH, but the improvement is relatively 

small.  
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To summarize, simply applying multiple TA to GTheta generally does not yield 

better performance than GTheta without TA in terms of forecast accuracy and bias but 

shows the potential for producing better prediction intervals. Through the proposed 

strategies, especially the assigning of more weight to the original level and involving 

fewer aggregation levels, the forecast accuracy and bias of GTheta with multiple TA 

levels can be improved to the point it is better or equal with that of GTheta without TA 

and retain its good performance in producing prediction intervals. The positive effect 

of the third strategy—applying multiple TA to the seasonally adjusted data—is little 

and was observed only when this strategy was used with MAPA. Except with the third 

strategy, we obtained similar results for both GTheta with MAPA and GTheta with TH, 

when the first two strategies were applied. This result indicates the proposed 

strategies (specifically the first two) generally improve the forecasting performance of 

GTheta with TA regardless of what TA approach is used. Comparing MAPA and TH, 

the latter tends to perform better because it provides more accurate and less biased 

forecasts in addition to being more stable in handling the hourly data.  

We continued to examine the performance of GTheta with TA when the proposed 

strategies were considered for different forecast horizons and data types. To do so, 

we needed to specify the 𝑤1 and aggregation levels used. For simplicity, we used 

𝑤1 = 0.5 for all examined data. We used fewer TA levels by setting the maximum 

aggregation level as 3 across all data frequencies for MAPA. For TH, we set the 

maximum aggregation level 2 for the quarterly data, 4 for the monthly, weekly, and 

hourly data, 7 for the daily data. The setup for aggregation levels allowed us to obtain 

forecasts from the three lower TA levels, or two if three levels were not available for 

that data frequency.  

To explore the performance of the GTheta with multiple TA for different forecast 

horizons, we measured the forecast accuracy (in MASE), forecast bias (in ASME), and 

forecast uncertainty (in MSIS) for short, medium, and long forecast horizons. The short, 

medium and long are defined by data frequency according to their originally associated 

forecast horizon. The results are presented in Tab. 5.11, Tab. 5.12 and Tab. 5.13. As 

expected, the outcomes in Tab. 5.11 support our finding that applying the proposed 

strategies can improve forecast accuracy to be at least as good as the baseline, and 

this effect is valid across all planned horizons. This is also true for forecast bias (Tab. 

5.12). As for MSIS, the results in Tab. 5.13 show  improvement is likelier to be 

observed for longer horizons. With short horizons, both GTheta with MAPA and 
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GTheta with TH produce worse prediction intervals than GTheta, especially for the 

quarterly, monthly, and daily frequencies. As the horizon increases, the situation 

reverses to a point where GTheta with multiple TA levels begins to outperform GTheta 

in MSIS, and this difference in performance becomes larger with a long horizon. Again, 

GTheta with TH on the original series remains the best option. Among all frequencies, 

the daily frequency is an exception in which we observe no improvement in terms of 

any error measures when multiple TA is applied.  

 

 

 

 

 

Tab. 5.11 Forecast accuracy (MASE) of GTheta with TA when proposed strategies are applied 
for different forecast horizons. 

Frequency Horizon  On the original series On the seasonally 
adjusted series 

GTheta GTheta 
MAPA 

GTheta 
TH 

GTheta 
MAPA 

GTheta 
TH 

Quarterly Short (1-2) 0.689 0.706 0.690 0.698 0.692 

Medium (3-5) 1.082 1.093 1.082 1.088 1.082 

Long (6-8) 1.508 1.519 1.507 1.514 1.508 

Monthly Short (1-6) 0.630 0.633 0.629 0.632 0.632 

Medium (7-12) 0.938 0.937 0.936 0.936 0.937 

Long (13-18) 1.183 1.182 1.178 1.181 1.181 

Weekly Short (1-4) 0.378 0.374 0.378 0.381 0.380 

Medium (5-9) 0.528 0.519 0.520 0.525 0.523 

Long (10-13) 0.495 0.482 0.495 0.499 0.499 

Daily Short (1-4) 0.660 0.677 0.708 0.678 0.708 

Medium (5-9) 1.112 1.124 1.152 1.124 1.152 

Long (10-14) 1.541 1.551 1.574 1.551 1.574 

Hourly Short (1-16) 0.671 0.690 0.656 0.675 0.670 

Medium (17-32) 0.671 0.688 0.660 0.673 0.671 

Long (33-48) 0.811 0.820 0.797 0.805 0.800 
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Tab. 5.12 Forecast bias (ASME) of GTheta with TA when proposed strategies are applied for 
different forecast horizons. 

Frequency Horizon  On the original series On the seasonally 
adjusted series 

GTheta GTheta 
MAPA 

GTheta 
TH 

GTheta 
MAPA 

GTheta 
TH 

Quarterly Short (1-2) 0.083 0.084 0.083 0.084 0.083 

Medium (3-5) 0.125 0.126 0.125 0.125 0.125 

Long (6-8) 0.174 0.174 0.174 0.174 0.174 

Monthly Short (1-6) 0.079 0.079 0.079 0.079 0.079 

Medium (7-12) 0.121 0.120 0.120 0.120 0.120 

Long (13-18) 0.156 0.155 0.155 0.156 0.155 

Weekly Short (1-4) 0.052 0.051 0.052 0.053 0.053 

Medium (5-9) 0.072 0.069 0.070 0.071 0.071 

Long (10-13) 0.073 0.070 0.073 0.073 0.074 

Daily Short (1-4) 0.019 0.019 0.019 0.019 0.020 

Medium (5-9) 0.033 0.033 0.033 0.033 0.034 

Long (10-14) 0.046 0.046 0.046 0.046 0.047 

Hourly Short (1-16) 0.075 0.073 0.070 0.075 0.073 

Medium (17-32) 0.068 0.066 0.064 0.067 0.066 

Long (33-48) 0.099 0.096 0.094 0.096 0.094 

 

 

 

 

Tab. 5.13 Performance of prediction intervals (MSIS) of GTheta with TA when proposed 
strategies are applied for different forecast horizons. 

Frequency Horizon  On the original series On the seasonally 
adjusted series 

GTheta GTheta 
MAPA 

GTheta 
TH 

GTheta 
MAPA 

GTheta 
TH 

Quarterly Short (1-2) 6.299 6.503 6.493 6.304 6.556 

Medium (3-5) 9.638 9.397 9.393 9.315 9.404 

Long (6-8) 13.955 13.440 13.545 13.366 13.561 

Monthly Short (1-6) 4.738 5.691 5.626 5.618 5.657 

Medium (7-12) 9.502 8.984 8.885 8.976 8.892 

Long (13-18) 12.254 11.604 11.439 11.586 11.464 

Weekly Short (1-4) 3.567 3.281 3.495 3.397 3.473 

Medium (5-9) 4.671 4.291 4.335 4.317 4.338 

Long (10-13) 5.446 4.935 5.033 5.076 5.100 

Daily Short (1-4) 5.872 6.039 6.245 6.055 6.245 

Medium (5-9) 9.832 9.946 10.071 9.959 10.070 

Long (10-14) 15.140 15.245 15.390 15.264 15.390 

Hourly Short (1-16) 7.028 6.936 6.459 6.817 6.668 

Medium (17-32) 7.386 6.971 6.708 7.449 7.312 

Long (33-48) 9.173 8.346 8.108 8.392 8.234 
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To investigate how time series features affect the performance of GTheta with 

multiple TA, we calculated the errors per data type. To do so, we organized our data 

set (excluding the yearly data) into four types: data with both trend and seasonality 

(denoted as YY), data with trend but no seasonality (denoted as YN), data with 

seasonality but no trend (NY), data without trend and seasonality (denoted as NN). 

We sorted each series in our data set to a category by looking at the reported model 

through fitting ETS models using forecast::ets( ) in the R software. For example, if ETS 

reports an AAA model as the most suitable model for a series, then this series is 

flagged as YY. Note that whether it is an additive or multiplicative trend (or seasonality), 

we consider that series is trended (or seasonal).  For 80,004 examined series, 21,656 

series belong to YY, 22,725 series belong to YN, 12,395 series belong to NY, and 

23,228 belong to NN. Fig. 5.5 visualizes our results. For MASE, we observe that 

GTheta with TA performs better for series with seasonality (YY and NY) but worse for 

series without seasonality (YN and NN). This indicates that multiple TA is more 

beneficial for GTheta when the series are seasonal. For ASME, there is no noticeable 

difference between GTheta with TA and GTheta without TA for data types YY, YN, 

and NN, apart from a minor improvement for data type NY. For MSIS, the strong 

performance of GTheta with multiple TA levels is consistent across all data types. For 

series with trend only, the performance gap between GTheta with multiple TA levels 

and GTheta is the largest. Moreover, we learned that Rostami-Tabar et al. (2014) 

formulized the error function for TA forecasting and found that when the smoothing 

parameter, 𝛼, of SES is relatively small at the TA level, TA SES forecasts are better 

than the nonTA SES forecasts. In our case, we fitted SES using ses( ) in R to the 80,004 

series and calculated the average 𝛼 value for the four data types. We found that the 

average 𝛼  (0.598) for the NY series with which TA performs well, is significantly 

smaller than YY (average 𝛼 is 0.737), YN(average 𝛼 is 0.889), and NN (average 𝛼 is 

0.775) series with which TA performs relatively badly. Our results confirm the 

aforementioned study.  
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Fig. 5.5 Forecasting performance of GTheta(Comb) with multiple TA levels benchmarked 
against GTheta without TA for different data types. The solid lines refer to using the original 
series, and the dotted lines refer to using the seasonally adjusted series. 
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6 Analysis and discussion 

 

In this chapter, we continue additional analyses in Section 6.1 designed to further 

interpret the causes underlying the main findings obtained in Section 5.2. Then, we 

proceed to a discussion in Section 6.2. 

 

6.1 Analysis  

 

6.1.1 Effect of the combined seasonality test 

 

In section 5.2.1, we argued that, based on the results from Tab. 5.7, using the 

combined seasonality test consistently outperforms the originally proposed 

seasonality test based on ACF in the Theta method. First, the combined seasonality 

test takes into account the original test based ACF, the determination of seasonality 

through fitting ETS models, and the strength of seasonality. Thus, it is more generic 

and robust. With the input of more criteria, the seasonality will be more carefully 

identified. This highly reduces the uncertainty of a special interpretation of data by 

relying on a single test. Second, although the combined seasonality test is not a new 

idea (earlier used by Spiliotis et al., 2019b), we have simplified the process, especially 

by using an internal method of ARIMA—measuring the strength of seasonality—to 

detect seasonality instead of directly fitting ARIMA models. This simplicity dramatically 

eases computational complexity. As such, using our combined seasonality test adds 

only a little computing cost. 

To explore how the combined seasonality and ACF seasonality tests perform, 

we checked how many series are in dispute between these two tests as to seasonality 

or nonseasonality. Tab. 6.1 shows the results of our analysis. We observed very few 

cases, in which when the combined test reports seasonality, the ACF test reports the 

opposite. In contrast, far more series, except for monthly frequency, are deemed 

seasonal by the ACF test but not by the combined seasonality test. This is because 

most hourly data is associated with large fluctuations and variations and thus is likelier 

to present seasonality that can be easily identified by both tests. This predilection is 

especially likely because our analysis considers both the daily seasonal pattern and 

the weekly seasonal pattern for the hourly data. We also found that the biggest conflict 
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between the combined seasonality test and the ACF seasonality test occurs in 

forecasting the daily data. Almost 97% of daily data is considered seasonal by the 

latter but not by the former. Even with such a difference, we can notice, based on the 

results reported in Tab. 5.4, Tab. 5.5, and Tab. 5.6, that GTheta in using the combined 

seasonality test consistently outperforms GTheta in using the ACF seasonality test for 

all error measures for the daily frequency. This is strong evidence that demonstrates 

that being cautious in seasonality detection leads to a better understanding of the data 

and thus improves forecasting performance.  

 

Tab. 6.1 The number (in percentage) of series whose seasonality is an issue for the combined 
seasonality test and ACF seasonality test. Results are summarized per data frequency and in 
total. Y refers to Yes, indicating the series is deemed seasonal by that test; N stands for the 
opposite meaning.  

Frequency Comparison 

Quarterly   ACF seasonality test 

 Seasonal Y N 

Combined 
seasonality 

test 

Y 30.35% 0.36% 

N 54.86% 14.43% 

Monthly   ACF seasonality test 

 Seasonal Y N 

Combined 
seasonality 

test 

Y 42.95% 1.42% 

N 23.12% 32.50% 

Weekly   ACF seasonality test 

 Seasonal Y N 

Combined 
seasonality 

test 

Y 23.96% 0.00% 

N 45.68% 30.36% 

Daily   ACF seasonality test 

 Seasonal Y N 

Combined 
seasonality 

test 

Y 2.91% 0.00% 

N 96.57% 0.52% 

Hourly   ACF seasonality test 

 Seasonal Y N 

Combined 
seasonality 

test 

Y 90.58% 0.72% 

N 0.97% 7.73% 

Total   ACF seasonality test 

 Seasonal Y N 

Combined 
seasonality 

test 

Y 37.06% 1.01% 

N 36.89% 25.04% 
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6.1.2 Effect of an alternative decomposition method 

 

The decomposition of the different time series components that are separately 

addressed is a key process of the Theta method, which declares the nature of the 

Theta method is a decomposition method. The strong point of doing so is that the 

complexity of a time series is reduced as each decomposed subseries is encoded with 

only one dominating time series component, creating the possibility of better fit with 

models to enable better capture of a specific feature. This can, to some extent, reduce 

modeling uncertainty because the complicated models that deal with multiple time 

series components simultaneously are no longer needed, thus rendering improved 

forecasting performance.  

Even if decomposition is important to the Theta method, considerable research 

effort regarding it has been credited to its postdecomposition field. More precisely, 

much of the research reported in the literature has continued to use the classical 

decomposition method and focused on the issues related to the Theta lines (trend and 

level estimates), but little concern has been shown for the seasonal estimates. We 

argue that the different decomposition methods should also be studied in pursuing a 

more general and robust Theta method. In our study, we examined the STL 

decomposition method. Our results in Tab. 5.7 suggest that STL outperforms the 

classical decomposition method when looking at the average percentage performance 

improvement. Here, we especially focus on the number of cases in which improvement 

by using STL occurs. Tab. 6.2 reports the results. We can observe that using STL 

outperforms use of the classical decomposition method for more than 60% of the 

examined series. When using STL and the combined seasonality test together, the 

accuracy and bias performance can be further improved.  
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Tab. 6.2 Number of series (in percentage) in which using STL alone (GTheta-NYN) or in 
conjunction with the combined seasonality test (GTheta-YYN) outperforms using the classical 
decomposition method (GTheta-NNN) for all 80,004 nonyearly series. A Comb curve is 
implemented. 

Over GTheta-NNN Cases better or equal 

MASE ASME MSIS 

GTheta-NYN 61.89% 62.54% 82.42% 

GTheta-YYN 66.28% 64.57% 63.14% 

 

We argue that this occurs for the following reasons. First, Spiliotis et al. (2019a) 

have shown that the Theta method works better with smoother estimates of the trend 

component. With regards to our study, STL produces smoother trend estimates than 

the moving average. Second, STL performs especially well when used together with 

the combined seasonality test. Note that one criterion—the strength of seasonality— 

in the combined seasonality is calculated based on the STL estimates. This could be 

the reason that explains the relatively good interaction between the STL and the 

combined seasonality test. Third, the default relationship of trend, season, and 

remainder components of STL is additive, thus we considered only the additive form 

for the reseasonalization by default use of STL. In this respect, unlike what AutoTheta 

does, GTheta using STL has no need to select between the additive and multiplicative 

decomposition within its automatic model selection procedure, thus reducing run time. 

If the multiplicative decomposition for STL is indeed required, this could always be 

done by a BoxCox transformation. However, our results suggest that using the default 

STL is enough to achieve promising outcomes.  

 

6.1.3 The density of lambda and theta parameters selected by GTheta 

 

In Section 4.4.4, we argued for the use of BoxCox transformation to capture the 

nonlinearity in the data instead of making selection between the linear and the 

exponential curve as suggested by Spiliotis et al. (2020c). Our results show that 

GTheta with a BoxCox curve outperforms both AutoTheta  and Theta-BoxCox  both of 

which are two recently proposed Theta method variants. Especially for the yearly data, 

the performance of GTheta(BoxCox) with a short-term trend is extraordinary. It is even 

better than the best method for the yearly data in the published results of the M4 
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competition. One important reason is that a BoxCox curve allows more curves with 

different curvatures to be selected, depending on the particularities of a time series. 

As we limit the 𝜆 between 0 and 1, the output of a BoxCox curve ranges between a 

straight line and a well-shaped exponential curve. In this respect, a BoxCox curve 

provides a more generic process for fitting a nonlinear curve than the two-way 

selection of a linear line and exponential curve.  

Fig. 6.1 illustrates the density distribution of 𝜆 values selected by the BoxCox 

curve. The U shape of the density curve for most data frequencies suggests that, 

although for most series the more linear or more exponential curves are favored, some 

series present different nonlinearity. This supports our insight that the BoxCox curve 

better captures various degrees of exponentiation per series. We also found that for 

long-term data (relatively longer interval between the two adjacent observations are 

collected) such as yearly (red curve), quarterly (blue curve), and monthly (green curve), 

the 𝜆 value that is much closer to the upper and lower bounds is more frequently 

selected than the short-term data (relatively short interval between the two adjacent 

observations are collected) such as weekly (purple curve), daily (orange curve), and 

hourly (yellow curve). This could be because the time series is likelier to display  

distinct exponential growth or decline over a long time. This effect is strongly presented 

for the hourly data in which higher 𝜆 values are more frequently selected.  
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Fig. 6.1 Kernel density estimates of the lambda (𝜆) values selected by the BoxCox curve per 
data frequency and in total. 
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The determination of the 𝜃  parameter is an important process for the Theta 

method and also true for GTheta. The 𝜃 parameter is not only the key variable for 

calculating the Theta line but is also used in the weight function to compute the final 

forecasts. With a larger 𝜃 value, more weight is assigned to the forecasts of the trend 

curve, thus adjusting the slope of the final forecasts. In our study, we kept the same 

method for optimizing 𝜃 as suggested by AutoTheta (Spiliotis et al., 2020c), which is 

a simple and cost-efficient minimization on the in-sample MAE. This makes for a fair 

comparison between GTheta and AutoTheta, focusing only on the changes we 

proposed. Fig. 6.2, Fig. 6.3, Fig. 6.4, and Fig. 6.5 displays how the 𝜃 parameter is 

selected by the four GTheta models, respectively. First, different 𝜃  values are 

automatically selected per series. This suggests that GTheta successfully automates 

the optimization for the 𝜃 parameter per series like the well-known optimized Theta 

methods. Second, we found that for GTheta(BoxCox) and GTheta(ETS), a larger 𝜃 

value is likelier to be selected for the yearly data (red curve) in which the trend 

component is dominating, whereas a smaller 𝜃 value is more frequently selected for 

the high frequency data in which the effect of seasonal behavior is stronger. This 

supports the analytical insights in Spiliotis et al. (2020c). The results for 

GTheta(ARIMA) leads to a similar conclusion, except for hourly data (yellow curve) for 

which a larger 𝜃 is more often used, which means that a larger weight is assigned to 

the forecasts of ARIMA models. This suggests that the selection of the 𝜃 parameter 

not only depends on the characteristics of the data but also depends on the method 

one uses to model the trend curve. If one trend method better fits the data, the more 

weight is assigned, which balances the final forecasts to be more closed to the 

forecasts of that method. Because the ARIMA curve is also considered in the Comb 

curve, the density distribution of the hourly data for GTheta(Comb) exhibits a similarity 

to GTheta(ARIMA). Third, although the selection pool of the 𝜃 parameter is limited 

within [1, 3] under the consideration of computing efficiency in our study, we argue that 

expanding the interval and including larger 𝜃 beyond three could be useful when the 

time cost is not a constraint because the results indicate that larger 𝜃 values seem to 

be preferred.    
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Fig. 6.2 Kernel density estimates of theta (𝜃) parameters selected by GTheta(BoxCox) per 
data frequency and in total.  
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Fig. 6.3 Kernel density estimates of theta (𝜃) parameters selected by GTheta(ETS) per data 
frequency and in total.  
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Fig. 6.4 Kernel density estimates of theta (𝜃) parameters selected by GTheta(ARIMA) per 
data frequency and in total. In the panel for hourly data, the right end of the density curve is 
far higher beyond the presented space. For better comparison with others, its scales are fixed. 
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Fig. 6.5 Kernel density estimates of theta (𝜃) parameters selected by GTheta(Comb) per data 
frequency and in total. In the panel for hourly data, the right end of the density curve is far 
higher beyond the presented space. For better comparison with others, its scales are fixed. 
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6.1.4 Effect of multiple trend curves 

 

In Section 4.4.4, we argued in favor of using more methods for deriving the trend 

curves and their forecasts rather than basing the trend curves on simple linear 

regression. In this respect, the trend curve does not have to be a traditionally defined 

curve such as being linear or exponential, but it can also be a fitting from a forecasting 

method that focuses on the trend forecasts. For example, the originally proposed linear 

line in the Theta method can be seen as a fitting of the simple linear regression method. 

The fitting of a forecasting method depicts how a forecasting method understands and 

models the data, and a Theta line based on that fitting expands what has not been 

well modeled, such as the short-term patterns. This broadens the applicability of a 

Theta method because any well-known forecasting methods could possibly be 

included in a Theta model.  

In our study, we extended the linear regression by including a BoxCox 

transformation process so that it can automatically handle some nonlinear patterns in 

the data. We examined the performance of a BoxCox curve together with the trend 

curves based on ETS and ARIMA. First, our results in Section 5.2.1 provide empirical 

evidence of the strong performance of the BoxCox, ETS, and ARIMA curves. Second, 

except for the above three trend curves, we also investigated the prediction value of 

adding a simple linear line based on a short window composed of the most recent data 

points. The results indicate that the short-term trend curve is likelier to work well for 

the yearly data, rather than other data frequencies. As such, we do not consider the 

short-term trend as a generally advisable option for our study. However, because of 

its potential for the yearly data, we recommend that future studies further examine the 

short-term trend curve. For example, researchers are encouraged to examine 

alternative methods for the short-term trend or study what cases in which a short-term 

trend is useful. Third, we understand that the forecast combination is widely believed 

to be beneficial, so we proposed the Comb curve which combines the BoxCox, the 

ETS, and the ARIMA curves, and compared it against their single uses. The relatively 

better performance of the Comb curve is evident for all error measures and for the 

majority of the data. Our results support the insights of many studies regarding 

forecast combinations as discussed in Section 2.3.2 and further provide empirical 

evidence, contributing to the positivity of this practice. 
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We note that forecasting with decomposition is a common practice for dealing 

with the seasonality in business forecasting. ETS and ARIMA are also two broadly 

used methods in such procedures. In comparison with using ETS (or ARIMA) directly 

with decomposition, GTheta(ETS) (or GTheta(ARIMA)) conducts the Theta 

transformation so that the ETS (or the ARIMA) forecasts are adjusted by the forecasts 

of a Theta line (or level forecasts). To explore the values of using a BoxCox, ETS, or 

ARIMA curve inside rather than outside a Theta model, we measured the forecasts of 

the BoxCox, ETS, and ARIMA curves with only seasonal adjustment involved, namely 

S.BoxCox, S.ETS, and S.ARIMA and compared them against their respective GTheta 

models, as is shown in Tab. 6.3. More precisely, we used the combined seasonality 

test, the STL decomposition method, the same way of calculating prediction intervals 

as suggested in Section 4.5 and the same configurations for deriving the trend curves 

as described in Tab. 4.2. For GTheta models, no short-term trend curve was 

considered. Tab. 6.3 suggests that the improvement of GTheta(BoxCox) over 

S.BoxCox is substantial across all data frequencies, whereas the improvements of 

GTheta(ETS) over S.ETS and GTheta(ARIMA) over S.ARIMA are minor but 

nevertheless constant, especially for the MSIS. S.BoxCox is based on a simple linear 

regression with BoxCox transformation so that it tends to produce future points with a 

persistent increase or decrease, thus rendering too optimistic or too pessimistic 

forecasts and consequently undermining forecasting performance. With a combination 

of the level forecasts (flat line) through a Theta model, the slope can be damped or 

expanded accordingly, and consequently the accuracy is improved. In contrast, ETS 

and ARIMA are more complicated methods that are alone able to produce relatively 

good forecasts, although the constant improvement still confirms the positivity of using 

ETS and ARIMA curves within a GTheta model. Because the Theta lines derived from 

the ETS and ARIMA curves amplify the information (short-term behaviors such as level, 

local variation, etc.) that has not been captured by the respective methods, then the 

forecasts focusing on such information have the potential to add value to improving 

the final forecasts when we combine them in a Theta method style.  
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Tab. 6.3 Percentage performance improvement of GTheta(BoxCox) over S.BoxCox, 
GTheta(ETS) over S.ETS and GTheta(ARIMA) over S.ARIMA per data frequency.  

Error 
measure 

Comparison Yearly Quarterly Monthly Weekly Daily Hourly 

MASE GTheta(BoxCox) 
over S.BoxCox 38.10% 51.21% 49.35% 81.54% 85.38% 11.27% 

GTheta(ETS) 
over S.ETS 1.98% -0.09% 0.21% -0.85% 0.00% 3.47% 

GTheta(ARIMA) 
over S.ARIMA 1.57% -0.26% 0.43% 3.89% 4.84% -4.73% 

ASME GTheta(BoxCox) 
over S.BoxCox 37.73% 52.51% 47.37% 84.38% 86.44% -12.31% 

GTheta(ETS) 
over S.ETS 2.17% 2.40% 2.63% 0.00% 0.00% 11.11% 

GTheta(ARIMA) 
over S.ARIMA 1.82% 2.40% 1.79% 4.84% 6.06% -17.31% 

MSIS GTheta(BoxCox) 
over S.BoxCox 32.42% 43.06% 39.70% 71.62% 83.07% 30.81% 

GTheta(ETS) 
over S.ETS 4.94% 1.58% 0.64% 1.09% 0.33% 9.93% 

GTheta(ARIMA) 
over S.ARIMA 5.49% 2.36% 1.98% 11.35% 9.07% 0.31% 

 

Despite its generally good performance, we observe that GTheta(ARIMA) 

especially performs worse than S.ARIMA in terms of MASE and ASME, and slightly 

better than S.ARIMA in terms of MSIS for the hourly data. Fig. 6.4 also shows that 

GTheta(ARIMA) tends to select much larger 𝜃 values for the hourly time series. This 

suggests that GTheta has the ability to adjust the 𝜃  value to properly assign a 

combination weight to the trend forecasts, depending on the performance of the 

method for the trend curve. Because ARIMA outperforms other methods on the hourly 

data, then, within GTheta(ARIMA), a higher weight is assigned to the forecasts of the 

ARIMA curve. Our findings support the prior analytical insights of Petropoulos et al. 

(2014) that a forecasting method should be used case-by-case basis, depending on 

the characteristics of the time series. In the current study, the method used for the 

trend curve a hyperparameter that needs to be determined prior to proceeding GTheta. 

However, we argue that investigating how to automatically select among candidate 

methods for the trend curve will be an interesting work to do to extend the GTheta in 

a follow-up study.  
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6.1.5 Impact of the interaction between GTheta and the multiple temporal 
aggregation 

 

In Chapter 3, we discussed the potential for interaction between the Theta 

method and multiple TA. Because the Theta method addresses the different time 

series components separately and multiple TA filters the components at different 

aggregation levels, their interaction could be beneficial. Unfortunately, our results in 

Tab. 5.10 indicate the negativity of the application of the Theta methods with multiple 

TA when the default configurations of the TA approaches are used, especially for the 

performance of the point forecasts. Despite its relatively weak performance, GTheta 

is still the least bad method as compared to other benchmarking Theta methods.  

In Section 5.2.2, we showed how the forecasting performance changes with the 

different strategies installed for the GTheta with TA. The proposed strategies 

demonstrated their potential for ameliorating the failure of the GTheta with TA for the 

point forecasts. In Section 4.6.3, we argued that the overshrinkage of the seasonality 

or the overdamping of the trend could be reasons that explain the weak performance 

of the interaction, specifically for the GTheta with MAPA. These problems are arguably 

due to the involvement of higher TA levels and addressed by the proposed strategies. 

The benefits were shown with the proposed strategies (see analysis in Section 5.2.2). 

To further explore how the different TA levels affect the forecasts of GTheta with TA, 

we compared the statistical properties of the forecasts derived by the GTheta with TA 

and those derived by the GTheta without TA for the lower, medium, and higher 

aggregation levels. The lower, medium, and higher aggregation levels refer to the 

maximum aggregation levels considered for the GTheta with TA, and they are defined 

per data frequency and are also according to whether MAPA or TH is used. The 

detailed configurations are presented in Appendix F. In terms of the statistical 

properties, we propose two relative measures, namely symmetric Relative Standard 

Deviation (sRSD) and symmetric Relative Closeness (sRC) of the mean to the global 

mean, to examine the impact of TA on the variations and the level of the predictions. 

In this analysis, sRSD and sRC are formulated as follows: 

sRSD = 2 ×
SD(Fm)

SD(Fm) + SD(F0)
 (6.1) 

and 
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sRC = 2 ×
Closeness(Fm)

Closeness(Fm) + Closeness(F0)
, (6.2) 

where SD(∙) computes the standard deviation; Closeness(∙) calculates the distance of 

the mean of the forecasts to the mean of the historical observations; Fm are forecasts 

derived by an examined method (i.e., GTheta with TA); and F0  are the forecasts 

derived by the benchmarking method (i.e., GTheta). For any sRSD (or sRC) smaller 

than 1, the standard deviation (or the closeness) of the forecasts of GTheta with TA is 

smaller than that of GTheta, whereas a sRSD (or sRC) that is greater than 1 leads to 

a contrary conclusion. The GTheta(Comb)-YYN was used to forecast with two TA 

approaches—MAPA and TH in this analysis. The first strategy—assigning larger 

weight to the original level—was not examined in this analysis. We summarized the 

results by calculating the arithmetic mean of the corresponding sRSD and sRC across 

series per data frequency, as presented in Tab. 6.4 and Tab. 6.5.  

Tab. 6.4 confirms our concerns about the overshrinkage or overdamping related 

to MAPA. We observed that the variation of the forecasts dramatically reduces as the 

aggregation levels increase for GTheta with MAPA on the original series, especially 

the hourly data. The small variation means that the seasonal fluctuations are 

minimized or the slope of the forecasts is damped when higher aggregation levels are 

considered, and the result of this is reflected in the disappointing forecast performance 

of GTheta with MAPA on the original series for the hourly data, as is shown in Fig. 5.2. 

When the GTheta with MAPA is applied to the seasonally adjusted series, it has little 

impact, but the negative correlation between the sRSD and the aggregation levels are 

still observable. In contrast, the GTheta with TH has a different way of reconciling 

forecasts across multiple aggregation levels, meaning that no scaling is applied as in 

MAPA, thus there is no strong correlation between the sRSD of GTheta with TH and 

the aggregation levels. Unlike MAPA, GTheta with TH seems to produce forecasts 

with greater variation than the forecasts of GTheta.  
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Tab. 6.4 Average sRSD of four variants of GTheta with TA for lower, medium, and higher 
aggregation levels. “-“ indicates the value is not applicable. 

Frequency Aggregation 
levels 

On the original series On the seasonally adjusted 
series 

GTheta 
MAPA 

GTheta 
TH 

GTheta 
MAPA 

GTheta 
TH 

Quarterly Lower 0.979 1.041 1.032 1.046 

Medium 0.982 - 1.035 - 

Higher 0.962 1.048 1.015 1.053 

Monthly Lower 0.997 1.057 1.044 1.050 

Medium 0.948 1.067 1.045 1.062 

Higher 0.931 1.080 1.036 1.077 

Weekly Lower 1.037 1.139 1.014 1.095 

Medium 0.817 1.076 0.807 1.057 

Higher 0.709 1.181 0.697 1.133 

Daily Lower 1.125 - 1.125 - 

Medium 1.152 - 1.152 - 

Higher 1.161 1.205 1.161 1.205 

Hourly Lower 0.805 1.019 0.973 1.006 

Medium 0.646 1.019 0.945 1.005 

Higher 0.626 1.018 0.937 1.004 

 

Tab. 6.5 suggests that when higher aggregation levels are involved, GTheta with 

MAPA and GTheta with TH are both likelier to produce forecasts in which the mean is 

closer to the global mean of the data for all examined data frequencies. Such an effect 

remains the same whether the TA is applied to the original series or to the seasonally 

adjusted series. The sameness of the effect indicates it is mostly caused by the impact 

of TA on the level and trend forecasts, and not the result of shrinkage of seasonality. 

Note that if a time series presents almost no growth or decline, then the mean of its 

futures should be likelier to be very close to the mean of the historical observations. In 

this regard,  due to such an adjustment in the mean of forecasts imposed by TA, one 

can infer there is a greater possibility that the GTheta with TA achieves better forecasts 

than GTheta without TA for this type of data. The analysis of sRC could somehow 

explain our results in Fig. 5.5 that GTheta with TA outperforms GTheta in MASE and 

ASME for the NY series because  nontrended series have relatively stable levels.  
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Tab. 6.5 Average sRC of four variants of GTheta with TA for lower, medium, and higher 
aggregation levels. “-“ indicates the value is not applicable. 

Frequency Aggregation 
levels 

On the original series On the seasonally adjusted 
series 

GTheta 
MAPA 

GTheta 
TH 

GTheta 
MAPA 

GTheta 
TH 

Quarterly Lower 0.994 0.994 0.993 0.993 

Medium 0.988 - 0.988 - 

Higher 0.983 0.985 0.983 0.985 

Monthly Lower 0.994 0.996 0.993 0.995 

Medium 0.983 0.990 0.986 0.990 

Higher 0.977 0.984 0.980 0.984 

Weekly Lower 0.999 1.006 0.991 1.005 

Medium 0.989 0.979 0.985 0.982 

Higher 0.964 0.965 0.962 0.964 

Daily Lower 1.002 - 1.002 - 

Medium 0.999 - 0.999 - 

Higher 0.998 0.997 0.998 0.997 

Hourly Lower 0.904 0.993 0.952 0.998 

Medium 0.845 0.972 0.892 0.974 

Higher 0.836 0.948 0.877 0.950 

 

Compared with other well-known forecasting methods, the Theta method has 

shown its superiority in forecasting the trended series, and this is also proved by 

GTheta. GTheta uses the 𝜃 parameter to control the damping of the slope of the 

forecasts. The larger the 𝜃  value, the greater the weight assigned to the trend 

forecasts, resulting in less trend damping. This mechanism underlying the Theta 

method could be an important reason why GTheta works. As for TA, it tends to adjust 

the level of the forecasts to be closer to the level of the historical data. This effect is 

neglectable for nontrended data. However, with trended data, it pulls back the growth 

or the decline, thus making it equivalent to conducting trend damping. When GTheta 

and TA are used together, the double effect of damping could be triggered and 

therefore undermine the forecasting performance of point forecasts.  

Unlike the point forecasts, the prediction intervals for GTheta are derived based 

on the in-sample errors, thus they are less likely to be affected by the aforementioned 

issues. Our results in Section 5.2.2 demonstrate that better prediction intervals can be 

produced by separately combining the upper and lower bounds of the prediction 

intervals, depending on the TA approaches used, across multiple TA levels, thus 

confirming the findings regarding improvements of prediction intervals by TA of 

Kourentzes and Anthanasopoulos (2021). In this respect, when using GTheta, if the 
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prediction intervals are the interest of the analysis, one is always recommended to 

consider multiple TA.  

 

6.2 Discussion 

 

6.2.1 Discussion remarks 

 

We live in a world where big data becomes more and more common for the data 

analysis. How to provide fast and accurate forecasts when dealing with many series 

is a challenge for time series forecasting. The Theta method, as a simple, fast, and 

relatively accurate method, has attracted much attention from researchers since its 

introduction. Motivated by an intention to explore more of the potential of the Theta 

method, we, based on the recent extensions of the Theta method (Spiliotis et al., 

2020c; Legaki and Koutsouri, 2018), further generalized the Theta method and 

proposed a novel hybrid Theta method – GTheta – by considering a combined 

seasonality test, an alternative seasonality adjustment method, and multiple trend 

curves. GTheta outperformed all other examined variants of the Theta method in an 

empirical study. Furthermore, we showed the potential value of applying the Theta 

method with multiple TA levels and subsequently examined the interaction of the Theta 

methods with the two most advanced TA approaches — MAPA (Kourentzes et al., 

2014) and TH (Athanasopoulos et al., 2017). We observed that TA has a positive 

impact on the performance of the quantile forecasts as measured by MSIS but 

worsens the point forecasts as measured by MASE and ASME for the Theta method. 

Because of this, we proposed several strategies to alter approaches of GTheta with 

TA and observed that using only fewer less aggregated series and assigning greater 

weight to the original level could, to some extent, lead to improvement in terms of 

MASE and ASME, but applying TA to the seasonally adjusted series is only effective 

for GTheta with MAPA. Between the two TA approaches, our results showed that 

GTheta with TH is overall better than GTheta with MAPA.  

Our study was conducted, and the corresponding conclusions were deducted, 

based on an extensive data set (compiling the data from M1, M3, and M4 competitions) 

that contain 103,830 time series with multiple frequencies that have been collected 

from various real-world fields. The large quantity and variety of the data set allowed 
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us to investigate how our proposed method performs for different types of data, thus 

causing our relevant conclusions to be as general as possible. In addition, the public 

has free access to the data of the M competitions, and the M competition data has 

been broadly used in many academic studies of forecasting. As such, our study can 

be easily reproduced, and our results are comparable to the results in the relevant 

studies using the same data.  

Why does the proposed GTheta work? First, GTheta improves the seasonal 

estimates for the Theta method. On one hand, GTheta uses a stricter seasonality test 

that considers three criteria simultaneously so that the seasonal series are more 

carefully identified. On the other hand, using STL instead of the classical 

decomposition provides a different process for estimating the seasonal indices and 

the trend estimates for the Theta method. Our results suggest that STL is better than 

the classical decomposition method, especially when STL is used in conjunction with 

the combined seasonality test. Nevertheless, we argue that the insight is not that one 

is better than the other but that different decomposition methods have the potential to 

render better forecasts, meaning that one can always select the most suitable 

decomposition method to match the characteristics of the data. Considering that firms 

may have their own way of identifying and harnessing seasonality in their data (e.g., 

X11 and TRAMO-SEATS are two decomposition methods that originate from banks, 

as mentioned in Section 4.1), then the decomposition method for the Theta method 

could be selected accordingly rather than being restricted to one specific method. 

Second, GTheta benefits from the consideration of multiple trend curves. Different 

types of trend curves are modeled by BoxCox, ETS, and ARIMA curves because they 

are based on different concepts and theories. With multiple choices, one has a greater 

opportunity to thoroughly learn the data, thus resulting in better forecasting. That is 

why the Comb curve that combines the three trend curves works. Again, the inspiration 

of these insights is that one can always try different trend methods for the Theta 

method and make the selection that best suits their needs.  

Why does and does not the GTheta with TA work? Forecasting with multiple TA 

has an advantage in that it can mitigate the uncertainty residing in the modeling and 

parameterization of a forecasting method (Kourentzes et al., 2014; Spiliotis et al., 

2020b). That also applies to the GTheta with TA, especially for derivation of the 

prediction intervals. Note that the prediction intervals of GTheta are derived based on 

a simple empirical method. Although there may be greater uncertainty involved in that 
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method, there at the same time greater opportunity for improvement. As for the point 

forecasts, using GTheta with TA generally is not effective. The bad interaction is more 

obvious with trended series. As such, we proposed three strategies—assigning 

greater weight to the original level, using fewer TA levels and applying TA to the 

seasonally adjusted data—to mitigate the deterioration. Through doing so, we 

observed the improvement that occurred in accuracy and bias, especially for the series 

that are seasonal but not trended. Between the two examined TA approaches, GTheta 

interacts better with TH.  

 Apart from the good forecasting performance of GTheta, it is also a cost-efficient 

method. Because we proposed the BoxCox curve to handle the nonlinearity instead 

of selecting between the exponential and the linear models, the computing time is 

dramatically reduced. We understand that the exact execution time for GTheta varies, 

depending on the computing environment and the configurations we set for GTheta. 

In our study, we found that GTheta(BoxCox) is approximately 2× times faster than 

AutoTheta, 80× times slower than Classic Theta and Theta-BoxCox, a bit slower than 

ETS, but much faster than ARIMA. With other trend curves such as ETS, ARIMA, or 

Comb, the computation of GTheta can be slower but still generally faster than that of  

AutoTheta and ARIMA. Application of multiple TA requires extensive computation, 

with the computing time depending on number of TA levels involved and on complexity 

of data. As such, GTheta with TA can be a time-consuming process. However, 

because we observed that using fewer TA levels could already be beneficial, then 

adopting this strategy can balance the tradeoff between cost and efficiency.  

 

6.2.2 Academic implications 

 

We claim that our research has contributed to two main aspects of the Theta 

method. First, we further exploited the potential of the Theta method. We proposed a 

hybrid Theta method, GTheta, and showed how the Theta forecasting can be 

improved by cautious detection of seasonality, an alternative decomposition method, 

and multiple trend curves. Our research focused on better extrapolation of the 

seasonal and trend components that correlate with the nature of the Theta method as 

a decomposition method as stated in the title of its original paper (Assimakopoulos 

and Nikolopoulos, 2000). The insights of our study are that the Theta method does not 
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just have to be a combination of the seasonal indexes by the classical decomposition 

method, a straight line with a slope and a flat line, but also it can be a combination of 

the seasonal indexes derived by any suitable decomposition methods, the 

extrapolation of the trend components by any suitable forecasting methods, and a flat 

line. In this respect, the concept and the applicability of the Theta method is 

consequently broadened because many other approaches, methods, or models can 

likely be included in the framework of the Theta method.  

Second, to the best of our knowledge, our study is the first to comprehensively 

and systematically evaluate the interaction between the Theta method and multiple 

TA. We began with the discussion on the Theta and the TA transformation, showing 

the potential for integrating the two approaches. Then, we proceeded to describe how 

to use the Theta method with multiple TA in the methodology. Lastly, we evaluated 

the performance of GTheta with two well-known TA approaches. We also empirically 

analyzed the positive and negative impacts of TA on the GTheta, proposed several 

strategies for enhancing the forecasting performance of GTheta with TA, and 

attempted to find the underlying causes that explain why and when GTheta with TA 

works. Therefore, our research has filled the research gap we discussed in Section 

3.3, and our relevant conclusions have added empirical evidence of the interaction 

between the Theta method and multiple TA to the literature.  

 

6.2.3 Managerial implications 

 

Our research has several implications for practice. First, firms can always benefit 

from a robust and accurate forecasting method. The proposed GTheta that separately 

enhances the extrapolations of the seasonal and the trend components, helps 

companies better understand and interpret patterns in the sales of their products, 

produce more accurate demand forecasts, and consequently improve customer 

service, production scheduling, pricing, promotion management, and inventory 

optimization and at the same time lower the risks of under- or overstocking and 

manage the costs associated with logistics. Second, GTheta is a cost-efficient method, 

meaning that the relatively fast generation of its predictions ensures computing cost is 

bearable when the firm needs to forecast many time series. Third, the concepts related 

to the Theta method and TA are easy to understand, and the relevant forecasting 
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methods used in our research, such as the simple linear regression, ETS, and ARIMA 

are also widely used methods in business. As such, implementing GTheta  requires 

minimal investments in hardware and software and in staff training and upgrading of 

a company’s current forecasting system. Fourth, the quality of the quantile forecasts 

is sometimes more important than the point forecasts for some firms because the 

precise and narrow prediction intervals can effectively reduce the requirement for 

safety stock and consequently lower the costs related to storage, transportation, 

warehousing, and so forth. Our results imply that the GTheta with TA is more beneficial 

for providing better prediction intervals, especially for series that are strongly seasonal. 

If the computing cost is not a constraint, the firm is always welcome to implement 

GTheta with TA. If it is, the use of fewer TA levels is also helpful for extrapolating better 

prediction intervals at only a little extra cost added in computation.  

  



175 
 

7 Conclusions 

 

7.1 Conclusion remarks 
 

In the era of big data, it is a challenge to provide fast and accurate forecasts for 

business. Among many forecasting methods, the Theta method became popular 

because of its simplicity and top performance in the M3 competition. It is now widely 

used as a benchmark in diverse studies for time series forecasting. Meanwhile, 

another popular concept of collectively using multidimensional information from the 

data is multiple TA. It provides a holistic view of the data through aligning the long-term 

and the short-term forecasts. This thesis targeted improving forecasting through a new 

variant of the Theta method and its integration with multiple TA.  

In this study, we proposed a hybrid Theta method, namely GTheta, with similar 

construction as in AutoTheta (Spiliotis et al., 2020c), but our GTheta includes a 

combined seasonality test, an alternative decomposition method, and multiple trend 

curves, and thus is more robust and general. GTheta outperforms all other examined 

variants of the Theta methods and well-known benchmarks in terms of forecast 

accuracy as measured by MASE, forecast bias as measured by ASME, and the 

performance of the prediction intervals as measured by MSIS in an extensive empirical 

study. The superiority of GTheta is evident across multiple data frequencies, 

especially for yearly data with which GTheta(BoxCox) with a short-term trend curve 

has even outperformed the best yearly performer in the M4 competition. Furthermore, 

our study is the first to analytically and empirically investigate the performance of 

integrating the Theta method with TA approaches. Our results showed that GTheta 

with TA, especially GTheta with TH, can substantially improve the quality of the 

prediction intervals, whereas GTheta with TA is less effective in improving point 

forecasts. With the three strategies – assigning more weight to the original level, the 

use of fewer TA levels, and applying TA to the seasonally adjusted data – implemented, 

the performance of GTheta with TA for point forecasts can be improved, especially for 

time series that are strongly seasonal but not trended.  

The combined seasonality test contains three criteria – the seasonality test that 

is adapted from the original Theta method, the model fitting of ETS, and the strength 

of the seasonality (Wang et al., 2006). The collective use of the three criteria captures 
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multiple types of seasonal patterns to achieve a more cautious deduction of the 

existence of  seasonality within a series and to mitigate the uncertainty and bias 

caused by relying only on a single test. The combined seasonality test leads to 

constant improvement of forecasting performance compared to the use of the single 

original test based on ACF.  

For a long time, the decomposition method used in the Theta method has 

received little attention in the literature. Our research showed that using a different 

decomposition method, specifically STL, can also be beneficial for better Theta 

forecasting. The inspiration is that the decomposition method used for the Theta 

method can always be determined, depending on the particularities of the data. Any 

techniques that are being used by a firm to conduct decomposition could be directly 

implemented with GTheta.  

We showed that rather than using a linear line, or other types of curves that are 

based on simple linear regression (Spiliotis et al., 2019a) as the base Theta line (𝜃 =

0), complex methods could also be considered to model the various kinds of trends. 

We proposed the BoxCox curve, which automatically controls the curvature rate of the 

trend curve through the BoxCox transformation, and we then examined it together with 

the ETS and ARIMA curves, which are two trend curves derived by ETS and ARIMA 

models. Our results showed that all trend curves have the potential to outperform 

others in some cases. GTheta(BoxCox) is remarkably successful with the yearly data, 

echoing the tradition of the Theta method. In addition, it is interesting to observe that 

GTheta(ETS) (or GTheta(ARIMA)) outperforms ETS (or ARIMA) and S.ETS (or 

S.ARIMA), which suggests the value of implementing other forecasting methods in a 

Theta style. The benefit of forecast combinations was also confirmed in our research, 

that GTheta(Comb) is, in general, the best for series with a frequency greater than 1 

as determined by an MCB test.  

The integration of the Theta method with TA approaches was motivated by 

observing that the Theta and the TA transformation both extract additional information 

from the data so that the interaction between the two might be beneficial. However, 

the performance of using different variants of the Theta methods with TA approaches 

in their default setups are negative, although GTheta is the lesser among bad cases. 

TA improves the quantile forecasts as measured by MSIS, but substantially worsens 

the point forecasts as measured by MASE and ASME for GTheta. To mitigate the bad 

interaction, we proposed several strategies and found that assigning greater weight to 
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the original level and using fewer TA levels can improve the point forecasts of GTheta 

with MAPA (or GTheta with TH). Indeed, they can be improved to be slightly better 

than or equal with those of GTheta without TA as well as produce better prediction 

intervals. The third strategy – applying TA to the seasonally adjusted data is only 

effective for GTheta with MAPA. Moreover, GTheta with TA seems to work better for 

time series that are seasonal but not trended.  

The inspiration of GTheta is that it shows the opportunity for the Theta method 

to function as a forecasting algorithm that focuses on the separate extrapolations of 

time series components rather than functioning as a simple method. One key 

contribution of our research is that we attempted to further exploit this potential and 

expanded the applicability of the Theta method. In this regard, any methods or 

approaches are welcome to be used in GTheta if they are good at extrapolating a 

specific component of the time series. Another important contribution is that we added 

to the literature empirical evidence of the performance of using the Theta method with 

multiple TA levels.  

 For practitioners, we always recommend using GTheta given its superb 

forecasting performance as compared with other Theta methods and benchmarks. We 

showed that, in our study, GTheta(Comb)-YYN is the best model, but the exact 

configuration is always necessary to be determined for each case, depending on the 

data or specified model selection criteria. If one is more interested in the point 

forecasts, using GTheta is enough. If the prediction intervals matter more, 

implementing GTheta with TA can be a better choice, especially for the seasonal but 

not trended data. Using fewer lower TA levels has also been proven to be effective 

compared to using a whole collection, thus it is recommended when computing cost 

need to be considered. Between the two examined TA approaches, GTheta with TH 

is preferred not only because of its relatively better performance but also because TH 

can achieve coherent forecasts at all hierarchical levels so that it can facilitate the 

aligned decisions for a firm.  

We ran our analysis using R statistical software. We provide R codes for 

forecasting with GTheta in Appendix C for reproduction and replication. 
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7.2 Limitations 
 

The first limitation is related to the data set. The efficacy and validity of our 

proposed method has been examined on a large data set with more than 100,000 

real-life series. However, like with any other empirical studies, the relevant conclusions 

are subject to the data set used. Our data set includes such data frequencies as yearly, 

quarterly, monthly, weekly, daily, and hourly compilations. However, the last three are 

far less in numbers than the first three (the last three constitute only 4.82% of the total 

data set). Second, the GTheta is partly automatic – the 𝜃 parameter and the Theta 

transformation form can be automatically selected, but the decomposition method and 

the method used to derive the trend curve should be chosen manually. In this respect, 

we evaluated different configurations of GTheta in an aggregate manner, meaning that 

each configuration was applied to all examined time series and then compared. 

Because of this, additional analysis may be needed in order to choose the most 

appropriate configurations.  

 

7.3 Future research directions 
 

First, future research should be done on different data sets, such as real-time 

data from a company and on a larger collection of series with higher frequencies. 

These will further test the efficacy of GTheta. Secondly, researchers are 

recommended to investigate alternative criteria for the seasonality test, other 

decomposition methods, and more methods for deriving the trend curves. With more 

results related to different methods, we could better explore the potential of the Theta 

method. Thirdly, how to fully automates GTheta so that it can pursue each time series 

case at the lowest computational cost would be an interesting topic for future research. 

Some problems that hinder the full automation are that a in-sample test is inefficient 

to select between trend curves derived by different methods with different complexities, 

and that using out-of-sample test such as CV may incure extensive computitional cost. 

With regard to this, we understand that Petropoulos and Siemsen (2022) have 

proposed a novel selection criterion – REP – that uses both the in-sample and 

out-of-sample information for model selection with minimal computing time. This 

criterion could be used in conjunction with GTheta. Lastly, this thesis explored how 

the Theta method integrates with TA, and it also raised a question that whether can 
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other theories work well with the Theta method? We learned that the aforementioned 

selection criterion, REP, was motivated by concpets of judgmental forecasting. This 

shows a potential research path for our study, which is that the follow-up studies could 

study how to integrate the experts’ ideas with GTheta.  
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Appendices 

 

Appendix A  

 

This appendix contains the figures that illustrate the Theta transformation when 

other base Theta lines are used. These are exponential curve, ETS in-sample fitting 

curve, ARIMA in-sample fitting curve. All cases are shown in their additive and 

multiplicative forms. 

The exponential curve is derived according to Equation (4.34). ETS and ARIMA 

curves are derived by using ets( ) and auto.arima( ) functions in their default settings, 

respectively.  
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Figure A.1 Additive Theta transformation using exponential curve as the base Theta line. 
Series: 1619th in M3 competition data.  

 

 

Theta transformation 
(Additive) 
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Figure A.2 Multiplicative Theta transformation using exponential curve as the base Theta line. 
Series: 1619th in M3 competition data. 

 

 

Theta transformation 
(Multiplicative) 
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Figure A.3 Additive Theta transformation using ETS in-sample fitting curve as the base 
Theta line. Series: 1619th in M3 competition data. 

 

Theta transformation 
(Additive) 
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Figure A.4 Multiplicative Theta transformation using ETS in-sample fitting curve as the base 
Theta line. Series: 1619th in M3 competition data. 

 

Theta transformation 
(Multiplicative) 
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Figure A.5 Additive Theta transformation using ARIMA in-sample fitting curve as the base 
Theta line. Series: 1619th in M3 competition data. 

 

Theta transformation 
(Additive) 
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Figure A.6 Multiplicative Theta transformation using ARIMA in-sample fitting curve as the 
base Theta line. Series: 1619th in M3 competition data. 

  

Theta transformation 
(Multiplicative) 
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Appendix B  

 

This appendix contains the exponential smoothing models expressed in the 

component forms according to the review in section 4.2.1, and in the state space 

models, specifically ETS models, according to section 4.2.2.  

 

Table B.1 Classification of exponential models in the component forms 

Trend Season 

 N A M 

N �̂�𝑡+ℎ = 𝑙𝑡  
𝑙𝑡 = 𝛼𝑌𝑡 + (1 − 𝛼)𝑙𝑡−1 

�̂�𝑡+ℎ = 𝑙𝑡 + 𝑠𝑡+ℎ+−𝑚 
𝑠𝑡 = 𝛾(𝑌𝑡 − 𝑙𝑡−1) + (1 − 𝛾)𝑠𝑡−𝑚 

�̂�𝑡+ℎ = 𝑙𝑡𝑠𝑡+ℎ+−𝑚 

𝑠𝑡 = 𝛾
𝑌𝑡

𝑙𝑡−1 
+ (1 − 𝛾)𝑠𝑡−𝑚 

A 

�̂�𝑡+ℎ = 𝑙𝑡 + ℎ𝑏𝑡 
𝑙𝑡 = 𝛼𝑌𝑡 + (1 − 𝛼)(𝑙𝑡−1

+ 𝑏𝑡−1) 
𝑏𝑡 = 𝛽(𝑙𝑡 − 𝑙𝑡−1) + (1

− 𝛽)𝑏𝑡−1 

�̂�𝑡+ℎ = 𝑙𝑡 + ℎ𝑏𝑡 + 𝑠𝑡+ℎ+−𝑚 
𝑙𝑡 = 𝛼(𝑌𝑡 − 𝑠𝑡−𝑚) + (1 − 𝛼)(𝑙𝑡−1

+ 𝑏𝑡−1) 
𝑏𝑡 = 𝛽(𝑙𝑡 − 𝑙𝑡−1) + (1 − 𝛽)𝑏𝑡−1 
𝑠𝑡 = 𝛾(𝑌𝑡 − 𝑙𝑡−1 − 𝑏𝑡−1)

+ (1 − 𝛾)𝑠𝑡−𝑚 

�̂�𝑡+ℎ = (𝑙𝑡 + ℎ𝑏𝑡)𝑠𝑡+ℎ+−𝑚 

𝑙𝑡 = 𝛼
𝑌𝑡

𝑠𝑡−𝑚
+ (1 − 𝛼)(𝑙𝑡−1

+ 𝑏𝑡−1) 
𝑏𝑡 = 𝛽(𝑙𝑡 − 𝑙𝑡−1) + (1 − 𝛽)𝑏𝑡−1 

𝑠𝑡 = 𝛾
𝑌𝑡

𝑙𝑡−1 + 𝑏𝑡−1
+ (1 − 𝛾)𝑠𝑡−𝑚 

Ad 

�̂�𝑡+ℎ = 𝑙𝑡 + ∑ 𝜙𝑖
ℎ

𝑖=1
𝑏𝑡 

𝑙𝑡 = 𝛼𝑌𝑡 + (1 − 𝛼)(𝑙𝑡−1

+ 𝜙𝑏𝑡−1) 
𝑏𝑡 = 𝛽(𝑙𝑡 − 𝑙𝑡−1) + (1

− 𝛽)𝜙𝑏𝑡−1 

�̂�𝑡+ℎ = 𝑙𝑡 + ∑ 𝜙𝑖
ℎ

𝑖=1
𝑏𝑡 + 𝑠𝑡+ℎ+−𝑚 

𝑙𝑡 = 𝛼(𝑌𝑡 − 𝑠𝑡−𝑚) + (1 − 𝛼)(𝑙𝑡−1

+ 𝜙𝑏𝑡−1) 
𝑏𝑡 = 𝛽(𝑙𝑡 − 𝑙𝑡−1) + (1 − 𝛽)𝜙𝑏𝑡−1 
𝑠𝑡 = 𝛾(𝑌𝑡 − 𝑙𝑡−1 − 𝜙𝑏𝑡−1)

+ (1 − 𝛾)𝑠𝑡−𝑚 

�̂�𝑡+ℎ = (𝑙𝑡 + ∑ 𝜙𝑖
ℎ

𝑖=1
𝑏𝑡)𝑠𝑡+ℎ+−𝑚 

𝑙𝑡 = 𝛼
𝑌𝑡

𝑠𝑡−𝑚
+ (1 − 𝛼)(𝑙𝑡−1

+ 𝜙𝑏𝑡−1) 
𝑏𝑡 = 𝛽(𝑙𝑡 − 𝑙𝑡−1) + (1 − 𝛽)𝜙𝑏𝑡−1 

𝑠𝑡 = 𝛾
𝑌𝑡

𝑙𝑡−1 + 𝜙𝑏𝑡−1

+ (1 − 𝛾)𝑠𝑡−𝑚 

M 

�̂�𝑡+ℎ = 𝑙𝑡𝑏𝑡
ℎ 

𝑙𝑡 = 𝛼𝑌𝑡 + (1 − 𝛼)𝑙𝑡−1𝑏𝑡−1 

𝑏𝑡 = 𝛽
𝑙𝑡

𝑙𝑡−1

+ (1 − 𝛽)𝑏𝑡−1 

�̂�𝑡+ℎ = 𝑙𝑡𝑏𝑡
ℎ + 𝑠𝑡+ℎ+−𝑚 

𝑙𝑡 = 𝛼(𝑌𝑡 − 𝑠𝑡−𝑚) + (1

− 𝛼)𝑙𝑡−1𝑏𝑡−1 

𝑏𝑡 = 𝛽
𝑙𝑡

𝑙𝑡−1

+ (1 − 𝛽)𝑏𝑡−1 

𝑠𝑡 = 𝛾(𝑌𝑡 − 𝑙𝑡−1𝑏𝑡−1)
+ (1 − 𝛾)𝑠𝑡−𝑚 

�̂�𝑡+ℎ = 𝑙𝑡𝑏𝑡
ℎ𝑠𝑡+ℎ+−𝑚 

𝑙𝑡 = 𝛼
𝑌𝑡

𝑠𝑡−𝑚

+ (1 − 𝛼)𝑙𝑡−1𝑏𝑡−1 

𝑏𝑡 = 𝛽
𝑙𝑡

𝑙𝑡−1

+ (1 − 𝛽)𝑏𝑡−1 

𝑠𝑡 = 𝛾
𝑌𝑡

𝑙𝑡−1𝑏𝑡−1
+ (1 − 𝛾)𝑠𝑡−𝑚 

Md 

�̂�𝑡+ℎ = 𝑙𝑡𝑏𝑡

∑ 𝜙
𝑖ℎ

𝑖=1  

𝑙𝑡 =  𝛼𝑌𝑡 + (1 − 𝛼)𝑙𝑡−1𝑏𝑡−1
𝜙

 

𝑏𝑡 = 𝛽
𝑙𝑡

𝑙𝑡−1

+ (1 − 𝛽)𝑏𝑡−1
𝜙

 

�̂�𝑡+ℎ = 𝑙𝑡𝑏𝑡

∑ 𝜙
𝑖ℎ

𝑖=1 + 𝑠𝑡+ℎ+−𝑚 

𝑙𝑡 = 𝛼(𝑌𝑡 − 𝑠𝑡−𝑚) + (1

− 𝛼)𝑙𝑡−1𝑏𝑡−1
𝜙

 

𝑏𝑡 = 𝛽
𝑙𝑡

𝑙𝑡−1

+ (1 − 𝛽)𝑏𝑡−1
𝜙

 

𝑠𝑡 = 𝛾(𝑌𝑡 − 𝑙𝑡−1𝑏𝑡−1
𝜙

)

+ (1 − 𝛾)𝑠𝑡−𝑚 

�̂�𝑡+ℎ = 𝑙𝑡𝑏𝑡

∑ 𝜙
𝑖ℎ

𝑖=1 𝑠𝑡+ℎ+−𝑚 

𝑙𝑡 = 𝛼
𝑌𝑡

𝑠𝑡−𝑚

+ (1 − 𝛼)𝑙𝑡−1𝑏𝑡−1
𝜙

 

𝑏𝑡 = 𝛽
𝑙𝑡

𝑙𝑡−1

+ (1 − 𝛽)𝑏𝑡−1
𝜙

 

𝑠𝑡 = 𝛾
𝑌𝑡

𝑙𝑡−1𝑏𝑡−1
𝜙

+ (1 − 𝛾)𝑠𝑡−𝑚 
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Table B.2 Classification of ETS models with additive error term 

Trend Season 
 N A M 

N 
𝑌𝑡 = 𝑙𝑡−1 + 𝜀𝑡 
𝑙𝑡 = 𝑙𝑡−1 + 𝛼𝜀𝑡  

𝑌𝑡 = 𝑙𝑡−1 + 𝑠𝑡−𝑚 + 𝜀𝑡 
𝑙𝑡 = 𝑙𝑡−1 + 𝛼𝜀𝑡  
𝑠𝑡 = 𝑠𝑡−𝑚 + (1 − 𝛼)𝛾𝜀𝑡 

𝑌𝑡 = 𝑙𝑡−1𝑠𝑡−𝑚 + 𝜀𝑡  

𝑙𝑡 = 𝑙𝑡−1 +
𝛼

𝑠𝑡−𝑚
𝜀𝑡 

𝑠𝑡 = 𝑠𝑡−𝑚 +
(1 − 𝛼)𝛾

𝑙𝑡−1
𝜀𝑡 

A 
𝑌𝑡 = 𝑙𝑡−1 + 𝑏𝑡−1 + 𝜀𝑡 
𝑙𝑡 = 𝑙𝑡−1 + 𝑏𝑡−1 + 𝛼𝜀𝑡 
𝑏𝑡 = 𝑏𝑡−1 +  𝛼𝛽𝜀𝑡 

𝑌𝑡 = 𝑙𝑡−1 + 𝑏𝑡−1 + 𝑠𝑡−𝑚 + 𝜀𝑡 
𝑙𝑡 = 𝑙𝑡−1 + 𝑏𝑡−1 + 𝛼𝜀𝑡 
𝑏𝑡 = 𝑏𝑡−1 + 𝛼𝛽𝜀𝑡  
𝑠𝑡 = 𝑠𝑡−𝑚 + (1 − 𝛼)𝛾𝜀𝑡 

𝑌𝑡 = (𝑙𝑡−1 + 𝑏𝑡−1)𝑠𝑡−𝑚 + 𝜀𝑡  

𝑙𝑡 = 𝑙𝑡−1 + 𝑏𝑡−1 +
𝛼

𝑠𝑡−𝑚
𝜀𝑡 

𝑏𝑡 = 𝑏𝑡−1 +
𝛼𝛽

𝑠𝑡−𝑚
𝜀𝑡  

𝑠𝑡 = 𝑠𝑡−𝑚 +
(1 − 𝛼)𝛾

𝑙𝑡−1 + 𝑏𝑡−1
𝜀𝑡 

Ad 

𝑌𝑡 = 𝑙𝑡−1 + 𝜙𝑏𝑡−1 + 𝜀𝑡 
𝑙𝑡 = 𝑙𝑡−1 + 𝜙𝑏𝑡−1 + 𝛼𝜀𝑡 
𝑏𝑡 = 𝜙𝑏𝑡−1 +  𝛼𝛽𝜀𝑡 

𝑌𝑡 = 𝑙𝑡−1 + 𝜙𝑏𝑡−1 + 𝑠𝑡−𝑚 + 𝜀𝑡 
𝑙𝑡 = 𝑙𝑡−1 + 𝜙𝑏𝑡−1 + 𝛼𝜀𝑡 
𝑏𝑡 = 𝜙𝑏𝑡−1 +  𝛼𝛽𝜀𝑡 
𝑠𝑡 = 𝑠𝑡−𝑚 + (1 − 𝛼)𝛾𝜀𝑡 

𝑌𝑡 = (𝑙𝑡−1 + 𝜙𝑏𝑡−1)𝑠𝑡−𝑚 + 𝜀𝑡 

𝑙𝑡 = 𝑙𝑡−1 + 𝜙𝑏𝑡−1 +
𝛼

𝑠𝑡−𝑚
𝜀𝑡 

𝑏𝑡 = 𝜙𝑏𝑡−1 +
𝛼𝛽

𝑠𝑡−𝑚
𝜀𝑡 

𝑠𝑡 = 𝑠𝑡−𝑚 +
(1 − 𝛼)𝛾

𝑙𝑡−1 + 𝜙𝑏𝑡−1
𝜀𝑡 

M 

𝑌𝑡 = 𝑙𝑡−1𝑏𝑡−1 + 𝜀𝑡  

𝑙𝑡 = 𝑙𝑡−1𝑏𝑡−1 + 𝛼𝜀𝑡 

𝑏𝑡 = 𝑏𝑡−1 +  
𝛼𝛽

𝑙𝑡−1

𝜀𝑡 

𝑌𝑡 = 𝑙𝑡−1𝑏𝑡−1 + 𝑠𝑡−𝑚 + 𝜀𝑡 

𝑙𝑡 = 𝑙𝑡−1𝑏𝑡−1 + 𝛼𝜀𝑡 

𝑏𝑡 = 𝑏𝑡−1 +  
𝛼𝛽

𝑙𝑡−1

𝜀𝑡 

𝑠𝑡 = 𝑠𝑡−𝑚 + (1 − 𝛼)𝛾𝜀𝑡 

𝑌𝑡 = 𝑙𝑡−1𝑏𝑡−1𝑠𝑡−𝑚 + 𝜀𝑡 

𝑙𝑡 = 𝑙𝑡−1𝑏𝑡−1 +
𝛼

𝑠𝑡−𝑚

𝜀𝑡 

𝑏𝑡 = 𝑏𝑡−1 +  
𝛼𝛽

𝑙𝑡−1𝑠𝑡−𝑚

𝜀𝑡 

𝑠𝑡 = 𝑠𝑡−𝑚 +
(1 − 𝛼)𝛾

𝑙𝑡−1𝑏𝑡−1
𝜀𝑡 

Md 

𝑌𝑡 = 𝑙𝑡−1𝑏𝑡−1
𝜙

+ 𝜀𝑡  

𝑙𝑡 = 𝑙𝑡−1𝑏𝑡−1
𝜙

+ 𝛼𝜀𝑡 

𝑏𝑡 = 𝑏𝑡−1
𝜙

+  
𝛼𝛽

𝑙𝑡−1

𝜀𝑡 

𝑌𝑡 = 𝑙𝑡−1𝑏𝑡−1
𝜙

+ 𝑠𝑡−𝑚 + 𝜀𝑡 

𝑙𝑡 = 𝑙𝑡−1𝑏𝑡−1
𝜙

+ 𝛼𝜀𝑡 

𝑏𝑡 = 𝑏𝑡−1
𝜙

+  
𝛼𝛽

𝑙𝑡−1

𝜀𝑡 

𝑠𝑡 = 𝑠𝑡−𝑚 + (1 − 𝛼)𝛾𝜀𝑡 

𝑌𝑡 = 𝑙𝑡−1𝑏𝑡−1
𝜙

𝑠𝑡−𝑚 + 𝜀𝑡 

𝑙𝑡 = 𝑙𝑡−1𝑏𝑡−1
𝜙

+
𝛼

𝑠𝑡−𝑚

𝜀𝑡 

𝑏𝑡 = 𝑏𝑡−1
𝜙

+  
𝛼𝛽

𝑙𝑡−1𝑠𝑡−𝑚

𝜀𝑡 

𝑠𝑡 = 𝑠𝑡−𝑚 +
(1 − 𝛼)𝛾

𝑙𝑡−1𝑏𝑡−1
𝜙

𝜀𝑡 
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Table B.3 Classification of ETS models with multiplicative error term 

Trend Season 
 N A M 

N 
𝑌𝑡 = 𝑙𝑡−1(1 + 𝜀𝑡) 
𝑙𝑡 = 𝑙𝑡−1(1 + 𝛼𝜀𝑡) 

𝑌𝑡 = (𝑙𝑡−1 + 𝑠𝑡−𝑚)(1 + 𝜀𝑡) 
𝑙𝑡 = 𝑙𝑡−1 + 𝛼(𝑙𝑡−1 + 𝑠𝑡−𝑚)𝜀𝑡 
𝑠𝑡 = 𝑠𝑡−𝑚 + (1 − 𝛼)𝛾(𝑙𝑡−1 + 𝑠𝑡−𝑚)𝜀𝑡 

𝑌𝑡 = 𝑙𝑡−1𝑠𝑡−𝑚(1 + 𝜀𝑡) 
𝑙𝑡 = 𝑙𝑡−1(1 + 𝛼𝜀𝑡) 
𝑠𝑡 = 𝑠𝑡−𝑚(1 + (1 − 𝛼)𝛾𝜀𝑡) 

A 

𝑌𝑡 = (𝑙𝑡−1 + 𝑏𝑡−1)(1 + 𝜀𝑡) 
𝑙𝑡 = (𝑙𝑡−1 + 𝑏𝑡−1)(1 + 𝛼𝜀𝑡) 
𝑏𝑡

= 𝑏𝑡−1 +  𝛼𝛽(𝑙𝑡−1 + 𝑏𝑡−1)𝜀𝑡  

𝑌𝑡 = (𝑙𝑡−1 + 𝑏𝑡−1 + 𝑠𝑡−𝑚)(1 + 𝜀𝑡) 
𝑙𝑡 = 𝑙𝑡−1 + 𝑏𝑡−1 + 𝛼(𝑙𝑡−1 + 𝑏𝑡−1

+ 𝑠𝑡−𝑚)𝜀𝑡 
𝑏𝑡 = 𝑏𝑡−1 + 𝛼𝛽(𝑙𝑡−1 + 𝑏𝑡−1 + 𝑠𝑡−𝑚)𝜀𝑡 
𝑠𝑡 = 𝑠𝑡−𝑚 + (1 − 𝛼)𝛾(𝑙𝑡−1 + 𝑏𝑡−1

+ 𝑠𝑡−𝑚)𝜀𝑡 

𝑌𝑡 = (𝑙𝑡−1 + 𝑏𝑡−1)𝑠𝑡−𝑚(1 + 𝜀𝑡) 
𝑙𝑡 = (𝑙𝑡−1 + 𝑏𝑡−1)(1 + 𝛼𝜀𝑡) 
𝑏𝑡 = 𝑏𝑡−1 + 𝛼𝛽(𝑙𝑡−1 + 𝑏𝑡−1)𝜀𝑡 
𝑠𝑡 = 𝑠𝑡−𝑚(1 + (1 − 𝛼)𝛾𝜀𝑡) 

Ad 

𝑌𝑡 = (𝑙𝑡−1 + 𝜙𝑏𝑡−1)(1 + 𝜀𝑡) 
𝑙𝑡 = (𝑙𝑡−1 + 𝜙𝑏𝑡−1)(1

+ 𝛼𝜀𝑡) 
𝑏𝑡

= 𝜙𝑏𝑡−1

+  𝛼𝛽(𝑙𝑡−1 + 𝜙𝑏𝑡−1)𝜀𝑡 

𝑌𝑡 = (𝑙𝑡−1 + 𝜙𝑏𝑡−1 + 𝑠𝑡−𝑚)(1 + 𝜀𝑡) 
𝑙𝑡 = 𝑙𝑡−1 + 𝜙𝑏𝑡−1 + 𝛼(𝑙𝑡−1 + 𝜙𝑏𝑡−1

+ 𝑠𝑡−𝑚)𝜀𝑡 
𝑏𝑡 = 𝜙𝑏𝑡−1 +  𝛼𝛽(𝑙𝑡−1 + 𝜙𝑏𝑡−1

+ 𝑠𝑡−𝑚)𝜀𝑡 
𝑠𝑡 = 𝑠𝑡−𝑚 + (1 − 𝛼)𝛾(𝑙𝑡−1 + 𝜙𝑏𝑡−1

+ 𝑠𝑡−𝑚)𝜀𝑡 

𝑌𝑡 = (𝑙𝑡−1 + 𝜙𝑏𝑡−1)𝑠𝑡−𝑚(1
+ 𝜀𝑡) 

𝑙𝑡 = (𝑙𝑡−1 + 𝜙𝑏𝑡−1)(1 + 𝛼𝜀𝑡) 
𝑏𝑡 = 𝜙𝑏𝑡−1 +  𝛼𝛽(𝑙𝑡−1

+ 𝜙𝑏𝑡−1)𝜀𝑡  
𝑠𝑡 = 𝑠𝑡−𝑚(1 + (1 − 𝛼)𝛾𝜀𝑡) 

M 
𝑌𝑡 = 𝑙𝑡−1𝑏𝑡−1(1 + 𝜀𝑡) 

𝑙𝑡 = 𝑙𝑡−1𝑏𝑡−1(1 + 𝛼𝜀𝑡) 

𝑏𝑡 = 𝑏𝑡−1(1 +  𝛼𝛽𝜀𝑡) 

𝑌𝑡 = (𝑙𝑡−1𝑏𝑡−1 + 𝑠𝑡−𝑚)(1 + 𝜀𝑡) 

𝑙𝑡 = 𝑙𝑡−1𝑏𝑡−1 + 𝛼(𝑙
𝑡−1

𝑏𝑡−1 + 𝑠𝑡−𝑚)𝜀𝑡 

𝑏𝑡 = 𝑏𝑡−1 +  
𝛼𝛽(𝑙

𝑡−1
𝑏𝑡−1 + 𝑠𝑡−𝑚)

𝑙𝑡−1

𝜀𝑡 

𝑠𝑡 = 𝑠𝑡−𝑚 + (1 − 𝛼)𝛾(𝑙
𝑡−1

𝑏𝑡−1

+ 𝑠𝑡−𝑚)𝜀𝑡 

𝑌𝑡 = 𝑙𝑡−1𝑏𝑡−1𝑠𝑡−𝑚(1 + 𝜀𝑡) 

𝑙𝑡 = 𝑙𝑡−1𝑏𝑡−1(1 + 𝛼𝜀𝑡) 

𝑏𝑡 = 𝑏𝑡−1(1 +  𝛼𝛽𝜀𝑡) 
𝑠𝑡 = 𝑠𝑡−𝑚(1 + (1 − 𝛼)𝛾𝜀𝑡) 

Md 

𝑌𝑡 = 𝑙𝑡−1𝑏𝑡−1
𝜙

(1 + 𝜀𝑡) 

𝑙𝑡 = 𝑙𝑡−1𝑏𝑡−1
𝜙

(1 + 𝛼𝜀𝑡) 

𝑏𝑡 = 𝑏𝑡−1
𝜙

(1 +  𝛼𝛽𝜀𝑡) 

𝑌𝑡 = (𝑙𝑡−1𝑏𝑡−1
𝜙

+ 𝑠𝑡−𝑚)(1 + 𝜀𝑡) 

𝑙𝑡 = 𝑙𝑡−1𝑏𝑡−1
𝜙

+ 𝛼(𝑙𝑡−1𝑏𝑡−1
𝜙

+ 𝑠𝑡−𝑚)𝜀𝑡 

𝑏𝑡 = 𝑏𝑡−1
𝜙

+  
𝛼𝛽(𝑙𝑡−1𝑏𝑡−1

𝜙
+ 𝑠𝑡−𝑚)

𝑙𝑡−1

𝜀𝑡 

𝑠𝑡 = 𝑠𝑡−𝑚 + (1 − 𝛼)𝛾(𝑙𝑡−1𝑏𝑡−1
𝜙

+ 𝑠𝑡−𝑚)𝜀
𝑡
 

𝑌𝑡 = 𝑙𝑡−1𝑏𝑡−1
𝜙

𝑠𝑡−𝑚(1 + 𝜀𝑡) 

𝑙𝑡 = 𝑙𝑡−1𝑏𝑡−1
𝜙

(1 + 𝛼𝜀𝑡) 

𝑏𝑡 = 𝑏𝑡−1
𝜙

(1 +  𝛼𝛽𝜀𝑡) 
𝑠𝑡 = 𝑠𝑡−𝑚(1 + (1 − 𝛼)𝛾𝜀𝑡) 
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Appendix C  

 

This appendix contains the relevant R codes for forecasting with GTheta. The 

main function is GTheta( ) along with some dependencies. GTheta( ) is originally written 

by the author of this thesis. Table C.1 contains the descriptions about the arguments 

appear in this R function. 

 

Table C.1 Arguments for GTheta R function 

Argument Description 

y Time series of class ts. 

h Number of periods for forecasting. 

theta 

Default is NULL, so that the theta value will be optimized in the 

range of (1, 3) by minimizing the in-sample MAE. If a value is 

given, this will be used in the Theta model. 

lambda 

Default is NULL, so that the value will be determined by 

BoxCox.lambda( ) from the range of [0, 1]. If given, the certain value 

will be used. 

trend.curve Selecting a trend curve from “boxcox”, “ets”, “arima” and “comb”.  

allow.short.trend 
Default is FALSE. Whether or not to include a short-term trend 

curve. 

Stest 

Seasonality test. Selecting one from “multiple” and “ACF”. 

“multiple” refers to the combined seasonality test using multiple 

criteria. “ACF” refers to the classical test based on ACF. 

dec.method 

Method for decomposing time series. “classical” refers to the 

classical decomposition method. “stl” refers to the STL 

decomposition method. 

sea 
“Z” indicates automatic selection. “A” refers to additive seasonal 

decomposition. “M” refers to multiplicative decomposition. 

exp 

Whether the GTheta model uses additive form or multiplicative 

form. “A” for additive. “M” for multiplicative. “Z” for automatic 

selection. 

allow.TA Default is FALSE. Whether or not to use TA with GTheta 

TA.method Selecting one from “MAPA” and “TH”. 
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Table C.1 (Continued)  

Argument Description 

SAD 

TRUE indicates applying TA to the seasonally adjusted data. 

FALSE indicates applying TA to the original data. Default is 

FALSE. 

maxAL 
Maximal aggregation level for TA. If NULL, set it according to the 

periodicity of the time series.  

w.org 
The weight assigned to the original level. If NULL, no more weight 

is assigned. Default is NULL. 

piadj The adjustment of prediction intervals. Please leave it to NULL.  

positive If TRUE, any forecasts that are negative will be set to zero 

mapa.mean 

How MAPA combines its forecasts across multiple TA levels. 

“mean” combines with equal weights. “weighted” combines with 

weights according to the aggregation levels. In our analysis, we 

only used “mean”.  

 

The required packages are as follows: 

 

##### loading required packages ##### 

library(forecast) 

library(smooth) 

library(Mcomp) 

library(M4comp2018) 

library(matrixStats) 

library(MASS) 

library(parallel) 

library(pbapply) 

library(tsutils) 
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R cores for GTheta and its dependencies are as follows: 

 

 

Function for conducting seasonality test 

### Seasonality test ### 
S.test <- function(y,method=c("multiple","ACF")){ 
  if(!is.ts(y)){ stop("y must be an object of time series class.") } 
   
  n <- length(y) 
  fq <- frequency(y) 
   
  if(length(method)>1){ 
    method <- "multiple" 
  } 
  if(method=="multiple"){ 
    ST <- rep(NA,3) 
     
    if(n<2*fq||(!fq>1)){ 
      ST[1] <- FALSE 
      ST[2] <- FALSE 
      ST[3] <- FALSE 
    }else{ 
      # acf test 
      xacf <- acf(y, lag.max=fq, plot = FALSE)$acf[-1, 1, 1] 
      clim <- 1.645/sqrt(length(y)) * sqrt(cumsum(c(1, 2 * xacf^2))) 
      ST[1] <- ( abs(xacf[fq]) > clim[fq] ) 
      if(is.na(ST[1])){ 
        ST[1] <- FALSE 
      } 
      # ets fitting with additive models 
      if(fq<24){ 
        etsfit <- forecast::ets(y,model="AAZ",damped=F) 
        if(etsfit$components[3]!="N"){ 
          ST[2] <- TRUE 
        }else{ 
          ST[2] <- FALSE 
        } 
      }else{ 
        etsfit <- smooth::es(y,model=c("AAA","AAN")) 
        strings <- unlist(strsplit(etsfit$model,split="")) 
        if(strings[7]!="N"){ 
          ST[2] <- TRUE 
        }else{ 
          ST[2] <- FALSE 
        } 
      } 
      # arima fitting or seasonal strength 
      decomp = stl(y,s.window="periodic") 
      y_s <- decomp$time.series[,"seasonal",drop=FALSE] 
      y_t <- decomp$time.series[,"trend",drop=FALSE] 
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      y_r <- decomp$time.series[,"remainder",drop=FALSE] 
      SoS <- max(0,1-(var(y_r,na.rm=TRUE)/var(y-y_t,na.rm=TRUE))) 
      if(SoS>0.64){ # this threshold from auto.arima 
        ST[3] <- TRUE 
      }else{ 
        ST[3] <- FALSE 
      } 
    } 
    if(length(which(ST==TRUE))>=2){ 
      s <- TRUE 
    }else{ 
      s <- FALSE 
    } 
  } 
  if(method=="ACF"){ 
    if(n<2*fq||(!fq>1)){ 
      s <- FALSE 
    }else{ 
      xacf <- acf(y, lag.max=fq, plot = FALSE)$acf[-1, 1, 1] 
      clim <- 1.645/sqrt(length(y)) * sqrt(cumsum(c(1, 2 * xacf^2))) 
      s <- ( abs(xacf[fq]) > clim[fq] ) 
      if(is.na(s)==TRUE){ 
        s <- FALSE 
      } 
    } 
  } 
  return(s) 
} 

 

 

Function for calculating aggregated series 

### Temporal aggregation ### 
tsaggt <- function(y, ALs=1:frequency(y),dropout=TRUE,AL.mean=TRUE){ 
  if(!is.ts(y)){stop("y must be a time series")} 
   
  n <- length(y) 
  fq <- frequency(y) 
  out <- vector("list") 
  y_all <- matrix(NA,nrow=n,ncol=length(ALs), 
                  dimnames = list(NULL,paste(rep("AL",length(ALs)),ALs,sep=""))) 
  for(k in ALs){ 
    c <- n%%k 
    if(dropout==FALSE){ 
      y_subset <- if(c==0) y[1:n] else c(rep(y[1],(k-c)),y[1:n]) 
      y_aggt <- if(c==0) rep(NA, n%/%k) else rep(NA,(n%/%k)+1) 
    }else{ 
      y_subset <- y[(c+1):n] 
      y_aggt <- rep(NA, n%/%k) 
    } 
    for(i in 1:length(y_aggt)){ 
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      y_aggt[i] <- if(AL.mean==TRUE) (1/k)*(sum(y_subset[(1+(i-1)*k):(i*k)])) 
      else (sum(y_subset[(1+(i-1)*k):(i*k)])) 
    } 
    if (dropout==FALSE){ 
      y_all[1:n,paste0("AL",k)] <- if(c==0) rep(y_aggt,each=k) else 
rep(y_aggt,times=c(c,rep(k,n%/%k))) 
    }else{ 
      y_all[(c+1):n,paste0("AL",k)] <- rep(y_aggt,each = k) 
    } 
    if(fq%%k==0){ 
      y_aggt <- ts(y_aggt, frequency=fq/k) 
    }else{ 
      y_aggt <- ts(y_aggt, frequency=1) 
    } 
    out[[noquote(paste0("AL",k))]] <- y_aggt 
  } 
  out$ALL <- y_all 
  return(out) 
} 

 

 

Function for BoxCox curve 

### BoxCox curve function ###  
boxcox.curve <- function(y, h=10, 
refit=NULL,lambda=NULL,method=c("loglik","guerrero","inMAE")){ 
  informat <- y 
  informat[informat!=0] <- 0 
  outformat <- forecast::naive(y,h)$mean 
  outformat[outformat!=0] <- 0  
  n <- length(y) 
  xs <- c(1:n) 
  xf <- c((n+1):(n+h)) 
  newdf <- data.frame(xs = xf) 
  if(length(method)>1){ 
    method <- "loglik" 
  } 
  if(!is.null(refit)){ 
    lambda <- refit$lambda 
    if(lambda==1){ 
      out <- refit 
      out$fitted <- as.numeric(out$coefficients[1]+out$coefficients[2]*xs)+informat 
      out$mean <- as.numeric(out$coefficients[1]+out$coefficients[2]*xf)+outformat 
    }else{ 
      out <- refit 
      fitted <- out$coefficients[1]+out$coefficients[2]*xs 
      fcs <- out$coefficients[1]+out$coefficients[2]*xf 
      out$fitted <- as.numeric(InvBoxCox(fitted,lambda=lambda))+informat 
      out$mean <- as.numeric(InvBoxCox(fcs,lambda=lambda))+outformat 
    } 
  }else{ 
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    if(is.null(lambda)){ 
      if(method=="inMAE"){ 
        optlambda <- function(x,lambda){ 
          xt <- forecast::BoxCox(x,lambda) 
          fitted <- forecast::InvBoxCox(lm(xt~c(1:length(xt)))$fitted,lambda=lambda) 
          return(mean(abs(x - fitted))) 
        } 
        lambda <- optimize(optlambda,c(0,1),x=y)$minimum 
      }else{ 
        lambda <- forecast::BoxCox.lambda(y,method=method,lower=0,upper=1) 
      } 
      y.boxcox <- forecast::BoxCox(y,lambda=lambda) 
      out <- stats::lm(y.boxcox~xs) 
      out$fitted <- as.numeric(forecast::InvBoxCox(predict(out),lambda=lambda))+informat 
      out$mean <- as.numeric(forecast::InvBoxCox(predict(out,newdf),lambda=lambda))+outformat 
    }else if(is.numeric(lambda)&lambda==1){ 
      out <- stats::lm(y~xs) 
      out$fitted <- as.numeric(stats::predict(out))+informat 
      out$mean <- as.numeric(stats::predict(out,newdf))+outformat 
    }else{ 
      y.boxcox <- forecast::BoxCox(y,lambda=lambda) 
      out <- stats::lm(y.boxcox~xs) 
      out$fitted <- as.numeric(forecast::InvBoxCox(predict(out),lambda=lambda))+informat 
      out$mean <- as.numeric(forecast::InvBoxCox(predict(out,newdf),lambda=lambda))+outformat 
    } 
  } 
  out$lambda=lambda 
  return(out) 
} 

 

 

Function for optimizing GTheta models 

### GTheta models ### 
Theta.model <- function(y, h=10, theta, lambda=NULL, trend.curve=c("boxcox","ets","arima"), 
Stest=c("multiple","ACF"),  
                        dec.method=c("classical","stl"), sea="Z", exp="A", ext="SES", bTL=NULL, 
bTL.refit=NULL,  
                        TL.refit=NULL, piadj=NULL, sadj=NULL, allow.short.trend=F, short.trend=NULL, 
positive=TRUE){ 
  #format and theta line weights 
  informat <- y 
  informat[informat!=0] <- 0 
  outformat <- forecast::naive(y,h)$mean 
  outformat[outformat!=0] <- 0  
  wTL <- (1/theta) ; wbTL <- (1-wTL) 
  if(length(trend.curve)>1){ 
    stop("Error: trend.curve must be specified") 
  } 
  if(length(Stest)>1){ 
    Stest <- "multiple" 
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  } 
  #Estimate seasonally adjusted time series 
   
  if(!is.null(sadj)){ 
    sea <- sadj$sea 
    seIn <- sadj$seIn 
    if(sea=="M"){ 
      dec_y <- y/seIn 
    }else{ 
      dec_y <- y - seIn 
    } 
    seOut <- sadj$seOut 
  }else{ 
    if(dec.method=="stl"){ 
      if(se=="Z"){ 
        ST <- S.test(y,method=Stest) 
        if(ST){sea <- "A"}else{sea <- "N"} 
      } 
      if(sea=="A"){ 
        decomp <- stl(y,s.window=7) 
        seIn <- decomp$time.series[,"seasonal",drop=FALSE] 
        dec_y <- y - seIn 
        seOut <- snaive(seIn, h = h)$mean 
      } 
      if(sea=="N"){ 
        dec_y <- y 
        seIn <- rep(0,length(y))+informat 
        seOut <- rep(0,h)+outformat 
      } 
    } 
    if(dec.method=="classical"){ 
      if(sea=="Z"){ 
        ST <- S.test(y,method=Stest) 
        if(ST){sea <- "M"}else{sea <- "N"} 
      } 
      if(sea=="A"){ 
        decomp <- decompose(y,type="additive") 
        seIn <- decomp$seasonal 
        dec_y <- y - seIn 
        seOut <- snaive(seIn, h = h)$mean 
      } 
      if(sea=="M"){ 
        decomp <- decompose(y,type="multiplicative") 
        seIn <- decomp$seasonal 
        dec_y <- y/seIn 
        seOut <- snaive(seIn, h = h)$mean 
      } 
      if(sea=="N"){ 
        dec_y <- y 
        seIn <- rep(0,length(y))+informat 
        seOut <- rep(0,h)+outformat 
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      } 
    } 
  } 
  #Estimate base theta line 
  # input preprocessed bTL to speed up computation in optimization if necessary 
  if(!is.null(bTL)){ 
    bTLmodel <- bTL 
    bTLIn <- bTLmodel$fitted 
    bTLOut <- bTLmodel$mean 
  }else{ 
    if(trend.curve=="boxcox"){ 
      if(!is.null(bTL.refit)){ 
        bTLmodel <- boxcox.curve(dec_y,h=h,refit=bTL.refit) 
      }else if(is.numeric(lambda)){ 
        bTLmodel <- boxcox.curve(dec_y,h=h,lambda=lambda) 
      }else{ 
        bTLmodel <- boxcox.curve(dec_y,h=h,method="loglik") 
      } 
      lambda <- bTLmodel$lambda 
      bTLIn <- bTLmodel$fitted 
      bTLOut <- bTLmodel$mean 
    } 
    if(trend.curve=="ets"){ 
      if(!is.null(bTL.refit)){ 
        bTLmodel <- forecast::ets(dec_y,model=bTL.refit,use.initial.values = TRUE)  
      }else{ 
        bTLmodel <- forecast::ets(dec_y,model="AZN") 
      } 
      bTLf <- forecast::forecast(bTLmodel,h=h) 
      bTLIn <- bTLf$fitted 
      bTLOut <- bTLf$mean 
    } 
    if(trend.curve=="arima"){ 
      if(!is.null(bTL.refit)){ 
        bTLmodel <- forecast::Arima(dec_y,model=bTL.refit) 
      }else{ 
        bTLmodel <- forecast::auto.arima(dec_y,seasonal=FALSE) 
      } 
      bTLf <- forecast::forecast(bTLmodel,h=h) 
      bTLIn <- bTLf$fitted 
      bTLOut <- bTLf$mean 
    } 
  } 
  # short.trend estimation 
  if(allow.short.trend==TRUE){ 
    if(h<6){short_size <- 6}else{short_size <- h} 
    if(length(dec_y)>3*short_size){ 
      if(!is.null(short.trend)){ 
        short_fit <- short.trend 
        bTLIn[(length(dec_y)-short_size+1):length(dec_y)] <- (bTLIn[(length(dec_y)-
short_size+1):length(dec_y)]+as.numeric(short_fit$fitted))/2 



212 
 

        bTLOut <- (as.numeric(bTLOut)+as.numeric(short_fit$mean))/2 + outformat 
      }else{ 
        short_fit <- boxcox.curve(tail(dec_y,short_size),h=h,lambda=1) 
        bTLIn[(length(dec_y)-short_size+1):length(dec_y)] <- (bTLIn[(length(dec_y)-
short_size+1):length(dec_y)]+as.numeric(short_fit$fitted))/2 
        bTLOut <- (as.numeric(bTLOut)+as.numeric(short_fit$mean))/2 + outformat 
      } 
    } 
  } 
  # checking negative values for M expression 
  if((exp=="M")&(any(bTLIn<0)|any(bTLOut<0))){ 
    stop("Error: parameter not suitable for multiplicative expression") 
  } 
  #Estimete Theta line (theta) 
  if(theta==Inf){ 
    TL <- dec_y 
  }else{ 
    if (exp=="M"){ 
      TL <- bTLIn * (dec_y/bTLIn)^theta 
    }else{ 
      TL <- bTLIn + theta*(dec_y - bTLIn) 
    } 
  } 
  # forecasting TL2 ETS(ANN) with mse optimization is equivalent to ses 
  if(ext=="SES"){ 
    if(!is.null(TL.refit)){ 
      TLmodel <- forecast::ets(TL,model=TL.refit,use.initial.values = TRUE) 
    }else{ 
      TLmodel <- forecast::ets(TL,model="ANN",opt.crit="mse") 
    } 
    TLf <- forecast::forecast(TLmodel,h=h) 
    TLIn <- TLf$fitted 
    TLOut <- TLf$mean 
  } 
  # checking again 
  if((exp=="M")&(any(TLIn<0)|any(TLOut<0))){ 
    stop("Error: parameter not suitable for multiplicative expression") 
  } 
  #Theta forecasts 
  if (exp=="M"){ 
    fcsIn <- ((as.numeric(TLIn)^wTL)*(as.numeric(bTLIn)^wbTL))+informat 
    fcsOut <- ((as.numeric(TLOut)^wTL)*(as.numeric(bTLOut)^wbTL))+outformat 
  }else{ 
    fcsIn <- as.numeric(TLIn*wTL)+as.numeric(bTLIn*wbTL)+informat 
    fcsOut <- as.numeric(TLOut*wTL)+as.numeric(bTLOut*wbTL)+outformat 
  } 
  # level and trend forecasts 
  level.mean <- rep(fcsOut[1],h)+outformat 
  trend.mean <- as.numeric(fcsOut) - as.numeric(level.mean)+outformat 
  # reseasonalization 
  if(sea=="A"){ 
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    fcsIn <- as.numeric(fcsIn) + as.numeric(seIn)+informat 
    fcsOut <- as.numeric(fcsOut) + as.numeric(seOut)+outformat 
  } 
  if(sea=="M"){ 
    fcsIn <- as.numeric(fcsIn) * as.numeric(seIn)+informat 
    fcsOut <- as.numeric(fcsOut) * as.numeric(seOut)+outformat 
  } 
  #Zero forecasts become positive 
  if (positive==TRUE){ 
    for (i in 1:length(fcsOut)){ 
      if (fcsOut[i]<0){ fcsOut[i] <- 0 } 
    } 
  } 
  # make sure lambda not null even if the bTL is ets or arima curve 
  lambda <- bTLmodel$lambda 
  if(is.null(lambda)){ 
    lambda <- 1 
  } 
  # calculating h-step ahead pi  
  if(is.null(piadj)){ 
    piadj <- 1 
  } 
  L95 <- as.numeric(fcsOut)-1.960*sd(as.numeric(y)-as.numeric(fcsIn))*sqrt(1+piadj*(c(1:h)-1)) 
  U95 <- as.numeric(fcsOut)+1.960*sd(as.numeric(y)-as.numeric(fcsIn))*sqrt(1+piadj*(c(1:h)-1)) 
   
  if(positive==TRUE){ 
    L95[L95<0] <- 0; U95[U95<0] <- 0 
  } 
   
  out=list(sea.fitted=seIn,sea.mean=seOut, 
           level.mean=level.mean,trend.mean=trend.mean, 
           bTL.fitted=bTLIn,bTL.mean=bTLOut, 
           TL.fitted=TLIn,TL.mean=TLOut, TL=TL, 
           bTLmodel=bTLmodel,TLmodel=TLmodel, 
           L95=L95,U95=U95,fitted=fcsIn,mean=fcsOut, 
           info=paste(sea,exp,ext,lambda, 
                       theta,trend.curve,Stest,dec.method)) 
   
  return(out) 
} 
 
GTheta.model <- function(y, h, theta=NULL, lambda=NULL, 
trend.curve=c("boxcox","ets","arima","comb"), Stest=c("multiple","ACF"), 
                         dec.method=c("classical","stl"), sea="Z", exp="Z", piadj=NULL, allow.short.trend=F, 
positive=TRUE){ 
  # format 
  informat <- y 
  informat[informat!=0] <- 0 
  outformat <- naive(y,h)$mean 
  outformat[outformat!=0] <- 0  
  if(length(trend.curve)>1){ 
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    stop("Error: trend.curve must be specified") 
  } 
  if(length(Stest)>1){ 
    Stest <- "multiple" 
  } 
  if(length(dec.method)>1){ 
    dec.method <- "classical" 
  } 
  # set piadj if necessary # 
  if(is.null(piadj)){ 
    fq <- frequency(y) 
    if(fq==1){ 
      piadj <- 12 
    }else if(fq==4){ 
      piadj <- 3 
    }else{ 
      piadj <- 1 
    } 
  } 
  # Seasonality test 
  if(sea=="Z"){ 
    ST <- S.test(y,method=Stest) 
    if(ST){ 
      if(dec.method=="stl"){ 
        sea <- "A" 
      } 
    }else{ 
      sea <- "N" 
    } 
  } 
  # optimization function 
  optfun <- function(opt,...){ 
    fitted <- Theta.model(theta=opt,...)$fitted 
    return(mean(abs(y - fitted))) 
  } 
  # modellist construction 
  # preprocessing trend curve to speed up optimization if necessary 
  modellist <- vector("list"); 
  if(sea=="A"){ 
    sadj_a <- list() 
    sadj_a$sea <- sea 
    if(dec.method=="classical"){ 
      decomp <- decompose(y,type="additive") 
      seIn <- decomp$seasonal 
    } 
    if(dec.method=="stl"){ 
      decomp <- stl(y,s.window=7) 
      seIn <- decomp$time.series[,"seasonal",drop=FALSE] 
    } 
    dec_y_a <- y - seIn 
    sadj_a$seIn <- seIn 
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    sadj_a$seOut <- snaive(seIn,h=h)$mean 
     
    if(all(dec_y_a>0)){ 
      if(exp=="M"){ 
        modellist[[1]]<-c("A","M") 
      }else if(exp=="A"){ 
        modellist[[1]]<-c("A","A") 
      }else{ 
        modellist[[1]]<-c("A","A");modellist[[2]]<-c("A","M") 
      } 
    }else{ 
      if(exp=="M"){ 
        stop("Error: multiplicative expression needs positive value") 
      }else if(exp=="A"){ 
        modellist[[1]]<-c("A","A") 
      }else{ 
        modellist[[1]]<-c("A","A") 
      } 
    } 
     
    if(trend.curve=="boxcox"){ 
      if(any(dec_y_a<=0)){ 
        lambda_a <- 1 
      }else{ 
        lambda_a <- lambda 
      } 
      if(is.numeric(lambda_a)){ 
        bTL_a <- boxcox.curve(dec_y_a,h=h,lambda=lambda_a) 
      }else{ 
        bTL_a <- boxcox.curve(dec_y_a,h=h,method="loglik") 
      } 
    } 
    if(trend.curve=="ets"){ 
      bTL_a <- forecast::ets(dec_y_a,model="AZN") 
      bTL_a$mean <- forecast::forecast(bTL_a,h=h)$mean 
    } 
    if(trend.curve=="arima"){ 
      bTL_a <- forecast::auto.arima(dec_y_a,seasonal=FALSE) 
      bTL_a$mean <- forecast::forecast(bTL_a,h=h)$mean 
    } 
    if(trend.curve=="comb"){ 
      if(any(dec_y_a<=0)){ 
        lambda_a <- 1 
      }else{ 
        lambda_a <- lambda 
      } 
      if(is.numeric(lambda_a)){ 
        boxcoxTL_a <- boxcox.curve(dec_y_a,h=h,lambda=lambda_a) 
      }else{ 
        boxcoxTL_a <- boxcox.curve(dec_y_a,h=h,method="loglik") 
      } 
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      etsTL_a <- forecast::ets(dec_y_a,model="AZN") 
      etsTL_a$mean <- forecast::forecast(etsTL_a,h=h)$mean 
       
      arimaTL_a <- forecast::auto.arima(dec_y_a,seasonal=FALSE) 
      arimaTL_a$mean <- forecast::forecast(arimaTL_a,h=h)$mean 
       
      bTL_a <- list() 
      bTL_a$lambda <- boxcoxTL_a$lambda 
      bTL_a$fitted <- 
(as.numeric(boxcoxTL_a$fitted)+as.numeric(etsTL_a$fitted)+as.numeric(arimaTL_a$fitted))/3+infor
mat 
      bTL_a$mean <- 
(as.numeric(boxcoxTL_a$mean)+as.numeric(etsTL_a$mean)+as.numeric(arimaTL_a$mean))/3+outf
ormat 
    } 
    if(allow.short.trend==TRUE){ 
      if(h<6){short_size <- 6}else{short_size <- h} 
      if(length(y)>3*short_size){ 
        short.trend_a <- boxcox.curve(tail(dec_y_a,short_size),h=h,lambda=1) 
      }else{ 
        short.trend_a <- NULL 
        allow.short.trend <- FALSE 
      } 
    }else{ 
      short.trend_a <- NULL 
    } 
  }else if(sea=="M"){ 
    sadj_m <- list() 
    sadj_m$sea <- sea 
    decomp <- decompose(y,type="multiplicative") 
    seIn <- decomp$seasonal 
    dec_y_m <- y/seIn 
    sadj_m$seIn <- seIn 
    sadj_m$seOut <- snaive(seIn,h=h)$mean 
     
    if(all(dec_y_m>0)){ 
      if(exp=="M"){ 
        modellist[[1]]<-c("M","M") 
      }else if(exp=="A"){ 
        modellist[[1]]<-c("M","A") 
      }else{ 
        modellist[[1]]<-c("M","A");modellist[[2]]<-c("M","M") 
      } 
    }else{ 
      if(exp=="M"){ 
        stop("Error: multiplicative expression needs positive value") 
      }else if(exp=="A"){ 
        modellist[[1]]<-c("M","A") 
      }else{ 
        modellist[[1]]<-c("M","A") 
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      } 
    } 
     
    if(trend.curve=="boxcox"){ 
      if(any(dec_y_m<0)){ 
        lambda_m <- 1 
      }else{ 
        lambda_m <- lambda 
      } 
      if(is.numeric(lambda_m)){ 
        bTL_m <- boxcox.curve(dec_y_m,h=h,lambda=lambda_m) 
      }else{ 
        bTL_m <- boxcox.curve(dec_y_m,h=h,method="loglik") 
      } 
    } 
    if(trend.curve=="ets"){ 
      bTL_m <- forecast::ets(dec_y_m,model="AZN") 
      bTL_m$mean <- forecast::forecast(bTL_m,h=h)$mean 
    } 
    if(trend.curve=="arima"){ 
      bTL_m <- forecast::auto.arima(dec_y_m,seasonal=FALSE) 
      bTL_m$mean <- forecast::forecast(bTL_m,h=h)$mean 
    } 
    if(trend.curve=="comb"){ 
      if(any(dec_y_m<0)){ 
        lambda_m <- 1 
      }else{ 
        lambda_m <- lambda 
      } 
      if(is.numeric(lambda_m)){ 
        boxcoxTL_m <- boxcox.curve(dec_y_m,h=h,lambda=lambda_m) 
      }else{ 
        boxcoxTL_m <- boxcox.curve(dec_y_m,h=h,method="loglik") 
      } 
       
      etsTL_m <- forecast::ets(dec_y_m,model="AZN") 
      etsTL_m$mean <- forecast::forecast(etsTL_m,h=h)$mean 
       
      arimaTL_m <- forecast::auto.arima(dec_y_m,seasonal=FALSE) 
      arimaTL_m$mean <- forecast::forecast(arimaTL_m,h=h)$mean 
       
      bTL_m <- list() 
      bTL_m$lambda <- boxcoxTL_m$lambda 
      bTL_m$fitted <- 
(as.numeric(boxcoxTL_m$fitted)+as.numeric(etsTL_m$fitted)+as.numeric(arimaTL_m$fitted))/3+in
format 
      bTL_m$mean <- 
(as.numeric(boxcoxTL_m$mean)+as.numeric(etsTL_m$mean)+as.numeric(arimaTL_m$mean))/3+o
utformat 
    } 
    if(allow.short.trend==TRUE){ 
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      if(h<6){short_size <- 6}else{short_size <- h} 
      if(length(y)>3*short_size){ 
        short.trend_m <- boxcox.curve(tail(dec_y_m,short_size),h=h,lambda=1) 
      }else{ 
        short.trend_m <- NULL 
        allow.short.trend <- FALSE 
      } 
    }else{ 
      short.trend_m <- NULL 
    } 
  }else if(sea=="N"){ 
    sadj_n <- list() 
    sadj_n$sea <- sea 
    sadj_n$seIn <- rep(0,length(y))+informat 
    sadj_n$seOut <- snaive(sadj_n$seIn,h=h)$mean 
     
    if(all(y>0)){ 
      if(exp=="M"){ 
        modellist[[1]]<-c("N","M") 
      }else if(exp=="A"){ 
        modellist[[1]]<-c("N","A") 
      }else{ 
        modellist[[1]]<-c("N","A");modellist[[2]]<-c("N","M") 
      } 
    }else{ 
      if(exp=="M"){ 
        stop("Error: multiplicative expression needs positive value") 
      }else if(exp=="A"){ 
        modellist[[1]]<-c("N","A") 
      }else{ 
        modellist[[1]]<-c("N","A") 
      } 
    } 
     
    if(trend.curve=="boxcox"){ 
      if(any(y<0)){ 
        lambda_n <- 1 
      }else{ 
        lambda_n <- lambda 
      } 
      if(is.numeric(lambda_n)){ 
        bTL_n <- boxcox.curve(y,h=h,lambda=lambda_n) 
      }else{ 
        bTL_n <- boxcox.curve(y,h=h,method="loglik") 
      } 
    } 
    if(trend.curve=="ets"){ 
      bTL_n <- forecast::ets(y,model="AZN") 
      bTL_n$mean <- forecast::forecast(bTL_n,h=h)$mean 
    } 
    if(trend.curve=="arima"){ 
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      bTL_n <- forecast::auto.arima(y,seasonal=FALSE) 
      bTL_n$mean <- forecast::forecast(bTL_n,h=h)$mean 
    } 
    if(trend.curve=="comb"){ 
      if(any(y<0)){ 
        lambda_n <- 1 
      }else{ 
        lambda_n <- lambda 
      } 
      if(is.numeric(lambda_n)){ 
        boxcoxTL_n <- boxcox.curve(y,h=h,lambda=lambda_n) 
      }else{ 
        boxcoxTL_n <- boxcox.curve(y,h=h,method="loglik") 
      } 
       
      etsTL_n <- forecast::ets(y,model="AZN") 
      etsTL_n$mean <- forecast::forecast(etsTL_n,h=h)$mean 
       
      arimaTL_n <- forecast::auto.arima(y,seasonal=FALSE) 
      arimaTL_n$mean <- forecast::forecast(arimaTL_n,h=h)$mean 
       
      bTL_n <- list() 
      bTL_n$lambda <- boxcoxTL_n$lambda 
      bTL_n$fitted <- 
(as.numeric(boxcoxTL_n$fitted)+as.numeric(etsTL_n$fitted)+as.numeric(arimaTL_n$fitted))/3+info
rmat 
      bTL_n$mean <- 
(as.numeric(boxcoxTL_n$mean)+as.numeric(etsTL_n$mean)+as.numeric(arimaTL_n$mean))/3+out
format 
    } 
    if(allow.short.trend==TRUE){ 
      if(h<6){short_size <- 6}else{short_size <- h} 
      if(length(y)>3*short_size){ 
        short.trend_n <- boxcox.curve(tail(y,short_size),h=h,lambda=1) 
      }else{ 
        short.trend_n <- NULL 
        allow.short.trend <- FALSE 
      } 
    }else{ 
      short.trend_n <- NULL 
    } 
  }else{ 
    sadj_a <- list() 
    sadj_a$sea <- "A" 
    decomp_a <- decompose(y,type="additive") 
    dec_y_a <- y - decomp_a$seasonal 
    sadj_a$seIn <- decomp_a$seasonal 
    sadj_a$seOut <- snaive(decomp_a$seasonal,h=h)$mean 
     
    sadj_m <- list() 
    sadj_m$sea <- "M" 
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    decomp_m <- decompose(y,type="multiplicative") 
    dec_y_m <- y/decomp_m$seasonal 
    sadj_m$seIn <- decomp_m$seasonal 
    sadj_m$seOut <- snaive(decomp_m$seasonal,h=h)$mean 
     
    if(all(dec_y_a>0)){ 
      if(all(dec_y_m>0)){ 
        if(exp=="M"){ 
          modellist[[1]]<-c("A","M");modellist[[2]]<-c("M","M") 
        }else if(exp=="A"){ 
          modellist[[1]]<-c("M","A");modellist[[2]]<-c("A","A") 
        }else{ 
          modellist[[1]]<-c("M","M");modellist[[2]]<-c("A","A"); 
          modellist[[3]]<-c("A","M");modellist[[4]]<-c("M","A") 
        } 
      }else{ 
        if(exp=="M"){ 
          modellist[[1]]<-c("A","M") 
        }else if(exp=="A"){ 
          modellist[[1]]<-c("M","A");modellist[[2]]<-c("A","A") 
        }else{ 
          modellist[[1]]<-c("A","A");modellist[[2]]<-c("A","M"); 
          modellist[[3]]<-c("M","A") 
        } 
      } 
    }else{ 
      if(all(dec_y_m>0)){ 
        if(exp=="M"){ 
          modellist[[1]]<-c("M","M") 
        }else if(exp=="A"){ 
          modellist[[1]]<-c("M","A");modellist[[2]]<-c("A","A") 
        }else{ 
          modellist[[1]]<-c("M","M");modellist[[2]]<-c("A","A"); 
          modellist[[3]]<-c("M","A") 
        } 
      }else{ 
        if(exp=="M"){ 
          stop("Error: multiplicative expression needs positive value") 
        }else if(exp=="A"){ 
          modellist[[1]]<-c("M","A");modellist[[2]]<-c("A","A") 
        }else{ 
          modellist[[1]]<-c("A","A");modellist[[2]]<-c("M","A") 
        } 
      } 
    } 
     
    if(trend.curve=="boxcox"){ 
      if(any(dec_y_a<0)){ 
        lambda_a <- 1 
      }else{ 
        lambda_a <- lambda 
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      } 
      if(any(dec_y_m<0)){ 
        lambda_m <- 1 
      }else{ 
        lambda_m <- lambda 
      } 
      if(is.numeric(lambda_a)){ 
        bTL_a <- boxcox.curve(dec_y_a,h=h,lambda=lambda_a) 
      }else{ 
        bTL_a <- boxcox.curve(dec_y_a,h=h,method="loglik") 
      } 
      if(is.numeric(lambda_m)){ 
        bTL_m <- boxcox.curve(dec_y_m,h=h,lambda=lambda_m) 
      }else{ 
        bTL_m <- boxcox.curve(dec_y_m,h=h,method="loglik") 
      } 
    } 
    if(trend.curve=="ets"){ 
      bTL_a <- forecast::ets(dec_y_a,model="AZN") 
      bTL_m <- forecast::ets(dec_y_m,model="AZN") 
      bTL_a$mean <- forecast::forecast(bTL_a,h=h)$mean 
      bTL_m$mean <- forecast::forecast(bTL_m,h=h)$mean 
    } 
    if(trend.curve=="arima"){ 
      bTL_a <- forecast::auto.arima(dec_y_a,seasonal=FALSE) 
      bTL_m <- forecast::auto.arima(dec_y_m,seasonal=FALSE) 
      bTL_a$mean <- forecast::forecast(bTL_a,h=h)$mean 
      bTL_m$mean <- forecast::forecast(bTL_m,h=h)$mean 
    } 
    if(trend.curve=="comb"){ 
      if(any(dec_y_a<0)){ 
        lambda_a <- 1 
      }else{ 
        lambda_a <- lambda 
      } 
      if(any(dec_y_m<0)){ 
        lambda_m <- 1 
      }else{ 
        lambda_m <- lambda 
      } 
      if(is.numeric(lambda_a)){ 
        boxcoxTL_a <- boxcox.curve(dec_y_a,h=h,lambda=lambda_a) 
      }else{ 
        boxcoxTL_a <- boxcox.curve(dec_y_a,h=h,method="loglik") 
      } 
      if(is.numeric(lambda_m)){ 
        boxcoxTL_m <- boxcox.curve(dec_y_m,h=h,lambda=lambda_m) 
      }else{ 
        boxcoxTL_m <- boxcox.curve(dec_y_m,h=h,method="loglik") 
      } 
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      etsTL_a <- forecast::ets(dec_y_a,model="AZN") 
      etsTL_m <- forecast::ets(dec_y_m,model="AZN") 
      etsTL_a$mean <- forecast::forecast(etsTL_a,h=h)$mean 
      etsTL_m$mean <- forecast::forecast(etsTL_m,h=h)$mean 
       
      arimaTL_a <- forecast::auto.arima(dec_y_a,seasonal=FALSE) 
      arimaTL_m <- forecast::auto.arima(dec_y_m,seasonal=FALSE) 
      arimaTL_a$mean <- forecast::forecast(arimaTL_a,h=h)$mean 
      arimaTL_m$mean <- forecast::forecast(arimaTL_m,h=h)$mean 
       
      bTL_a <- list() 
      bTL_a$lambda <- boxcoxTL_a$lambda 
      bTL_a$fitted <- 
(as.numeric(boxcoxTL_a$fitted)+as.numeric(etsTL_a$fitted)+as.numeric(arimaTL_a$fitted))/3+infor
mat 
      bTL_a$mean <- 
(as.numeric(boxcoxTL_a$mean)+as.numeric(etsTL_a$mean)+as.numeric(arimaTL_a$mean))/3+outf
ormat 
       
      bTL_m <- list() 
      bTL_m$lambda <- boxcoxTL_m$lambda 
      bTL_m$fitted <- 
(as.numeric(boxcoxTL_m$fitted)+as.numeric(etsTL_m$fitted)+as.numeric(arimaTL_m$fitted))/3+in
format 
      bTL_m$mean <- 
(as.numeric(boxcoxTL_m$mean)+as.numeric(etsTL_m$mean)+as.numeric(arimaTL_m$mean))/3+o
utformat 
    } 
    if(allow.short.trend==TRUE){ 
      if(h<6){short_size <- 6}else{short_size <- h} 
      if(length(y)>3*short_size){ 
        short.trend_a <- boxcox.curve(tail(dec_y_a,short_size),h=h,lambda=1) 
        short.trend_m <- boxcox.curve(tail(dec_y_m,short_size),h=h,lambda=1) 
      }else{ 
        short.trend_a <- NULL 
        short.trend_m <- NULL 
        allow.short.trend <- FALSE 
      } 
    }else{ 
      short.trend_a <- NULL 
      short.trend_m <- NULL 
    } 
  } 
  # optimizing Theta          
  # start optimization 
  errorsin <- c();models <- vector("list") 
  for(mod in 1:length(modellist)){ 
    if(modellist[[mod]][1]=="A"){bTL <- bTL_a; short.trend <- short.trend_a;sadj <- sadj_a} 
    if(modellist[[mod]][1]=="M"){bTL <- bTL_m; short.trend <- short.trend_m;sadj <- sadj_m} 
    if(modellist[[mod]][1]=="N"){bTL <- bTL_n; short.trend <- short.trend_n;sadj <- sadj_n} 
    if(is.null(theta)){ 
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      optpar <- suppressWarnings(try(optimize(optfun,c(1,3), 
                                              
y=y,h=h,lambda=lambda,trend.curve=trend.curve,Stest=Stest,dec.method=dec.method, 
                                              
sea=modellist[[mod]][1],exp=modellist[[mod]][2],ext="SES",bTL=bTL,piadj=piadj,sadj=sadj, 
                                              
allow.short.trend=allow.short.trend,short.trend=short.trend,positive=positive)$minimum,silent=TR
UE)) 
      if(class(optpar)=="try-error"){ 
        modelfit <- NULL 
      }else{ 
        modelfit <- 
try(Theta.model(y=y,h=h,theta=optpar,lambda=lambda,trend.curve=trend.curve,Stest=Stest,dec.m
ethod=dec.method, 
                                    
sea=modellist[[mod]][1],exp=modellist[[mod]][2],ext="SES",bTL=bTL,piadj=piadj,sadj=sadj, 
                                    
allow.short.trend=allow.short.trend,short.trend=short.trend,positive=positive),silent=TRUE) 
      } 
    }else{ 
      modelfit <- 
try(Theta.model(y=y,h=h,theta=theta,lambda=lambda,trend.curve=trend.curve,Stest=Stest,dec.me
thod=dec.method, 
                                  
sea=modellist[[mod]][1],exp=modellist[[mod]][2],ext="SES",bTL=bTL,piadj=piadj,sadj=sadj, 
                                  
allow.short.trend=allow.short.trend,short.trend=short.trend,positive=positive),silent=TRUE) 
      if(class(modelfit)=="try-error"){ 
        modelfit <- NULL 
      } 
    } 
    models[[mod]] <- modelfit 
    if(!is.null(modelfit)){ 
      errorsin <- c(errorsin, mean(abs(y-modelfit$fitted))) 
    }else{ 
      errorsin <- c(errorsin, Inf) 
    } 
  } 
  selected.model <- models[[which.min(errorsin)]] 
   
  sea.fitted <- selected.model$sea.fitted 
  bTL.fitted <- selected.model$bTL.fitted 
  TL.fitted <- selected.model$TL.fitted 
  sea.mean <- selected.model$sea.mean 
  bTL.mean <- selected.model$bTL.mean 
  TL.mean <- selected.model$TL.mean 
  fcs <- selected.model$mean 
  fitted <- selected.model$fitted 
  info <- selected.model$info 
  bTLmodel <- selected.model$bTLmodel 
  TLmodel <- selected.model$TLmodel 
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  L95 <- selected.model$L95 
  U95 <- selected.model$U95 
  level.mean <- selected.model$level.mean 
  trend.mean <- selected.model$trend.mean 
  out <- 
list(sea.fitted=sea.fitted,sea.mean=sea.mean,level.mean=level.mean,trend.mean=trend.mean,bTL.f
itted=bTL.fitted, 
              
bTL.mean=bTL.mean,TL.fitted=TL.fitted,TL.mean=TL.mean,bTLmodel=bTLmodel,TLmodel=TLmodel,
L95=L95,U95=U95,fitted=fitted,mean=fcs,info=info) 
  return(out) 
} 

 

 

Function for GTheta 

### Generalized Theta method ### 
 
GTheta.MTA <- function(y, h, TA.method, SAD, Stest, maxAL, theta, lambda, trend.curve, 
dec.method,  
                       sea, exp, piadj, allow.short.trend, positive){ 
  # Multiple GTheta 
  # format 
  informat <- y 
  informat[informat!=0] <- 0 
  outformat <- naive(y,h)$mean 
  outformat[outformat!=0] <- 0  
  fq <- frequency(y) 
  # external seasonal adjustment if necessary 
  if(SAD==TRUE){ 
    # seasonally adjusted 
    ST <- S.test(y,method=Stest) 
    sea <- "N" 
    if(ST){ 
      decomp <- stl(y,s.window=7) 
      seIn <- decomp$time.series[,"seasonal",drop=FALSE] 
      seOut <- snaive(seIn,h=h)$mean 
      dec_y <- y - seIn 
    }else{ 
      dec_y <- y 
      seIn <- rep(0,length(y))+informat 
      seOut <- rep(0,h)+outformat 
    } 
  }else{ 
    dec_y <- y 
    ST <- FALSE 
    seIn <- rep(0,length(y))+informat 
    seOut <- rep(0,h)+outformat 
    sea <- "Z" 
  } 
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  if(TA.method=="MAPA"){ 
    # determing the maxAL, set to fq if not given 
    if(is.null(maxAL)){ 
      maxAL <- fq 
    } 
    ALs <- 1:maxAL 
    # finding seasonal ALs and piadj 
    ALfq <- fq/ALs 
    sALs <- c();piadj_vector <- c() 
    for(q in 1:length(ALs)){ 
      if((ALfq[q]==floor(ALfq[q]))&(ALfq[q]>1)){ 
        sALs <- c(sALs,ALs[q]) 
      } 
    } 
    if(fq==1){ 
      piadj_vector <- rep(12,length(ALs)) 
      sALs <- 1 
    }else if(fq==4){ 
      piadj_vector <- 12/fq*(ALs) 
    }else if(fq==12){ 
      piadj_vector <- ALs 
    }else{ 
      piadj_vector <- rep(1,length(ALs)) 
    } 
    # saving results here 
    info_list <- rep(NA,length(ALs)) 
    season_matrix <- matrix(NA,nrow=length(ALs),ncol=h) 
    level_matrix <- matrix(NA,nrow=length(ALs),ncol=h) 
    trend_matrix <- matrix(NA,nrow=length(ALs),ncol=h) 
    L95_matrix <- matrix(NA,nrow=length(ALs),ncol=h) 
    U95_matrix <- matrix(NA,nrow=length(ALs),ncol=h) 
    # GTheta components at each TA level 
    MTA <- tsaggt(dec_y,ALs) 
    for(al in ALs){ 
      i <- which(ALs==al) 
      AL.obs <- MTA[[paste0("AL",al)]] 
      h_temp <- ceiling(h/al) 
      ALfcs <- 
GTheta.model(y=AL.obs,h=h_temp,piadj=piadj_vector[i],sea=sea,theta=theta,lambda=lambda,tren
d.curve=trend.curve, 
                            
Stest=Stest,dec.method=dec.method,exp=exp,allow.short.trend=allow.short.trend,positive=positiv
e) 
      info_list[i] <- ALfcs$info 
      AL.level <- ALfcs$level.mean 
      AL.trend <- ALfcs$trend.mean 
      if(sea=="Z"){ 
        if(strsplit(ALfcs$info,"\\s+")[[1]][1]=="M"){ 
          AL.season <- (ALfcs$sea.mean-1)*(AL.level + AL.trend) 
        }else{ 
          AL.season <- ALfcs$sea.mean 
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        } 
        if(al%in%sALs){ 
          season_matrix[i,] <- as.vector(rep(AL.season,each=al)[1:h]) 
        } 
      } 
      level_matrix[i,] <- as.vector(rep(AL.level,each=al)[1:h]) 
      trend_matrix[i,] <- as.vector(rep(AL.trend,each=al)[1:h]) 
      L95_matrix[i,] <- as.vector(rep(ALfcs$L95,each=al)[1:h]) 
      U95_matrix[i,] <- as.vector(rep(ALfcs$U95,each=al)[1:h]) 
    } 
    out <- list(seasons=season_matrix,levels=level_matrix,trends=trend_matrix, 
                
L95s=L95_matrix,U95s=U95_matrix,SI=seOut,TA.method=TA.method,ALs=ALs,sALs=sALs,SAD=SAD,
h=h,info=info_list) 
    return(out) 
  } 
  if(TA.method=="TH"){ 
    # determing the maxAL, set to fq if not given 
    if(is.null(maxAL)){ 
      maxAL <- fq 
    } 
    ALs <- maxAL/(1:maxAL)[which((maxAL/(1:maxAL))==floor((maxAL/(1:maxAL))))] 
    # finding piadj 
    piadj_vector <- c() 
    if(fq==1){ 
      piadj_vector <- rep(12,length(ALs)) 
      sALs <- 1 
    }else if(fq==4){ 
      piadj_vector <- 12/fq*(ALs) 
    }else if(fq==12){ 
      piadj_vector <- ALs 
    }else{ 
      piadj_vector <- rep(1,length(ALs)) 
    } 
    # saving results here 
    info_list <- rep(NA,length(ALs)) 
    fcs_list <- vector("list") 
    L95_list <- vector("list") 
    U95_list <- vector("list") 
    # GTheta forecasts at each TH level 
    MTA <- tsaggt(dec_y,ALs,AL.mean=FALSE) 
    for(al in ALs){ 
      i <- which(ALs==al) 
      AL.obs <- MTA[[paste0("AL",al)]] 
      h_temp <- ceiling(h/fq)*(fq/al) 
      ALfcs <- 
GTheta.model(y=AL.obs,h=h_temp,piadj=piadj_vector[i],sea=sea,theta=theta,lambda=lambda,tren
d.curve=trend.curve, 
                            
Stest=Stest,dec.method=dec.method,exp=exp,allow.short.trend=allow.short.trend,positive=positiv
e) 



227 
 

      info_list[i] <- ALfcs$info 
      fcs_list[[i]] <- ALfcs$mean 
      L95_list[[i]] <- ALfcs$L95 
      U95_list[[i]] <- ALfcs$U95 
    } 
    out <- 
list(fcss=fcs_list,L95s=L95_list,U95s=U95_list,SI=seOut,TA.method=TA.method,ALs=ALs,SAD=SAD,h
=h,info=info_list) 
    return(out) 
  } 
} 
 
GTheta.comb <- function(object,maxAL,w.org,mapa.w){ 
  # GTheta.MAPA 
  if(object$TA.method=="MAPA"){ 
    ALs <- object$ALs[object$ALs<=maxAL] 
    sALs <- object$sALs[object$sALs<=maxAL] 
    seasons <- object$seasons[sALs,,drop=FALSE] 
    levels <- object$levels[ALs,,drop=FALSE] 
    trends <- object$trends[ALs,,drop=FALSE] 
    L95s <- object$L95s[ALs,,drop=FALSE] 
    U95s <- object$U95s[ALs,,drop=FALSE] 
    L95.org <- L95s[1,] 
    U95.org <- U95s[1,] 
    if(mapa.w=="mean"){ 
      if(object$SAD==T){ 
        level.avg <- colMeans(levels) 
        trend.avg <- colMeans(trends) 
        fcs <- level.avg + trend.avg 
        fcs.org <- levels[1,] + trends[1,] 
      }else{ 
        season.avg <- colMeans(seasons) 
        level.avg <- colMeans(levels) 
        trend.avg <- colMeans(trends) 
        fcs <- level.avg + trend.avg + season.avg 
        fcs.org <- levels[1,] + trends[1,] + seasons[1,] 
      } 
      L95 <- colMeans(L95s) 
      U95 <- colMeans(U95s) 
    } 
    if(mapa.w=="weighted"){ 
      W <- (1/ALs)/sum(1/ALs) 
      sW <- (1/sALs)/sum(1/sALs) 
      if(object$SAD==T){ 
        level.avg <- colSums(levels*W) 
        trend.avg <- colSums(trends*W) 
        fcs <- level.avg + trend.avg 
        fcs.org <- levels[1,] + trends[1,] 
      }else{ 
        season.avg <- colSums(seasons*sW) 
        level.avg <- colSums(levels*W) 
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        trend.avg <- colSums(trends*W) 
        fcs <- level.avg + trend.avg + season.avg 
        fcs.org <- levels[1,] + trends[1,] + seasons[1,] 
      } 
      L95 <- colSums(L95s*W) 
      U95 <- colSums(U95s*W) 
    } 
    # more weights to the original level if necessary 
    if(!is.null(w.org)){ 
      fcs <- fcs.org*w.org + fcs*(1-w.org) 
      L95 <- L95.org*w.org + L95*(1-w.org) 
      U95 <- U95.org*w.org + U95*(1-w.org) 
    } 
    # add back seasonal components if necessary 
    if(object$SAD==T){ 
      fcs <- fcs + as.numeric(object$SI) 
      L95 <- L95 + as.numeric(object$SI) 
      U95 <- U95 + as.numeric(object$SI) 
    } 
    fcs <- as.numeric(fcs) 
    L95 <- as.numeric(L95) 
    U95 <- as.numeric(U95) 
    out <- list(L95=L95,U95=U95,mean=fcs) 
    return(out) 
  } 
  if(object$TA.method=="TH"){ 
    # GTheta.TH 
    h <- object$h 
    fcs.org <- as.numeric(object$fcss[[length(object$ALs)]])[1:h] 
    L95.org <- as.numeric(object$L95s[[length(object$ALs)]])[1:h] 
    U95.org <- as.numeric(object$U95s[[length(object$ALs)]])[1:h] 
    ALs <- maxAL/(1:maxAL)[which((maxAL/(1:maxAL))==floor((maxAL/(1:maxAL))))] 
    S <- array(0,c(sum(maxAL/ALs),maxAL)) 
    position <- 0 
    for(al in ALs){ 
      for(i in 1:(maxAL/al)){ 
        S[position+i,((i-1)*al+1):(i*al)] <- 1 
      } 
      position <- position + maxAL/al 
    } 
    fcs_matrix <- array(NA, c(sum(maxAL/ALs),ceiling(h/maxAL))) 
    L95_matrix <- array(NA, c(sum(maxAL/ALs),ceiling(h/maxAL))) 
    U95_matrix <- array(NA, c(sum(maxAL/ALs),ceiling(h/maxAL))) 
    position <- 0 
    for(al in ALs){ 
      h_temp <- ceiling(h/maxAL)*(maxAL/al) 
      fcs_matrix[(position+1):(position+maxAL/al),] <- 
object$fcss[[which(object$ALs==al)]][1:h_temp] 
      L95_matrix[(position+1):(position+maxAL/al),] <- 
object$L95s[[which(object$ALs==al)]][1:h_temp] 
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      U95_matrix[(position+1):(position+maxAL/al),] <- 
object$U95s[[which(object$ALs==al)]][1:h_temp] 
      position <- position + maxAL/al 
    } 
    rcl_weights <- diag(rowSums(S)) 
    fcs_matrix_rcl <- S %*% ginv(t(S) %*% ginv(rcl_weights) %*% S) %*% t(S) %*% 
ginv(rcl_weights) %*% fcs_matrix 
    L95_matrix_rcl <- S %*% ginv(t(S) %*% ginv(rcl_weights) %*% S) %*% t(S) %*% 
ginv(rcl_weights) %*% L95_matrix 
    U95_matrix_rcl <- S %*% ginv(t(S) %*% ginv(rcl_weights) %*% S) %*% t(S) %*% 
ginv(rcl_weights) %*% U95_matrix 
    fcs <- as.numeric(fcs_matrix_rcl[(sum(maxAL/ALs)-maxAL+1):sum(maxAL/ALs),][1:h]) 
    L95 <- as.numeric(L95_matrix_rcl[(sum(maxAL/ALs)-maxAL+1):sum(maxAL/ALs),][1:h]) 
    U95 <- as.numeric(U95_matrix_rcl[(sum(maxAL/ALs)-maxAL+1):sum(maxAL/ALs),][1:h]) 
    # more weights to the original level if necessary 
    if(!is.null(w.org)){ 
      fcs <- fcs.org*w.org + fcs*(1-w.org) 
      L95 <- L95.org*w.org + L95*(1-w.org) 
      U95 <- U95.org*w.org + U95*(1-w.org) 
    } 
    # add back seasonal components if necessary 
    if(object$SAD==T){ 
      fcs <- fcs + as.numeric(object$SI) 
      L95 <- L95 + as.numeric(object$SI) 
      U95 <- U95 + as.numeric(object$SI) 
    } 
    fcs <- as.numeric(fcs) 
    L95 <- as.numeric(L95) 
    U95 <- as.numeric(U95) 
    out <- list(L95=L95,U95=U95,mean=fcs) 
    return(out) 
  } 
} 
 
GTheta <- function(y, h, theta=NULL, lambda=NULL, trend.curve=c("boxcox","ets","arima","comb"), 
Stest=c("multiple","ACF"), 
                   dec.method=c("classical","stl"), sea="Z", exp="Z", piadj=NULL, allow.short.trend=F, 
positive=TRUE, 
                   allow.TA=FALSE, TA.method=c("MAPA","TH"), SAD=FALSE, maxAL=NULL, 
w.org=NULL,mapa.w=c("mean","weighted")){ 
  # format 
  informat <- y 
  informat[informat!=0] <- 0 
  outformat <- naive(y,h)$mean 
  outformat[outformat!=0] <- 0  
  # argument setting  
  if(length(trend.curve)>1){ 
    stop("Error: trend curve must be defined") 
  } 
  if(length(Stest)>1){ 
    Stest <- "multiple" 
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  } 
  if(length(dec.method)>1){ 
    stop("Error: decomposition method must be defined") 
  } 
  if(allow.TA==FALSE){ 
    # GTheta 
    
return(GTheta.model(y=y,h=h,theta=theta,lambda=lambda,trend.curve=trend.curve,Stest=Stest,de
c.method=dec.method,sea=sea, 
                 exp=exp,piadj=piadj,allow.short.trend=allow.short.trend,positive=positive)) 
  }else{ 
    out <- 
GTheta.MTA(y,h,TA.method=TA.method,SAD=SAD,maxAL=maxAL,Stest=Stest,theta=theta,lambda=
lambda,trend.curve=trend.curve, 
                      
dec.method=dec.method,sea=sea,exp=exp,allow.short.trend=allow.short.trend,positive=positive) 
    if(is.null(maxAL)){ 
      maxAL <- max(out$ALs) 
    } 
    comb <- GTheta.comb(object=out,maxAL=maxAL,w.org=w.org,mapa.w=mapa.w) 
    out$L95 <- comb$L95 + outformat 
    out$U95 <- comb$U95 + outformat 
    out$mean <- comb$mean + outformat 
    return(out) 
  } 
} 
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Appendix D  

 

This appendix contains additional analysis of GTheta using Comb curve with 

yearly data.  

 

 

Table D.1 Forecasting performance for GTheta(Comb) using Comb curve with yearly data. 

GTheta Yearly 

  MASE ASME MSIS 

 
Including short-

term trend? 
   

GTheta(Comb) 
N 3.086 0.249 30.446 

Y 3.041 0.249 30.237 

 

 

 

Table D.2 Percentage performance improvement of GTheta(Comb) over other GTheta 
models with yearly data 

Comparison Yearly 

 MASE ASME MSIS 

GTheta(Comb)-N 
over 

GTheta(BoxCox)-N 
-4.65% -3.32% -2.76% 

GTheta(Comb)-N 
over 

GTheta(ETS)-N 
8.26% 8.12% 8.92% 

GTheta(Comb)-N 
over 

GTheta(ARIMA)-N 
7.38% 7.78% 7.62% 

GTheta(Comb)-Y 
over 

GTheta(BoxCox)-Y 
-3.54% -3.32% -2.21% 

GTheta(Comb)-Y 
over 

GTheta(ETS)-Y 
4.46% 4.60% 3.05% 

GTheta(Comb)-Y 
over 

GTheta(ARIMA)-Y 
3.55% 3.49% 2.44% 
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Appendix E  

 

This appendix contains analysis of MCB test based on ASME and on MSIS for 

nonyearly data, and the results of MCB test performed with yearly data. 

 

Figure E.1 MCB test based on ASME for different data frequencies and in total (without yearly data). 
The gray area reflects the confidence intervals of the best method in terms of the mean ranks. The 
mean ranks (the middle dot) of the best approach and any approaches that have the overlapping 
intervals with the best are colored in red, while others that are significantly different from the best are 
with black dots. 

 

 

 

 



233 
 

 

 

 

 

Figure E.2 MCB test based on MSIS for different data frequencies and in total (without yearly data). 
The gray area reflects the confidence intervals of the best method in terms of the mean ranks. The 
mean ranks (the middle dot) of the best approach and any approaches that have the overlapping 
intervals with the best are colored in red, while others that are significantly different from the best are 
with black dots. 
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Figure E.3 MCB test based on three measures for yearly data. Y indicates GTheta with short-term trend 
curve, whereas N indicates without. The gray area reflects the confidence intervals of the best method 
in terms of the mean ranks. The mean ranks (the middle dot) of the best approach and any approaches 
that have the overlapping intervals with the best are colored in red, while others that are significantly 
different from the best are with black dots 
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Appendix F  

 

This appendix contains two tables showing how lower, medium, and higher are 

defined for the maximum aggregation levels used in the two TA approaches. 

 

 

Table F.1 Definitions of lower, medium, and higher for the maximum aggregation levels used 
in MAPA. 

 Maximum aggregation level used in MAPA 

 Lower Medium Higher 

Quarterly 2 3 4 

Monthly 2 to 4 5 to 8 9 to 12 

Weekly 2 to 18 19 to 35 36 to 52 

Daily 2 and 3 4 and 5 6 and 7 

Hourly 2 to 56 57 to 112 113 to 168 

 

 

 

Table F.2 Definitions of lower, medium, and higher for the maximum aggregation levels used 
in TH. 

 Maximum aggregation level used in TH 

 Lower Medium Higher 

Quarterly 2 Not applicable 4 

Monthly 2 and 3 4 and 6 12 

Weekly 2 and 4 13 and 26 52 

Daily Not applicable Not applicable 7 

Hourly 2, 3, 4, 6, and 7 8, 12, 14, 21, and 24 28, 42, 56, 84, and 

168 
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