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Summary

Research into human behavior and cognition has benefited greatly from use of virtual

environments and reality in recent years. These methods are particularly promising

for the study of human visual attention as they increase the ecological validity of

stimuli presentation and observer interaction while retaining a significant amount of

experimental control. This thesis aims to explore the methodological use of virtual

environments and virtual reality for the study of visual attention. This is done in two

ways. First, by making use of such methods to conduct novel visual attention studies.

Chapter 1 studies how an observers task impacts on their attentional allocation in

virtual environments. Chapter 3 presents a series of visual search experiments extended

to virtual reality viewing conditions. Chapter 4 demonstrates the role of additional

depth cues for attentional allocation in 3D environments. Second, this thesis further

presents both guidelines for the use of such methods, along with considerations of

the limitations of current virtual reality technology, and a novel toolbox for designing

and conducting visual search experiments in virtual reality. The resulting contribution

of this thesis is set of novel visual attention research along with a means for other

researcher to utilise virtual reality to better study visual attention.
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Introduction

The capability of the human visual system to find what we’re looking for or alert us

to information key for our survival is truly remarkable. Our visual system receives

approximately 109 bits of visual information (Kelly 1962) per second. Somewhere

among that information resides a representation of the keys we are searching for, or

the face of a friend in a crowd. In order to identify the face of our friend we must

select the relevant portion of the visual field and direct our attention to it. We do

this because our visual system cannot fully process all of the information it receives at

once. This, however, creates a bottleneck as the attentional system is only capable of

processing visual information at around 40 bits/s (Sziklai 1956; Zhaoping and Li 2014).

Searching through 109 bits, 40 at a time, would be incredibly slow, and yet we often

find what we are looking for within a second or two. Our visual system, therefore, can

be highly effective at selecting probable or useful target locations.

Visual attention and its deployment has been extensively studied over the past 50 years.

The study of visual attention is important for many applications and other research

areas. For example, studying visual attention can help us understand how distraction

or cognitive load may effect drivers capabilities (Strayer, Drews, and Johnston 2003;

Lee, Lee, and Ng Boyle 2007), or why expert radiologists may miss important features

in mammograms (Wolfe et al. 2021). Understanding the capabilities and limitations of

visual attention can then inform policy (e.g. regarding phone and driving laws), training

programs for critical work, or even aid the development of assistive technology.

Typically, visual attention research has been heavily rooted in traditional psychophysics.

In the visual search paradigm, for example, observers may be presented with displays

containing an array of items to search for a specific target. Their reaction times to

report the presence of a target, or its form or location, and how this depends on the

type of stimuli, the number of distracting items, or various other factors, can be highly

informative regarding the capabilities of human visual attention. These psychophysics
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methods have been highly influential, resulting in a number of well known and re-

peatable effects or paradigms such as the spatial cueing paradigm (Posner 1980), the

flanker effect (Eriksen and Eriksen 1974) and the contextual cueing effect (Chun and

Jiang 1998). The benefit of these methods is undoubted. Tightly controlled stimuli

presented with precise timing and monitoring of participant response allows for reli-

able and repeatable data collection, often needing few participants to find meaningful

results Smith and Little 2018.

However, what psychophysics methods gain in control, they often lack in ecological

validity. The viewing of 2D stimuli on a screen from a restrained head position is

unlikely to evoke the same set of natural viewing behaviors that occur in everyday life.

It has for a long time been known that the deployment of visual attention depends

on an observers task (Yarbus 1967; Land and Hayhoe 2001; Borji and Itti 2014).

Recent research has started to demonstrate the impact that the real physical world

has on the allocation of our visual attention. The semantics and context of the natural

environment can guide attentional selection (Võ and Henderson 2009; Võ and Wolfe

2012; Võ 2021) as well as the energetic demands and physical constraints of moving

through and interacting with it (Matthis, Yates, and Hayhoe 2018; Hayhoe and Matthis

2018). Results from traditional methods may therefore not generalise well, and models

of visual attention built solely on their data may fail to explain visual attention during

everyday, natural scenarios (Kingstone, Smilek, and Eastwood 2008).

Unfortunately, the study of visual attention under perfectly natural conditions can be

difficult. Uncontrolled stimuli and distraction along with inconsistent participant be-

havior can also lead to hard to interpret results or require a large number of participants

to see even a small effect. Further, the quality of collected data can suffer. Mobile eye

tracking is generally less accurate and reliable than static setups, and recording of nat-

ural stimuli through cameras does not provide a perfect record of what the participant

was seeing. A solution to these issues may be found in simulating more ecologically

valid experiences in virtual environments. Virtual environments, either presented on

screen, or in a virtual reality (VR) headset, can allow for more control compared to “in-

the-wild” study by presenting stimuli during a scripted and programmed experimental

design to ensure the right things happen at the right time. They can simultaneously

allow for the introduction of more ecologically valid experiences and interaction me-

chanics, such as navigation and obstacle avoidance. The computerised set-up of virtual

environment study also allows for more accurate and precise data collection possi-

bilities than real world study. In this way, the study of human behavior in virtual

environments sits somewhere between psychophysical on-screen experimentation and
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real-world study. This provides a useful balance between experimental control and

ecological validity. As such, virtual environments, and in particular VR, have recently

been proposed as useful tools for the study of human behavior (Bohil, Alicea, and

Biocca 2011; Parsons 2015; Scarfe and Glennerster 2015).

The benefits of studying visual attention in virtual environments has not gone unno-

ticed. Recent work has made use of the increased ecological validity by, for exam-

ple, conducting search experiments in virtual apartment rooms (Kit et al. 2014; Li

et al. 2016) or to study locomotion and its impact on attention (Hillaire et al. 2009;

Enders et al. 2021) (a detailed discussion of the state-of-the-art for VR visual atten-

tion research follows in Chapter 2). The study of attention in virtual environments is

also important regardless of its benefit to general visual attention research. Better un-

derstanding of visual attention within virtual environments is important for designing

better experiences. For example, we can use an understanding of visual attention in

VR to optimise the layout of a virtual art gallery (Alghofaili et al. 2019), for predicting

gaze behaviors (Hu et al. 2021) and dynamic gaze redirection (Grogorick et al. 2020).

It is clear that virtual environments may provide a useful methodological tool for

studying visual attention and that the results of this study will be beneficial to both

the vision science field and the field of VR research and design. The primary aim of this

thesis is to explore virtual environments and reality as a methodological tool for visual

attention research. This is done in two ways. Firstly, by providing guidance and tooling

for utilising a virtual environment methodology. Chapter 2 provides a review of recent

research utilising a VR methodology as well as a critical analysis of VRs strengths and

weaknesses for visual attention research. Chapter 3 presents a visual search toolbox for

VR, providing a means for researchers to conduct low-level visual search experiments,

but within VR along with the increased field-of-view, stereoscopic depth information,

and natural ocular-motor behavior it facilities. Secondly, we demonstrate the utility

of virtual environment methodologies by conducted several visual attention studies

making use of them. Chapter 1 explores how the task an observer has in a virtual

environment impacts on their visual attention allocation, expanding the study of task

dependent visual attention to virtual worlds and presenting a novel analysis based on

eye movement statistics and visual saliency maps. Chapter 3 contains three experiments

making use of the presented toolbox, expanding traditional visual experiments to VR

and demonstrating wide field-of-view and eccentricity effects on attention. Finally,

Chapter 4 uses VR to further study the role of depth information in guiding attention.

This chapter expands on previous work exploring depth guidance during visual search

based only on stereo disparity cues to the integration of multiple depth cues such

9



as stereo disparity, relative size and motion parallax. Together, the chapters of this

thesis demonstrate the benefit of using virtual environments to study visual attention,

provide guidance and tooling for other researchers to similarly do so, and provide a

host of useful data and results that further the field.
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Chapter 1

The Effect of Task on Visual

Attention in Interactive Virtual

Environments

The following journal formatted paper encompasses pages 14-31 of this thesis.
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Virtual environments for gaming and simulation provide dynamic and adaptive experiences, but, despite advances in multi-
sensory interfaces, these are still primarily visual experiences. To support real-time dynamic adaptation, interactive virtual
environments could implement techniques to predict and manipulate human visual attention. One promising way of devel-
oping such techniques is to base them on psychophysical observations, an approach that requires a sound understanding of
visual attention allocation. Understanding how this allocation of visual attention changes depending on a user’s task offers
clear benefits in developing these techniques and improving virtual environment design. With this aim, we investigated the
effect of task on visual attention in interactive virtual environments. We recorded fixation data from participants completing
freeview, search, and navigation tasks in three different virtual environments. We quantified visual attention differences be-
tween conditions by identifying the predictiveness of a low-level saliency model and its corresponding color, intensity, and
orientation feature-conspicuity maps, as well as measuring fixation center bias, depth, duration, and saccade amplitude. Our
results show that task does affect visual attention in virtual environments. Navigation relies more than search or freeview
on intensity conspicuity to allocate visual attention. Navigation also produces fixations that are more central, longer, and
deeper into the scenes. Further, our results suggest that it is difficult to distinguish between freeview and search tasks. These
results provide important guidance for designing virtual environments for human interaction, as well as identifying future
avenues of research for developing “attention-aware” virtual worlds.
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immersive VE interaction [1, 39]. VEs remain mostly visual experiences, and scene designers often share the
goal of photographers and film directors to guide and direct the attention of their viewers [48]. Yet, while the
allocation of human visual attention has been heavily studied in static imagery [5, 42] and video [35], it remains
relatively unstudied in VEs.

Understanding and predicting the allocation of human visual attention within VEs has the potential to enable
a range of important applications. Approaches such as level-of-detail reduction [36] and foveated rendering [50]
can reduce computational load. These approaches in combination with foveated ray-tracing [56] provide the
opportunity to create higher-quality rendered VEs with minimal impact on performance. Further, future fixation
prediction could be used for improved attentional re-direction [12] or dynamic event triggering in virtual worlds.

A promising approach to predicting and directing visual attention is to base these models on psychophysical
evidence. Early models of human vision such as the model proposed by Itti et al. [28] and more recent machine
learning methods [9] take this approach by learning from recorded fixations of real participants viewing visual
stimuli. However, visual attention entails a complex interaction between bottom-up saliency and task-dependent
feature guidance and spatial bias [60]. Hence, it makes sense to study further how the tasks that a user may
perform within a VE affect their visual attention. In doing so, we gain not just the understanding to build more
predictive models of visual attention, but also models predicting user task from visual attention [3, 10, 18, 24],
helping to realize the aim of adaptive, dynamic VEs.

With this aim, we designed a study to investigate the effect of user task on visual attention in interactive VEs.
We used fixation data as a proxy for overt visual attention and recorded fixations from participants completing
freeview, search, and navigation tasks within three different VEs. Differences between visual attention in task
conditions were quantified by computing the predictive performance of a low-level saliency map [28] and its
corresponding color, intensity, and orientation feature-conspicuity maps. Further, differences in fixations were
quantified in terms of spatial bias, duration, depth, saccade amplitude, and whether or not they were directed
towards the floor.

2 BACKGROUND
It is widely accepted that early stages of visual attention are feature-based. Models such as Feature Integration
Theory [53] process regions of a scene that are highly conspicuous with respect to a set of visual features. The
visual scene is split into a set of topographical maps, each representing a distinct visual feature. A contrasting
operation (e.g., center-surround [15]) can be conducted over the feature maps to generate a conspicuity map
for each feature channel. The conspicuity maps are then combined into a single saliency map that informs the
response or the allocation of visual attention. The capability of visual features to guide the allocation of visual
attention is often described by psychophysical visual search studies in which participants are asked to respond
to stimuli that are differentiated by one or more visual features and situated among a field of distractor stimuli
[59, 60]. If participants can efficiently locate target stimuli that differ from the distractors in a single visual feature,
then that is considered evidence for the feature’s attentional guidance capability. The set of visual features used
by the human visual system to allocate visual attention is not fully known, but it is generally accepted that color,
intensity, and orientation are among them [28, 53]. Other features also probably guide visual attention, such as
depth [41], size [46], and motion [37]. Wolfe and Horowitz provide an overview of certain, probable, possible,
and unlikely visual features to guide attention in the human visual system [60].

While it is standard to study low-level visual attention via target-distractor visual search experiments, it be-
comes difficult to extrapolate these results to more natural viewing conditions such as viewing complex imagery,
video, and day-to-day real-life visual attention. An alternative approach to these studies is to observe human al-
location of visual attention on more realistic stimuli and relate the observed data to differences in the stimuli
[57, 61]. This approach relies on the assumption that the saccade-fixation response of the human visual system,
in which the eyes quickly shift to a new location (saccade) and then linger (fixation), is a good overt proxy for
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the allocation of visual attention [42]. While it has been demonstrated that the location of covert visual attention
can be spatially separate from fixation location, studies have also demonstrated that covert visual attention is a
necessary requirement for a new fixation location [11]. This means that if a person has fixated on an area, they
must have attended to it, even if they do not for the entire duration of the fixation. Hence, using fixation data is
suitable as a proxy for the allocation of visual attention.

Early models of visual attention, such as Koch and Ullman’s [32], were based on Feature Integration The-
ory and psychophysical evidence of feature contribution to early vision. The seminal work of the Itti et al. [28]
saliency model utilised an implementation of the center-surround hypothesis [15] and color, intensity, and ori-
entation feature maps to generate multi-scale feature-conspicuity maps based on local feature contrast. These
maps were then normalized and combined to create a single saliency map of the visual field. Models such as
these have been shown to positively and accurately predict the allocation of visual attention of users viewing
static imagery [42] and have since been adapted to video with the inclusion of temporal features such as motion
and flicker [35].

The relative saliency of a region in the visual field is not the sole factor in determining whether or not it will be
fixated upon. While it has been demonstrated that scene saliency correlates with the allocation of visual attention
in some situations [30, 42], it has also been observed that other factors are much more predictive. Henderson
et al. [22] demonstrated that visual saliency plays a lesser role in the allocation of visual attention when in active
search compared to a freeview task. Henderson and Hayes further demonstrated that scene semantic properties
were a better predictor in such cases [23]. Wolfe [58] updated his Guided Search theory, a successor to Feature
Integration Theory, to include the influence of top-down factors on the allocation of visual attention. Guided
Search postulates that visual attention is the result of bottom-up scene saliency in combination with top-down
biases and modulations. It is commonly held that top-down influence works in two ways: spatial biasing [29]
and feature guidance [60]. Spatial biasing occurs when a viewer has some knowledge of the scene—that is, where
they might typically find something if they have to search for it. Top-down feature selection means that areas
of the visual field that have similar visual features to those of a search target will stand out; for example, green
items stand out when one is asked to look for something described as green. Saliency, however, has still been
shown to predict attention even in the presence of a strong task, such as search for a conjunction of features
[45]. These theories and findings indicate that visual attention is the result of a complex interaction between
bottom-up and top-down factors, producing different results in different contexts.

The task that a user has is an obvious way to impart top-down influence on visual attention. The task of a
viewer has been demonstrated to change their visual attention within a scene. Yarbus [4, 62] showed that the
gaze patterns of participants viewing a painting differed depending on whether they were freeviewing it or asked
to infer or remember facts about the scene that was depicted. Further, Land and Hayhoe qualitatively showed
that task-relevant information guided eye movements while making a sandwich or boiling the kettle [21, 34].
Gramann et al. demonstrated a tendency for participants navigating in a virtual tunnel to gaze at the central
point of the tunnel when moving forward and its outer edges when turning. Task has also been shown to alter
eye movements quantitatively. Low-level features present at fixation locations vary considerably with task [51].
Mills et al. [38] showed that task affected visual attention spatially, with saccade amplitudes being significantly
smaller in a freeview task than in memorization and search tasks. Temporally, task has been shown to change
fixation duration on particular objects [7] and in general [38], with participants fixating longer when freeviewing
than when searching.

The majority of research on human visual attention has been limited to the study of attention with static
imagery, including how task affects visual attention. With the exception of the work of Land, in which attention
was studied in the real world, the majority of visual attention research has relied on participants viewing static
images. Datasets such as MIT300 [5] and CAT2000 [30] are predominantly used to train and test new models
predicting visual attention, including state-of-the-art deep learning approaches such as MLNet [9] and DeepFix
[33]. There has been some research into visual attention in VEs. Peters and Itti [43] computed the predictive
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Fig. 1. The three virtual environments in which participants performed freeview, search, and navigation tasks. On the left
is an indoor office space. In the middle, a suburban street. On the right is a desert junkyard.

performance of a low-level saliency map, feature maps, and several other heuristics from a dataset of partici-
pants playing GameCube games. While they attempted to split the dataset and analysis in terms of “racing” and
“exploration” games, a systematic study of task within the same environment was not conducted. Hillaire et al.
studied gaze behavior of participants turning in VEs, identifying similarities with observed real-life behavior
[25]. Lee et al. [36] and Hillaire et al. [26] implemented visual attention prediction models within 3D graphics
engines, producing a prediction of where people will look in real-time. However, while these models incorporate
a mechanism for biasing prediction towards “task-relevant” objects, they do not consider the effect of task on
feature selection or spatial and temporal factors of visual attention allocation.

While there has been some success in adapting previous models to new media [27], it is not guaranteed to
work in other scenarios. Tatler et al. [52] argue that this approach of modifying the image saliency framework is
problematic and that models developed from static imagery are unlikely to generalize to other media or interac-
tion. It is therefore important to study how visual attention varies in VEs and under different tasks. This article
investigates visual attention in interactive VEs, under a set of different tasks and in different scenes.

3 METHODOLOGY

3.1 Overview
The study had a within-participants single factor design with task (Freeview, Search, or Navigation) as the pri-
mary independent variable and recorded fixations as the dependent variable. All three tasks were performed in
each scene, both to control for the effect of scene and to add variance in the VE that should make the findings
more generalizable. Participants completed five trials of each task in three different VEs (see Figures 1 and 3),
resulting in a total of 45 trials. The five different trials per scene used a different start location, along with a
different search item and end location for the search and navigation tasks respectively. This meant that exposure
to scenes was not limited to only one view point, helping to ensure any results are not biased by a particular
view. Trials were randomized across scene, task, and starting location.

For each trial, participants had to complete one of the three tasks. Participants were informed of their next
task via a black screen with text shown between trials. In the case of the Freeview task, participants were shown
“Freeview” and a top-down perspective map of the environment in which they were to be placed. This map
contained a red dot indicating the location in which they were to spawn. Participants were told prior to the
study that in the Freeview task they were to view and observe the environment at their own free will. Each
Freeview task took 30s. For the Search task, participants were shown the text “Search” and the same top-down
map of the environment with their future spawn location. They were also shown a small image of their search
target [55]. We showed participants an image of the target rather than describing it textually to prevent biasing
their attention by the language we used to describe it. For example, had we asked participants to search for
“the red sock” and “the green basketball,” we might have unwittingly biased attention towards color features
[49]. Participants were informed that in the search task they should actively seek out the object within the
environment and move towards it, ending the trial. Finally, for the Navigation task, participants were shown
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the text “Navigation” and the map containing the red dot for their spawn location, but also a green dot for their
target location. Participants were informed that during Navigation tasks they should make their way from their
spawn location to the endpoint as quickly as possible.

The role of the top-down view map before each trial was two-fold. First, it facilitated a natural navigation task
for the Navigation condition. Participants had to move from a start point to an end point indicated on their map
view of the environment. This aimed to replicate how people navigate unknown environments in the real world,
often using their phones and map apps, or GPS systems in cars. Second, the top-down map was used as a control in
all conditions to match the stimuli and information provided to participants, and also to ensure that participants
did not need to spend initial time orienting themselves within the environment. For example, in the Search task,
participants knew where they were and thus could immediately focus on searching for their target object.

3.2 Participants
There were 19 participants (12 male, 7 female) with a mean age of 21.9 (SD = 1.2). Participants were convenience-
sampled from the undergraduate population at the University of Bath. All participants were naive to the purpose
of the study, and none had seen the scenes before. All participants had normal or corrected to normal vision. All
participants provided written, informed consent for public distribution of collected data.

3.3 Apparatus
All VEs were presented to the participants using the same hardware and environmental setting. The study took
place in a quiet, secluded room with no interference and no visual or auditory distraction. Participants sat on
a standard office swivel chair with adjustable height both for comfort and to ensure that their eyes were in the
centre of the screen. Participants viewed the VEs on a 23” (20.05 inches × 11.28 inches) monitor with a 60Hz
refresh rate and 5ms typical response time. A chin rest was used to ensure the participant’s head was central to
the screen and their eyes remained 60cm from the screen. This setup resulted in a horizontal viewing angle of
46.0◦ and a vertical viewing angle of 26.9◦. Participants interacted with the VEs via mouse and keyboard, placed
in front of them on the same desk as the monitor. A Tobii TX300 eye tracker was integrated with the monitor
and used to record participants’ gaze position at 300Hz.

3.4 Materials
To ensure that any task differences were not unique to the scene in which they were performed, we developed
three different VEs for the experiment to take place in. Virtual Junkyard, Street, and Office environments were
created using a wide variety of 3D assets that were consistent in style and appropriate to the scene in which they
were placed. The scenes were rendered in real-time using the Unity3D game engine. Participants viewed the
scene from a first-person perspective, controlling the yaw and pitch of their camera with the mouse, and their
camera position using the W, A, S, and D keys to move forwards, left, backwards, and right, respectively. This is
a typical interaction mechanism used within first-person VEs, common in PC games and simulation experiences.

The scene assets were selected such that the scenes contained a variety of visual stimuli. Assets varied sub-
stantially in color, texture, intensity, size, and orientation of placement. This variety in visual stimuli serves an
important purpose. First, the wide variety of assets mimics what one would see in real scenes, meaning that vi-
sual attention is less likely to be biased by the limited selection of objects in a typically bare experimental scene,
and the results should therefore be more generalizable to visual attention in interactive VEs such as games and
training environments. Secondly, by including objects that vary in many different visual features, we reduce the
risk of biasing attention to any one feature. Further, scene assets were consistent in style and appropriate to
the scene in which they were placed. This was to avoid attention being biased towards certain objects simply
because they were unusual for the context.

All three environments were also relatively cluttered, with a lot of small and larger objects scattered through-
out the scenes. The Office scene, for example, featured several desks in the middle of the room, all covered in
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office equipment and books. The Junkyard scene contained scattered industrial equipment and disused house-
hold appliances on the floor. In the Freeview task, we wanted participants to have a variety of competing stimuli
for them to look at, keeping them engaged and exploring. For the Search task, we also wanted a variety of com-
peting stimuli to make the search harder, ensuring that participants were actively searching during the majority
of the task. If the search was too easy, then participants would easily find the object and simply navigate towards
it, effectively making the Search task another version of the Navigation task. Finally, for the Navigation task, we
wanted participants to need to actively navigate and avoid obstacles to prevent the task from being too easy.

3.5 Procedure
Participants were briefed and signed a consent form prior to taking part in the study. To get used to the keyboard
and mouse controls, participants were given up to 5 minutes to explore a simple scene that shared no assets with
the test environments. Participants were then told what they had to do for each of the three tasks, and that
the trials would transition with them being informed of their task and any relevant information prior to the
scene loading. When participants were ready to start the study they placed their chin on the chin rest. A five-
point calibration process was used to calibrate the eye tracker, the experimental software was launched, and the
participant was given control of the mouse and keyboard.

3.6 Data Analysis
The Tobii TX300 eye tracker recorded participant gaze points at 300Hz. To classify these gaze points into fixa-
tions, we used Tobii Studio’s I-VT fixation classifier [40], with adjacent gaze recordings with a velocity under
30 deg./s being classified as fixations, and adjacent fixations within 0.5 degrees and 75ms being combined. Fixa-
tions of duration less than 60ms were discarded. This process resulted in 56,193 fixations across all participants
and trials, defined in terms of X and Y screen pixel coordinates and fixation duration.

During the study, participant camera position and angles were saved every frame, allowing us to re-render
everything they observed without recording the screen during the experiment. We matched camera positions
and rotations to fixation data and saved rendered image frames corresponding to each fixation. For each image
frame, we computed a saliency map using an implementation of the saliency model proposed by Itti et al. [28]
and implemented by Harel et al. [19, 20] in their saliency toolbox. This saliency model computes a saliency map
via combination of three feature-conspicuity channels: color, intensity, and orientation. We generated these
corresponding feature-conspicuity maps for each fixation frame prior to them being combined into the final
saliency map. Figure 2 shows example maps. In this model, all feature conspicuities are computed using an imple-
mentation of the center-surround hypothesis in which the input image is repeatedly sub-sampled and blurred to
several levels of input from fine to coarse detail. Feature maps are then generated for each feature and each level,
and the difference operation between coarse and fine levels ultimately produces a single map for each feature
channel representing multi-scale conspicuity. In this model, color conspicuity is produced from two sub-features:
red-green color opponency and blue-yellow color opponency. Intensity feature maps are generated by taking the
average of red, green, and blue color channels of the input images. Orientation conspicuity is generated from four
different sub-orientation features, computed via convolving Gabor filters representing 0, 45, 90, and 135 degrees
with the input images. By outputting feature-conspicuity maps separately, we are able to quantify the predictive
performance of them separately, and thus potentially identify any difference in feature reliance between tasks.

To quantify the performance of saliency and feature maps, and thus quantify the reliance of participants on
saliency and feature information to allocate their visual attention, we produce Normalized Scanpath Saliency
(NSS) [6, 44] scores for each map. NSS measures the activation assigned to a fixation i on a saliency (or feature)
map S that has been normalized to have zero mean unit standard deviation:

NSS (i ) =
S (i ) − μ (S )

σ (S )
.
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Fig. 2. An example frame from the the Junkyard VE along with a participant’s fixation location, the generated saliency map,
and color, intensity, and orientation-conspicuity maps.

We compute the NSS score of all 56,193 fixations and their corresponding saliency maps and feature-
conspicuity maps. In practice, we group these NSS scores by participant, task, and scene, averaging fixation
within a participant to produce a mean NSS (MNSS) score for each participant in each potential condition. A
score of zero indicates that there is no correlation between the map and fixation, a positive score indicates posi-
tive correlation (good performance), and a negative score indicates negative correlation (poor performance).
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Fig. 3. Top-down orthographic perspectives of the three scenes. On the left is an indoor office space. In the middle, a suburban
street. On the right is a desert junkyard. The green and red dots indicate example start and end points, respectively, for the
Navigation condition.

To further analyse the allocation of visual attention depending on task, we also studied spatial and temporal
aspects of the fixations themselves. Fixation duration was provided by the eyetracker software, and we compared
fixation durations between tasks. When outputting image frames from the Unity Game Engine, we also raycasted
fixations from the camera position into the scene and recorded the distance from camera to the point of collision.
This allowed us to study how depth of fixation varies with task. Further, we outputted the asset name of the object
with which the ray collided, identifying which objects participants were fixating on at any given time. Consistent
semantic labels between scenes were hard to identify, but one labelling that was consistent and potentially useful
for understanding navigation was determining if a fixation was a “floor” or “not floor” fixation. This labelling
allowed us to determine the percentage of fixations spent looking at the floor. Finally, for each fixation, we also
computed a measure of “saccade amplitude” [2] by calculating the Euclidean distance between each fixation and
the previous one. Saccade amplitude has been shown to vary with task [7], and so we computed this measure to
study its variability in tasks within VEs.

To analyse differences between tasks with respect to these measures of visual attention, we ran a set of anal-
ysis of variance (ANOVA) tests. We grouped all fixations by task and averaged measures by participant. One-
way ANOVAs indicated the overall effect of task on these measures, and we ran further post hoc t-tests with
Bonferroni-corrected p-values for comparison of specific tasks.

4 RESULTS

4.1 Saliency and Feature Reliance
Figure 4 shows the MNSS for Saliency, Color, Intensity, and Orientation maps. Saliency MNSS scores for Freeview,
Search, and Navigation tasks were 0.9059, 0.8340, and 0.8878 respectively. There were no statistically significant
differences between task means as determined by one-way ANOVA (F(2,54)= 0.974, p= 0.3842). Post hoc analyses
using a Bonferroni correction found that Freeview produced significantly higher Saliency MNSS scores than the
Search condition (t = 3.852, p = 0.0037), albeit with a small effect size. The Navigation task did not produce
significantly different results from Freeview (t = −1.657, p = 0.3444) or Search (t = 0.554, p = 1).

For the Color feature, there were no statistically significant differences between task means as determined
by one-way ANOVA (F(2,54) = 2.455, p = 0.0953), however, post hoc analysis showed that Freeview produced
significantly higher MNSS scores than Search (t = 4.549, p = 0.0007) and Navigation (t = 3.754, p = 0.004). Search
and Navigation were not significantly different (t = 1.753, p = 0.2897).

For the Intensity feature, there was a statistically significant difference between task means as determined by
one-way ANOVA (F(2,54) = 18.155, p < 0.0001). Navigation task produced the highest MNSS scores, significantly
higher than Search (t = −6.204, p < 0.0001) but not Freeview (t = 2.251, p = 0.062). The Search condition produced
the second-highest Intensity MNSS scores, significantly higher than Freeview (t = 6.420, p < 0.0001).

Finally, for the Orientation feature, there was no statistically significant difference between task means as
determined by one-way ANOVA (F(2,54)= 1.213, p= 0.305). Post hoc analysis found that the Navigation condition
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Fig. 4. Mean NSS results for Saliency, Color, Intensity, and Orientation maps. Fixation NSS scores for each map were grouped
by task and participants, with the height of the bars representing the average participant’s MNSS score. Error bars represent
the 95% confidence interval.

Fig. 5. Kernel Density Estimate graphs of fixation X and Y coordinates in the Freeview, Search, and Navigation task respec-
tively. The intersection of the lines represents the center point of the visual field (screen).

produced significantly smaller MNSS scores than Search (t = 2.892, p = 0.0292) but not Freeview (t = 2.421, p =
0.079). Freeview and Search conditions did not produce significantly different Orientation results (t = −0.920,
p = 1).

4.2 Spatial and Temporal Bias of Fixations
Figure 5 shows Kernel Density Estimate plots of fixations split between Freeview, Search, and Navigation tasks
with screen center lines of X= 960 and Y= 540 plotted for reference. Areas of darker blue represent higher density
areas of fixation. Visual inspection identifies a strong center bias for fixations in all conditions. The KDE plots
suggest a slight bias towards the upper visual field for the Freeview and Search tasks, while the Navigation task
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produces more central results. This is confirmed by participant mean fixation Y coordinates for the Navigation
task (543) being significantly larger than Freeview (516) (t = −4.106, p = 0.0019) and Search (501) (t = 5.063,
p = 0.0002). Regarding the X coordinates, Freeview produced a mean value of 972, Search a value of 946, and
Navigation a value of 970. There was no significant difference between tasks as determined by one-way ANOVA
(F(2,54) = 2.136, p = 0.1279). Further, fixations for the Navigation task seem to have a smaller spread, and thus are
more consistent in their central bias. This is validated by computing the determinant of the co-variance matrices
for fixation X and Y coordinates for each participant in each condition and averaging across participants as a
measure for dispersion. Search produced the highest co-variance matrix determinant (1485932204), Freeview
the second-highest (1307289078), and Navigation the least (1087900569). Navigation dispersion was significantly
lower than Search (t = 3.063, p = 0.0201), but not Freeview (t = 1.924, p = 0.2108). Freeview and Search dispersion
were, however, significantly different (t = 2.737, p = 0.0406).

Further regarding the spatial allocation of fixations, we labelled objects that fixations landed on as either
“floor” or “not floor”. We observed a significant difference between tasks in percentage of fixations allocated
towards the floor as determined by one-way ANOVA (F(2,54) = 10.706, p = 0.0001). Freeview produced the least
mean percentage of fixations towards the floor with 26.3%, followed by Search with 34.3%, and Navigation with
42.2%. Percentages were significantly different between all conditions (p < 0.0001).

We also computed the mean saccade amplitude, measured in terms of the Euclidean distance in pixels between
each fixation and the previous one, for each task. A one-way ANOVA (F(2,54) = 4.589, p = 0.0144) identified a
significant effect of task on saccade amplitude. The mean saccade amplitude was lowest for the Navigation task
at 189 pixels, which was significantly smaller than the mean saccade amplitude of Freeview with 203 pixels (t =
2.661, p = 0.0476). Search produced the highest mean saccade amplitude of 219 pixels, significantly higher than
Navigation (t = −3.900, p = 0.0031) and Freeview (t = −3.556, p = 0.0067).

The depth of each fixation was also calculated. A one-way ANOVA (F(2,54) = 48.175, p < 0.0001) identified
a significant effect of task on fixation depth. The mean distance of fixation into the scene was smallest for
the Freeview task (9.67m), second for the Search task (10.61m) and highest for the Navigation task (15.54m).
Navigation mean fixation depth was significantly higher than both Freeview and Search (p < 0.0001). While
Search and Freeview fixation depths were close together, Search depths were significantly deeper into the scene
(t = 3.557, p = 0.0067).

We also compared the fixation duration between tasks. A one-way ANOVA (F(2,54)= 4.298, p= 0.0185) showed
a significant effect of task on fixation duration. Post hoc analysis identified that the mean duration of fixations in
Freeview (226ms) and Search (219ms) were not significantly different (t= 1.379, p= 0.5511). Navigation, however,
produced the highest mean fixation duration of 269ms, significantly higher than both Freeview and Search (p <
0.0001).

4.3 Interactions with Scene
A two-way ANOVA was conducted to study the effect of task and scene on fixation duration. The significant
effect of task on fixation duration was confirmed when fixations were grouped by task and scene (F(2,168) =
10.595, p < 0.0001). The main effect for scene, however, was not significant (F(2,168) = 1.365, p = 0.2582). There
was no significant interaction effect between task and scene (F(4,168) = 0.181, p = 0.9481).

A two-way ANOVA produced similar results for the effect of task and scene on saccade amplitude. There was
a significant main effect of task (F(2,168) = 10.873, p < 0.0001) but not of scene (F(2,168) = 0.605, p = 0.5474).
There was no significant interaction effect between task and scene (F(4,168) = 1.765, p = 0.1384).

All effects on depth of fixation were significant. The main effect of task produced an F ratio of F(2,168) =
58.093476, p < 0.0001. The main effect of scene produced an F ratio of F(2,168) = 417.149, p < 0.0001. The inter-
action of task and scene produced an F ratio of F(4,168) = 332.578, p < 0.001. We ran a further two-way ANOVA
in which each fixation depth was normalized by the maximum observed fixation distance within the scene in
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which it occurred. This normalisation produced the same highly significant main effects (p < 0.0001), however,
did not find a significant interaction effect (F(4,168) = 2.419, p = 0.051).

Finally, regarding fixations being classified as fixating on the floor or not, all effects were significant. Task
produced a significant main effect (F(2,168) = 25.454, p < 0.0001). Scene also produced a significant main effect
(F(2,168) = 12.335, p < 0.0001). There was a significant interaction effect between task and scene (F(4,168) = 3.120,
p = 0.0166).

4.4 Effect of Participant Gaming Experience
To identify whether participant competency with the input modality used in this study produced any effect
on participant viewing behaviour, we analysed the variance of attention measures with respect to self-reported
gaming experience. The mean reported gaming experience was 3.05 (SD = 1.12) out of 5. In general, we observed
no significant effect of gaming experience on the attention metrics used above. A one-way ANOVA identified
no significant effect of self-reported gaming experience on Saliency MNSS (F(4, 14) = 2.964, p = 0.0575), fixation
duration (F(4, 14) = 1.042, p = 0.4204), saccade amplitude (F(4, 14) = 1.428, p = 0.2761), and floor fixations (F(4,
14) = 2.249, p = 0.1158).

5 DISCUSSION

5.1 Saliency and Feature Conspiciuty in the Allocation of Visual Attention
To investigate the reliance of human visual attention allocation on saliency and feature-conspicuity information
depending on task, we computed the MNSS score for Freeview, Search, and Navigation tasks. All tasks pro-
duced positive MNSS scores, indicating a positive reliance on saliency information to allocate visual attention
in all tasks. Perhaps unexpectedly, however, there was little to no significant difference of saliency MNSS scores
between tasks. While Freeview produced the highest MNSS score, Navigation second, and Search last, the only
significant difference was between Search and Freeview. Higher MNSS scores for Freeview than for Search makes
intuitive sense. The absence of an explicit task in the Freeview condition could reduce top-down influence on the
bottom-up processing of visual information, thus increasing reliance on saliency. Search producing the lowest
MNSS scores could also have been expected. As participants were required to look for a specific object that they
had been shown, it could be expected that Search would produce the largest top-down influence on attention,
since participants were seeking specific image features that matched their search target. The lack of a statis-
tically observable difference between Navigation and Freeview could be explained by the fact that navigation
induces top-down influence in a less-specific way than search, requiring participants to follow a navigable path
and avoid obstacles. In this case, directing attention to salient changes in peripheral vision could be used as a
mechanism for staying on path.

A possible explanation for the small differences in saliency MNSS scores between tasks is that task may affect
visual attention by biasing it towards certain feature conspicuities. It is possible that the overall saliency reliance
as computed by the Itti et al. [28] saliency map MNSS scores could remain relatively constant; that is, if certain
feature-conspicuity channels predict attention more, then other channels predict it less. The feature-conspicuity
results, as seen in Figure 4, provide an example of this. Navigation and Freeview saliency MNSS scores are
not significantly different, yet Navigation produced significantly smaller color and orientation MNSS scores but
significantly higher-intensity MNSS scores. As the saliency map is a normalized combination of normalized color,
intensity, and orientation-conspicuity maps, this feature reliance variance between tasks should contribute to
the small difference in saliency reliance.

The variance in feature-conspicuity MNSS scores further indicates that different tasks produce different rela-
tive reliance on feature channels for the allocation of visual attention in VEs. This result is interesting for several
reasons. It suggests a possible adaptation of the Itti et al. [28] model in which feature channel contribution to
the final saliency map is weighted by the expected influence of each feature, similar to the approach taken by
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Zhao and Koch [63]. While altering the model in this way would make it no longer a pure model of saliency, it
would improve its ability to predict the allocation of human visual attention.

Some of the results make intuitive sense, while others are less obviously explainable. The relatively smaller
reliance of the navigation task on orientation conspicuity to allocate visual attention initially seems unintuitive.
It could be reasoned that orientation reliance should be higher than in other tasks, due to significant orientation
changes correlating with object features such as edges and ledges. These are things that a navigating human
definitely needs to be aware of in order to avoid them. However, it has been suggested that obstacle fixation is not
required for navigation and obstacle avoidance, with people being capable of effectively navigating while mostly
keeping potential obstacles within their peripheral vision [13]. Further, we observed that the navigation task
seems to rely less on color conspicuity than other tasks. Lack of attention to color conspicuity is understandable
due to all three scenes containing a variety of assets with different, but natural, coloring. Color conspicuity,
therefore, would correlate less with pathways and obstacles, reducing its usefulness for successful navigation.
The navigation task also relied relatively more on intensity conspicuity than the other tasks. To the best of our
knowledge, this result has not been previously published. Why intensity information predicts attention in a
navigation task better than in other tasks remains unknown, but it is an interesting result and potentially useful
for the applications of understanding feature reliance variability discussed above.

5.2 Task Produces a Spatial and Temporal Bias on Fixation Allocation
Our results demonstrated a significant impact of task on spatial and temporal aspects of fixation. In short, nav-
igating participants fixated more centrally, for longer, and deeper into the VEs. Shifts between their fixations
were smaller, and they spent more time looking at the floor than when completing other tasks. In general, these
measures show smaller effects between the Freeview and Search tasks or, in the case of fixation duration, no
significant difference. These results demonstrate that, with regards to the spatial and temporal aspects, naviga-
tion tasks produce a more targeted and focused allocation of attention. This result is consonant with previous
work on visual attention that demonstrated an object bias depending on whether participants were navigating
towards or avoiding certain objects [47] and a bias of attention towards the central path [16].

Our analysis of the spatial distribution of fixations identified several key differences between tasks. Navigation
fixations were more centrally biased. The mean fixation location was closer to the center of the visual field,
and fixations were less dispersed than in other tasks. The increased center bias for fixation in the Navigation
condition may be influenced by the interaction mechanism. The first-person mouse and keyboard interaction
meant that, when moving forward, the camera would move parallel to the floor plane in the direction of the
camera’s yaw vector, so participants moved in the direction that their “virtual head” was pointing. As participants
were navigating, likely focusing on goal locations, they may have been relying on head movements and centering
their goal, locating within the center of the screen instead of fixating towards the edges of their visual field. The
higher dispersion of attention for the Freeview and Search tasks also makes sense. Freeviewing participants had
no extrinsic goal and would conceivably use more of the visual field to explore and find interesting things to
observe. Nonetheless, center bias has been observed in freeviewing visual attention datatsets [54], and so we
would still expect to observe it here. For the Search task, participants received no prior information about the
places that the object might reside. It is possible that participants explored more of their visual field to search
areas that contained features matching those of their target object.

Complementing the center bias results are our findings on how saccade amplitude varies between tasks. Nav-
igating participants shift their fixation points the least, followed by freeviewing participants and searching par-
ticipants. These results correspond to the center biases in each task. Navigating participants are more centrally
fixated, and so it would be expected that the distance from one fixation to the next would be smaller. Searching
participants were exploring their visual field the most, thus leading to bigger shifts of attention. Further, navi-
gating participants fixated significantly deeper into the scenes, and the duration of these fixations was signifi-
cantly longer. These results in tandem demonstrate a very different viewing strategy used by participants during

ACM Transactions on Applied Perception, Vol. 16, No. 3, Article 17. Publication date: September 2019.



The Effect of Task on Visual Attention in Interactive Virtual Environments • 17:13

Navigation than during other tasks, to fixate towards a far central landmark. Similar viewing strategies have been
observed previously. For example, participants navigating a virtual tunnel gazed mostly towards the centroid of
the tunnel [16]. Coupled with the longer and deeper fixations, the observation that navigating participants looked
more at the floor than in other tasks suggests that they may have been fixating on their goal location, or distant
intermediate waypoints, to navigate. Stated simply, our results suggest that navigating participants look where
they are going. This is not unexpected; however, what is important is that this viewing strategy for navigation is
observable and distinguishable from the viewing strategies of other tasks. The implication is that, for the devel-
opment of visual attention models, biasing predictions towards distant floor regions in the center of the visual
field may improve predictive performance when the user is navigating.

5.3 Generalizability of Attention Measures
Our results have demonstrated effects of task on several measures of human visual attention. Our initial analy-
sis grouped fixations by task, disregarding the effect of scene. By combining fixations from different scenes, we
introduced variance into our dataset. The fact that we still see significant results indicates that there is a consis-
tent and strong effect of task on visual attention across scenes, supporting our belief that these results may be
generalized to dynamic VEs.

Fixation duration and saccade amplitude generalized extremely well, demonstrating only a main effect of task
with no significant main effect of scene and no interaction effect. This suggests that variance in these measures
is dependent only on what the user is doing and not on where they are doing it. Both of these measures have
been shown to vary with task when viewing static imagery [7, 38]; however, to the best of our knowledge the
effect of task on these measures has not previously been demonstrated for tasks performed within dynamic
three-dimensional environments. Further, identifying that these measures are affected by task independently of
where that task takes place is extremely useful. These measures can thus be considered good indicators of what
task a person is performing, and therefore good features for models attempting to identify user task from visual
attention [17].

Some measures did show a main effect for scene and an interaction effect. Depth of fixation showed effects of
task and scene and an interaction effect between the two. A reason for this is that different scenes had different
levels of depth. The road scene extended much further and was more spread out than the office scene. If partici-
pants were looking at objects in the scene, or their goal locations, then deeper fixations would occur in a larger
scene. Normalizing the fixations by the maximum observed fixation within each scene confirmed this. The main
effects were still present, as scene size will still affect fixation depth, but the interaction effect was removed.
This indicates that depth of fixation is dependent on the user’s task and where they are performing that task,
but that the relative effect of task does not change with scene provided you control for scene size. Similarly, we
identified a main effect of scene on the amount of fixation directed towards the floor. Again, this is explained
by some scenes having more floor space and less clutter than others. Nonetheless, the main effect of task was
still present, again indicating this feature’s usefulness in terms of predicting attention (i.e., biasing predictions
towards floor regions when navigating) or identifying user task from visual attention data.

5.4 Limitations and Further Work
There are a couple of potential limitations to this study to be addressed in future work. In our experimental
design, we ensured that all participants viewed the scenes while using a chin rest, restricting natural head move-
ments of participants in our study. There were several benefits to this approach, including increased quality of
eye-tracking data and ensuring that all participants viewed the VEs with the same visual angles. However, sev-
eral works have demonstrated head-gaze movement interactions under natural viewing conditions [8, 31]. The
restriction of head movements may have affected human visual behavior in this study; for example, increasing
center bias of fixations. The reported findings, however, still hold validity. First, participants used the chin rest
in all conditions, meaning the observed impact of task on visual attention is still meaningful. Secondly, the setup
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we utilized for this study meant that all screen regions could be comfortably fixated on without the need for a
head movement. The screen covered a horizontal viewing angle of 46.0◦ and a vertical viewing angle of 26.9◦,
well below the 80◦ human limit for saccade without head movement [14].

Our choice of input modality also impacts the interpretation of these results. Mouse and keyboard controls are
a common input modality for VEs yet nonetheless impose an unnatural layer of interaction that is not present
during natural body and head-movement based interaction interaction with real-world environments. Our choice
of input modality was dictated by the size of environments and tasks we expected participants to carry out. A
mouse and keyboard offers finer and more fluid control of camera angle than joysticks on a controller. A head-
mounted display VR setup would have allowed for more natural head and body movement, but it would have
limited the large navigable size of the environments needed for the navigation and search tasks. We hypothesize
that many gaze behaviors carry over from natural viewing to VE viewing regardless of input modality. By having
our participants use a chin rest, we enforced head movement via mouse movement, meaning that the movements
altering visual field afforded to the participants, and the degrees-of-freedom of those movements, remained close
to real life.

Regardless of the natural validity of mouse and keyboard controls, there are also implications of input modal-
ity on visual behavior specifically within VEs. It is possible that those with more experience with the input
modality would have more control and thus exhibit different visual behavior. However, all participants received
a training period ensuring they were comfortable with the controls and had a basic level of competency. Further,
we identified no significant effect of previous gaming experience on visual attention measures, indicating that
participants who were more likely to have large amounts of experience with the input modality did not bias our
results. It is still possible, however, that the input modality biased visual attention measures on the whole. For
example, perhaps the central bias in our results is larger than in natural viewing conditions. If this were the case,
it could be due to participants being more likely to reorient their visual field by making a virtual head move-
ment (i.e., mouse movement) than by fixating towards the edges of the visual field. Further work is required to
identify the impact of input modality on both visual attention allocation and gaze-head movement interaction.
We propose a future study in which visual display medium and input modality are decoupled; for example, by
having participants view VEs on screen with mouse controls, in an HMD with head-movement controls, and in
an HMD with mouse controls.

Further work is also needed in studying visual attention with respect to the myriad other visual features that
can draw attention. For example, within this study, motion features were not considered, as there was no move-
ment within the scenes themselves. Any motion present was only an artifact of perspective change, and thus
akin to optic flow, which has been identified as probably not being a guiding attribute of human visual attention
[60]. Nonetheless, studying visual attention in scenes with external motion present is an obvious progression.
Other features known to guide attention were not included in this study. However, the visual representation of
conspicuity with respect to these features are not always as obvious as color, intensity, and orientation. Substan-
tial further research is required to identify how best to compute and represent the full set of visual features that
may affect the allocation of human visual attention.

Finally, we conducted this study over three scenes to increase the generalizability of our results to visual
attention in virtual environments in general. We did, however, observe significant differences in some attention
measures with respect to scene. To keep this work focused on task, we did not study the effect of scene too deeply.
Future work could focus on identifying how scene changes affect human visual attention. This would most likely
require substantial new experimentation to de-confound semantic changes from visual feature changes between
scenes.

5.5 Conclusions
In this article, we have presented a study of human visual attention in VEs and how it varies with user task.
To the best of our knowledge, we have presented the first results indicating that three tasks—Freeview, Search,
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and Navigation—produce a significant effect on participant viewing behavior across different VEs. The effect of
task is particularly apparent in several measures of human visual attention when participants are navigating,
indicating their usefulness for predicting users’ visual attention, with potential for dynamically adapting games
and simulations. Further, our results contribute to the relatively small but growing literature on human visual
attention in VEs. Current state-of-the-art models of visual attention with static imagery [9] and VEs [26] do
not take account of the user’s task. Our findings that task significantly affects the allocation of visual attention
suggest that more consideration should be given to task to build better, more predictive models of visual attention
in dynamic VEs.
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Inter-chapter commentary

The previous paper demonstrated the important role that an observer’s task has the

the allocation of their visual attention. In most cases, the spatial and temporal statis-

tics of fixation selection were significantly different depending on whether observers

were freely viewing the scenes, searching through them, or navigating towards an end

point. Of course, the impact of task on attentional allocation has been well studied,

so these results are not unexpected. However, it was important to discover that such

results replicated well for tasks completed in virtual environments. In the case of nav-

igation, participants displayed several visual behaviors reminiscent of natural human

locomotion, such as glancing at the end point and the floor (Winter et al. 2021). These

results suggest that the virtual environments, while not perfect recreations of reality,

were capable of evoking somewhat naturalistic and task specific behavior. This makes

a strong argument for the use of such a methodology, particularly when considering

the increased quality of data collection, including the ability to save out image frames

to produce salience maps and cast fixation points into the virtual scene to calculate

fixation distance.

Nonetheless, the set-up used within this paper was not as ecologically valid as it could

be. In particular, presenting virtual worlds on a screen from a chin rested position

means that eye-head coordination behavior is not natural and must instead occur

through coordination with the hands by moving the mouse to change the view of the

virtual camera. Further, an on-screen setup reduces the effort required for motor move-

ment, and previous research has shown that energetic efficiency and motor demands

impact on attention deployment (Hayhoe and Matthis 2018). Modern VR technology

goes some way to resolving this issue. The presentation of virtual environments via

a head mounted display (HMD) provides the capability of natural head movement as

well as stereoscopic depth perception from the binocular display setup. Importantly,

it provides these benefits to ecological validity while retaining the control and data

collection capabilities use within the previous study.
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The following chapter therefore explores the use of virtual reality technology as a

methodological tool within visual attention research. We start by outlining the strengths

of VR devices for presenting more ecologically valid stimuli while retaining control, data

collection capabilities, and providing interesting possibilities for experimental design.

We then review research from the past decade making use of a VR methodology to

study visual attention and discuss how the results from such experiments are progress-

ing the field. Finally, the limitations of VR technology are explored, providing a set of

guidelines and considerations when deciding whether or not to use a VR methodology.
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Chapter 2

Vision in the HoloDeck: Is

virtual reality the future of visual

attention research?

34



 

Last update: Feb 2019 

Appendix 6B: Statement of Authorship 

 

This declaration concerns the article entitled: 

Vision in the HoloDeck: Is virtual reality the future of visual attention research? 

 
 

Publication status (tick one) 

Draft manuscript X  Submitted  In review  Accepted  Published   

 

Publication 
details 
(reference) 

N/A 
 

Copyright status (tick the appropriate statement) 

I hold the copyright for this material X 
Copyright is retained by the publisher, but I have 

been given permission to replicate the material here 
  

 

Candidate’s 
contribution to 
the paper 
(provide 
details, and 
also indicate 
as a 
percentage) 

The candidate considerably contributed to and predominantly executed the 
 
Formulation of ideas: 
 
Project was formulated my me, but in constant discussion with my supervisory team 
(90%) 
 
 
Design of methodology: 
 
N/A 
 
 
Experimental work: 
 
N/A 
 
 
Presentation of data in journal format: 
 
The paper was written up for presentation by myself, with feedback from the 
supervisory team (90%) 
 
 
 
 

Statement 
from 
Candidate 

This paper reports on original research I conducted during the period of my Higher 
Degree by Research candidature.  

 
Signed 
  

 
   Date 

27/09/2021 

 



1 Introduction

For decades, the primary method of visual attention research has been to present tightly

controlled visual stimuli in the form of images to sighted individuals. Their responses,

such as involuntary eye movements, or reaction-time for target detection, give us clues

about behaviour and processing capabilities of the human visual system. For example,

in traditional visual search experiments participants will search for an abstract target

feature embedded among a set of distractors. The relationship between search times

and the number of elements in the display determines search efficiency and provides

evidence for the capability of a visual feature to guide attention. This method has

been highly successful in identifying which visual features can guide attention (Wolfe

and Horowitz 2004). Yet, it is unclear how well results of such methods generalise to

attention in everyday visual experience.

While the visual attention field has been built on the presentation of abstract pictorial

stimuli, most real-world visual experience occurs in natural and structured environ-

ments. More recent work has looked to expand the methods of the field by utilising

images of natural environments as stimuli. For example, the visual search paradigm

can be conducted with photographs of real-world scenes, such as apartments and of-

fices (Wolfe et al. 2011). The use of more natural stimuli has demonstrated the role

of scene in guiding attention (Wolfe and Horowitz 2017). Undoubtedly, the structure

of an environment, its context, and the relationship between its contents change our

attention and search behaviour within it (Võ, Boettcher, and Draschkow 2019). How-

ever, such methods still rely on pictorial representations of environments and some

researchers have begun to question the generalisability of these methods to real-world

visual experience (Kingstone, Smilek, and Eastwood 2008; Tatler et al. 2011).

In reality, our visual experience is not constrained to viewing a series of flat photographs

one after another on a screen. Instead, we have to move our heads and our bodies.

We move through our environments, interacting with objects and avoiding obstacles.

When searching for our keys in our apartment, a series of complex gaze behaviours may

be executed to facilitate our locomotion towards possible storage places (Hollands,

Patla, and Vickers 2002; Matthis, Yates, and Hayhoe 2018). Avoiding walking into

the coffee table also places demands on our attention. Pictorial based visual attention

research therefore may be missing many factors that modulate and alter our attentional

allocation during everyday life.

It stands to reason, therefore, that we should be studying vision and attention in

the real-world. More recent research has been exploring this methodology (Matthis,
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Yates, and Hayhoe 2018; Kothari et al. 2020), however, real-world vision study is not

without its limitations. Motion and eye tracking technology is often lacking in outdoor

scenarios. Lack of experimental control is also a problem. Inconsistencies such as

changing in outdoor lighting, timing of natural stimuli and external distractors add to

the confounds in these studies. Until recently, visual attention research has therefore

consisted of a trade-off between the experimental control and rigor afforded by screen-

based lab studies and the ecological validity of in-the-wild experimentation.

To further study vision and attention, it seems that what we require is the ecological

validity afforded by real-world, non-laboratory based, experimentation but with the

control and rigor we aim for in traditional psychophysics studies. The HoloDeck from

Star Trek would be perfect for this; photorealistic stimuli presentation, natural viewing

interaction and locomotion, perfect tracking and recording of participant behaviours,

and precise timing and repeatability. This technology does not yet exist, but Virtual

Reality (VR) technology is getting ever closer to this ideal. In VR, users visually

experience a 3D virtual environment through a head mounted display (HMD). Modern

HMDs allow for the user to navigate through the environment as they would in real-life.

On the face of it, it appears that virtual reality provides increased ecological validity

compared to on-screen study, while retaining a significant amount of experimental

control when compared to “in-the-wild” experimentation.

VR has already been proposed for use within the psychological and neurosciences for

its increased ecological validity and significant experimental control (Bohil, Alicea, and

Biocca 2011; Parsons 2015; Scarfe and Glennerster 2015). In fact, VR is already being

used to facilitate novel vision and attention research. In this article we explore the

suitability of VR to support visual attention research. First we provide an overview of

the key strengths of VR for visual attention research and compare it to on-screen and

”in-the-wild” methods. Second we review recent research making use of VR to study

visual attention. Here we show that VR is already being successfully used to further

visual attention research. Finally, we address some of the limitations associated with

current generation VR headsets and discuss whether or not these pose a problem to

conducting research in VR.

2 Why use VR for visual attention research?

The use of VR for visual attention research has been gaining traction in recent years.

The visual attention field is turning towards study under more ecological conditions.

This is in part due to recent findings that the “equation of attention” may be changed
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Figure 2-1: How VR technologies compare with screen-based and real-life based ex-
perimental methods with respect to the ecological validity and experimental control it
affords. The extra red zone around VR indicates variability depending on experimen-
tal design and technology choices. In general, VR offers more ecological validity than
screen-based methods and more experimental control than real-life experiments.

under such conditions when considering the impact of memory, uncertainty, reward, and

energetic cost on visual attention (Hayhoe and Matthis 2018). More study of visual

attention under ecological condition is required to truly understand these impacts and

trade-offs. VR may offer a way forward in that regard.

Figure 1 describes where VR methods might be positioned in the space of ecological

validity versus experimental control. In general, traditional psychophysics study and
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Figure 2-2: This plot shows how several stimulus presentation mediums might compare
in terms of two aspects of ecological validity: visual realism, and realism of interac-
tions. Visual realism refers to the quality of the visual content and cues received by
the observers visual system. Interaction realism refers to how much the visual expe-
rience facilitates natural visual interaction behaviors, such as head movement. The
red zone indicates possible variability depending on implementation choices for exper-
iments using a rendered VR setup, the most commonly used in behavioral research so
far.

real-world experimentation occupy opposite sides of this space. The presentation of

stimuli on a digital display is highly controlled and repeatable, but often lacks ecolog-

ical validity. On the other hand, data collected in real world environments is highly

representative of natural experience, but is hard to control. VR appears to occupy a
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middle ground between these two methods of experimentation. VR does not offer a

perfect recreation of reality, but in many ways it offers a better one than an on-screen

laboratory study, and retains significant experimental control that is hard to achieve

in the real-world. In Figure 1 the highlighted zone around VR represents the possible

variability of the ecological validity and experimental control it affords. Rarely do VR

methods result in less ecological validity than screen-based methods, or less control

than real-life experiments. As VR technology improves, it is plausible for it to move

towards occupying a space in the top-right of this graph. Here, our method is fully

controlled, and a highly real experience.

We consider two aspects of ecological validity. Stimuli can be more or less representative

of what we see in the real world. Abstract stimuli such as luminance flashes or gabor

patches are not very ecologically valid in this regard. Photographs are more represen-

tative of natural visual content, and stereo-photo pairs viewed through a haploscope

are even more so due to stereoscopic depth cues. The quality of participant interac-

tion and experience is another factor of ecological validity. Stereo-photo pairs might

appear quite visually real, but the visual experience is not if the head is restrained.

Figure 2 compares several stimuli presentation methods with regards to realism of vi-

sual cues and interaction. Here, Rendered VR and 360-photography encompass VR

methods. The zone around Rendered VR describes potential variability depending on

implementation. Modern graphics engines can present anything from abstract stimuli

to photorealistic renders. Similarly, interaction techniques in VR can range from head

movement only, to hand tracking and object interaction with haptic feedback.

The rest of this section breaks down the main reasons to use virtual reality for future

visual attention research. We split these reasons into five categories. First is the

ecological validity interaction. We posit that VR improves on the quality head, body

and hand interaction compared to traditional laboratory study. Second is the ecological

validity of vision. Here we argue for the benefit of increased depth perception and

“natural” scene presentation through rendering or 360-degree photo capture. Third is

experimental control. We argue for the benefit of simulated environments to improve

timing and stimulus presentation along the headsets ability to remove the participant

from the distracting real world during study. Fourth, we discuss the benefits of VR

compared to real-world study for data collection, particularly regarding eye and head

tracking data. Finally, we argue that virtual reality offers a multitude of benefits for

experimental design, increasing the methodological space in which we can study visual

attention. We do not claim that virtual reality is the best in all categories. Instead,

we suggest that the capability of virtual reality experimentation in all these categories
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combined makes it a worthwhile consideration for much of visual attention research.

2.1 Ecologically valid visual cues

For visual cues, ecological validity refers to how well visual information received during

experimentation matches the visual information that would be received during a real-

life scenario. Clearly, stimuli presented in the physical real-world instead of on a screen

or in VR, are the most valid. However, stimuli presentation in this way is not always

feasible. Presenting stimuli on digital displays has therefore become the default method

of visual attention and perception research. Can VR offer a tangible benefit compared

to this?

Compared to flat monitor or CRT display, VR can display more accurate depth cues

such as stereoscopic disparity and motion parallax. Depth cues are well known to be

a guiding feature of attention (Nakayama and Silverman 1986; Wolfe and Horowitz

2004). They may also play an important role in the learning of spatial information

and the use of that information to guide attention. For example, repeated stereoscopic

visual search displays lead to a contextual cueing effect in 3D scenes (Zhao et al. 2017).

When studying attention in natural scenes, it may therefore be important to include

depth information in order to increase the generalisability of results to the real-world.

VR also makes it easier to present wide field-of-view content. The majority of vision

studies utilise displays that occupy a relatively small portion of central visual field.

Many modern VR headsets, however, can display content over 100-degrees of horizontal

visual field. This makes VR well suited for the study of peripheral vision and its role

in attentional allocation. Firstly, for more holistic studies of visual attention, such

navigational studies, the inclusion of more peripheral cues can aid our understanding

of how peripheral vision is relied upon. Secondly, the wide field-of-view allows for direct

study of eccentricity effects, which are known to impact on visual search performance

and attentional allocation (Carrasco et al. 1995). In VR, eccentric stimuli can be

presented more easily and at larger eccentricities than have commonly been used in

prior research (e.g. the central 10-15 degrees).

By combining depth cues and a wide field-of-view, VR can present more realistic 3D

environments. Environments can either be rendered in a game engine such as Unity

(Unity Technologies) or UnrealEngine (Epic Games), or 360-degree photography and

video can be shown. Captured scenes allow for the presentation of real spaces (e.g.,

outdoor space (Sitzmann et al. 2018) or the lab room (Abd-Alhamid et al. 2019)).

Modern graphics engines have the capability of presenting highly realistic rendered
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environments while allowing the researcher flexibility in terms of scene design and

objects placement. Using VR to study attention in more natural environments, such

as an apartment room (Li et al. 2016; Li et al. 2018), or while navigating environments

with obstacles and distractions (Drewes, Feder, and Einhäuser 2021), could prove useful

for developing general models of visual attention.

VR is not unique in its ability to present depth cues, wide field-of-view content, or

natural environments. Haploscopes are used for research into stereoscopic vision, large

projector systems and wrap-around displays are suitable for peripheral vision study, and

any monitor can display rendered 3D environments. VR however does provide access

to all these attributes of an ecologically valid visual experience in a single package and

can present these cues simultaneously. Sometimes, these factors are best studies in

isolation. However, when studying interaction effects, or gathering more ecological and

holistic data, VR methods may be especially powerful.

2.2 Ecologically valid interaction

VR allows for an egocentric viewpoint of the world. That is, the retinal image received

by an observer updates with respect to their head movements very similarly to how

it does under natural viewing conditions. Other than real life experimentation, other

visual presentation methods do not offer such ecological viewing conditions. Section

3 highlights two important points in this regard. Firstly, VR and real-life ocular-

mechanic behaviours are comparable. This means that the use of virtual reality does

not obviously confound natural head-gaze interaction behaviour. Secondly, the ener-

getic constraints of natural head-gaze interaction appear to impact on visual attention

behaviour. Removing such mechanics from our visual attention research may limit the

generalisability of results to the real-world. VR does not constrain the users viewing of

a scene. By allowing movement with six degrees-of-freedom (DoF) VR facilitates both

the study of eye-head-body movement interaction and does not limit visual attention

research by removing the effects of eye-head-body movement.

The study of visual attention during locomotion can also benefit by using a VR method-

ology. Previous work has made use of non-immersive virtual environments to study

attention during locomotion (Hillaire et al. 2011; Hadnett-Hunter et al. 2019). However,

effective locomotion has been demonstrated to rely on complex gaze-head behaviours

that vary with the demands and energetic constraints imposed by the terrain (Matthis,

Yates, and Hayhoe 2018; Hayhoe and Matthis 2018; Panfili, Matthis, and Hayhoe 2019).

On-screen studies are unlikely to fully capture this dynamic visual behaviour and so it

is important to study it under more ecological conditions. Modern VR headsets (e.g.
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Oculus Quest 2 (Facebook Reality Labs)) allow for a fully untethered experience with

“inside-out” tracking. This means that navigation throughout a virtual environment

is not constrained by a data cable or a limited tracking area. As such, provided a large

enough space, VR facilitates locomotion throughout large scale virtual environments.

We also allocate our visual attention in order to directly interact with the world through

touch. Visual attention is required for grasping (Hesse and Deubel 2011) and tar-

get interception (Mrotek and Soechting 2007) with the hands. Eye, head and hand

movements have been studied during natural tasks (Pelz, Hayhoe, and Loeber 2001),

demonstrating a visual guidance of hand movements, but with task specific hand-eye

coordination. We should therefore aim to include naturalistic hand interaction within

our study of visual attention. VR technologies provide several options for integrating

hand tracking. HMDs such as the HTC Vive and Oculus Rift come with graspable con-

trollers, allowing users to pick up and manipulate 3D objects. Headsets with an “inside-

out” camera tracking system have started implementing vision-based hand tracking,

allowing for individual finger motion and more precise hand-object interaction (e.g.

moving and object with your little finger only). Finally, pairing VR experiments with

haptic gloves such as can facilitate highly realistic object interaction and feedback.

2.3 Experimental control

While conducting experiments “in-the-wild” might be best for ecological validity, there

are significant drawbacks in terms of experimental control due to distractions and vari-

ability. Say we wished to study attentional allocation during locomotion of populated

environments. We could collect data of our subjects walking through the university

corridors (Kothari et al. 2020). However, it is difficult to control the variables of the

environment. Different people may walk past the subject, car alarms may distract

attention or even the changing lighting throughout the day may change object appear-

ances enough to affect attention. Reduced control of stimuli and distractors resulting in

inter-subject variability therefore adds significant difficulties to interpreting the results

of these experiments.

VR experimentation offers a solution to improving experimental control while main-

taining much of the ecological validity of real-world experiments. Presentation of a

simulated or recorded environment in VR ensures all participants are exposed to the

same stimuli. Factors such as scene lighting can be kept static and unwanted noise dis-

tractions can be limited in the same way they might for any laboratory study. Game

engines are capable of precise timing and thus the presentation of stimuli to the stan-

dards we expect from psychophysical experiments (Wiesing, Fink, and Weidner 2020).
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Considering the university corridor navigation example above, within simulated VR

experimentation is possible to ensure that the same person in a red t-shirt walks in

front of participant at the same location of the scene, or that the fire alarm sounds

at precisely the moment they go to reach for the door handle. This level of control

in ecological setting is hard to achieve in the real-world and opens the door to very

exciting avenues of research within the visual attention field.

2.4 Data and recording

Technical limitations of tracking, sensing and recording hardware are another limitation

of real-world data collection. The Gaze-In-Wild dataset contains head tracking data

recorded via a 6-axis inertial measurement unit (IMU) (Kothari et al. 2020). While

capable of estimating pose at 100Hz, head tracking accuracy was limited to about 7

degrees as data was prone to error due to sensor drift meaning that recordings were

best when kept short. VR experimentation is less likely to suffer from data quality

issues. The HTC Vive for example can track the head pose at 120Hz with an accuracy

of 0.5 degrees (Ikbal, Ramadoss, and Zoppi 2020). The eye tracking capabilities of

real-world and HMD based eye tracking systems are generally comparable. However,

as these systems record “gaze-in-head” angles, the superior head tracking afforded by

VR HMDs provides more accurate data about where participants were looking within

the 3D scene. VR experimentation allows us to create the experience of the real-world

while retaining the data collection capabilities of in-laboratory testing.

Real-world gaze studies may make use of cameras to record point-of-view video, how-

ever due to camera limitations this is an imperfect representation of what the subject

was seeing. The use of a graphics engine to render stimuli along with the tracking

or recording of head-pose effectively provides a compressed storage of all stimuli pre-

sented to user throughout their VR experience. Provided head-poses were recorded, the

graphics engines used to present a virtual environment during a study can determin-

istically re-render every frame that a subject saw. As machine learning and computer

vision methods become more utilised within neuroscience and human behaviour fields,

this level of visual data recording becomes more and more useful. Accurate models of

predicting visual attention can be trained of such data for example (Hu et al. 2021).

Another benefit to using rendered environments for visual attention study is the wealth

of information available from the graphics engine. Along with image frames, a graphics

engine out output depth maps, stereo disparity maps, motion vectors (i.e. for optic

flow), surface normals, object segmentation masks, and researcher defined Area-of-

Interest masks. With eye tracking data it is possible to raycast gaze vectors into the
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scene and compute their intersection with 3D geometry, providing gaze depth and

location in 3D space. Defining gaze in 3D space, rather than visual angles with respect

to fixed screen, could provide more robust fixation classification (Llanes-Jurado et

al. 2020) and thus visual attention analysis.

2.5 Experimental design

VR increases the possibilities of experimental design. Much of this stems from the

previous factors we have discussed. For example, the stereo display setup facilitates

study of depth perception (Plewan and Rinkenauer 2018, 2020, 2021), and the ability

to present rendered 3D environments allows for study of attention in more natural

environments. Some of these factors can be studied under real-life viewing conditions,

but VR setups can make it easier to rapidly present these sorts of stimuli or repeat-

edly have participants complete tasks in these environments. For example, VR allows

the researcher to successively place the participant in many different virtual locations

without leaving the lab or requiring the researcher to move anything around.

The digital nature of VR experimentation also allows for the control and manipulation

of stimuli that would otherwise be difficult in real-world settings. For example, using

gaze contingent rendering to restrict the participant to a central only or peripheral

only view can aid research into the relative function of different parts of the visual field

(David, Beitner, and Võ 2020; David, Beitner, and Võ 2021). Or, gradually desaturat-

ing the far periphery can allow study of colour perception at large eccentricities during

natural viewing conditions (Cohen, Botch, and Robertson 2020). Scripted scenarios

in 3D environments are also promising for studying visual behaviour throughout dy-

namic and changing environments (Jicol et al. 2021). VR is also particularly suited to

research into dynamic scenarios through gamification, which may increase motivation

and engagement among participants (Lumsden et al. 2016). Finally, VR facilitates the

presentation of “impossible scenarios”, such as placing participants in non-euclidean

environments (Muryy and Glennerster 2021). This capability of VR is starting to be

used within health care, for example by placing users in an icy environment to relieve

burn pain (Maani et al. 2011), or during exposure therapy where exposing participants

to the real stimuli would be unfeasible or unsafe (Gottlieb et al. 2021).

3 Visual attention in virtual reality

The capabilities of the human visual system are truly remarkable. Every second our

retina is bombarded with photons providing us with approximately 109 bits of visual
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information (Kelly 1962). Somewhere among all that information resides a represen-

tation of the keys we are searching for, or the face of a friend in a crowd. In order to

identify the face of our friend we must attend to it within the visual field. However,

our attentional processes create a bottleneck, only capable of processing visual infor-

mation at around 40 bits/s (Sziklai 1956; Zhaoping and Li 2014). Searching through

this information at such a rate would be incredibly slow, and yet we often find what we

are looking for within a second or two. Our visual system, therefore, must be highly

effective at selecting probable or useful target locations.

This selection is most overt when it results in a gaze shift, or saccade, towards the

selected area. Centering the selected area on retina allows later visual processes such

as objects recognition to rely on the improved optical and visual sampling properties

of the fovea. However, not all attentional shifts result in eye movements. We can

also attend covertly, independent of eye position (Von Helmholtz 1896). Akin to gain

control, covert attention may result in an increased weighting towards relevant sensory

information streams, resulting in improved processing capabilities without foveation

(Carrasco 2011). Nonetheless, attentional deployment is a requirement for gaze shifts

to occur (Deubel and Schneider 1996). As such, gaze position recorded via eye tracking,

can be used as good proxy for attention (Parkhurst, Law, and Niebur 2002).

Several factors guide the allocation of attention regardless of whether it manifests

overtly or covertly. The human visual system is capable of efficiently processing several

features such as colour, motion, orientation, and more (Wolfe and Horowitz 2004,

2017). Attention can be guided by bottom-up processes, in which attention is drawn

to areas that substantially differ from their surroundings with respect to these visual

features. This means that our attention is often drawn to salient stimuli, such as sudden

movement or highly contrasting colours.

Fortunately, visual attention is not allocated in a purely bottom-up manner, otherwise

the flashing images on our TV would consistently prevent us from finding our keys.

Top-down feature guidance plays an important role in attentional allocation. The

same features that guide bottom-up attention can be used to narrow down potential

targets based on our goals. For example, if searching for a red ball, areas of the visual

field containing red colour can be prioritised for search. Importantly, attention can be

guided by several features at once (Egeth, Virzi, and Garbart 1984). When searching

for the red ball, the conjunction of colour “red” and shape “ball” may be used together

to narrow down potential target candidates.

Wolfe’s seminal Guided Search 2.0 (Wolfe 1994) models the dichotomy between bottom-
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up and top-down attentional allocation during visual search. The updated Guided

Search 6.0 includes several other guiding factors of attention. Attention can also be

guided by prior history, target value (e.g. rewards), and properties of the scene being

searched (Wolfe 2021). It is worth noting however that attention facilitates more than

just visual search. In real world settings our attention is allocated in order to facilitate

our behaviour and interaction within the world at large. For example, significant

attentional demands are imparted by motor skills (Song 2019) and decision making

(Krajbich 2019). Clearly, attention allocation processes are complex, and are guided

by many factors depending on context and goals of the viewer.

In a recent special edition on attention and perception in ‘Current Opinion in Psychol-

ogy’, the editors noted that recent theories posit a large set of influential information

sources on attentional allocation. They identified that a major challenge of future

work in the field will be to understand how these sources of information integrate dur-

ing natural behaviour in real-world environments (Geng, Leber, and Shomstein 2019).

We believe that VR may provide increased methodological options to address these

future challenges. Those already adopting VR into their methodological toolbox ap-

pear to agree. We have identified 27 vision research papers utilising a VR methodology

within the past 10 years. 23 of them state reasons relating to ecological validity for

using VR, and 13 of them mention suitable levels of experimental control.

The rest of this section is dedicated to reviewing recent visual attention literature that

makes use of VR methodologies. This section does not provide a complete discussion

of every aspect of visual attention. Instead, we focus on areas that are of particular

interest, notably aspects relating to ecological validity of perception and interaction,

as well as areas that have received significant recent uptick in VR methodology usage.

In general, each following subsection discusses an aspect of visual attention and the

similarities and differences compared to on-screen pictorial or in-the-wild experimental

results.

3.1 Gaze mechanics

When studying visual attention, we often focus on overt attention and its associated

gaze shifts. The physical nature of gaze shifts means that the deployment of overt

attention is restricted by the constraints of interaction between the eyes and the body.

Gaze shifts are achieved by coordinated eye, head and torso movements. The eyes

rotate within the head, the head rotates relative to the torso, and the torso turns

within the world (Land 2004). Eye, head and torso contribution to gaze shifts are

variable. Typically, small gaze shifts under 20 degrees require only eye movement, and
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the eye rarely rotates beyond 30 degrees (Land and Tatler 2009). Generally, the larger

the gaze shift the more head rotation will contribute to the shift (Saeb, Weber, and

Triesch 2011), either as a single eye-head saccadic motion, or as a stepped saccadic

motion with relatively smooth head movement (Land 2004).

In virtual reality people can move their eyes, head and torso similarly to natural viewing

conditions. However, the viewing conditions of virtual reality do not exactly match

natural conditions. We could therefore reasonably expect some differences in typical

gaze behaviour caused by wearing a head mounted display. For virtual reality to be

useful research tool we need to know if gaze mechanics in virtual reality are comparable

to natural viewing conditions.

Sidenmark and Gellersen (Sidenmark and Gellersen 2019) conducted a study on gaze

shifts in VR. They prompted participants to shift their gaze while seated or while

standing to various eccentricities within and beyond their initial field-of-view. As in

the real world, small gaze shifts were mostly facilitated by eye movement and large shifts

demonstrated more head and torso movement. Typical eye rotations with respect to

head position were very similar to previous literature. They also identified a similar

interparticipant variability in propensity for head movement (Fuller 1992). Using a

more natural viewing task, Bischof et al. (2020) collected data of participants freely

exploring panoramic landscapes in virtual reality. They similarly identified a strong

eye-head coordination. Again, most eye movement occurred within 30 degrees of head

position, eye movements mostly preceded head movements, and there were significant

individual differences in propensity for head movement. Taken all together, these results

indicate a general comparability of virtual reality viewing behaviours to previous real-

world studies.

Some small differences between virtual reality and real-life gaze mechanics are likely to

exist. Pfeil et al. (2018) identified that VR viewing conditions may result in more head

supported gaze shifts and argue that this is likely due to factors such as headset weight

and field-of-view. However, gaze mechanics are nonetheless generally comparable, and

the similarity is likely suitable for a significant amount of visual attention research.

3.2 Bottom-up guidance of attention

The Posner cueing paradigm (Posner 1980) is a well-established experimental method

for studying visual attention. Targets are presented within a limited set of locations

and these locations are cued prior to presentation. Cues can be exogenous or endoge-

nous. Exogenous cues are where the cue is spatially co-located with the possible target
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location, such as a luminous flash. Endogenous cues provide information about the tar-

get’s whereabouts, such as an arrow pointing towards its location. The general result

of the Posner cueing paradigm is that exogenous cues result in an unavoidable draw, or

distraction, of attention. Therefore, reaction times for target location are faster when

cued correctly and slower when cued incorrectly. This result demonstrates the reflexive

nature of bottom-up attentional guidance.

We would expect such behaviour to continue within virtual reality. After all, the human

visual system still needs to be able to alert us to sudden potential threats within our

environment. Soret et al. (2019) replicated the Posner cueing paradigm in a VR setting.

Participants tasked with finding the next ingredient for a sandwich stood in front of a

table split into four quadrants, each with covered food container. With their hands in a

neutral position and fixation in the center of the table, a container was cued either with

illumination (exogenous) or an arrow (endogenous). After cueing, a red circle target

appeared over the container with the next ingredient. Reaction time measures were

the time from target appearance to removing hands from resting position, and until

grasping the target container lid. Exogenous cues resulted in a significant cue validity

effect, while endogenous cues did not.

We may see differences in bottom-up attentional guidance in virtual reality due to the

presentation of a different set of visual features and cues compared to on-screen se-

tups. For example, increased cues to depth in virtual reality may facilitate a stronger

bottom-up guidance by them. Indeed, models of saliency generally predict fixation loca-

tions better when including depth information for participants viewing rendered virtual

reality environments (Albayrak et al. 2019). Features stemming from interocular dif-

ferences, such as binocular rivalry and luster can also guide attention (Zou et al. 2017).

The inclusion of these features in virtual reality may facilitate differing bottom-up

guidance behaviours compared to monocular on-screen setups. However, there is little

work studying these potential differences, and further research is required.

Could it be that bottom-up guidance has less influence on attentional allocation within

virtual reality? While bottom-up guidance of attention is often discussed as being

reflexive, or unavoidable, it may be better to think of it as being more transient,

with its influence being relative to other guiding factors (Donk and Van Zoest 2008;

Wolfe 2021). That is, bottom-up guidance can be very strong, but in the presence of

strong top-down guidance it may be overridden and ignored. Bottom-up guidance could

therefore be reduced if virtual reality viewing conditions promote a stronger top-down

influence on attention.
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Saliency models, such as that posed by Koch and Itti (Itti, Koch, and Niebur 1998),

can provide a means to studying reliance on bottom-up processing to guide attention.

Saliency models often predict fixation locations during the viewing of static imagery

(Judd, Durand, and Torralba 2012). It has also been demonstrated that bottom-up

saliency model predictions can correlate with fixations in screen based virtual envi-

ronment exploration (Peters and Itti 2008; Hillaire et al. 2011; Hadnett-Hunter et

al. 2019). Further, several studies have demonstrated that saliency continues to predict

attentional allocation under virtual reality viewing conditions (Sitzmann et al. 2018;

Haskins et al. 2020; Albayrak et al. 2019). These results suggest that bottom-up pro-

cess, at least as modelled by saliency, do contribute significantly to the allocation of

visual attention during virtual reality viewing.

However, doubt has been expressed over whether saliency meaningfully predicts atten-

tional allocation compared to other factors. Attentional allocation during search of

images depicting real-world scenes cannot necessarily be attributed to saliency infor-

mation. Meaning maps, a crowd sourced measure of meaningful semantic information

within an image, appear to predict fixations better that saliency (Henderson and Hayes

2017). Haskins et al. added to these finding in their study of 360-degree VR scene view-

ing. Ratings of meaning predicted fixations significantly more than saliency. Further,

they included two virtual reality viewing conditions, one passive, where participants

heads were fixed, and another active where they could freely look around. During

the active viewing condition, meaning accounted for attentional allocation more, and

saliency less so (Haskins et al. 2020). This suggests that active viewing, looking around

and throughout a 3D environment, can reduce reliance on bottom-up factors to guide

attention.

3.3 Feature guidance

We would not necessarily expect there to be any major changes to our feature guid-

ance capabilities in virtual reality. The ability to process and select for certain features

should remain intact regardless of the visual medium they are presented on. Unfor-

tunately, there is limited direct study of feature-based attention under virtual reality

viewing conditions which we can use to compare to previous literature. Olk et al. do

however provide a demonstration of feature guidance by replicating a version of the

flanker paradigm (Eriksen and Eriksen 1974) in virtual reality (Olk et al. 2018). In

their study participants were presented with a ring of grocery objects on a kitchen ta-

ble. Participants had to indicate whether a red cola can or red and white yoghurt pot

were present among the groceries. A flanker object was placed outside the ring that
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either matched the target in the ring, or matched the unused target for that trial. Olk

et al. observed a replication of the traditional flanker effect, in which an incongruent

flanker object resulted in significantly slower reaction times. The flanker effect can be

considered a demonstration of successful feature guidance (Buetti, Lleras, and Moore

2014). Flankers distract because their features are being used to guide attention. A

second part of the study conducted the same flanker task on a CRT screen. There was

little difference of flanker effect between VR and on-screen experimentation, suggest-

ing that feature guidance of attention remains relatively consistent between the two

viewing mediums.

However, some visual attention behaviours that are normally suppressed during tradi-

tional on-screen experiments may show themselves in virtual reality based study. For

example, peripheral vision effects may appear in virtual reality studies using a wider

field-of-view to present stimuli compared to traditional monitor-based experiments.

In the periphery, visual acuity is reduced, and features have a tendency to “crowd”

each other, making them hard to process (Strasburger, Rentschler, and Jüttner 2011;

Levi 2008). These eccentricity effects are known to effect attentional allocation and

search performance (Rosenholtz et al. 2012), and thus may be more demonstratable

under real-life and virtual reality experimental conditions. Further, as with bottom-up

guidance, it is plausible that feature guidance of attention may have less impact on at-

tentional allocation when competing with other forms of guidance during more natural

viewing conditions.

3.4 Scene guidance

Visual attention can be guided by the properties of the scene being viewed. Real world

scenes have associated meaning or context along with an associated set of rules and

constraints. The meaning of a scene, its semantics, might guide our search for a partic-

ular object to specific regions because it is likely to be there given our understanding

of the scene. The rules and constraints, or syntax, of an environment may similarly

guide our attention, but instead to regions physically capable of containing a target.

We typically do not look for objects floating in the air as we understand the constraint

that gravity imposes on the scene. This scene guidance has been well established in the

visual search literature. For example, scene previews briefly presented to participants

prior to a search task result in more efficient search, often by biasing attention towards

areas in which the target would be likely to appear (Castelhano and Henderson 2007).

Only a brief exposure (50ms) is required (Castelhano and Henderson 2008) to guide

attention, and the target need not be present within the scene during this pre-exposure
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(Hollingworth 2009).

While contextual properties of a scene appear to guide attention, it appears that in-

consistencies between object and environment can distract attention. Longer looking

times have been reported for objects that are both contextually inconsistent with their

environment (Cornelissen and Võ 2017). In a novel virtual reality study, participants

were required to arrange their own 3D virtual environments, placing objects either

consistently or inconsistently with their expectation of a typical room layout. A pro-

ceeding surprise visual search task demonstrated that inconsistent object placement

resulted in significantly reduced search performance, even if they had arranged the

room themselves (Draschkow and Võ 2017). This might be indicative that guidance by

scene properties, and their irregularities, are weighted quite heavily in the attentional

priority map.

It appears that, when viewing natural environments, the availability of contextual in-

formation facilitates strong attentional guidance by scene properties. Evidence for this

is supported by work demonstrating the impact of task-irrelevant contextual informa-

tion on attention. When searching for T’s among L’s overlaid onto natural background

scenes, eye movements appear to be biased by the background information even though

it imparts no task-relevant information (Cornelissen and Võ 2017). Similarly, Harada

and Ohyama found that task-irrelevant spatial context biased the deployment of visual

attention during a visual search task in VR (Harada and Ohyama 2020). Therefore,

attention appears to be unavoidably biased by the context and properties of the envi-

ronment.

It remains to be seen whether this scene guidance varies between on-screen and virtual

reality viewing conditions. Attentional guidance by scene properties has been demon-

strated in experiments using both mediums. Semantic guidance of attention is unlikely

to change, after all, a book is likely to be found in a bookcase regardless of whether

a scene is viewed in real-life, virtual reality or on a monitor. Castelhano and Krzys

argue that processing of an environments space and spatial layout plays a crucial role

in attentional allocation and may even take priority compared to semantic guidance

(Castelhano and Krzyś 2020). While virtual reality and on-screen paradigms are both

capable of representing semantic scene content, VR can potentially provide a more

ecological experience of spatial layout due to the increased set of visual and feedback

cues available to the observer. That is, does experiencing a scene in VR alter the way

our attention is guided by structure of a scene?

Unfortunately, little research has directly compared differences in spatial guidance of
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attention between these viewing mediums. It is plausible, however, that increasing

the availability of depth cues could result in more reliable and accurate spatial layout

representations and thus modulate any attentional guidance based on them (Zhao et

al. 2017). It is well known that depth cues alter attentional allocation and relate to our

spatial processing of environments. For example, research has identified a “foreground

bias” in which observers preferentially look at things near them (Fernandes and Castel-

hano 2021). The stereo depth perception afforded by VR appears to amplify this effect.

In VR, observers tend to fixate preferentially on closer objects when the environment

is presented stereoscopically compared to monoscopically (Albayrak et al. 2019).

In contrast to pictorial representations of real environments, VR places the observer

directly within the environment itself. Could this difference in view point modulate

attentional guidance by scene layout? Kristjánsson et al. observed that participants

completing a visual foraging task in VR tended to initiate their search in the lower

half of the visual field, different from an upper-left bias observed in data collected

during a screen based task (Kristjánsson et al. 2020).The lower visual field bias is

indicative of participants adopting an egocentric processing of their environment. In

this case, participants may have understood that the world they were searching must

have a ground plane, above which everything else resides. This spatial understanding

appeared to guide attention, even though there were no overt visual cues to existent

of any layout or structure. The upper-left bias of on-screen visual foraging however is

closer to reading behavior. For screen based tasks, participants may be more likely to

adopt an allocentric processing of the environment, in which targets are located with

respect to the top left of the display. There is evidence for this in how people solve

visual mental rotation tasks. Participants adopted an allocentric frame of reference

when reference stimuli were presented with 2D and 3D pictorial (on-screen) viewing

conditions. With VR viewing conditions however, they adopted an egocentric encoding

to complete their task (Kozhevnikov and Dhond 2012). These results suggest that

visual-spatial processing is dependent on the ecological validity of viewing condition.

Placing participants within the environment they are searching alters guidance of visual

attention by scene layout. This suggests that VR viewing conditions are more likely to

demonstrate realistic and generalisable visual attention behaviours, and that traditional

on-screen paradigms may be suppressing such behaviours.

3.5 Memory guidance

Memory can play an important role in the allocation of our visual attention (Vo and

Wolfe 2015). Semantic memory may facilitate efficient search by allowing us look at
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areas that are likely to contain the target. Episodic memory might guide our attention

toward the specific spatial location at which we remember something being. For exam-

ple, when looking for your keys you might start with the place you remember leaving

them when you last came home (episodic memory). If, however, they have been tidied

away by your partner, you will have to check likely surfaces, such as the sideboard or

hallway windowsill (semantic memory).

The contextual cueing effect demonstrates the role of memory during visual search

(Chun and Jiang 1998). Faster reaction times are recorded for repeated target-distractor

displays than new ones, even when observers are not aware of the repetition. The

contextual cueing effect has been extended to VR (Marek and Pollmann 2020). Par-

ticipants searched for T’s among L’s rendered onto the interior of a virtual cylinder

surrounding them. As expected, repeated displays significantly improved search perfor-

mance, demonstrating a continuation of memory guidance under virtual reality viewing

conditions.

It appears that memory is formed and used to guide attention very quickly under virtual

reality viewing conditions. In prior research, memory guidance takes several trials to

be observed. A significant contextual cueing effect is typically observed after 5 target-

distractor display repetitions, with effects increasing beyond 15-20 repetitions (Chun

and Jiang 1998). Learning is quicker in photographs of natural scenes with search

performance plateauing after only four repetitions (Brockmole and Henderson 2006).

In virtual reality, participants learned target object locations in a virtual apartment

very quickly during a several day repeated search study (Kit et al. 2014). Improved

search performance was observed after only one repetition in similar experiments (Li

et al. 2016; Li et al. 2018). This suggests that the more ecological viewing conditions of

VR promote a rapid encoding of episodic memory and reliance on it to guide attention.

The guidance of attention by memory may be stronger under the more ecologically

valid conditions of VR. Li et al. (Li et al. 2018) conducted a visual search experiment

in a virtual apartment. After several repeated searches, the targets were moved to new

locations. Participants preferentially fixated towards where the targets had previously

been, suggesting that their attentional allocation was primarily guided by their episodic

memory of target locations. The targets, however, were brightly coloured abstract

shapes and were easy to see. Prior research suggests that memory is utilised in visual

search only when search is difficult, and less so when targets easily distinguishable from

distractors (Vo and Wolfe 2015). In this case, we might have expected no significant

role of memory as search was likely highly efficient. It appears however that there is

an increased reliance on memory to guide attention under VR conditions.
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The 360-degree nature of virtual and real environments may provide an explanation for

the increased guidance by memory. In an extra condition of Marek and Pollman’s VR

contextual cueing study, target T’s were placed outside the initial field-of-view, mean-

ing that head movement was required to find the target. A larger contextual cueing

effect was observed (Marek and Pollmann 2020). This suggests that memory plays an

important role in guiding attention to objects that are out of sight, as has been demon-

strated in previous work (Oliva, Wolfe, and Arsenio 2004). This aspect of attentional

guidance by memory may be missed in traditional monitor-based experiments. Real-

life attention can be allocated throughout the entire environment. The entirety of this

environment cannot always be in view, and so bottom-up or feature guidance strategies

are not applicable during a large portion of the attentional allocation process. In many

situations, memory likely provides the most reliable cue to an object’s whereabouts,

and thus is given priority for its guidance.

3.6 Energetic efficiency

A major difference between laboratory study and real-world or VR study is the en-

ergetic cost associated with actions facilitating, and stemming from, the allocation of

visual attention. The energetic costs associated with allocating visual attention are

far lower in traditional laboratory study than in ecological conditions. With the head

fixed and stimuli covering a small portion of the visual field only relatively low-energy

eye movements are required. In comparison, exploring real-world environments often

requires eye, head and torso movements (Land 2004; Sidenmark and Gellersen 2019),

along with locomotion and obstacle avoidance (Matthis, Yates, and Hayhoe 2018). It

is plausible that visual strategies during ecological settings may depend on energetic

demands.

There is advantage to be had by adapting visual strategy to energetic demands. Around

60-80% of visual search time is taken up by head movements (Foulsham et al. 2014). Re-

liance on memory to guide visual search may help reduce the amount of head movement

required and thus reduce energetic cost. Li et al. (Li et al. 2018) found that episodic

memory preferentially guided attention for known search targets. It was also observed

that head movement towards target location was initiated even before the target was

in view, suggesting the role of memory in planning energetically costly movements.

Further, memory appears to facilitate more efficient locomotion, allowing searchers to

greatly reduce the distance travelled during repeated searches (Kit et al. 2014).

The relationship between memory reliance and energetic cost has been well established.

In general, it appears there is a trade-off between memory usage and the energetic
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costs associated with updating visual information via gaze shifts. Memory is utilised

more during visual copying tasks when the example model is placed further away

(Ballard, Hayhoe, and Pelz 1995). Similarly, during visual comparison tasks (Hardiess,

Gillner, and Mallot 2008). Draschkow et al. (Draschkow, Kallmayer, and Nobre 2021)

utilised a visual copying task in virtual reality. Using gaze shifts towards the example

model as a proxy for the number of features held in working memory, they determined

that working memory usage is low (1-2 features) during ecological viewing conditions

but increases linearly with the locomotive effort required to refixate on the example

model. It therefore seems that virtual reality viewing conditions successfully replicate

visual strategy trade-offs associated with energetic costs that may not be present under

traditional laboratory study.

Comparing visual attention differences between monitor and virtual reality based ex-

perimentation further highlights to role of memory in managing energy usage. Li et

al. (Li et al. 2016) conducted repeated visual search task in both on-screen and virtual

reality conditions. Participants were required to repeatedly search for target objects

placed throughout a virtual apartment within several rooms. When virtual reality par-

ticipants found themselves in an incorrect room, they were more likely to linger and

keep searching for the target. Participants were unmotivated to rapidly change rooms,

perhaps due to a “sunk cost” fallacy due to their already expended energy. Further,

correct room selection was significantly higher in virtual reality. This might suggest

that the energetic demands of changing rooms evoked a greater reliance on global spa-

tial memory to guide search. In comparison, the 2D condition placed little energetic

demand on changing rooms, and therefore it may have been a more efficient strategy

to rapidly move around the apartment and instead rely more on semantic and feature

guidance search strategies.

Memory therefore seems to be used more if the energetic cost of failing to find the

target quickly is relatively high. This fits in with prior research demonstrating that

memory is not used if visual search is easy (Vo and Wolfe 2015). Memory usage will

come with its own set of costs that must be traded off with energy expenditure. For

example, retrieval of contextual memory is relatively slow, and is not available to guide

attention until several fixation into the search process (Peterson and Kramer 2001).

4 Perceptual limitations of VR

In the previous section we have highlighted some factors that could make VR a useful

tool for furthering visual attention research. However, VR technology is not capa-
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ble of perfectly reproducing natural viewing conditions. This shortfall stems mostly

from limitations within display and optics design, as well as tracking technology. Fur-

ther, even with perfect viewing conditions, modern graphics engines and photographic

capture technology are not capable of producing perceptually perfect stimuli for pre-

sentation within VR headsets. Several review papers have covered the limitations of

VR technology previously, Koulieris et al. provide a particularly in-depth review the

human visual system’s requirements for perceptually accurate viewing as well as the

display, optics and tracking technologies needed to meet these requirements (Koulieris

et al. 2019). Zhan et al. published a similar review focusing on the issues of resolu-

tion, viewing optics and the vergence-accommodation conflict present within most VR

systems (Zhan et al. 2020). Scarfe and Glennerster also offer an informative discussion

on the vergence-accommodation conflict as well as sense-of-presence and multisensory

considerations to producing “good” VR (Scarfe and Glennerster 2019). In this section

we will review the perceptual limitations of VR relevant to the visual attention field

and discuss whether they inhibit the usefulness of VR as an experimental tool.

4.1 Image Quality

Resolution is a key factor of image quality. The human visual system is typically cited

as being capable of resolving spatial frequencies of about 60 cycles per degree (cpd).

Even assuming a reduced visual acuity of 30 cpd (20/20 vision), few current generation

VR headsets are capable of presenting images at or above human visual acuity. A 2160

horizontal pixel display projected uniformly over 100 degrees of horizontal field-of-view

corresponds to approximately 11 cpd, one third that of “normal” visual acuity. Clearly,

low resolution impacts on the visual perception, and thus likely attention. Headsets

offering a relatively low number of pixels-per-degree (ppd) often suffer with the “screen

door effect”, in which users are aware of the gaps between individual pixels. Poor

resolution also impacts on the type of stimuli that can be presented. The display of

small font text, for example, is a commonly discussed problem in the VR community.

It is not however clear that a human level of visual resolution is required for the study

of visual attention. Firstly, the visual attention and search field has typically relied on

fairly large stimuli. Psychophysical visual search studies frequently use targets greater

than half a degree in size, and previous studies of attention in photographic imagery

have consistently presented stimuli at resolutions far below typical human visual acuity.

Further, it has been demonstrated that the spatial resolution of attention is significantly

coarser than that of visual acuity (He, Cavanagh, and Intriligator 1997; Intriligator and

Cavanagh 2001). Of course, this is not to say that people are not aware of the reduced
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resolution within a VR headset, however it has yet to be reported that this reduced

resolution has much significant impact on attention allocation within VR.

In VR, light from the display is focused on your eye by a lens. Limitations in lens design

and manufacturing can result in image formation that contains various aberrations and

inaccuracies. One such problem is the scattering of lighting in a Fresnel lens commonly

used in VR optics and colloquially referred to as “God rays”. This light scattering

creates a mild glow or shafts of light projecting from very bright features. Another

noticeable issue is chromatic aberration in which the lens fails to focus constituent

colors of a light source on the same point. This creates an effect of separating colours

and if present is particularly noticeable on object boundaries. Chromatic aberration is

common in VR headsets for image content viewed outside the center of the lens (Beams,

Kim, and Badano 2019). These issues are generally solvable however, image correction

in software can reduce chromatic aberration (Martschinke et al. 2019), and visibility of

“god-rays” are significantly less in the most recent generation of VR headsets.

4.2 Field-of-view and distortion

How much of the world we see from a given point of view, our field-of-view (FoV), is a

significant factor of our visual perception and awareness. The horizontal field-of-view of

human vision encompasses approximately 190 degrees, extending to 290 degrees when

accounting for eye movement. Current generation VR headsets offer a limited field-of-

view compared to human vision, mostly around 100 - 120 degrees horizontally. Headsets

do exist that offer larger FoVs (e.g. Pimax 8K), but none are capable of matching

human performance. Clearly a reduced FoV means that potentially attention capturing

objects inhabiting the far periphery are less likely to be seen and thus guide attention.

Further, far peripheral information is utilized for locomotion (McManus, D’Amour, and

Harris 2017), and absence of such information may therefore affect visual strategies used

during locomotion. Reduction of the far periphery, as it occurs in VR, and its effects

on attentional allocation and visual behaviour remain relatively unstudied. It is not

clear how this reduction in field-of-view impacts of head-eye coordination, attentional

allocation, or visual strategies, and more research is need in this area.

It is also important that image content is presented throughout the field-of-view in

the correct place and with the correct geometry. Unfortunately, most optics introduce

some form of distortion. In VR optics, a is pin-cushion distortion of image content in

the periphery is common. This is easily solved by displaying barrel-distorted images

such that when the light passes through the lens and towards the eye the pin-cushion

distortion is corrected for. Almost all modern VR headsets and graphics engines correct
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for this type of distortion, so it is usually not an issue. Less easy to correct however are

local distortions present in almost all lenses. These distortions can be corrected for, as

in the case of pin-cushion distortion, by displaying content with the inverse distortion

function on the display. However, these local distortions are dependent on, and vary

with, eye position (Jones et al. 2015) and correcting them for the range of possible

eye positions is not a solved problem. Local image distortions in VR is another area

that has so far received little research. Identifying their impact on visual processing

is required, for example ascertaining whether local geometric distortions contribute to

cybersickness symptoms, or inaccurate depth perception.

4.3 Depth perception

VR allows for the presentation of rich 3D environment and the perception of depth. The

primary factor contributing to this increased “3D-ness” compared to viewing images on

a display is the stereoscopic presentation of images allowing for binocular disparity and

vergence cues to depth. With head movement, VR presents monocular motion parallax

cues, and perspective rendered images add other cues to depth such as retinal image

size, occlusion and linear perspective. These depth cues are integrated in the human

visual system to facilitate depth perception (Landy et al. 1995; Mather and Smith

2000). However, error in the presentation of such cues may contribute to an incorrect

perception of depth. Depth perception related problems have been well studied within

VR. For example, it is common for users to underestimate distances within VR headsets,

an effect known as distance compression (see (Renner, Velichkovsky, and Helmert 2013)

for review). Such depth perception inaccuracies may pose a problem for the study of

visual attention within VR, but there also exists solutions to these problems.

Incorrect stereo viewing conditions are common source of error within VR. In the

previous section we proposed that the easy to use and affordable stereoscopic setup

provided by VR headsets as a reason to consider VR visual attention experimentation.

However, it also worth noting that stereoscopic viewing conditions can be particularly

hard to setup and calibrate for every user, and consumer VR headsets generally make

a series of trade-offs in order make their product usable by the “average” user. For

example, in order to render the correct image pairs for stereo viewing it is required to

know the user’s inter-pupillary distance (IPD). Incorrect IPD will produce an incorrect

stereo projection and may affect depth perception (Pollock et al. 2012). Nonetheless

this issue is addressable within current and future generation VR headsets. Manual

IPD adjustment (i.e. by moving the lenses) is possible in some recent headsets (Quest

2, Vive Pro Eye). For optimal experimental viewing conditions, researchers should
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measure participant’s IPD and utilise VR headsets with IPD adjustment.

Vergence and accommodation are integral parts of stereoscopic viewing. When fixat-

ing on an object, vergence is the process by which the eyes oppositely rotate in order

to center the object on each eye’s retina. In order to bring this object in to clear

focus, the eyes must accommodate, mechanically adjusting the shape of their lens to

change their focal distance. Under natural stereoscopic viewing conditions these two

mechanism are tightly linked, vergence and accommodation happen simultaneously to

center and focus a target of fixation. Typically, VR displays stereo image pairs on a

fixed display through a fixed lens with a fixed focal distance. This allows for natu-

ral vergence changes to facilitate fixation on different depth planes. Accommodative

responses however are not required in this setup, meaning that vergence and accommo-

dation cues are in conflict. This vergence-accommodation conflict can be responsible for

reduced visual performance, including reduced stereoacuity and increased perception

of 3D distortions, as well as viewing discomfort and fatigue (Hoffman and Banks 2010).

Ultimately, the vergence-accommodation conflict can impose a limit on the reality and

comfort of VR experiences, particularly in the peripersonal space where accommoda-

tion as a depth cue is most active (Cutting and Vishton 1995). This limitation can also

affect younger audiences more that older ones. Younger people with well functioning

vergence-accommodation responses appear to suffer more from the conflict. As the eye

ages, its ability to accommodate to near objects lessens, referred to as presbyopia. Pres-

byopia has been related to a reduced impact vergence-accommodation conflict (Shibata

et al. 2011; Watt and Ryan 2015). Solutions to the vergence-accommodation conflict

in VR are possible, and likely to make appearance in future generations of VR headsets

(see (Koulieris et al. 2019) for a review of possible solutions).

As mentioned VR also facilitates monocular parallax cues via head movement. Prior

work has demonstrated that parallax cues add significantly to our depth perception

and visual performance (Rogers and Graham 1979). Often overlooked, however, is

ocular parallax, in which objects at different depths exhibit small parallax motions due

to eye movements. This occurs because the center of projection and rotation of the

eye separated by a small distance. Konrad et al. demonstrate that ocular parallax

cues introduced by eye position dependent rendering are detectable to users and that

such cues contribute to depth perception as ordinal depth cue, but not a metric depth

cue (Konrad, Angelopoulos, and Wetzstein 2020). To further complicate the issue,

the eye’s optical axis and visual axis are separated. Krajancich et al. modelled the

effect of failing to consider this separation for the above gaze-contingent rendering

paradigm, and found it to result in significant disparity distortion. In an experiment
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in which participants judged alignment accuracy of physical and rendered content via

a Microsoft HoloLens augmented reality device, gaze-contingent rendering accounting

for the centre of projection and visual axis of the eye was preferred over standard stereo

rendering and finely tuned rendering utilizing accurate IPD measurements (Krajancich,

Kellnhofer, and Wetzstein 2020).

The current generation of VR headsets therefore are not capable of producing all the

correct cues to facilitate natural and reliable depth perception. The question, however,

is whether or not this matters for the study of visual attention within VR. Firstly,

many of these issues are well understood, and solutions exist and are in development.

Improved optics, display technology, eye tracking and rendering techniques will likely

fix many of these issues soon. Secondly, it is likely that visual attention research in VR

is still useful provided the researchers have a clear understanding of these limitations

and the potential confounds they may have on their studies. In fact, the adaptability of

the human visual system to conflicting cues might benefit us. Depth cues are integrated

to give a perception of depth (Land, Mennie, and Rusted 1999), but cue contribution to

this percept can vary with reliability and adapt relatively quickly (Knill 2007). How do

we update our measures of cue reliability? Atkins et al. demonstrated that visual cues

can be compared with haptic cues to judge their reliability and doing so allows people

to quickly learn new cue integration strategies to achieve their task (Atkins, Fiser,

and Jacobs 2001). Such updating of cue contribution has been demonstrated within

VR. In a first experiment Fulvio and Rogers (Fulvio and Rokers 2017) found that

motion parallax cues from head jitter did not significantly improve participants ability

to intercept the motions of objects moving in depth. However, a follow up experiment in

which they provided feedback on task success lead to a significant benefit of performance

attributed to the motion parallax cues. Depth cue conflicts in VR, therefore, may not

pose such a problem provided the visual system is given time and feedback to facilitate

adaptation.

5 Conclusion

In recent years there has been a shift within the visual attention field to conduct

research under more ecological viewing conditions. We posit that VR is a powerful

methodological tool that can increase the ecological validity of visual attention exper-

iments, while retaining a significant amount of control and rigor that are difficult to

achieve in real-world experimentation. In short, VR increases ecological validity com-

pared to on-screen study, retains increased control compared real-life study, increases

our data collection capabilities, and expands on the experimental design space for future
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study.

We have compared the capabilities of VR methods to traditional on-screen and real-

life based experimentation over five categories. While VR does not provide the best

capabilities in all categories, it is strong in all areas simultaneously. For example, VR

methods provide increased ecological validity of visual cues and interaction compared

to on-screen studies. Clearly, real-world study is the best in these two categories,

but VR provides this increased ecological validity while retaining more experimental

control than real-world experiments and can provide and more accurate and reliable

data recording. Perhaps most significant is that VR offers these benefits while making

it easier to design and conduct experiments. The ability to rapidly present different

environments without moving apparatus around, or present dynamic or altered stimuli

that would be hard to present in real-life increases the wealth of visual attention studies

that are possible.

This is not to say that VR is the perfect experimental tool and should be used for

everything. Traditional visual psychophysics methods are incredibly powerful, as has

been demonstrated by the thousands of studies conducted over the past few decades.

Real-world study has also produced reliable results and will continue to do so as track-

ing and recording technology improves. However, currently these methods occupy two

ends of an ecological validity – control continuum. VR, it seems, provides the ability to

sample data from somewhere in the middle of this continuum. This capability of VR

is demonstrated by the successes of recent literature using a VR methodology to study

human visual attention. The host of studies replicating traditional visual attention re-

sults (Olk et al. 2018; Soret et al. 2019; Kristjánsson et al. 2020; Marek and Pollmann

2020) demonstrates the general suitability of VR methods. The utilisation of VR to

study attention in more real environments with more realistic interactions is already

providing valuable data needed to update models of attentional deployment. In partic-

ular, it appears that energetic constrains and cost/reward trade-offs play a significant

role in the deployment of visual attention (Hayhoe and Matthis 2018). VR allows us

to study attention with these constrains in place, such as while navigating a virtual

apartment room (Kit et al. 2014; Li et al. 2016; Li et al. 2018), while simultaneously

retaining significant control and high quality data collection capabilities.

Clearly however VR methods are not suited to all types of vision and attention research.

Limitations in display and optics technology mean that stimuli presentation may not be

as precise or accurate as some research requires. Researchers need to be aware of these

limitations and decide whether or not they affect their research goals. In particular,

VR may not be suitable for research requiring stimuli presented at the limits of human
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visual acuity, very precise and subtle depth cues, or the presentation of stimuli at the

extreme periphery. Again however, the wealth of studies already making use of VR

methodology shows that for many experimental designs VR is suitable. For research

that does not require these things, researchers are still best off ensuring that they use

the right VR system for their research. Some headsets aim to maximise resolution

(Varjo), some field-of-view (Pimax), some provide high-quality eye tracking (HTC),

and some focus on user comfort and portability (Facebook Reality Labs). However, as

VR technology improves the general applicability of these devices for visual attention

research will likely increase. In the meantime, significant future research is needed to

understand how the limitations of VR technology affect visual perception and atten-

tion. Likely fruitful areas include the perception of localised lens distortions, studying

how much resolution we need to satisfy the acuity of peripheral vision, and the impact

of a reduced field-of-view on attentional deployment compared to natural viewing con-

ditions. Understanding these limitation will lead to both better understanding of the

human visual system, and likely the development of better VR systems.
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Castelhano, Monica S, and Karolina Krzyś. 2020. “Rethinking space: a review of per-

ception, attention, and memory in scene processing.” Annual Review of Vision

Science 6:563–586.

Chun, Marvin M, and Yuhong Jiang. 1998. “Contextual cueing: Implicit learning and

memory of visual context guides spatial attention.” Cognitive psychology 36 (1):

28–71.

Cohen, Michael A, Thomas L Botch, and Caroline E Robertson. 2020. “The limits

of color awareness during active, real-world vision.” Proceedings of the National

Academy of Sciences 117 (24): 13821–13827.

64
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Judd, Tilke, Frédo Durand, and Antonio Torralba. 2012. “A benchmark of computa-

tional models of saliency to predict human fixations.”

Kelly, DH. 1962. “Visual responses to time-dependent stimuli. IV. Effects of chromatic

adaptation.” JOSA 52 (8): 940–947.

Kingstone, Alan, Daniel Smilek, and John D Eastwood. 2008. “Cognitive ethology: A

new approach for studying human cognition.” British Journal of Psychology 99

(3): 317–340.

Kit, Dmitry, Leor Katz, Brian Sullivan, Kat Snyder, Dana Ballard, and Mary Hayhoe.

2014. “Eye movements, visual search and scene memory, in an immersive virtual

environment.” PLoS One 9 (4): e94362.

Knill, David C. 2007. “Robust cue integration: A Bayesian model and evidence from

cue-conflict studies with stereoscopic and figure cues to slant.” Journal of vision

7 (7): 5–5.

Konrad, Robert, Anastasios Angelopoulos, and Gordon Wetzstein. 2020. “Gaze-contingent

ocular parallax rendering for virtual reality.” ACM Transactions on Graphics

(TOG) 39 (2): 1–12.

Kothari, Rakshit, Zhizhuo Yang, Christopher Kanan, Reynold Bailey, Jeff B Pelz, and

Gabriel J Diaz. 2020. “Gaze-in-wild: A dataset for studying eye and head coordi-

nation in everyday activities.” Scientific reports 10 (1): 1–18.
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Võ, Melissa Le-Hoa, Sage EP Boettcher, and Dejan Draschkow. 2019. “Reading scenes:

how scene grammar guides attention and aids perception in real-world environ-

ments.” Current opinion in psychology 29:205–210.

Von Helmholtz, Hermann. 1896. Handbuch der physiologischen Optik. Vol. 1. L. Voss.

Watt, Simon, and Louise Ryan. 2015. “Age-related changes in accommodation pre-

dict perceptual tolerance to vergence-accommodation conflicts in stereo displays.”

Journal of vision 15 (12): 267–267.

Wiesing, Michael, Gereon R Fink, and Ralph Weidner. 2020. “Accuracy and precision

of stimulus timing and reaction times with Unreal Engine and SteamVR.” PloS

one 15 (4): e0231152.

73



Wolfe, Jeremy M. 1994. “Guided search 2.0 a revised model of visual search.” Psycho-

nomic bulletin & review 1 (2): 202–238.

Wolfe, Jeremy M. 2021. “Guided Search 6.0: An updated model of visual search.”

Psychonomic Bulletin & Review, 1–33.

Wolfe, Jeremy M, George A Alvarez, Ruth Rosenholtz, Yoana I Kuzmova, and Ashley

M Sherman. 2011. “Visual search for arbitrary objects in real scenes.” Attention,

Perception, & Psychophysics 73 (6): 1650–1671.

Wolfe, Jeremy M, and Todd S Horowitz. 2004. “What attributes guide the deployment

of visual attention and how do they do it?” Nature reviews neuroscience 5 (6):

495–501.

Wolfe, Jeremy M, and Todd S Horowitz. 2017. “Five factors that guide attention in

visual search.” Nature Human Behaviour 1 (3): 1–8.

Zhan, Tao, Kun Yin, Jianghao Xiong, Ziqian He, and Shin-Tson Wu. 2020. “Augmented

reality and virtual reality displays: Perspectives and challenges.” Iscience, 101397.

Zhao, Guang, Qian Zhuang, Jie Ma, Shen Tu, Qiang Liu, and Hong-jin Sun. 2017. “Con-

textual cueing effect in spatial layout defined by binocular disparity.” Frontiers in

psychology 8:1472.

Zhaoping, Li, and Zhaoping Li. 2014. Understanding vision: theory, models, and data.

Oxford University Press, USA.

Zou, Bochao, Igor S Utochkin, Yue Liu, and Jeremy M Wolfe. 2017. “Binocularity and

visual search—Revisited.” Attention, Perception, & Psychophysics 79 (2): 473–

483.

74



Inter-chapter commentary

The previous review paper argues strongly for the use of VR as a methodological tool

when studying visual attention. The amount of recent visual attention research making

use of such a methodology is evidence of its utility. Much of this recent work however

has used VR to present realistic or natural environments and had participants interact

within them. This is undoubtedly useful, but it leaves a large gap in research between

traditional psychophysics studies and these more ecologically valid ones. A key benefit

of VR is that it allows for the modular inclusion of different aspects of ecological

validity. This means that one can include, for example, additional feature cues such

as stereo disparity, or interaction mechanics, while retaining some of the control from

psychophysical methods. We argue that the visual search paradigm should be extended

to VR in this way.

However, the use of VR in vision science and attention research is relatively new. For

the past couple of decades digital psychophysics experimentation has been facilitated

by toolboxes and software that aid the design of experiments and presentation of stim-

uli. Software such as Psychtoolbox (Kleiner, Brainard, and Pelli 2007) and PsychoPy

(Peirce 2007) have become mainstays within the field, allowing for rapid prototyping

of experiments, precise stimuli presentation and measuring of participant responses.

Tools such as these are needed to allow the visual attention community to adopt VR

methodologies into their work. Preferably, such tools will also require minimal tech-

nical expertise and software engineering requirements, as this a current limitation of

using a VR methodology Kourtesis et al. 2019.

The following chapter presents the Visual Search in VR (VSVR) toolbox. This is a set

of scripts and assets for the Unity game engine that allows for the rapid design of visual

search studies in VR. Importantly, it allows researchers to combine experimental design

and visual search specific stimuli generation functionality in a visual scripting environ-

ment, meaning the researcher never has to alter the codebase. We further demonstrate
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its utility with three visual search experiments replicated and extended into VR con-

ditions. These experiments demonstrate how traditional experiments can be extended

with VR to include more ecologically valid elements. As such, we hope this will allow

researchers to conduct experiments at various points along the an ecological validity

continuum, providing more data to inform models of visual search and attention.
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1 Introduction

Our understanding of human visual attention has greatly benefited from a wealth of

visual search studies conducted over the past few decades. Task observers with search-

ing for a specific target embedded among a set of distractors, and the time taken for

them to find the target can reveal much about the sensory and cognitive processes

involved. Typically, such studies have been conducted under tightly controlled condi-

tions. Observers might view stimuli presented on a fixed display at a fixed distance

from a fixed and restrained head position. These methods have produced reliable re-

sults and as such have formed the backbone for influential models of visual attention

such as Feature Integration Theory (Treisman and Gelade 1980) and Guided Search

(Wolfe 1994, 2021). While these tightly controlled methods undoubtedly benefit the

rigor and reliability of attention experiments, it remains to be seen how well results

from these methods generalise to real-world visual attention. Everyday human expe-

rience is rarely as constrained, and as such there have been recent calls within the

visual attention community to increase the ecological validity of our experimentation

(Tatler et al. 2011; Kingstone, Smilek, and Eastwood 2008). We suggest that Virtual

Reality (VR) methods have the potential to provide this increased ecological validity,

while retaining a significant amount of experimental control. To aid the adoption of

VR methods we present the Visual Search in VR (VSVR) ToolBox, a set of scripts and

assets for designing and conducting VR visual search studies.

There are at least two dimensions of ecological validity that may be explored when

extending the visual search paradigm. First is that of the validity or naturalness of

the presented stimuli. Presenting stimuli with a more complete set of sensory cues

and features will increase the ecological validity of experimentation and may improve

generalisability over experiments utilising only small central and monocular displays.

For example, both binocular and peripheral vision impact on the allocation of visual

attention. Targets differentiated by stereoscopic disparity can facilitate more efficient

search (Nakayama and Silverman 1986; McSorley and Findlay 2001), lustre and binoc-

ular rivalry can draw attention (Wolfe and Franzel 1988; Zou et al. 2017), and crowding

and loss of acuity can negatively impact search for targets of different visual features to

varying extents (Rosenholtz 2016). Another aspect is the naturalness of the environ-

ments presented as stimuli. In real life people typically do not search for green tilted

bars among red distractors, but they do search for their keys within their apartment.

Real environments appear to capture and direct attention differently to abstract fea-

ture displays. Studies utilizing imagery of real-world environments have demonstrated

clear scene-specific forms of attentional guidance that aid visual search (Võ and Wolfe
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2012). In particular, people are able to prioritise attention to areas that are likely to

contain their search target based on the environment (e.g. tables, bookshelves etc)

(Võ, Boettcher, and Draschkow 2019).

A second dimension of ecological validity is how we interact with an environment dur-

ing visual search. It is likely that the physical constraints of both our own body and

our environment impact on the allocation of attentional resources. Head-eye coordi-

nation strategies effect how we distribute our attention throughout the environment

(Land 2004; Land and Tatler 2009), and the strategies of coordination between our

body and eyes adapt to the task at hand (e.g. during navigation (Matthis and Fa-

jen 2014) or playing cricket (Land and McLeod 2000)). The environment itself also

impacts on how we move and interact within it, and thus indirectly may impact our

attentional allocation. For example, recent research had demonstrated the influence

of energetic demands on attention. Increasing the locomotive effort required during

a visual copying task leads to increased working memory usage, which in turn effects

attentional deployment in order to facilitate memorisation (Draschkow, Kallmayer, and

Nobre 2021).

The problem, however, with increasing the ecological validity of experimentation is that

it often comes with a reduction in control. While it is possible to conduct studies of

visual attention “in-the-wild” (Kothari et al. 2020), uncontrollable and varying external

factors can become a limitation. It therefore is important to sample data from a wide

range of experiments at various points along the ecological validity – control continuum.

Studies conducted under more ecological condition allow us to tune and formulate

theories of attention that are still predictive under real-world conditions, while lower-

level controlled lab-based studies allow us to gather more robust data and facilitate

diving into specific aspects of attention in isolation.

Recently VR has been proposed as an experimental tool within the psychological and

neuro sciences in order to facilitate more ecological validity during experimentation

(Bohil, Alicea, and Biocca 2011; Parsons 2015; Scarfe and Glennerster 2015). It appears

that VR allows for the presentation of increasingly more real stimuli and environments,

while retaining a significant amount of control afforded by a computerised setup. As

such, there has been a recent uptake in the use of VR within the search community. For

example, several studies have extended the visual search paradigm to realistic virtual

apartment rooms in order to demonstrate the roles of scene semantics and episodic

memory during visual search (Li et al. 2016; Li et al. 2018). Along with more real

environments, VR can facilitate presentation of altered stimuli that would be difficult

to present in the real-world. For example, gaze contingent rendering in VR can facilitate

80



research into the relative roles of central and peripheral vision (David, Beitner, and Võ

2020). VR, therefore, has the potential to be an incredibly useful tool for studying

visual attention. It allows us to increase the ecological validity of our experimentation,

retain a good level of control, and simultaneously increase the range of experimental

methodologies available for future research.

The primary contribution of this paper is to present a set of tools aimed at facilitating

this future of visual search study in VR. In section 3 we describe our VSVR Toolbox that

allows researchers to design and conduct more traditional visual search experiments,

but within a VR setup to make use of the stereoscopic display, increased field-of-view,

and interaction mechanics that it allows for. Our ToolBox provides a set of scripts and

assets that allow researchers to replicate and extend traditional search grid experiments

within VR. The motivation for such a toolbox is to facilitate the collection of data at

various points along the ecological validity – control continuum. We consider studies

making use of abstract, feature based stimuli, but presented under more ecological

display and interaction conditions, a steppingstone between the traditional screen-

based visual search study and attention research conducted “in-the-wild” or within

more realistic environments. We further present the results of three visual search

experiments to demonstrate both the utility of the toolbox and VR methods for visual

search. Experiment 1 replicates and extends feature guidance in visual search to wide

field-of-view conditions. Experiment 2 explores large eccentricity effects on search

performance. And finally Experiment 3 demonstrates how VR can be used to study

the role of depth information and binocular disparity in visual search.

2 Background and Related Work

The visual search study has been the cornerstone of visual attention research for the

past few decades. In a typical visual search study participants are required to look

for a target object in a visual display filled with other non-target objects (distractors).

Search for a target usually requires a series of attentional deployments throughout the

display until either the target is found, or search is abandoned. A common method

of studying search performance is to require participants to indicate the presence or

absence of a target in a series of search displays. Their reaction time (RT) to detect

present targets, and how this varies with the number of distractors in the display (set-

size), provides a measure of search efficiency. Figure 1 shows three example search

displays. The first (A) is a highly efficient search. A vertical bar embedded among

a set of horizontal ones “pops-out” and is almost always noticeable regardless of the

number of distracting horizontal bars (Bergen and Julesz 1983). The second (B) is a
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Figure 3-1: Three examples of visual search displays. Display A shows a feature search
for a target defined by orientation. Display B shows a harder search. The conjunction
of bar shapes into ‘T’s and ‘L’s make the target harder to distinguish. Display C shows
an example of how feature guidance makes visual search easier. By highlighting only
half the display items, knowing that the target is red makes visual search much quicker.

much harder, ‘conjunction search’. The combination of simple oriented bars into ‘T’s

and ‘L’s means that the target and distractors have shared, or conjunctive, features,

making the search much harder. In this case, RTs increase steeply with set-size, as

visual attention must be more serially deployed in order to continually check if display

objects are a ‘T’ or not.

There are several factors that guide attention and determine the efficiency of a visual

search (for a review see (Wolfe and Horowitz 2017)). Often emphasised in the literature

however is the dichotomy between bottom-up and top-down attentional allocation. As

in the first visual search example of Figure 1, objects that differ from their surroundings

in terms of basic visual features such as color, orientation and motion can pop-out and

preferentially draw attention. This is bottom-up guidance of visual attention. Top-

down guidance refers to attentional deployment strategies that are adopted based on

an observer’s task, goals or prior experience. An interesting example of this is how

attention can be deployed based on known target features. The RT vs set-size slope

would be shallower if the target ‘T’ was red, along with half of the ‘L’s, such as in

Figure 1C. By knowing that the target is red our visual system can preferentially deploy

attention to possible target candidates based on their “redness”, effectively halving the

set-size (Egeth, Virzi, and Garbart 1984; Wolfe 1994). This is referred to as feature

guidance of attention.

Many variations of these experiments have been conducted over the past few decades.

Early experiments, such as those conducted by Anne Treisman (Treisman and Gelade

1980), made use of hand drawn stimuli such as stencilled letters scattered over card

displays. Modern research has been able to make use of computer presented and gener-
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ated stimuli in the decades since then. Tools such as Psychtoolbox (Kleiner, Brainard,

and Pelli 2007) and PsychoPy (Peirce 2007) provide a means for researchers to per-

form low-level graphics operations to generate stimuli, present them according to a

programmed experimental protocol, and record user input and behavior from a myriad

of devices. These tools have been adopted by the search community, using them to gen-

erate dynamic search displays and accurately record user reaction times or eye-tracking

data.

With the move towards a VR experimental methodology, similar tools are required to

aid researchers in designing experiments. The graphical processes for generating VR

content however are much more complex than for generating simple 2D imagery on a

screen. Due to the focus of the VR industry on gaming applications, game engines such

as Unity (Unity Technologies), Unreal (Epic Games), and Godot (Godot) provide some

of the best device and software support for current VR technology. Unity in particular

has been extensively used for VR behavioral studies (e.g. (Jicol et al. 2021; Olk et

al. 2018; Harada and Ohyama 2020)) and is widely considered to be both powerful and

easy to use. As such, there have been attempts to create experimental toolboxes for

Unity in similar vein to Psychtoolbox and PsychoPy. The Unity Experiment Frame-

work (UXF) (Brookes et al. 2020) attempts to make experimental design easier within

the Unity engine. UXF provides a set of higher-level objects, representing experimental

components such as sessions, blocks and trials. These can be strung together in code

(using C#) to generate experimental designs with stimuli presentation and recording of

dependent variables. Similarly, bmlITUX (Bebko and Troje 2020) provides a graphical

user interface within Unity to control high-level ordering and combinatorics of experi-

ments. VR toolboxes have also been developed to support other aspects of behavioral

experimental design. VREX for example is Unity tool for developing 3D interior envi-

ronments and conducting change blindness or false memory experiments within them

(Vasser et al. 2017). Landmarks (Starrett et al. 2020) provides a set of tools for design-

ing 3D navigation experiments, and Westdrive X LoopAR (Nezami et al. 2021) focuses

on navigation, driving and city traffic scenarios.

While attempts at VR toolboxes for experimentation have made many inroads and

are already usable for various types of behavior and neuroscience research, we feel

that visual psychophysics, and in particular visual search, requires a more extensive

and easily used set of tools. Toolboxes such as Psychtoolbox and UXF are not ideal

in their current form for two reasons. Firstly, they require extensive programming

from the researcher, increasing the barrier of entry for conducting research. Even

bmlITUX, which provides a GUI for designing and rearranging experimental designs
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is not ideal. Neither UXF nor bmlITUX provide a way of designing complex trial

progression without coding. Secondly, they are particularly general systems, meaning

that the specifics of visual search stimulus generation and presentation is left for the

researcher to implement themselves. In the next section we present a Unity toolbox that

aims to resolve these issues by focusing on the stimulus presentation and generation

functionality needed for the majority of visual search experiments.

3 The ToolBox

The VSVR ToolBox is a set of scripts, assets and example setups that allow researchers

to easily design, replicate and extend visual search studies within the Unity3D game

engine and build the experiments as standalone applications for a myriad of VR devices.

Researchers can setup an experiment by defining blocks, sub-blocks, and sets of trials

to be ordered or randomised as desired. Trials can be defined in a visual scripting envi-

ronment using a combination of provided scripts, stimuli assets, and basic UnityEngine

functions and operators. This setup leads to significant flexibility when designing visual

search studies and does not require the researcher to write any code.

VSVR specifically focuses on the stimuli generation and presentation functionality re-

quired for visual search studies. One downside of previous toolboxes such as Psych-

toolbox and UXF is that they require the researcher to write extensive code in order

to design complex experiments. While this approach is not entirely a bad one, and

generally leads to a flexible architecture that can be extended by different researchers

for different purposes, it does increase the barrier of entry for conducting research.

With a focus on certain types of experiments, VSVR is able to provide a more com-

plete set of pre-made tools that can be combined to cover a wide range of visual search

methods and not require custom code. Of course, VSVR has also been developed with

adaptability in mind, so those researchers who are willing to delve into the code base

will find it highly extendable.

VSVR is currently based in Unity (Unity Technologies) version 2019.4. This decision

was made for two reasons. Firstly, Unity provides a large set of tools and features for

rendering dynamic and realistic visual content. Basing the project within Unity means

we can expose VSVR to this functionality, allowing researchers to easily customise and

design new types of experiment within Unity itself. Secondly, there has been significant

uptick within the research community in using Unity to conduct experiments. This

means that there are already a group of people who are able to use Unity and thus

VSVR immediately. We believe it also demonstrates that Unity is easy to learn, and
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should not significantly hinder adoption of VSVR.

The rest of this section describes the key architecture and capabilities of the VSVR

ToolBox. It is important to note that this section does not provide a full documentation

of the toolbox’s features. VSVR is active software project and contains a growing set

of tools for conducting visual search studies in VR. For full documentation and up

to date information regarding the state of VSVR, please refer to the project’s Github

page: https://github.com/jmehh/VSVR.

3.1 Designing experiments

There are three main components used to construct an experimental layout within

the VSVR ToolBox: TrialSets, Blocks and BlockGroups. TrialSets comprise of a trial

definition and a count for the number of times it should occur. Blocks are collections

of TrialSets in which all trials must be completed before the experiment can progress

to another block. A block can contain multiple TrialSets and will unpack them into a

list of trials to iterate over depending on the count required by each TrialSet. Blocks

can be defined to run through trials in order of definition, in random order, or in an

interleaved order in which one trial from each TrialSet is presented one after the other

until all trials are completed.

BlockGroups can be used to group blocks and determine how they should be ordered.

BlockGroups can contain either Blocks or other BlockGroups as their children. Block

ordering is determined by recursively iterating through all block groups, finding the

child blocks, and ordering them depending on whether a BlockGroup is defined as

being ordered or randomised. In this way the researcher can ultimately design a series

of blocks and sub-blocks to occur with some levels adhering to a strict order, and

others being randomised. For example, two higher level BlockGroups might be defined

in order to represent two ordered parts of a study, such as a practice and a test phase.

Within each phase though, the researcher may want several randomly ordered blocks

which, for example, present different stimuli.

To give an example of a visual search study, let’s say the researcher would like to design

a simple study in which participants have to find the letter ‘T’ among a set of of ‘L’

shape distractors. As is typical in search studies, the researcher wants to test several

set sizes of distractors, say 12, 18 and 24. For each set size, half the trials must contain

the ‘T’ target, and for half it must be absent. Such a study design could be setup

in VSVR as follows (see Figure 2A for a visual representation). First, a block group

can be created to contain three blocks, one for each set-size, and set to randomized
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Figure 3-2: Example of possible experimental designs with VSVR. Combining block
groups, blocks and trial sets with randomisation and arbitrary levels means that almost
any design is possible. Shiffle icon indicates randomisation within block or group. A
shows an example of three randomly ordered blocks, each containing randomised target
absent and present trials for a fixed set-size. B shows a single block, with randomised
trials from all set-sizes.

to ensure that different participants perform different orders of set-size trials. Each

block can then contain two TrialSets and be set to randomize the trials contained

between both. One TrialSet can define target absent trials, and the other can define

target present trials. Setting the count of each TrialSet to, say, 20 trials, will result in

40 trials occurring in each block, randomly sampled without replacement from either

the target absent or target present trial set. Alternatively, if the researcher wanted

displays of different set-size to be mixed, they could use a hierarchy like Figure 2B.

Such a design is easily extendable. If the researcher wanted to conduct a similar set
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Figure 3-3: An example TrialSet definition in Unity’s visual scripting environment. In
this case, the trial starts and a fixation cross asset is displayed for one second. After
half a second delay, a Spawner function is used to generate a 6x6 grid visual search
display, with 10 items in it. The target is a black ’T’ asset, and the distractors are just
a black ’L’ asset. This display is shown until some user response is recorded and the
trial ends.

of blocks and trials with different stimuli after this one, they could create the same

layout with different trial definitions and embed both the higher level BlockGroups as

children to another BlockGroup.

3.2 Defining trials

Defining trials is easy in VSVR by making use of provided script functionality and

Unity built-in functions. These components can be combined in a visual scripting

environment as a flow chart, describing how a trial should progress from beginning to

end. Figure 3 shows an example trial definition. In this simple case, the trial starts,

and a fixation cross asset is presented for a duration of one second. Following this there

is a 500ms wait, and then a search display is generated and displayed until the user

responds, at which point the trial is concluded.

The backbone of these trial definitions are the Presenter functions with determine how

stimuli should be displayed. All of these functions take as input a Unity GameObject

containing the stimuli to be presented (see the following section for more details).

These functions then control when the stimuli should be presented, for how long, and

under what conditions the trial should progress. VSVR comes equipped with several

Presenter functions that should handle most visual search experimental designs. For

example, there is a function for presenting stimuli for a fixed duration, a function for

showing stimuli until some user response, and a catch-all function for displaying stimuli

until some arbitrary system event occurs.

While the Presenter functions only require a single object as input, for a search study

the researcher usually wants to show a set of distractor objects with a target object
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embedded amongst them. These search displays can be time consuming to generate,

as they usually require target and distractor assets to be distributed randomly or

semi-randomly and according to some parameters. VSVR contains a set of Spawner

function designed to help the researcher generate these displays. Spawners take as

input target and distractor objects and distribute them into a search display. Using

Spawner functions in the trial definition allows the researcher to dynamically generate

new and random displays for each trial and each participant.

Figure 4 shows example outputs from several Spawner functions. VSVR contains a

‘GridSpawner’ which generates the typical grid like display commonly found in tradi-

tional search experiments. The researcher can choose the target and distractor objects,

number of rows and columns, separation between grid elements, a set-size value, and an

integer value to seed the random number generator. Next is the ‘CylinderSpawner’ (see

Figure 2A,B) which works in a very similar manner to ‘GridSpawner’ but places stim-

uli in a cylindrical arrangement around the participant. The motivation behind this

Spawner is to facilitate research into peripheral and depth effects in wide field-of-view

search studies. The cylindrical arrangement ensures that all stimuli are equidistant

from user and separated by a consistent visual angle. VSVR contains several other

Spawner functions, such a grid Spawner with depth parameter placing stimuli over

several depth planes and spherical Spawners for placing stimuli in a sphere surround-

ing the user.

3.3 Creating stimuli

As mentioned, VSVR functions generally ask for stimuli as Unity GameObjects. A

GameObject is simply a base class for all entities within a Unity scene. As such, they

can be a myriad of entities including 3D objects, scripts, light sources and so on. This

means that researchers can easily import, for example, arbitrary 3D models, or image

files, and use them as stimuli. As the Unity engine is so adaptable for creating and

importing these entities, we have not restricted what can be passed to the Presenter or

Spawner functions. This means that stimuli are not limited to simple visual content.

For example, a researcher could use a GameObject with Unity’s ‘Audio Source’ script

attached in order to present spatialised audio objects in the display. Another possibility

would be combining 3D objects with Unity’s keyframe animation system, allowing for

the presentation of stimuli with complex motion features.
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3.4 Participant input and interaction

VSVR provides an easy-to-use wrapper around Unity’s input system. This means that

the researcher can assign arbitrary “events” to almost any possible user input and

set the Presenter functions to listen for these events. For example, most modern VR

headsets come supplied with left- and right-hand controllers. For a search study, the

researcher could set the trigger buttons to call some “UserResponse” event. The left

controller could be set to call this event with an argument of “TargetAbsent”, while the

right could be set to call it with “TargetPresent”. Trial Presenter functions can then

be made to listen for this event and branch trial progression depending on whether

the user pulled the left or right trigger and what the expected answer for that trial

was. This system works with almost any common input device connected to the device

running the experiment, such as gamepad controllers, keyboards and mice.

Further, VSVR currently comes with two other means of user input useful for designing

visual search experiments. First is head selection, which triggers an event when the

participant centers a target within their field-of-view for some duration. This type of

selection was common in VR applications before hand controllers and tracking were

ubiquitous (Kim et al. 2017). Also supported is a more natural pointer-based selection

using controllers that is common in modern VR applications. With this input setup,

the participant can hold the controller and point it at various virtual objects. The

researcher can define which objects can be selected, and those will be highlighted when

the participant hovers their virtual pointer over them. Pulling the trigger when an

object is highlighted will select it and can be set to trigger events being listened for in

Presenter functions.

3.5 Data recording and saving

VSVR also includes several options to save and record data for later analysis. By de-

fault, every block produces its own named and timestamped JSON file of data recorded

during that block. Within is an entry for each trial that occurred, and each trial will

contain entries for data recorded during that trial. All trial entries contain a name and

a start time, along with other researcher defined metadata.

Entries will be added under a trial for several reasons. Firstly, Presenter functions

can be set to record the time of stimulus onset. Secondly, all user input setup by the

researcher as in the previous section is recorded by default. In the previous example

of a target absent or present search study, the participant pulling a trigger to respond

would result in a data entry during that trial. This entry would provide the time of
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response and the extra arguments passed to the event (e.g. “TargetPresent” or “Tar-

getAbsent” depending on which trigger was pulled). Comparing this entry time with

the time of stimulus onset allows for the collection accurate reaction-time data, and

comparing the event argument with trial name or extra metadata allows for determin-

ing if the response was correct or not. Spawner functions may also add to the trial

data. As spawner functions are used for generating random or semi-random displays

of stimuli, the researcher may want to keep a record of where different stimuli objects

were placed. This may be useful for various forms of post analysis, such as looking

into local distribution, density, or eccentricity effects of stimuli placement on search

performance.

Finally, VSVR also provides the ability to track the position and orientation of al-

most any object in the scene during a trial. Attaching the “TrackObject” script to

any gameObject will result in its 3D position and rotation being recorded for every

frame during each trial it is active. For example, this can be useful for tracking the

participants head position, making it possible to analyse head movements. Alterna-

tively, attaching this script to other moving objects in the scene allows for tracking

motion features, and combining this with head tracking provides all the data needed

to re-render and replay a trial from a participants viewpoint.

4 Experiment 1: Feature guidance in VR

The purpose of these experiments are twofold. First, we wish to demonstrate the utility

of VSVR in creating and designing VR visual search experiments. VSVR should offer

a wide range of tools that allow researchers to expand the visual search paradigm and

make use of the increased ecological validity afforded by VR research methods. These

experiments, while adaptions of prior research, are evidence of VSVRs capabilities.

Second, we wish to provide examples of how a VR methodology can be used to extend

the visual search paradigm. For VR methods to be useful they must allow us to collect

new data, or larger amounts of data more easily. The following experiments provide a

demonstration of this.

Our first experiment is a replication of feature guidance in VR. Searching for a tar-

get with a known feature often produces more efficient searches than a strictly serial

deployment of attention would suggest (Wolfe 1994). This experiment is closely mod-

elled after the Egeth et al. (Egeth, Virzi, and Garbart 1984) study that originally cast

doubt on the strictly serial attentional deployment for search of conjunction targets

predicted by Feature Integration Theory. The purpose of this study is to verify that
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Figure 3-4: Example displays from the three experiments. A and B both have set-
sizes of 24 and are generated with the ’CylinderSpawner’ function from VSVR. A
shows the TvL condition from Experiment 1. B shows the Feature condition from
Experiment 1. C shows an example display from Experiment 3 which is very similar
to the ’CylinderSpawner’ but separates items over two depth ”planes”. D shows an
example wide eccentricity grid used in Experiment 2.

feature guidance still operates roughly as expected under VR conditions, along with

its wider field-of-view and possibilities for head movement. To this end, we extend the

classic ‘T’ in ‘L’ visual search study by presenting stimuli on an approximately 80 x 80

degrees cylindrical grid under two conditions. In one condition participants searched

for a black ‘T’ set among black ‘L’ distractors. In the other condition, participants

searched for a green target set among distractors of which half were green and half

were red.

4.1 Method

Subjects. 15 undergraduate students participated in this study. Demographics were

not collected. All participants reported normal or corrected to normal vision. Partic-

ipants were given a £10 Amazon voucher for taking part in the whole experimental

session.

Apparatus. Search trial displays were presented on an Oculus Quest 2 VR headset.

Participants also held the right-hand VR controller for responses.

Stimuli. Search displays were generated in VSVR using a cylindrical grid generator.

Targets and distractors were randomly arranged on an 8 x 8 cylindrical grid (i.e. 64

91



possible stimuli positions) with 10 degrees of horizontal and vertical separation between

each possible location (total grid size was approximately 70 x 70 degrees). The cylindri-

cal grid had a 1.5m radius. On each trial search grids were displayed at eye height and

centered on the participant’s position. Target stimuli were the letter ‘T’ and distractor

stimuli were the letter ‘L’. Both target and distractor stimuli characters subtended ap-

proximately 3x3 degrees of visual angle.Targets were always presented upright, while

distractors were randomly oriented in one of the four cardinal directions. Depending

on visual condition letter stimuli were either black or red/green. Only one target was

present per display, and the number of items including the target in the display was

either 12, 18 or 24. Figures 4A and 4B show example search display arrangements.

Design. This experiment utilised a 2x3 within-participant design. There were two

visual conditions, one in which all stimuli were black (TvL condition) and one in which

the target was green, half the distractors were green, and half were red (Feature con-

dition). Each visual condition consisted of displays with three different set sizes: 12,

18, and 24. Visual conditions were conducted as blocks in a random order between

participants. Trials from different set size conditions were randomly shuffled through-

out each visual condition block. There were 20 trials per set size, meaning participants

took part in 60 trials per block and 120 trials in total.

The trial progressed as follows. First a fixation cross would appear at eye level and

the trial would progress once participants had centered the cross within their field-of-

view for one second. A search display would then be shown. Participants were tasked

to press the ‘A’ button on their controller with their thumb when they were certain

they had located the target stimuli. This task was made clear and verbally reinforced

throughout the experimental session. Upon locating the stimuli their controller would

appear in the virtual environment along with a pointer emanating from it. Participants

then had to verify the target position by aiming their pointer at it and pulling the rear

trigger button on the controller.

4.2 Results

Only trials with correct answers were analysed, resulting in the removal of 7 trials from

the TvL condition and 5 from the Feature condition. Post experimental discussion

with participants verified that all tried to stick to the input method of detect, respond,

and then verify the target with selection. Occasionally, participants would erroneously

think they had detected a target and would have to continue searching for it. These

cases were detected and removed by excluding trials in which the difference between

selection RT and detection RT was greater than two seconds. This threshold was deter-
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Figure 3-5: Plot of RT vs set-size for both the TvL and Feature condition in Experiment
1. Error bars represent 95% confidence intervals.

mined as suitable based on the authors’ pilot data and post experiment discussion with

participants about their performance on suspect trials. This resulted in the removal of

a further 33 trials.

Mean RTs for each condition and set size are presented in Figure 5. RTs in the Feature

condition tended to be quicker than in the TvL condition, and RTs tended to increase

with set-size. A 2 (visual condition) X 3 (set-size) analysis of variance (ANOVA)

confirms this pattern. There was a significant main effect of visual condition (F(1,

80) = 20.0, p <.0001) as well as set size (F(2, 80) = 20.3, p <.0001). There was no

significant interaction between visual condition and set-size.

The overall lower RTs for the Feature condition do not necessarily say much about

the efficiency of the search. To this end, search slopes were calculated by fitting a

linear regression of RT vs set-size for each participant and condition. The Feature

condition tended to produce more efficient searches than the TvL condition. Search in

the TvL condition yielded an mean slope of 77 ms/item, significantly higher than the

62 ms/item of the Feature condition (two sample t-test, t(28) = 2.94, p = 0.006).
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4.3 Discussion

At first glance the results of this experiment are as expected. In general, participants

were faster to locate the target in the Feature condition than the TvL condition. This

occurred even though both conditions used search displays with the same numbers

of distractors. The obvious conclusion here is that splitting the distractors by some

visually separable feature, in this case color, facilitates guidance by that feature. By

knowing that the target is green, the participant can prioritise green display items for

attention, meaning that the effective set-size of the display is reduced in the Feature

condition compared to the TvL condition.

Further evidence for this feature guidance is provided by the RT vs set-size slopes. The

average search slope was significantly shallower for the Feature condition, indicating

that the cost of extra distractors was smaller, and the search was more efficient. Neither

search was particularly efficient, however. The eyes can refixate about 4-5 times a

second. If a search requires fixation in order to detect the target, then we would expect

search slopes of around 100 – 125 ms/item. This is because on average the target

should be found after searching half of the items in the display. The TvL search slopes,

while inefficient, are more efficient than a search requiring purely serial deployment

of overt attention. This most likely suggests that search items close to fixation could

be processed with a reduced RT cost compared to fixating on each in turn. This

can be explained by a Functional Viewing Field (FVF) around fixation (Sanders 1970).

Targets appearing within this FVF may be processed in parallel (Hulleman and Olivers

2017), or require only faster covert attentional shifts to process (Wolfe 2021).

Search slopes in the Feature condition were not as shallow as we might expect. If

participants could effectively prioritise green targets over red ones, we would expect

them to on average find the target ‘T’ in half the time that is required in the TvL

condition. Prioritising green items would mean that on average the target would be

found after searching half of them, as opposed to half of all display items. In which

case, we should have expected search slopes in the Feature condition to be around 31

ms/item, instead of the 62. This prediction, however, relies on the assumption that

there is some fixed attentional cost per item in the search display. In this experiment we

drastically increased the field-of-view of the display grid, while retaining the relatively

small set-sizes used in past literature. In the Feature condition the effective set-sizes

were 6, 9 and 12 out of 64 possible stimuli positions, which could result in very sparse

search displays. If the FVF for this task is large enough, then shifting attention to a

cluster of stimuli may result in target detection with reduced cost compared to overtly

orienting attention towards each item in turn. This would mean that RT vs set-size
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slopes would not be purely linear. Instead, for small numbers of display items, each

additional item increases the likelihood of another fixation being required to detect the

target. This would result in rather steep search slopes to begin with. However, as the

number of items reach some critical mass, new items do not increase the likelihood of a

new fixation as much. This is because the displays become denser, and new additions

are likely to fall within the current FVF of a previous fixation.

There is also likely a direct contribution of stimuli density on the softening of search

slopes as set-size increases. For example, for orientation contrasts, targets presented in

denser display are much more salient than those presented in a sparse one (Nothdurft

2000). Density effects have even been demonstrated to reduce search slopes, even

to the point of becoming negative (Bravo and Nakayama 1992). It is therefore clear

that density, either directly or through the mechanics of fixation, significantly alters

the efficiency of visual search. This experiment demonstrates that these effects are

particularly more prominent under wide field-of-view viewing conditions. VR, it seems,

provides a useful methodological tool for studying these effects.

5 Experiment 2: Eccentricity effects

The previous experiment demonstrated that the effects of FVFs on visual attention

may be more significant under wider field-of-view viewing conditions. The further a

target is from the fixation at the start of a trial the more likely it is to lay outside

of the attentional FVF, unable to capture covert attention, as well as the exploratory

FVF, and so unlikely to be the target of a subsequent fixation. It is likely that targets

presented at a large eccentricity from initial fixation will be found with slower RTs. In

fact, eccentricity effects have been well documented within visual search experiments

(Carrasco et al. 1995). However, most eccentricity effects in search have been reported

for relatively central visual regions (e.g. within 10-15 degrees of eccentricity). This

experiment aims to demonstrate the effect of initial target eccentricity under the wide

field-of-view conditions of VR. Further, we present dense and homogeneous search

displays in order to control for the density effects observed in the previous experiment.

5.1 Method

The setup of this experiment is similar to Experiment 1. The same set of participants

(N=15) searched for ‘T’ target among ‘L’ distractors in VR. Trial progression occurred

just as in the previous experiment. Responses were recorded in the same manner, using

a simple RT button press for target detection, and target verification using a point and
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click action with the Oculus VR controller. The following differences in stimuli and

experimental design were used:

Stimuli. Search displays were again generated with the cylindrical grid generator in

VSVR. This time, the grid consisted of 15 possible horizontal positions and 4 possible

vertical positions with a 5-degree separation between each position. This wide field-

of-view grid (70x15 degrees) meant that targets appearing at eccentric positions were

initially initially within peripheral vision at the start of search. Each display had a

fixed set-size of 60, meaning that every position on the grid was occupied by a target

or a distractor. Figure 4D shows an example grid layout.

Design. There were 5 eccentricity conditions with target placement. Targets were

placed at a horizontal eccentricity position of -30, -15, 0, 15, or 30 degrees, with negative

values indicating leftward position and positive values rightward position from central

fixation. 10 trials were presented per condition, resulting in 50 trials in total per

participant, and trial order between conditions was randomised.

5.2 Results and Discussion

For the analysis of Experiment 2 one participant’s data was excluded due to uniformly

slow responses. Incorrect answers were excluded from analysis, resulting the removal

of 26 trials. A further 31 trials were removed after restricting the difference between

selection RT and detection RT to a two second window.

As can been seen in Figure 6 there does not appear to be any difference in RTs for

targets appearing in the left compared to the right visual field. This was confirmed

with an ANOVA, showing no significant main effect of visual field (central visual field

excluded) (F(1, 26) = 0.11, p = 0.75). Verifying that there are no left-right visual

field dominance allows us to continue to study the general effect of eccentricity on

search performance in this analysis. However, it is important to note that visual field

dominance has been observed in previous literature (Carlei and Kerzel 2018) and they

may become apparent with alternative experimental methods.

Overall, RTs tended to increase with the absolute eccentricity of target placement (one-

way ANOVA F(2, 39) = 5.68, p = 0.0068). This result is expected and conforms with

several previous studies (Carrasco et al. 1995). While the result that RT slows with

target eccentricity is not new, it does provide a useful data point for eccentricity and

visual search study. Little research of eccentricity and peripheral vision during search

look much beyond the central 10-degrees of visual field. This is particularly unfortunate

when we consider that the capabilities of peripheral vision become markedly less like
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Figure 3-6: Plots from Experiment 2. A shows RT vs initial eccentricity of target
placement. B shows RTs as a function of the absolute value of eccentricity. Data
points are colored by whether the target was in the left, right or central visual field at
trial onset. Error bars represent 95% confidence intervals.

central vision as eccentricity increases from the fovea (Strasburger, Rentschler, and

Jüttner 2011; Rosenholtz 2016). By extending the eccentricity range over which it

is easy to present stimuli, the present results, at minimum, demonstrate the utility
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of using VR technology to study wide field-of-view visual search and the impacts of

peripheral vision on it.

There are several accounts within the literature as to why we see these extreme eccen-

tricity effects. One possibility is that eccentricity effects occur in search due to declining

visual performance in the periphery (Carrasco et al. 1995; Carrasco and Chang 1995).

This case argues that it takes longer to find targets at eccentricity because they are

harder to see, due to reduced sensitivity or acuity, or because less processing is given

over to eccentric retinal positions (cortical magnification). Elements of this are un-

doubtedly true. Sub-threshold visual targets cannot compete for attentional resources,

and there is evidence that scaling stimuli (M-scaling) can neutralise eccentricity effects

in search (Carrasco and Frieder 1997). Another cause could be crowding. As reti-

nal eccentricity increases, peripheral object contours and features become increasing

harder to distinguish from nearby flanking objects. It has been argued that visual

search performance can be explained by the computation of summary statistics over

increasing large pooling regions in the periphery (Balas, Nakano, and Rosenholtz 2009;

Rosenholtz et al. 2012), the overlap of which may cause significant crowding effects

(Levi 2008). Finally, there are thought to be significant attentional contributions to

the eccentricity effect. An attentional bias to more central target candidates explains

visual search performance well (Wolfe, O’Neill, and Bennett 1998). Targets presented

at large eccentricities are likely to reside outside both an attentional FVF, and also

an exploratory FVF (a spatial probability function re-fixation (Wu and Wolfe 2019)),

meaning they are less likely to be brought into fixation.

The present experiment was not designed to say much about which account of the

eccentricity is correct or dominant. In fact, it is likely that all three play a significant

role. Controlling for cortical magnification and controlling for attentional biases do not

completely eliminate eccentricity effects (Staugaard, Petersen, and Vangkilde 2016).

With regards to this study, we do not believe that M-scaling would have equalised

RTs across eccentricity. Cortical magnification may describe acuity of simple stimuli

but does not necessarily do so for more complex stimuli such as lettering (Strasburger,

Harvey, and Rentschler 1991). The results from the previous experiment demonstrates

that searching for ‘T’ among ‘L’ distractors under these conditions is rather inefficient

and likely requires a significant amount of fixation. As such, an attentional account

of eccentricity effects likely explains a significant amount of the current data. Prefer-

entially allocating attention centrally would result is significantly more fixations being

required to find eccentric targets than central ones. Further, considering the wide

field-of-view display, decisions to explore the incorrect hemifield likely compounded RT
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costs associated with peripheral targets, and especially so if attention tended to con-

tinue outward due to saccadic momentum (Wilming et al. 2013). Future eye tracking

studies are required to fully explore these possibilities.

6 Experiment 3: Searching in depth

Finally, we demonstrate how VSVR can be used to facilitate research on the role of

depth information during visual search. VR headsets allow for the presentation of

stimuli with more realistic depth cues compared to monitor based setups. Binocular

disparity, combined with perspective rendering and motion parallax cues from self-

motion provide a more complete representation of depth information.

Depth, and in particularly binocular disparity, has been established as a possible guid-

ing feature of visual attention (Wolfe and Horowitz 2017). Targets that differ from

distractors in terms of color and disparity can be found efficiently (Nakayama and Sil-

verman 1986). However, depth guidance does not appear to work in the same manner

as low-level visual features such as color. Whereas feature guidance by color may signif-

icantly reduce search slopes (Egeth, Virzi, and Garbart 1984), the same cannot always

be said for a depth feature. Knowing that a target exists on a particular depth plane

does not appear to improve search performance if that target is defined by a conjunc-

tion of features that are also present across other depth planes (Finlayson et al. 2013).

For example, there is no search benefit to knowing that a target T is on the near plane

when distractor Ls (which share the same conjunction of orientation features as T)

are present on both a near and far plane These studies however have restricted the

study of depth to binocular disparity. In reality, multiple depth cues are integrated to

a perception of depth (Landy et al. 1995). This experiment therefore aims to replicate

the conjunction lettered ‘T’ in ‘O’ search experiment in (Finlayson et al. 2013), but

under VR viewing conditions with more complete depth cues of motion parallax and

perspective.

6.1 Method

The setup for this experiment is mostly the same as Experiment 1 and used the same

set of participants. ‘T’ and ‘L’ cylindrical grids were generated just as in Experiment 1.

This time however, half of the display items were presented at a depth of 1.25m (near

plane) and half were presented at a depth of 1.75m (far plane) from the participants

eye positions. There was only one condition. Participants were tasked with finding the

‘T’ target that was always present on the near plane. Results are compared with the
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Figure 3-7: Plot of RT vs set-size for Experiment 3 depth plane condition and Experi-
ment 1 TvL condition. Error bars represent 95% confidence intervals.

TvL condition from Experiment 1.

6.2 Results and Discussion

Figure 7 shows the RTs as a function of set-size for the depth plane search in this

experiment as well as the single plane TvL search from Experiment 1. As in Experiment

1 we see a general increase in RT with set-size. Comparing this data with the TvL

condition in Experiment 1, we see a significant main effect of set-size (F(2, 80) = 16.04,

p <0.001), but not condition (F(1, 80) = 2.86, p = 0.094), indicating that RTs are not

significantly quicker when participants are asked to bias their attention to a specific

depth plane. Similarly, RT vs set-size slopes were not significantly shallower for depth

search (70 ms/item) than in the TvL condition (77 ms/item) (two sample t-test, t(28)

= 1.17, p = 0.251).
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In short, these results indicate that participants were not able to more efficiently search

for a target when the search display was split into two depth planes and the target’s

location in depth was known in advance of the search. If the depth of a target was

processed exactly like another visual feature such as color or orientation we would

have expected a more efficient search (Egeth, Virzi, and Garbart 1984). The depth

segmentation would have resulted in, on average, half the items having to be searched

before a target was found compared to a search without depth segmentation. This

does not seem to be the case, and is in agreement with the Finlayson et al. (Finlayson

et al. 2013) results that suggest that search cannot be preferentially biased towards a

single depth plane if other planes also contain similar distractors. Clearly, even though

participants know that the ‘T’ must be present among the nearer items, ‘L’s on the

far plane still distract attention and search times are markedly similar whether display

items are separated by depth or not.

It was not unreasonable to think that the ability of participants to focus on a singular

plane might have increased under the VR conditions in this experiment however. The

presence of more depth cues, such as relative size, motion parallax and even occlusion in

some cases, could have created a more stable perception of depth to use in segmenting

display items. These results however do not suggest that this was the case.

7 General Discussion

We present a novel tool for designing and conducting visual search experiments in VR.

While several tools have been developed in recent years to aid psychological and neu-

roscience research under VR conditions, VSVR focuses on providing tools to facilitate

the design of VR visual search experiments. VSVR provides a perfect middle ground

between ease-of-use and customizability, allowing researchers to conduct a wide range

of possible experiments without ever having to alter the code base. Importantly, this

facilitates increased research of visual search and attention under more ecologically

valid conditions, while retaining a significant amount of control and the benefits of

running a timed and automated experiment.

7.1 Toolbox evaluation

While we are currently lacking a formal evaluation of VSVR by putting it in the hands

of other researchers, we are confident that it is both easy to use and flexible for con-

ducting a wide range of visual search experiments in VR. The decision to base the

toolbox within Unity significantly aided this. Unity has a strong track record of being
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easy to learn, flexible, and powerful for a wide range of tasks. As such, the developers

of several other toolboxes such as UXF (Brookes et al. 2020) and bmlTUX (Bebko

and Troje 2020) made the same decision. This is echoed by the fact that Unity so far

seems to be tool of choice within the behavioral science community for developing VR

experiments and experiences. Every year within our lab, several Computer Science and

Psychology undergraduate students quickly learn the Unity software and C# program-

ming language to conduct VR experiments for their final year projects. VSVR does

away with the need to learn the programming element of Unity for a large variety of

visual search experimental methods.

The three experiments presented in this paper demonstrate the utility of VSVR for

designing visual search experiments. The experiments were designed in VSVR after

the first version of it was developed. Anecdotally, these experiments were fast and

easy to setup. Letter stimuli of various orientations and colors were easily made in

Unity’s graphical interface. Combining these with visual trial definitions using the

Spawner and Presenter functions and VSVRs block management system meant that

these experiments could be developed quickly and without the need for custom code.

Iteration of experimental parameters and testing was also efficient. Altering the grid

layout, say by making items closer together, or changing the number of rows, was

as simple as changing a number in the Spawner’s parameters. VSVR affords a large

amount of variation in experimental design simply by changing parameters, swapping

out Spawner and Presenter functions, or adapting the stimuli used. For example, the

TvL condition from Experiment 1 could easily be adapted to conduct a VR replication

of the contextual cueing effect (Chun and Jiang 1998; Marek and Pollmann 2020). We

could make it so that there were two types of TrialSet, one just as in the TvL condition,

and another with the seed for the random number generator fixed. This would mean

that for some trials, displays are randomly generated, while for others the same display

is spawned each time.

7.2 Why use VSVR and VR methods?

The experimental results presented suggest that VSVR and VR methods in general

are suitable for psychophysical study of visual search. All three experiments replicated

prior results in the literature. Analysis of RT data allowed us to see significant results,

even though it could be argued that the size of our participant pool was small (N=15),

and that we used a relatively small number of trials (60-120 trials per participant

per experiment). This suggests that the input methods and data recording in VSVR

are adequate for the collection of response time data. This is supported by research
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demonstrating that modern game engines and VR technology are more than suitable

for precise stimulus presentation and timing of response measures (Wiesing, Fink, and

Weidner 2020). Further, VR displays have been compared against monitor setups for

visual study before and found to be just as reliable for data collection and assessment

of cognitive functions (Foerster et al. 2016).

The experiments also provide examples of how the visual search paradigm can be

extended using VR technology. Experiment 1 replicated a traditional visual search

design but increased the size of the search display to cover a larger portion of the

field-of-view and did not restrict head movements. This made the ocular and motor

interactions required to search the scene more realistic. In real world environments,

we commonly search far larger spaces than a 10 x 10 degree plane presented in central

vision. VR methods allow us to collect data in these wider field-of-view scenarios, where

there may be significant constraints imposed by eye-head coordination (Sidenmark and

Gellersen 2019) and eccentricity effects. Experiment 2 presents an example of directly

studying these eccentricity effects. While not a novel study design, it does demonstrate

the utility of VR for studying the effect of larger eccentricities than have typically

been used in previous visual search experiments. Finally, Experiment 3 shows how the

stereoscopic display, along with motion induced parallax and perspective rendering can

be used in VR to present more realistic and complete depth stimuli.

Results from the experiments showcase why extending the visual search paradigm to be

more ecologically valid is important for visual attention study. As stimuli are placed in

more sparsely and in more eccentric positions the limitations and biases of attentional

deployment play a more significant role. The partial replication of feature guidance in

Experiment 1 and the large eccentricity effects in Experiment 2 demonstrate this well.

Both can, at least partially, be explained by the limitation and biases of attentional

deployment when it is required over a larger and sparsely populated visual field. By

constraining visual search studies to central vision and from a fixed viewing position we

miss many important interactions, including those caused by peripheral vision as well

as factors such as energetic efficiency of interaction (Draschkow, Kallmayer, and Nobre

2021) and reward/cost trade-offs (Hayhoe and Matthis 2018). VR methods allow us

to add in these elements of natural interaction and realism that increase the ecological

validity of our experiments. Importantly however, they do so under relatively controlled

conditions. Unlike real-life, potential factors effecting visual attention can be studied

more independently in VR. For example, if we believed that there were significant

interaction effects between stereoscopic viewing and peripheral visual processing, we

could test this by conducting our study in VR with both monoscopic and stereoscopic
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rendering conditions.

The possibilities of VR methods are not limited to what was demonstrated here. VR

methods have been used to study search behaviors for targets appearing outside of the

initial field-of-view (Marek and Pollmann 2020; Harada and Ohyama 2020). Visual

foraging tasks (Wolfe 2013) have also been extended to VR by making use of a more

natural point and select interaction with the VR controller (Kristjánsson et al. 2020).

Further, VR shows promise in facilitating the study of visual attention during naviga-

tion and obstacle avoidance (Hadnett-Hunter et al. 2019; Drewes, Feder, and Einhäuser

2021). Combining all of these together and we can create more holistic studies of visual

attention and search behavior, such as by tasking people to search for objects hidden

in an apartment (Li et al. 2016; Li et al. 2018). We can also more easily explore beyond

the visual modality. Modern VR setups combine visual information, with spatialised

audio, and haptic feedback from controllers. Designing experiments with cross and

multimodal stimuli may facilitate the development of overarching multisensory models

of attention (Spence 2021). Ecological validity is not just about showing people more

realistic stimuli, but also putting them into more realistic situations that enforce more

natural behavior. VR technology improves our ability to do both during experiments.

7.3 Limitations and future development

There are nonetheless limitations to the VSVR framework and we have planned several

points of future development to address these issues. While VSVR is highly adaptable

in its current state, it needs more features in order to better support a wider range

of visual search experiments. We have prototyped several VR extensions to tradi-

tional experimental methodologies, such as contextual cueing experiments, the Posner

cueing paradigm (Posner 1980), and visual foraging studies. Nonetheless, we aim to

continually grow the set of stimuli generation and presentation functionality available

to researchers. For example, we aim to create a set of Spawner functions for creating

circular display arrangements around a central fixation (e.g. as in (Wang, Cavanagh,

and Green 1994)) which are particularly useful for controlling eccentricity effects across

all stimuli in the display. Also in development are set of functions for controlling depth

stimuli. These include dynamic stimuli scaling to isolate stereoscopic depth cues from

size cues, as well as functions to support placing stimuli along the horopter, the locus

of points in space that have the same disparity as the fixation point (Turski 2016).

The results from our experiments would have been far richer if we had recorded eye

tracking data. While currently there is nothing about VSVR that prevents the use of

VR headsets with eye tracking capabilities, the integration of eye-tracking to VSVR
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studies would require the researcher to alter the code base. Functionality to easily align

data recorded from third party eye tracking SDKs such as TobiiXR with the recorded

trial data is planned. Further, we also aim to include a set of live eye tracking events

that can be used by Presenter functions to progress a trial. A basic example would be

by only allowing progression to the stimuli presentation phase of trial once a participant

had fixated on the fixation cross for a certain duration. Another might be requiring

the participant to have gazed at a target before they can report its presence.

Finally, we aim to focus on developing the user interface presentation side of the tool-

box. Currently, experimental UIs such as instructions and prompts can be displayed to

the user by using Unity’s UI system. Textual or pictorial UI canvases can be created

and shown to participants as TrialSets. Blockgroup hierarchy can be utilised to ensure

that, for example, each block has its own dedicated UI presentation session before trials

start. This however is not a particularly clean way of integration experimental UIs or

instruction and conflates parts of the code-base used for presenting stimuli with UI

presentation. It would easier and cleaner for the UI to be handled separately from the

stimuli presentation logic.

8 Concluding remarks

We have presented VSVR, a flexible and powerful toolbox for the development of

visual search studies under VR viewing conditions. VSVR has been demonstrated

to be capable of conducting several different visual search experiments in VR, and

the results of those experiments have demonstrated why VR search methods may be

powerful for visual attention research. VSVR is an ongoing open source software project

with many planned developments. To stay up to date with the project, or contribute

to the project, visit the Github page: https://github.com/jmehh/VSVR.
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Võ, Melissa L-H, and Jeremy M Wolfe. 2012. “When does repeated search in scenes

involve memory? Looking at versus looking for objects in scenes.” Journal of Ex-

perimental Psychology: Human Perception and Performance 38 (1): 23.

110
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Inter-chapter commentary

One of the results from the previous chapter was that targets defined by a conjunction

of form (e.g. ‘T’ shapes) and depth (e.g. “near plane”) failed to produce more efficient

searches than just searching for a ‘T’ on a single plane. Compared to previous research

however, our study included more cues to depth such as relative size due to perspective

and motion parallax cues due to head movement. It was not necessarily unreasonable

to assume that there would be some benefit to including additional cues, perhaps by

leading to an increased contrast between distractors on each plane and thus facilitating

feature guidance by depth. This however, does not seem to be the case. The result of

the previous study indicates that the guidance capabilities of depth information still

work as Finlayson et al. (2013) proposed. Depth information can guide visual atten-

tion, but only when the resulting search is easy. When the search resulting from depth

segmentation is hard, for example when it results in a conjunction search attentional

resources may be too heavily taxed and distractors on the other plane can draw at-

tention. Finlayson et al. (2013) proposed that this may be because the attentional

resources needed to maintain attention on a particular depth plane are the same that

are needed to conduct a serial search within that plane.

However, Experiment 3 from the previous chapter did not explore how these additional

cues to depth impact on feature guidance when the resulting search is easy. In this

case, we know that observers can effectively segment their search into two depth planes

and search more efficiently with disparity information alone (Nakayama and Silverman

1986). Because of this, it is tempting to assume that additional depth cues will not

aid search performance. After all, disparity information is enough to separate display

items into two sets, and additional cues will not reduce the effective number of items to

search through. However, additional cues may benefit search not in terms of per item

efficiency, but at the start of the search process. The start of a visual search process

requires the activation of a search template, a working memory representation of the

targets features that may separate it from distractors (Duncan and Humphreys 1989;
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Wolfe and Horowitz 2004). It is plausible that a more ecologically valid representation

of depth with additional cues leads to faster depth guidance due to increased specificity,

or reliability, of the search template (Vickery, King, and Jiang 2005).

In the context of the wider aims of this thesis, the following chapter further demon-

strates the utility of VR for the study depth perception and its role in the deployment

of visual attention. A key benefit of VR used in the following chapter is the ability

to selectively introduce different depth cues. The majority of prior research on depth

perception has limited itself to disparity cues presented in a static stereoscope. By

default, however, VR devices are capable of providing binocular disparity cues and mo-

tion parallax cues due to head movement. Rendering environments via a game engine

such as Unity further provides relative size cues from perspective rendering, and even

shading, lighting and contrast depth cues via global illumination. It is therefore possi-

ble to study to role of individual cues on perception and attention and possible effects

of cue integration by combining them. This capability of VR may be particularly useful

to future visual attention research..
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1 Introduction

Feature guidance is the capability of our visual system to deploy attention to items in

the visual field based on their similarity to the search target with respect to certain

visual features. For example, searching for your car in a busy car park can be a

daunting task. Many cars share a similar shape and form and can be hard to distinguish

from one another at a glance. However, knowing that your car is red allows your

attentional system to prioritise only red cars. In this way, how quickly you find your

car is dependant on the number of red cars in the car park, and not the total number

of cars. This capability of attention has been well established during visual search

tasks (Egeth, Virzi, and Garbart 1984; Wolfe 1994) and several features including

color, orientation and motion are known to be capable of guiding attention in this way

(Wolfe and Horowitz 2004, 2017). Often neglected in sensory research however is the

role of depth information (Stoep et al. 2016). Depth perception is highly important to

our interaction in a 3D world such as when grasping objects (Keefe and Watt 2009)

and during obstacle avoidance (Grant 2015). Depth is also a complex feature in that

our visual system has access to several different cues that can be used to provide

depth information. The majority of prior work that has studied depth has restricted

its research to binocular disparity cues. In this paper we explore how well depth can

operate as a guiding feature of attention and whether or not this is mediated by the

inclusion of additional cues to depth.

Depth information clearly has a role in attentional processing. Targets that are uniquely

separated from distractors by binocular disparity can be efficiently searched for (Nakayama

and Silverman 1986; Steinman 1987; Dünser, Billinghurst, and Mancero 2008), and the

sudden onset a depth cue can capture attention during visual search (Plewan and

Rinkenauer 2018). There is evidence to suggest that the segmentation of a scene into

multiple depth planes can facilitate attentional deployment and visual search. Motion

tracking accuracy is improved when items are separated over two stereoscopic depth

planes (Viswanathan and Mingolla 2002; Dünser and Mancero 2009) and participants

better remembered target properties for items split over multiple depth planes (Xu and

Nakayama 2007). The seminal work of Nakayama and Silverman (1986) demonstrated

that search targets defined by a conjunction of color and depth could be searched for in

parallel with reaction times that were invariant to set-size. Nakayama and Silverman

suggested that this demonstrated that search can be willingly restricted to one depth

plane over another. In this way, depth information would operate like features such

as color in that it can facilitate feature guidance and reduce the effective set-sizes of

search displays (Egeth, Virzi, and Garbart 1984).
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However, there is also evidence to suggest that depth information cannot be fully used

to guide attention. Theeuwes, Atchley, and Kramer (1998) found that attention could

be diverted by target-relevant distractors on an unattended depth plane, suggesting

that depth information could not be used to entirely segment search items and reduce

the effective set-size. In the experiments used by Nakayama and Silverman (1986)

targets and distractors were spread across a near and far plane, but attending within

the target depth plane resulted in an easy feature search. Finlayson et al. (2013)

designed a series of experiments to determine whether guidance by depth information

was determined by the type of search resulting after segmentation. They compared

search performance where the segmentation resulted in a feature search to where it

resulted in a conjunction search. In the conjunction search case search performance

was not improved by separating stimuli across two planes compared to one. Finlayson

et al. argued that this was likely the result of shared attentional resources between

attending to a specific depth plane and conducting a conjunction search. It appears

therefore that depth information cannot always be used to facilitate efficient visual

search through feature guidance and its ability to do so depends on the perceptual load

imposed by the resulting search task (Atchley et al. 1997).

There exist several cues used by our visual system to provide depth information such

as relative size, motion parallax, linear perspective and many more. Unfortunately the

majority of search and attention studies on depth information have focused only on

binocular disparity cues, although there is some evidence to support that other cues

such as apparent size (Proulx and Green 2011) and focus blur (Rashal and Wagemans

2022) are also capable of guiding attention. Several of these cues are often integrated

by the visual system to generate a single perception or estimate of depth (Dosher,

Sperling, and Wurst 1986; Landy et al. 1995; Welchman et al. 2005). In cases where

one depth cue is unreliable or irrelevant the weighting and combination of these cues

can adapt to produce more reliable depth perception (Schrater and Kersten 2000). The

addition of extra depth cues may therefore have an impact on the use and availability

of depth information to guide visual attention. One possibility is that additional cues

could reduce the noise of depth as a feature and therefore increase contrast between

targets and distractors, resulting in more efficient search (Nothdurft 1993). Recent

evidence however suggests that this is not the case during a hard conjunction search

task. Participant’s searching for ‘T’s among ‘L’s separated across two depth planes were

not able to find the target faster even when they knew which plane to search (Hadnett-

Hunter et al. 2021). However, it remains to be seen whether or not additional depth

cues can speed up feature guidance when depth segmentation results in a feature search.
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The present series of experiments are designed to explore the effect of additional depth

cues on visual search utilising depth segmentation to find the target. Virtual reality

(VR) technology provides a useful platform for presenting search stimuli with several

different depth cues. By default, accurate disparity cues are produced via stereoscopic

rendering, relative size cues are produced via perspective rendering, and motion par-

allax cues are available due to head movement or scripted motion. We therefore use

VR to conduct a series of experiments in which additional depth cues are added in

one-by-one. In Experiment 1 we replicate Finlayson et al. (2013), presenting search

stimuli with only disparity depth cues by scaling stimuli on the far plane to match the

size of stimuli on the near plane. In Experiment 2 we add relative size cues by not

scaling the far plane stimuli. In Experiment 3 we further add overt motion parallax

cues. While motion parallax cues are available in a VR setup due to head movement,

these will likely be small and unreliable until the participant induces them with a signif-

icant head movement. Experiment 3 presents larger and immediately available motion

parallax cues by simulating observer rotation and moving stimuli on both planes at a

fixed velocity.

2 Experiment 1

In Experiment 1 we replicate and extend the findings of Finlayson et al. (2013) to

VR conditions. We want to understand how the addition of extra depth cues effects

visual search performance for targets defined by depth. In this experiment we therefore

explore how only binocular disparity cues to depth can guide attention during visual

search. This acts as a baseline in order to compare the addition of extra depth cues in

Experiment 2 and 3, as well as validation of these experimental methods by comparing

our results with those of Finlayson et al. (2013).

Participants. A total of 12 volunteers (3 female) participated in the study. The

average age of participants was 24.1 with ages ranging from 18 to 50. All participants

reported normal or corrected to normal vision.

Design and Procedure. this experiment participants were required to make a

speeded decision about the absence or presence of an upright ‘T’ embedded among

a set of distractors (rotated ‘T’s and ‘O’s). Reaction times for this visual search tasks

were recorded during six conditions. There was a baseline in which the target and all

distractors were presented on a single depth plane. There were four conditions com-

prising a 2x2 combination of search type (feature search or conjunction search) and

target depth plane (near or far). For near conditions participants were to search the
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Figure 4-1: An example search array used in Experiment 1. Stimuli on the far plane
were scaled such that they appeared to be the same size as stimuli on the near plane.
Array items were positioned on spheres surrounding the observers head position, ensur-
ing that all display items on the same ”plane” were equidistant from the participant.

near plane for the target, and vice-versa for the far conditions. For feature search

conditions, the target depth plane contained only the target and one type of distractor

(the ‘O’s). For conjunction conditions, both planes contain a mix of both types of dis-

tractors, meaning that the resulting search display after depth segmentation contained

both types of distractors and resulted in a harder conjunction search. There was also a

mixed plane condition which was the same as the feature condition except participants

were not told which plane would contain the target.

For each condition, search displays were presented in three set-size: 6, 12, and 18.

90 trials were presented per condition block, with two-thirds of trials having a target

present. This resulted in 20 target present and 10 target absent trials per set-size per
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condition, resulting in 540 trials in total for each participant.

Apparatus and Stimuli. Visual search experiments were presented to participants

on a HTC Vive Pro VR headset. The Vive Pro presents stereoscopic image pairs to

user via two 1440 x 1600 pixel displays, one for each eye, encompassing a 110 degree

field-of-view. Participants held the Vive controllers in each hand. Controller trigger

button presses were used for participant response.

Search displays were generated and displayed using the Unity game engine and VSVR

Toolbox (Hadnett-Hunter et al. 2021). Search displays were created by presenting stim-

uli on virtual spheres surrounding the participant at head level. For depth conditions,

stimuli were distributed between two ”depth spheres”, one with a radius of 3m, and

one with a radius of 6m. Spheres were chosen over traditional planes due to the wider

field-of-view we presented stimuli over. With large displays disparity decreases as ec-

centricity increases. Spheres however ensure that stimuli at all eccentricities roughly of

equal distance to the eyes. On a given sphere, search items were placed in columns of 3

items separated vertically by 30 degrees such that the total vertical visual angle of the

display subtended 60 degrees. The number of columns in the display was determined

by set-size, with half the items being distributed on each plane. For example, a set-size

of 6 resulted in two columns, one on the near sphere, one on the far. A set-size of

18 resulted in 3 columns (i.e. a 6 x 6 grid) on each plane. Each column is separated

by 30 degrees horizontally. The near sphere was rotated by 15 degrees horizontally to

prevent occlusion between near and far depths. From this point on “depth spheres”

will be referred to as planes to match prior literature.

In this experiment, the size of stimuli appearing on the far plane were scaled in size

to match the retinal size of objects on the near plane. Items on the display subtended

approximately 5 degrees of visual angle. The target stimulus was an upright letter ‘T’,

while distractor stimuli were rotated ‘T’s (90, 180 or 270 degrees), and rotated ‘O’s (0

degrees or 90 degrees). Figure 1 shows an example of the stimuli and search displays.

2.1 Results

Firstly, considering only the single depth plane condition, participants were easily able

to identify if the target was present or absent, resulting in an accuracy of 98.4%. A

two-way repeated measures ANOVA test was conducted on the influence of set size (6,

12, 18) and target presence (present, absent) on reaction times. There was a significant

main effect of target presence (F(1,11) = 74.822, p <.001) and set size (F(2,22) =

105.874, p <.001). There was also a statistically significant interaction between the
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Figure 4-2: RT vs set-size plot for target present compared to target absent trials of
the single depth plane condition in Experiment 1. Error bars represent 95% confidence
intervals.

effect of target presence and set size (F(2,22) = 42.163, p <.001). Figure 2 shows mean

RTs as a function of set size for the target present and target absent conditions.

Search slopes for target present and absent trials were calculated for each participant.

Search slopes for the target present trials (M = 53ms/item) were significantly shallower

than for the target absent trials (M = 144ms/item) (paired t-test, t(11) = 8.497, p

<.001). This indicates that search was more efficient in the target present condition

than in the target absent condition.

We now consider search performance in the near and far feature conditions where dis-

tractors on the target depth plane only consisted of rotated ’O’s. Average accuracy for

the near block was 98.1% and for the far block was 97.6%, suggesting that participants

could just as easily complete the task as the single depth plane condition. For the rest

of the analysis we consider only correct target present trials.

There does not appear to be any significant difference in search performance for targets
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Figure 4-3: RT vs set-size plot for target present trials of single and two plane Feature
conditions in Experiment 1. Error bars represent 95% confidence intervals.

in one depth over the other. A two-way repeated measures ANOVA was conducted to

determine the influence of the depth plane (near, far) and the set size (6, 12, 18) on

RTs. The main effect for depth plane was not significant (F(1,11) = 4.829, p = 0.056)

but it was for set size (F(2, 22) = 49.001, p <.001). There was no significant interaction

(F(2, 22) = 0.621, p = 0.549).

As there was no effect of near or far depth plane on search performance, we combined

the data from these conditions to study the influence of depth guided search on RTs

compared to the single plane condition. Figure 3 shows the RT vs set-size functions

for both the one and two depth plane conditions. Search was faster when the target

was defined in depth. A two-way repeated measures ANOVA test was conducted using

the target present data on the influence of set size (6, 12, 18) and the number of depth

planes (one, two) on RTs. The main effect for number of depth planes was significant

(F(1, 11) = 7.898, p = 0.020). The main effect for set size was also significant, (F(2,

22) = 63.766, p <.001). Additionally, there was a significant interaction between the

number of depth planes and set size (F(2, 22) = 4.100, p = 0.034). Not only was search

faster, but it was also more efficient. Search slopes for the two depth plane conditions
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Figure 4-4: RT vs set-size plot for target present trials of single and two plane Con-
junction conditions in Experiment 1. Error bars represent 95% confidence intervals.

(M = 32ms/item) were significantly shallower than the one depth plane condition (M

= 53ms/item), (paired t-test, t(11) = 2.548, p = 0.031).

This improvement in search performance however does not continue if the participant

is not aware of which plane the target will appear in. In the mixed plane block, the

target could appear in either the far or near plane. The average accuracy in this block

was 96%. A two-way repeated measures ANOVA revealed no significant main effect of

depth (F(1,11) = 0.010, p = 0.923) but there was a main effect for set size (F(2,22) =

37.241, p <.001).

Participants were also able accurately find a target when both types of distractor

were on the target depth plane. The average accuracy for the conjunction near block

was 97.1% and for the conjunction far block was 98.6%. Again, a two-way repeated

measures ANOVA test was conducted to determine whether or not depth plane (near,

far) and set-size (6, 12, 18) influenced search performance. Similar to the feature

conditions, there was not a significant main effect of depth plane (F(1, 11) = 0.723, p

= 0.417), but there was for set-size (F(2, 22) = 42.263, p <.001).
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Combining the data from near and far depth plane searches we can compare search

performance in the conjunction conditions to the one depth plane condition. Figure

4 shows RTs for set-size for the single plane two plane (conjunction) conditions. In

general, it appears that search for target in a plane containing both types of distractor

was not benefited by knowing which plane to search beforehand. A two-way repeated

measures ANOVA test was conducted to determine the influence of set size (6, 12,

18) and the number of depth planes (one, two) on RTs. Results revealed the main

effect for number of depth planes was not significant (F(1,11) = 1.195, p = 0.303)

and a main effect for set size was significant (F(2, 22) = 58.968, p <.001). The was

no significant interaction. Further, search does not seem to be efficient in this depth

condition. Search slopes for the two depth plane condition (M = 46ms/item) were not

significantly shallower than the one depth plane condition (M = 0.053) (paired t-test

t(11) = 0.721, p = 0.489).

2.2 Discussion

The present results indicate that we have successfully replicated the results of Finlayson

et al. (2013) using a VR methodology. The high accuracy across all conditions shows

that there was no difficulty in deciding whether or the target was present. Interestingly,

RTs across conditions in our experiment are significantly larger than those reported by

Finlayson et al. (2013) but significantly smaller than those reported by Nakayama and

Silverman (Nakayama and Silverman 1986). This likely reflects general variability in

RTs depending on methodological choices. Different stimuli, display methods, response

inputs etc are likely to impact on RTs. However, what is important is that the relative

results within our study are informative and comparable to prior research. One indica-

tor of this is that search behavior in this study was typical compared to prior research

as target absent results on the one plane condition were significantly slower than target

present trials.

These results are highly consistent with Finlayson et al. (2013). Firstly, in agreement

with Nakayama and Silverman (Nakayama and Silverman 1986), they demonstrate that

search times are improved if the search array is segmented into two feature searches by

disparity. Importantly however, results from the mixed plane condition show that this

search benefit is only afforded if the observer knows which plane to search first. This

suggests that observers are able to focus their attention on only stimuli in the relevant

depth plane. In this way, depth information would operate similarly to other visual

features such as color and orientation such that it can be used to efficiently segment

search arrays into a reduced set of more relevant items (Egeth, Virzi, and Garbart
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Figure 4-5: An example search array used in Experiment 2. Stimuli on the far plane
were not scaled as in Experiment 1, meaning that relative size cues were present and
correct with respect to the participants perspective. Array items were positioned on
spheres surrounding the observers head position, ensuring that all display items on the
same ”plane” were equidistant from the participant.

1984; Wolfe 1994). The conjunction conditions tell another story however. Search

times were not significantly improved when each depth plane required a conjunction

search to find the target. Perfect feature guidance by depth information should result

in reduced RTs. If observers could focus on one depth plane, then even in the case

of a serial search requiring overt attention to each item, the target would be found in

approximately half the time. This however does not seem to be the case.
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3 Experiment 2

The majority of research on depth as a visual feature has focused only on stereoscopic

disparity. Other depth cues, such as relative size and motion parallax may be integrated

to produce a more accurate and reliable depth perception. In Experiment 1 the only

cue to depth was stereo disparity as object sizes on the far plane were scaled to invert

perspective rendering. In Experiment 2 we therefore add an additional cue to depth by

presenting stimuli with their correct sizes due to perspective. Stimuli on the far plane

will induce different disparity and appear smaller.

The previous experiment verified that stereoscopic depth information is capable of

guiding attention, but only if it results in a feature search and not when it results in

a conjunction search. A recent study by Hadnett-Hunter et al. (2021) demonstrated

that a resulting conjunction search is still inefficient even when there are simultaneous

disparity, relative size, and motion parallax cues to depth. It is therefore unlikely that

additional depth cues in this study will result in more efficient conjunction condition

searches. Nonetheless, additional depth cues may aid search performance in the feature

conditions, where we know depth information is available and utilised successfully.

Experiment 2 therefore explores the role of additional depth cues within the feature

conditions used in Experiment 1.

The participants, apparatus, design and procedure are the same as in Experiment 1

except for the following differences. Figure 5 shows an example search display for

Experiment 2. The stimuli presented were not scaled to counteract perspective, and as

such stimuli on the far plane now subtended approximately 2.5 degrees of visual angle.

We did not include the conjunction or the mixed plane conditions. This experiment

only explored the impact of depth segmentation for displays resulting in a feature search

(i.e. only rotated ‘O’s on the same plane as the target ’T’).

3.1 Results

A two-way repeated measures ANOVA was conducted to determine the influence of

plane (near, far) and the set size (6, 12, 18) on RTs. There was a significant main

effect for target depth plane (F(1,11) = 22.842, p = 0.001) and set size (F(2,22) =

43.859, p <.001). There was no significant interaction (F(2, 22) = 3.150, p = 0.067).

Participants clearly were better able to find the target when it appeared on the near

plane. As such, we analyse near and far plane conditions separately for the rest of this

section.

Considering only far plane searches, figure 6 shows reaction times for the disparity
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Figure 4-6: RT vs set-size plots for two plane Feature conditions from Experiment 1
with only disparity cues (D) and Experiment 2 with disparity and relative size cues
(D,S). The left plot shows RTs when the target was presented on the near plane, and
the right shows RTs for when it was presented on the far plane. Error bars represent
95% confidence intervals.

only condition (D) from Experiment 1 and the disparity and relative size conditions

(D,S) from this experiment. The addition of relative size appears to have improved

search speeds. A two-way repeated measures ANOVA test was conducted to identify

the influence of set size (6, 12, 18) and the depth cues available (stereoscopic depth

only, stereoscopic depth and relative size) on RTs. There was a significant main effect

of depth cue (F(1, 11) = 8.685, p = 0.016) and set size (F(2, 18) = 54.347, p <.001.)

There was no significant interaction (F(2, 22) = 0.903, p = 0.423). Search slopes,

however, were not more efficient with addition of relative size cues. Search slope for the

stereoscopic depth with relative size condition (M = 27ms/item) were not significantly

shallower than the stereoscopic depth only condition (M = 28ms/item) (paired t-test,

t(11) = 0.340, p = 0.742).
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Figure 6 also shows RTs for the near plane condition. Again, search was faster with

the addition of the relative size depth cue. A two-way repeated measures ANOVA test

was conducted to determine the influence of set size (6, 12, 18) and the depth cues

available (stereoscopic depth only, stereoscopic depth and relative size) on RTs. There

was a significant main effect of depth cue (F(1, 11) = 13.7470, p = 0.005) and set size

(F(2, 22) = 35.071, p <.001). There was no significant interaction (F(2, 22) = 3.233,

p = 0.063). Search slopes were also not significantly different however. While search

slopes for the stereoscopic depth with relative size condition (M = 16ms/item) were

shallower than the stereoscopic depth only condition (M = 35ms/item) they were not

significantly so (paired t-test, t(11) = 2.225, p = 0.053).

3.2 Discussion

These results show that the addition of relative size as a depth cue improves search

performance for a target in a known depth plane. In general, this improvement was a

fixed RT reduction. The addition of relative size cues did not significantly reduce search

slopes, suggesting that while search may be faster overall, it was not more efficient.

This is understandable given the search benefit already observed going from no depth

information to disparity information in the previous experiment. Search slopes roughly

halved when disparity defined depth planes separated stimuli into a feature search on

a known depth plane. This halving of slope is indicative of successful feature guidance,

in which the display set-size was effectively halved by eliminating distractors on the

irrelevant plane (Egeth, Virzi, and Garbart 1984; Nakayama and Silverman 1986).

Additional cues to depth don’t provide any extra information to reduce the effective

set size, and so search efficiency should remain roughly the same.

However, our results possibly hint at a benefit to search efficiency when relative size is

included with the disparity depth feature for the near plane condition. The search slopes

were 16ms per item with the addition of relative size compared to the 35ms per item

for just disparity alone. However, this difference was not significant. Visual inspection

of Figure 6 demonstrates why this may have occurred. The large confidence interval

for the disparity only trials with a set-size of 18 demonstrates that variance in those

trials may be artificially inflating the search slope for that condition. Unfortunately,

this issue cannot be resolved without the collection of more data.

There was however a clear significant difference in search performance for targets in

near or far planes within this experiment, unlike in the experiment 1. The inclusion of

relative size cues appears to have made it easier to search the near plane than the far.

This could be explained by reduction in visual angle that stimuli subtended on the far
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plane. With stimuli being roughly half the size they were harder to distinguish from

distractors. However, there was still a significant relative search benefit by including

relative size cues. That is, the inclusion of relative size cues for far plane searches, while

making the stimuli smaller, still resulted in significantly faster search times compared

to when disparity was the only depth cue.

4 Experiment 3

Following on from Experiment 2 we explore how an another additional depth cue can

effect search performance. Motion parallax is a monoscopic depth cue in which the ve-

locity of near items across the retina is larger than far items due to self motion. Motion

parallax cues have technically been present in both previous experiments. Head move-

ments during the visual search process may have resulted in small motion differences

for near and far display items. However, the presence of these cues depends entirely on

how and how much individual participants moved their heads during trials. In this ex-

periment we add more salient motion parallax cues by instead rotating stimuli around

the participant at a constant speed. In this way, far items appear to move slower across

the visual field than near items. This means that motion parallax cues were available

equally and immediately to all participants at the start of each trial. The participants,

apparatus, design and procedure were the same as in Experiment 2 except additional

motion parallax stimuli changes.

4.1 Results

Just as the previous experiment search times for near plane targets were quicker than for

far plane targets. A two-way repeated measures ANOVA was conducted to determine

the influence of the target depth plane (near, far) and set size (6, 12, 18) on RTs.

Results showed a significant main effect for target depth plane (F(1,11) = 18.707, p =

0.002) and set size (F(2,22) = 46.608, p <.001). The interaction between set-size and

target depth plane was also significant (F(2, 22) = 7.333, p = 0.005).

Figure 7 shows RTs for the search with disparity, relative size, and motion parallax cues

(D, S, M) compared to just disparity and relative size (D, S). Figure 8 shows the same

data along with the corresponding data for the single plane condition and disparity

only conditions from Experiment 1. For the far plane, a two-way repeated measures

ANOVA test was conducted using the target present data on the influence of set size (6,

12, 18) and the depth cues available (stereoscopic depth with relative size, stereoscopic

depth with relative size and motion parallax) RTs. There was not a significant main
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Figure 4-7: RT vs set-size plots for two plane Feature conditions from Experiment 2
with disparity and relative size cues (D,S) and Experiment 3 with disparity, relative
size, and motion parallax cues (D,S,M). The left plot shows RTs when the target was
presented on the near plane, and the right shows RTs for when it was presented on the
far plane. Error bars represent 95% confidence intervals.

effect of available depth cues (F(1,11) = 2.422, p = 0.154) but there was for set-size

(F(2,22) = 73.345, p <.001). There was no significant interaction (F(2, 22) = 0.037,

p = 0.964). Search slopes were also similar. Slopes for the stereoscopic depth with

relative size and motion parallax condition (M = 28ms/item) were not significantly

shallower than the stereoscopic depth with relative size condition (M = 27ms/item)

(t(11) = -0.272, p = 0.792).

Unlike the far plane, near plane searches were quicker with the addition of motion

parallax cues. A two-way repeated measures ANOVA test was conducted on the in-

fluence of set size (6, 12, 18) and the depth cues available (stereoscopic depth with

relative size, stereoscopic depth with relative size and motion parallax) RTs. There

was a significant main effect of depth cues (F(1, 11) = 12.317, p = 0.007) and set-size

(F(2, 22) = 33.925, p <.001). Search slopes however were again similar. Slope for the

stereoscopic depth with relative size and motion parallax condition (M = 12ms/item)
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Figure 4-8: RT vs set-size plots for two plane Feature conditions from Experiment 1
(None, D), Experiment 2 with disparity and relative size cues (D,S), and Experiment
3 with disparity, relative size, and motion parallax cues (D,S,M). The left plot shows
RTs when the target was presented on the near plane, and the right shows RTs for
when it was presented on the far plane. Error bars represent 95% confidence intervals.

were not significantly shallower than the stereoscopic depth with relative size condition

(M = 16ms/item) (t(11) = 0.813, p = 0.437).

4.2 Discussion

As in Experiment 2 the present results indicate an asymmetry between searches on the

near and far plane. If stimulus size was the predominant cause of this in Experiment 2

it makes sense for us to observe it in this experiment too as the relative size depth cue

was also present. There is mixed evidence that the inclusion of motion parallax cues

improved search speeds. The additional cues did not improve RTs for far plane targets,
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but did for near plane targets. It’s important to note here that motion parallax cues

were added in addition to disparity and relative size cues. The present results cannot

infer whether or not motion parallax cues would similarly improve search performance

had relative size cues been controlled for.

5 General Discussion

In Experiment 1 we observed a replication of the result of Finlayson et al. (2013).

It appears that depth information can be used to successfully guide attention, but

only when it results in a feature search on the attended depth plane. When depth

segmentation leads to a conjunction search, there is no improvement in search speed

or efficiency. Finlayson et al. attributes this to shared attentional resources. When

observers are holding their attention on a single depth plane, they have less attentional

resources to ignore distractors on the other. If segmentation results in a feature search

the additional demand on attentional resources is low. If however the segmentation

results in a conjunction search, the attentional demands may exceed some capacity

and items on the unattended plane start to distract. Such an account would likely

mean that additional cues to depth would not aid search performance as the attentional

demands of the conjunction search already exceed this capacity. This explains a prior

finding that there was no difference in search times between single and two depth plane

conditions of a ‘T’ among ‘L’ search where depth was presented in stereoscopic VR

along with relative size and motion parallax cues (Hadnett-Hunter et al. 2021).

However, the present results suggest that additional depth cues do aid search perfor-

mance when segmentation by depth results in a feature search. RTs were significantly

faster with the addition of relative size cues, and there was some evidence that ad-

ditional motion parallax cues may also improve search. The mechanism of this im-

provement is revealed by the search slopes. While searches were faster with additional

cues, they were not more efficient. Search efficiency may be increased if a search strat-

egy effectively reduces set-size by prioritising features likely to be the target (Egeth,

Virzi, and Garbart 1984). Experiment 1 demonstrated that disparity is enough of cue

alone to segment the display into two depth planes and prioritise items on the rele-

vant plane. In this case, additional depth cues do not eliminate any further display

items from consideration. As such, the benefit of additional cues likely occurs at the

beginning or end of the search process. One possibility is that additional cues speed up

the activation of a search template involving depth. Even guidance by basic features

such as color requires several hundred milliseconds to become fully effective (Palmer

et al. 2019). Depth information could speed up selection processes if additional cues
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increase reliability or contrast between targets and distractors.

Previous work has shown that the combination of stereocopic and monoscopic depth

cues may actually slow visual search performance. Greene et al. (2021) conducted

visual search experiments with search displays presented in 2D and 3D, and with a

combination of disparity and shading depth cues. The combined cues resulted in slower

search performance. The authors attributed this to increased perceptual load from the

binding of depth cues into a single percept. Our results however do not demonstrate

such a phenomena. This discrepancy may be the result of the different monoscopic

cues used in the present study compared to theirs. Greene et al. (2021) study however

combined disparity with a shading effect. The shading effect likely did not constitute

a reliable cue to depth as it was not based on any simulated lighting arrangement with

respect to the observers positions. In this case, disparity and shading cues would be

in conflict, potentially resulting in increased perceptual load needed to resolve that

conflict instead of bind the cues. On the other hand, while this study did not look at

shading as depth cue, the depth cues we did use were represented in a more consistent

manner. VR systems are able to mimic the usual relationship between disparity and

relative size well, for example, by using a correct perspective for rendering. In this

case, cues may be efficiently combined and become available for subsequent attentional

processes earlier (Mather and Smith 2004).

One apparent demonstration of the present study is that motion parallax cues are

not as effective as relative size cues for improving visual search performance. Many

models of depth cue integration suggest that additional cues will not be relied upon

if they are unreliable (Schrater and Kersten 2000; Ernst and Banks 2002). Motion

parallax cues may simply not be as reliable as relative size cues for segmenting two

depth planes. However, a limitation with the design of our study means that we

cannot properly compare motion parallax to relative size cues. These additional cues

were not added to disparity cues independently. Relative size cues were also included

in Experiment 3 where motion parallax cues were added. When Rosa, Moraglia, and

Schneider (2008) investigated the effect of disparity magnitude on search, they found

that search times plateaued after a certain disparity limit. A similar limit might exist

when adding additional depth cues. After some point, additional depth cues may not

make it significantly easier to differentiate depth planes, and thus do not speed search.

In this case, the additional motion parallax cues may simply have been redundant, and

the same lack of search improvement might have been observed for relative size cues

had the order of addition been reversed.

An interesting observation from Experiment 2 is that the addition of relative size cues
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created a difference in search times for near and far targets. This is at odds with pre-

vious research in which no such difference was observed (Dent et al. 2012; Finlayson

et al. 2013). An obvious explanation for this is that relative size cues reduced stimuli

size on the far plane, thus making the target harder to detect. However, the perspective

rendering still resulted in far plane stimuli that were relatively large (e.g. spanning 2.5

degrees of visual field) and were easily resolvable. An alternate explanation is that

additional cues to depth created a more ecologically valid depth perception in which

other attentional biases and behavior emerge. For example, a foreground bias for at-

tentional deployment in realistic scenes in well established (Fernandes and Castelhano

2021) and the addition of depth cues to 3D VR scene viewing results in closer deploy-

ment of fixations (Albayrak et al. 2019). This possibility highlights a potential problem

with previous work on depth cues and visual search. In reality our depth perception

and attentional reliance on it has evolved to facilitate much of our interaction with the

world, including grasping (Keefe and Watt 2009) and obstacle avoidance (Grant 2015).

Results from studies focusing on individual cues such as disparity may not generalise

well if the depth information provided to observers is in conflict with how they typically

observe depth information in day to day life. Future research on depth perception, in-

tegration and attention may therefore benefit well from study under more ecological

conditions. In particular, VR methods as we have used here, are highly useful as they

allow for not only the study of more complete depth information, but also at varying

stages of validity by adding in cues one at a time.
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Concluding Remarks

The work presented in this thesis has two primary contributions. First, by using

a virtual environment methodology we have been able to extend prior experimental

work into more ecologically valid conditions. The results of these extensions have

demonstrated important differences in visual attention behavior that become apparent

under such conditions. Chapter 1 showed that the task an observer has in naturalistic

environments heavily impacts on the statistics of their attentional allocation. Chapter

3 provided replication and extension of traditional visual search results, showing the

increased relative impacts of eccentricity, density and attentional restrictions due to

an exploratory functional-viewing-field. Chapter 4 showed the role of integrated depth

perception in attentional allocation and visual search performance. These results add

to a growing literature of visual attention study within virtual environments. In doing

so, they provide important data points for the development of theory and models that

actually explain human visual attention in the real-word.

The second primary contribution of this thesis is a methodological one. If researchers

are to properly make use of virtual environments they must have the right guidance

and tools available to them. Chapter 2 outlined the key reasons for researchers to

consider using a virtual reality methodology, along with showcasing the state-of-the-

art and clarifying the limitations of current VR technology. Chapter 3 presented one of

the most important contributions of this thesis. The VSVR Toolbox provides a set of

tools for researchers to start designing and conducting visual search experiments in VR

straight away. As has been demonstrated by the experiments in Chapter 3 and 4, VSVR

supports the collection of data via the visual search paradigm but with the inclusion

of visual and interactive elements that increase ecological validity. Importantly, it does

this without requiring extensive software engineering skills, and as such allows the

researcher to start utilising VR as a methodological tool without extensive learning of

Unity engine specifics or the C# programming language.
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Of course, while this thesis advocates for the adoption of virtual reality as a method-

ological tool, it also acknowledges its limitations. Extensive future research is needed

to explore how imperfections in a virtual recreation of reality impact on the visual and

attentional systems of observers. However, this research is likely to further the field

in two ways. First, by better understanding the perceptual issues with current gen-

eration VR headsets we can better design new ones that will be even more suited for

perceptual research. Second, some of the current limitations in VR systems, such as

the vergence-accommodation conflict (Kim, Kane, and Banks 2014) and latency issues

(Stauffert, Niebling, and Latoschik 2020), appear to create conflict in the human visual

system that is rarely observed in natural or laboratory scenarios. The study of these

issues can lead to new insights about how the visual system operates. In this way, the

limitations of current generation VR technology can be leveraged as a methodological

tool itself.

Visual attention is a complex process that is highly important to our survival in the

world. Virtual environments, and in particular virtual reality, can be an important

methodological tool for studying human visual attention. The work over the past

four chapters has demonstrated that virtual environments can be used to evoke more

natural and realistic human behavior among participants. These natural behaviors lead

to experimental results and observations that are ultimately more generalisable, and as

such can lead to the development of theory and models of human visual attention that

are more accurate. Future research within the visual attention field should consider

using virtual environments or reality as a methodological tool.
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