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Summary

This thesis aims to study the inclusion of human body models into Virtual Reality

environments and practically solve several problems related to their use. It aims to

improve both the visual quality of the avatars by employing suitable methodologies for

their acquisition, as well as to develop solutions and further the understanding of the

impact of including such avatars into VR Systems. To do this, we provide a compre-

hensive review of the past work and theory in this area. By deftly combining hardware

and software components we present a practical system capable of producing detailed

human body representations, including presenting as part of the software pipeline a

novel registration technique, that allows the registration of patches with little over-

lap, using a non-rigid-based implicit surface estimation. We also present the results of

an experiment which investigates the effect of hand length representation on distance

compression in VR, thus providing a solution for the negative effects of this spatial

incongruence on VR experiences.
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Chapter 1

Introduction

1.1 Motivation

Virtual Reality (VR) is a new medium which aims to simulate a virtual physical envi-

ronment for its users. It has thus proved to be useful for applications in various domains

of activity, as varied as entertainment, art and engineering. An important element in

VR experiences and environments is the presence of 3D avatars, virtual representation

of human bodies. Thus, a main problem for developers aiming to create VR solutions

is the representation of human bodies within their software.

The classic way of obtaining 3D models of human bodies is manually, through an artist.

However, through systems that rely on cameras, such avatars can be obtained auto-

matically for subsequent import into the VR environment. Consequently, an important

problem is designing systems that output good quality models based on human sub-

jects. Another facet to this problem is the personification of these avatars in order to

capture the geometry and texture details of a specific person. Hence the improvement

of these systems to be as quick, reliable, portable and produce results of as high quality

as possible is necessary for developing VR applications.

Often in VR systems, human body models are used as egocentric avatars for the users

of these systems, they being positioned at the camera origin of the VR environment. To

enhance such experiences, body tracking can be used to animate all or part of the body

(given a rig is attached to it). Recent improvements in hand modelling and tracking

allow robust high fidelity hand representations, which are especially important as hands

are most useful in these situations - hands can be used in virtual scenarios in order to

interact with items as well as with integrated UI elements of the software. Therefore,
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we need to make sure that VR environments using egocentric avatars satisfy some

(application-dependent) quality metrics such as a sense of ownership, location, agency

as well as accuracy in spatial perception. Thus, we need to study and understand these

phenomena.

While the two parts of this thesis can differ in scope and approach, they are interde-

pendent and represent two approaches to the same problem. It is only by realising

that both model quality and its application paradigm are joint requirements for the

end quality of the VR experience that progress can be made.

1.2 Overview

This thesis is intended to improve solutions to the problems and challenges stated above.

Originally, the work presented here was intended to contribute towards a broader Ph.D

thesis of the same subject, jointly spanning the disciplines of Computer Graphics and

Human-Computer Interaction (HCI). Hence, the work is presented as two separate

projects, different in approach and methodology but covering the same motivation and

application space.

Chapter 2 describes related work in this area. Firstly, it outlines several pieces of work

that have been previously used for obtaining human body representations, divided

by methodogy and hardware use. Secondly, it describes several theoretical aspects of

egocentric human avatar representation and perception of virtual environments.

Chapter 3 describes the work involved in building an avatar capture system that satisfies

some design requirements described in the previous section. It describes in detail the

algorithms used for achieving this challenge as well as a detailed result comparison.

This chapter seeks to answer the following research questions: How can we improve the

quality of virtual human body models? How can we ensure that such a system can be

quickly deployed and used? How can we better align 3D human body patches obtained

from depth sensors, even in cases where the overlap between them is minimal? We

make the contribution of a new robust and easy-to-use end-to-end system for human

body avatar reconstruction and a new non-rigid registration algorithm as part of this

system.

Chapter 4 describes the results of a study performed to determine the impact of an

embodied, egocentrically experienced avatar’s hand length on distance compression in

Virtual Reality. It describes the design of this study and the results. This chapter

seeks to answer the following research questions: What is the impact of human body
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representation on the set of action capabilities in VR? How can we account for the

distortion caused by distance compression in VR? We contribute a study which sustains

the hypothesis that incongruent hand sizes can have a negation effect on distance

compression.

Finally, chapter 5 concludes the work described previously and presents some threads

of future work that could be pursued.
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Chapter 2

A review of related work

In this chapter, we will review the fields involved in building applications using per-

sonalized human body avatars. This will be divided in two sections: In Section 2.1, we

look at methods for acquiring an accurate representation of the geometry and texture

of a human based on the use of human body templates and the type of camera used.

In the Section 2.2, we cover several measurable effects of introducing human bodies to

Virtual Reality, such as embodiment, distance perception and body action capabilities.

At the end, we conclude with the challenges we face in these areas.

2.1 Acquiring geometric models of human bodies

There are essentially two ways of acquiring the geometry of the human body: either

try to build a good parametric model for the human body and then fit this template

to some measurement data; or try to estimate the body shape directly from those

measurements by using shape reconstruction techniques, tailored to the physical and

algorithmic constraints involving humans. We will start with as short note of the hard-

ware involved in human body scanning. Then we cover the template-based methods

and template-free methods, each based on the type of camera used.

2.1.1 Methods using parametric models

These methods generally use a parametric human body model, previously learned from

some generic dataset that covers a wide range of poses and body shapes. The generated

function is then optimized to fit the actual data captured from some sensor. We present

a review of the parametric models themselves first, followed by applications of those to

either RGBD or RGB sensor data.
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Parametric models

One of the first attempts to learn a template that accurately represents a human body

is by Allen et al. [14]. They use 250 human body scans of various shapes and sizes as

a training set and develop a shape matching algorithm to deform a high-quality artist-

made template into each training scan using a set of landmarks. They use only 72

captured markers (matched to those landmarks) to create a new shape by performing

PCA on the displacement of those landmarks in each deformed template. Seo et al. [88]

uses a similar technique to generate shapes automatically - without fitting captured

marker points, just using manual slider input for various shape features. This is one of

the advantages of these methods - as all possible results lie in the codomain of some

function, an infinite number of shapes can be generated. The downside is that it comes

at the cost of generality.

An improvement to Allen et al.’s method is SCAPE [17] which does not only model

shape, but also adds pose. Rather than only using a set of landmark points, to calcu-

late the SCAPE model, a set of transformations is calculated for each triangle in the

template mesh. They use a dataset made of 37 subjects in 70 different poses. One

of these is considered the template and deformed into the others. This is done by

considering each triangle of the template mesh separately, and optimizing for pose first

and then shape. As the resulting triangles will not have matching edges, a stitching

method is used to generate a watertight mesh. As in [14], fitting the model to only

a few points (obtained by placing markers on a subject) is enough to generate a new

model. Several improvements [53, 54, 47, 36, 82] over SCAPE follow the same idea

of triangle-level transformations, but introduce more variation in their training sets

and develop different techniques for learning models over those data. In particular,

Hirshberg et al. [54] introduce BlendSCAPE, which is learned using a co-registration

approach: perform the registration and the learning simultaneously, in an integrated

fashion.

A successful improvement was SMPL [70]. Unlike previous triangle-based methods, this

model is based on mesh vertices: to train the model the optimization energy represents

the offset between a model-predicted vertex and a baseline template vertex. Besides

yielding a better accuracy to previous methods on quantitative tests, SMPL also has

the advantage of being significantly faster and easier to use with animation frameworks,

requiring little to none extra manual fine-tuning. Some outputs of the SMPL model

with variation in shape and pose can be seen in Figure 2-1
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Figure 2-1: SMPL-generated bodies with varying shape and pose parameters in [70]

Shape recovery from RGBD

These methods use RGBD images as the data to which the data needs to be fitted.

A review of the hardware needed for obtaining these images can be found in Section

2.1.2. One of the first works to use this methodology was by Weiss et al. [99]. They use

a single Kinect v1 device to scan a person by moving around the subject. A SCAPE

[17] model of the subject is estimated in two steps: first, they solve for the pose across

all frames and then a unique shape is calculated. The second step is achieved by

minimizing an objective function that takes into account both sihlouette overlap and

the difference between the measured depth and the SCAPE-predicted depth.

Figure 2-2: A selection of results from [99], [28], [103], left to right

Bogo et al. [28] use a model similar to BlendSCAPE [54] in order to estimate the shape

and texture of moving humans from RGBD video. They use a three-steps optimization

alogorithm in order to generate a high-quality mesh from the frame sequence: First,
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they fit a low-resolution model frame-by-frame in order to initialize the pipeline; then

they jointly optimize for shape and texture details; and finally they use the estimated

shape to register every point cloud frame to the generated shape, in order to create a

high-resolution model.

While previous methods required naked or minimal-clothing subjects, Zhang et al.

[103] improve over this by handling minimal clothing. They do this by labeling points

as either skin or cloth, and add separate terms for each in the energy function to make

sure that the cloth doesn’t cross the skin. They use the SMPL [70] model and fit it to

the shape data obtained from the RGBD sequence. The output of these methods can

be visualised in Figure 2-2.

Shape recovery from RGB

RGB-based human shape recovery is clearly a harder problem because of the difficulties

of transforming 2D input data to a 3D model. However, due to the wider availability

of RGB cameras, it has been studied earlier. Early systems such as Kakadaris and

Metaxas’s [57] uses silhouette information fitted to a bespoke model. Plankers and

Fua [81] use another bespoke model that involves fitting a level surface to a series of

Gaussian balls around the skeleton. However, the success of these models is limited

mainly because of the lack of a good model to fit. Other works [48, 84] have simililar

approaches and problems.

Probably the first important work in this area is by Bălan et al. [20] which is based

on SCAPE [17]. They use several calibrated RGB cameras to obtain silhouettes of

the user. They then optimize the model parameters by taking silhouettes given by the

model mesh and minimizing for the similarity between these and the input silhouettes

using a Chamfer distance [51] .

Several improvements on these SCAPE-based models exist. Bălan and Black [19] use

here a method that takes clothes into account, which is an important limitation of

these kinds of systems. Guan et al. [49] use manual correspondences in order to fit the

model. Hasler et al. [52] use similar manual correspondences for hands and feet.

Newer methods have benefited from advances in convolutional neural network (CNN)-

based human joint detection such as DeepCut [80]. Keep it SMPL [29] therefore

achieves human body shape estimation from a single RGB image. Their technique

is conceptually simple: they obtain the joints from the RGB image using DeepCut,

and then fit these joints to the SMPL [70] model (which contains joint information).

The result is a surprisingly accurate human body shape and pose, as can be seen in
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Figure 2-3: Results of RGB-based SMPL fitting in [29]

Figure 2-3. An improvement over this method is presented by Alldieck et al. [13]

which handle clothed humans better by allowing for an offset parameter for each of the

template points and optimizing for these parameters as well.

Finally, Kanazawa et al. [58] offer a new approach. They generate a human mesh in

a generative approach, by adversarially training an encoder trying to learn a SMPL

representation of an image and a discriminator which tells them if this representation is

of a human or not. This has the advantage over previous work of not using a two-step

approach (by first detecting joints and then fitting the model), but rather inferring the

model directly from the image. Alldieck et al. [12] also take a learning approach, by

training a CNN to estimate the SMPL parameters directly from the images.

2.1.2 Methods without using parametric models

We now move on to systems that try to estimate a mesh of the human body directly.

This set of methods is generally based on regular shape reconstruction, registration and

refinement techniques which are tailored for the specific task of reconstructing a mesh

of the human body. While the former methods have the advantage of being faster or

being directly importable into an animation pipeline without requiring rigging, because

they contain skeleton data. We will start with a review of the RGB-based general

reconstruction techniques, followed by some applications in handling human bodies.

Systems using RGB cameras

Obtaining the geometry of a 3D shape from a series of 2D photographs is a well-

known problem, that has been studied since the invention of photography in the 19th

century. Aimé Laussedat is considered to be the first to use photographs to reconstruct

topography [64].
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Most systems for RGB-based reconstruction use multiple cameras, usually in controlled

indoor settings. Compared with single camera methods it allows a synchronization of

the frames captured by each camera so that the assumption that the scene is static

can hold. The main algorithms used in human body reconstruction are Shape-from-

Silhouette (SfS) which aims to reconstruct the visual hull of the subject and Multi-view

Stereo (MVS) which reconstructs a model of the subject using the epipolar geometry of

multiple views. These are not mutually exclusive, as SfS is often used as a preprocessing

step for MVS.

Figure 2-4: Commercial Photogrammetry booth by My3DWorld [7]

These algorithms have been implemented in many high quality systems such as pho-

togrammetry booths - an example of a commercial phtogrammetry booth system [7]

is displayed in Figure 2-4. These usually involve many cameras and a very controlled

environment, generating a very high quality reconstruction. Robust systems for dealing

with the problem of Free Viewpoint Video - solving the reconstruction problem frame

by frame, over time - also exist, for example Collet et al. [37].

Systems based on RGBD cameras

Since the advent of cheap consumer-accessible RGBD cameras, there has been a wide

range of research on using these cameras for reconstructing human body models. We

start by reviewing some of the harware used for obtaining the raw data, followed by
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methods using a single camera, and finally methods using multiple cameras.

Hardware For these kind of systems, a wide range of hardware is used in order to

collect the image and depth data necessary for reconstruction. The RGBD cameras

come with a wide variety of sizes, accuracies and capture methodologies. RGBD cam-

eras are special devices that measure the depth of a point in space, from which its 3D

coordinates can be acquired. As the recent development of 3D sensing technologies,

commodity depth cameras for novice users are largely available. Based on their capture

methodology, these devices can use structured light or time-of-flight or stereo (several

RGB cameras in the same device to estimate depth). We will take a look at the first

two kinds, as they are mainly used for RGBD-based human body modeling.

Figure 2-5: Structured light cameras

Structured-light scanners (Figure 2-5) project a light pattern on the scanning target

and calculate the depth based on its displacement. Often invisible light such as IR is

projected so that the pattern does not interfere with the visible color texture. The

Intel RealSense D415 & D435 [3], the Kinect360 [4] and the Structure Sensor [9] are

such cameras.

Figure 2-6: Time-of-flight sensing
device Kinect v2

Figure 2-7: LiDAR sensing device
Intel RealSense L515

Time-of-flight scanners measure the time it takes the light to get from the sensor to

the object. A beam of light is emited from the camera for a very short time. This light

is reflected by the target object and the reflected beam is captured on the sensor. The
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distance can be calculated using the known speed of light. The Kinect v2 [5] (Figure

2-6) is an example of a time-of-flight camera. A specific case of time-of-flight cameras

are LiDAR cameras, which use a similar approach but using laser. The only commercial

LiDAR camera is currently the Intel RealSense L515 (Figure 2-7) [2].

Single Camera Systems Since the data from a single camera are obviously limited,

in order to obtain more data these methods either rotate the camera around the subject

or make the subject rotate or move in some way. The advantage of these kinds of

systems is that no camera calibration is required. However because the input data is

not recorded at the same time, there will be a larger deformation between the individual

scans.

Cui et al. [41] is based on a single fixed camera and a user who rotates in front of it

for 360 degrees. They use the Kinect v1, which has a fairly low resolution resulting in

a noisy depth map, but they handle this by developing a super-resolution algorithm in

the pre-processing stage, which generates a smoother point cloud. They then develop

a global non-rigid registration algorithm that takes into account both sensor noise

characteristic and a rough movement based on an estimated skeleton.

A different approach is taken in 3D self-portraits [65]. The input to their algorithm is

a set of scans of humans which move around and get scanned in different poses. As

this pose can vary wildly, a more powerful registration technique is employed. Iterative

closest point (ICP) [25] is used in the first step, to gather correspondences between the

scans. Afterwards, a non-rigid registration algorithm based on a non-rigid deforma-

tion graph is employed, which deforms every point based on some key points in their

neighbourhood.

Multiple Camera Systems The systems with multiple cameras have the advantage

of frames being roughly registered in time, that is the different cameras capture the

subject at roughly the same time. However, the problem translates into obtaining a

good transformation between the cameras using calibration and registration.

In Tong et al. [94] the user is standing on a rotating turntable and is scanned using 3

kinects: two from the front and one from the back. A diagram of the system is displayed

in Figure 2-8. 30 frames are captured while the user performs a full rotation. These

frames are pre-processed using background segmentation and Laplacian smoothing,

after which a template is estimated for the first frame using a small number of points.

A cycle-consistent pairwise non-rigid registration algorithm is then adapted to align

the rest of the points to this template.
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Figure 2-8: Scanning system setup in [94]

Soleimani et al. [91] use two opposing Kinect v2 and a rough calibration-based regis-

tration to align the two scans. However the resulting reconstruction is poor and is only

used for measuring body data rather than full reconstruction.

Liu et al. [68] [67] use 6 Kinect 360 placed circularly to capture a moving human body.

Feature correspondence is used to determine an initial rough alignment between the

scans. Non-rigid registration using Coherent Point Drift [76] is then used to align the

scans finely.

Chen et al. [35] uses two Kinects, placed front and back, in order capture the whole

range of the human body instantly. Unreliable points are detected using image gradient

thresholding. A rough alignment is then performed using calibration. As there is no

overlap, a finer alignment is obtained by a graph matching algorithm - aiming to find

the correspondences between the front and the back of the human. For the missing

regions at the edges, Bézier curves are fitted and then sampled.

Lin et al. [66] use 16 Xtion Pro cameras, 10 of which are used for the body and 6 for

the head. Calibration is performed using a mannequin, whose geometry is accurately

known beforehand. A graph matching algorithm finds the rigid transformation between

the data and the mannequin geometry. Deformation-graph based non-rigid registration

is then used for fine alignment.

The system described in Holoportation [78] uses a bespoke structured-light-based depth

measurement system using RGB and IR cameras. They aim to scan a human in real-
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time, for a “holoportation”-type application. However, their system is sometimes im-

practical to use in common scenarios because of the high number of powerful computers

needed.

Wang et al. [98] use a variable number of handheld Kinect or Structure sensors to

capture a moving human. They propose a new global rigid registration algorithm to

align the captured scans.

2.1.3 Summary

Summarizing, a wide range of methods have been tried for achieving the goal of obtain-

ing a high-quality human body model. However, a few gaps still remain: template-based

methods are fast and light in terms of reqired setup, but they still have difficulty in

capturing clothing or quirks that are not present in the original dataset from which the

parametric model is estimated.

On the other hand, photogrammetry booths are expensive and involve a lot of harware,

even though their results are very accurate. It seems that in order to achieve the best of

both worlds, a good system with RGBD sensors, that can estimate the depth directly, is

required. However, a few problems still need to be solved in this area - such as dealing

with the registration of scans with little to none overlapping area. Chapter 3 presents

a solution to this problem by using a new registration algorithm that non-rigidly aligns

the geometry to an estimated implicit surface.

2.2 Avatar-induced effects in Virtual Reality

One of the main applications of the human body models outputted by algorithms in

the previous section is Virtual Reality (VR). Many VR applications naturally involve

humans, which raises the question of how this impacts the experiences once the vir-

tual human body models are added in the scene and controlled by the user. In the

next subsections we will review three important features that affect avatar-based VR

experiences.

2.2.1 Embodiment

Several papers define embodiment as a unified concept. De Vignemont [42] defines it

in the following way ”E is embodied if and only if some properties of E are processed in

the same way as the properties of one’s body”. Blanke and Metzinger define it as the

subjective experience of having a body. Kilteni and Groten [60] define it as the sense
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that emerges when a virtual body is processed as one’s own biological body. In the

same paper the fundamental components of Sense of Embodiment (SoE) are described:

the sense of self-location, the sense of agency and the sense of body ownership.

The sense of self-location

The self-location of oneself is the volume that one perceives to be located in. Therefore

the sense of self-location refers to the sensation of being inside a body. With the

exception of out-of-body experiences and other such anomalies, in the physical world

we almost always perceive it to be our own body due to the physical constraints on

our senses. However, things are different in VR as this sense can be technologically

manipulated.

Several psychological studies [26, 43, 79, 90] have constructed a basic theory of self-

location. They show that self-location is primarily affected by egocentric perspective,

for example by studying how people perceive threat in a first person or third person

perspective. Another important cue in determining self-location is touch and proprio-

ception.

Figure 2-9: A visualisation of personal spaces from [97]

Related to the concept of self-location is the way the brain neurologically codes space

around us [24]. This can be divided into personal space, the space we inhibit - which

coincides with the object of the sense of self-location; peri-personal space, which is
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defined by our ability to reach and extra-personal space, which represents space beyond

our reaching ability.

The sense of agency (SoA)

In the context of embodiment, the SoA is the experience of control over one’s actions.

Blanke and Metzinger [26] define it as ”having global motor control, including the

subjective experience of action, control, intention, motor selection and the conscious

experience of will”. Unsurprisingly, in order to recreate this effect in VR we need

to have a way of providing sensorimotor abilities to the user, such as through body

tracking.

The SoA can be studied by introducing discrepancies between the movement one per-

forms and that one experiences. For example Franck et al. [46] shows that agency

is reduced when visual feedback is not congruent to the movement performed. Other

studies use a similar question in order to study various effects on agency.

The sense of body ownership (SoO)

The SoO is the perception that the body belongs to oneself. This is often manifested

by the feeling that the things experienced or happening to the body happen to oneself.

According to Tsakiris [95], SoO is affected by both sensorial factors (vision, prioricep-

tion and haptic) as well as cognitive factors - how visually similar to one’s body is the

representation of the virtual body.

Sensorial efects on SoO are often studied using the rubber hand illusion (RBI) [96] -

presenting a subject with the visual representation of a rubber hand while hiding the

visual feedback from one’s own hand and inducing the effect that the rubber hand is

the subject’s own hand. For example, in the original work on RBI [31] the real hand

is placed under a table and a rubber hand on it. Both the real and the rubber hand

are then stroked at the same time, causing the subject to perceive the illusion due to

the congruency of the tactile and visual sensations and even move their hand towards

the rubber one. Therefore one way to enhance SoO is to present synchronous sensory

relations.

On a cognitive level, different studies such as the one by Maselli and Slater [74] show

that realism and structural similarity with the body have a positive effect on the level

of ownership. However, Lugrin et al. [73] show that a basic level of anthropomorphism

is sufficient for eliciting a SoO response in different avatars (humanoid robot, body

created from cubes, male and female adult). Hence, while realism clearly enhances the

18



illusion it is not the main factor driving it.

2.2.2 Distance perception

Our perception of distance helps facilitate interaction with objects and tools as we pre-

pare to act and to react to events occurring within our environment [39, 38]. However,

previous research has shown how humans compress the distance to objects in virtual

environments, a phenomenon referred to as distance compression (DC) [27, 45]. This

effectively means that the judgement of distances in Virtual Environments underesti-

mates the real measurement, causing items in the environment to appear closer than

they are designed to be. Such compression has numerous consequences for applications

involving 3D freehand interaction.

Distance compression has been replicated in HCI many times using a variety of different

metrics. There are a number of ways to do this, with many adopting a behavioural

response measure where participants are tasked with doing something in response to

some given, controlled stimulus [16, 61].

The most common behavioural response measure in distance perception is blind walk-

ing. This technique involves presenting participants with a stimulus at a measured

location in front of them. Participants are then asked to close their eyes and make a

judgment as to how far away the object is from their current location. They are then

asked to close their eyes and walk towards the object, stopping when they feel they

have reached its location. Variations of this basic premise have been suggested in the

literature, for example asking participants to give a verbal judgment before they begin

walking.

Other methods involve estimations made based on verbal judgments. While simple to

implement, verbal judgments are subject to high variability in responses, making them

less reliable [89] and less accurate than blind walking [16].

Various factors have been proposed in the literature as influencing distance perception;

for example, restricting field-of-view [40], familiarity with the environment and/or ob-

jects at a distance [50], and even the weight of a head mounted display (HMD) itself

[32]. A complete list of factors is currently unknown; new factors are proposed and

debated throughout the literature. The topography of factors is typically presented in

the form of distance cues through various sensory channels such as vision and audition

[85].
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2.2.3 Body action capabilities

Previous research suggests how our perceived potential to act in an environment is

influenced by our sense of depth and our sense of reach, for example, using a tool to

reach previously inaccessible objects [102]. During childhood, humans build an internal

representation of their surroundings through interaction. One of the first things a child

learns to do is reach for objects to grasp in her immediate environment as she explores

her surroundings [21]. As they reach for objects, children learn to fuse the visual

information perceived through their eyes with the proprioceptive information fed back

through the movement of their hands to build a perception of depth [100, 69]. Thus,

from an early age, motor movement and visual information are strongly correlated

sources of information used in determining depth and distances towards objects, with

aging resulting in a decreased reliance on visual input as infants develop mastery [33].

As we reach for, grasp and operate tools in our environment, we augment our set of

action capabilities–actions one can perform in a given environment. Tools and objects

in our environment convey their capabilities to us through affordances [77]; in gaining

control over such objects, we may embody new actions through manipulation and

control of other objects in our environment. In the context of reaching, objects in our

environment may extend our reach, for example a long stick would enable us to reach

further and touch objects currently out of reach [101].

There is evidence that such objects, their affordances, and the resulting impact on

our set of action capabilities feed back to our perception of distance. For example,

crossmodal congruency tasks involving tool use have been shown to impact our sense of

reachable distance in different ways; extension, whereby our perception of the boundary

of space that we perceive as nearby is itself extended; projection, whereby the tool is

embodied, becoming a part of us and thus leading to an extension of perceived reach;

and addition, whereby use of a tool restructures our perception of space, adding regions

accessible via the tool to the set of spaces within reach [30, 55].

Tool use has been shown to impact our own sense of body schema; after using a tool,

we perceive our arms as being longer [34]. Finally, tool use has been shown to lead to a

remapping of reachable and non-reachable space after a period of training with a tool

[23].

20



2.3 Conclusion

To conclude, this literature review has shown several approaches toward reconstructing

human body avatars as well as their use in a Virtual Reality Context. It is clear that

there is much more to improve to these approaches. In the next two chapters we will

show two of these improvements.

First, the literature presented here does not include techniques that combine the level

of detail captured by systems that use multiple depth cameras with the ease of use of

single camera systems. We will tackle this problem in Chapter 3 and describe a system

for achieving a good quality human body model using several Kinect cameras and a

novel reconstruction technique that uses allignment to an implicit surface to improve

the quality of the reconstructed model.

Secondly, we combine the theory presented in Section 2.2 in order to investigate how

distance perception is affected in Virtual Reality Settings involving an embodied human

avatar. To study this we have undertaken an experiment involving a reaching task. We

present the findings in Chapter 4.
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Chapter 3

Avatar Capture System With

Multiple Kinects

In this chapter we will present a system for avatar capture using multiple Kinect cam-

eras, in order to solve the problem of capturing and reconstructing good quality 3D

human avatars. This system is based on several algorithmic steps tailored towards

achieving this goal. The structure of the chapter will be as follows: Section 3.1 will

present the motivation and context of the system. Section 3.2 will describe the system

setup and overview. Section 3.3 will describe in depth the algorithms used to com-

plete the avatar reconstruction pipeline. Finally, in Section 3.4 and Section 3.5 we will

analyse the results of the system as well as some potential applications.

3.1 Background and motivation

With the development of 3D sensing techniques, low cost commodity RGB-D cameras

with reasonable sensing quality are largely available. This motivates researchers in

the vision and graphics community to investigate such sensors for digitizing real-world

objects. Among all types of data from physical entities, digital human avatars are

particularly useful due to their wide applicability in a number of scenarios, including

personalized animation and games, digital fabrication, and virtual/mixed reality, just

to name a few.

In practice, efficiently capturing and reconstructing personalized avatar using commod-

ity RGB-D cameras still remains a challenging problem. On one hand, unlike static

objects which can be easily fixed during the capture, the human target is required to

22



hold still to ensure data quality, making the long scanning process with a single camera

inconvenient and subject to body movement. On the other hand, when using multiple

cameras, the interrelation between cameras needs to be taken into account, such as

their spatial distribution, potential interference, and synchronization. These factors

can obviously affect the quality of the captured data, as well as the cost of the whole

system.

In this work, we aim at developing a personalized avatar capture system that can

be easily deployed for emerging applications such as personalized digital fabrication

and virtual/mixed reality. For this reason, we design the system by considering its

convenience, affordability, and portability while still being able to generate quality

avatar models. These goals are only partly met by previous systems in the field. The

lack of a viable registration algorithm for geometry with little overlap means that the

other systems require much more hardware, such as turntables or more cameras, in

order to obtain results of a similar quality. Instead, we present a new system that

can automatically capture and reconstruct personalized avatar models while satisfying

all the design requirements. We use Microsoft Kinect One as our sensing device due

to its ability of capturing dense and quality depth data, and its TOF (time-of-flight)

nature to prevent camera interference. We adopt the classic multi-view capture and

reconstruction strategy such that the raw data capture stage is instantaneous, making

it convenient for the human target. The camera synchronization is based on a USB-

PCI adaptor, which allows the use of only one desktop PC. This largely reduces the

cost and simplifies the system deployment. We carefully devise a set of algorithmic

components to ensure the quality of the resultant avatar model, including a joint 2D/3D

calibration method and a novel implicit surface based non-rigid registration technique.

We demonstrate the effectiveness of our system by extensive experiments on generating

avatar models with different poses, and two emerging applications with personalized

avatars: 3D figure printing and personalized virtual navigation.

3.2 System overview

Figure 3-2: The capturing system setup.
We show the system without and with hu-
man target respectively

As shown in Figure 3-2, the hardware

setup of our system is based on 8 Kinect

One cameras, which are fixed on 4 poles

symmetrically distributed on a circle with

radius of about one meter. For each

pole, two cameras are located at differ-

ent height to capture the upper and lower
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Figure 3-1: System overview. Here we show results before and after each of the three
major algorithmic components. Note that all patches are shown in the global coordinate
system from the same viewpoint

part of the body from the same viewing

direction, while reducing the spatial occu-

pation of the system compared with [68].

Due to the bandwidth limitation of the

USB controller on a commodity desk-

top PC, simply connecting all 8 cameras

through the USB interface is not enough

to capture and collect data simultaneously. The capture delay between cameras can

easily be several seconds due to the data transfer conflict, making the capture process

inconvenient. To this end, several recent works on Kinect-based capture such as [63]

and [91] connect each Kinect to one PC and require a server-client structure to syn-

chronize between cameras. However, this largely increases the system complexity and

violates our goal of affordability and portability. We solve the synchronization problem

by adding an extra USB-PCI adaptor card to the host PC, and connecting the cameras

to the PCI card, where the increased bandwidth is sufficient to capture raw data using

our current camera setting. This way, the capture process lasts for around 3-4 seconds.

A common measuring error in time-of-flight (ToF) cameras is the multi-path inter-

ference [56], where multiple sources of light are detected on a pixel, other than the

originial signal. This is a problem, especially if multiple ToF sensors are used, as sig-

nals from one could be received by another. We take a number of steps for minimizing

this problem. First, by using just one frame of data per Kinect camera we reduce the

risk that the ToF scanning process overlaps between cameras (as Kinects can not be

frame-synchronized). Second, we remove incorrect measurements which usually occur

at the corners in the outlier removal step - the number of cameras ensures that the

body is fully scanned even after removing some data. Third, we make sure that the

room is constantly lit, without external sources such as bright lights or windows.
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Figure 3-1 gives an overview of the algorithm pipeline. Our system consists of three ma-

jor components: data capture and camera calibration, data processing and alignment,

and avatar model reconstruction. At first, we synchronize and calibrate all the cameras

to ensure that multi-view data can be captured at the same timestamp and roughly

aligned in a global coordinate system. We propose a novel joint 2D/3D calibration

method that is more robust than traditional 2D image-based method (Section 3.3.2).

In the second stage, we first process the data from single view by removing outliers and

reducing noise. Then based on the rough alignment provided by camera calibration,

we apply multi-view rigid registration to reduce the misalignment. Due to the lens

distortion of the commodity cameras, the data captured from different views exhibit

non-rigidity within the overlapping regions. We further apply non-rigid registration

to refine the alignment. Finally, we apply Poisson surface reconstruction to gener-

ate a watertight surface mesh with smoothly blended colors, resulting a high-quality

personalized avatar model.

3.3 Algorithms

This broad section aims to describe the algorithms used in developing the system

pipeline. First, we will cover the preprocessing algorithms used in order to clean up

the data for later use. Then we will cover the alignment steps, aiming to bring the

data patches in a single reference frame. Finally, we describe the Poisson reconstruction

algorithm used to create a watertight mesh from a set of point clouds.

3.3.1 Preprocessing

To eliminate the influence of surrounding objects and only keep the meaningful human

body shape, we first filter the raw data using a distance threshold from each camera

(1.3m in our experiments). However, the remaining human body data usually suffer

from outliers, especially in the areas where the surface normal is perpendicular to the

camera viewing direction (see Figure 3-3 left). We adopt the DBSCAN clustering

algorithm [44] to segment the point cloud into clusters, and take the largest cluster as

the cleaned data (see Figure 3-3 right). The cleaned up data are further smoothed to

reduce random noise. We use the Moving Least Squares [11] algorithm to estimate a

continuous surface in a local neighborhood and then reproject the data points on that

surface. We also estimate the normal information for each point using PCA on their

local neighborhood within a fixed radius, which will be used in the later reconstruction

step of our pipeline. The neighborhood size is an important factor that determines the

quality of estimated normal, and we empirically found that radius of 2.5cm works well
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Figure 3-3: Outlier removal and denoising

in our experiments.

3.3.2 Alignment

Data Capture and Camera Calibration

Since the RGB images provided by Kinect camera have a much higher resolution than

the depth images, we need to register these two different modalities of data into the

same domain. We use the libfreenect2 library [6] to register the RGB image to the

corresponding depth image according to its dimension (512× 424 for Kinect One). We

denote registered RGB and depth images from the same camera Θi as Ci ∈ C and

Di ∈ D, so that the color and depth value for the same pixel always refer to the same

3D location. The pin-hole camera model is presumed in our work, so given a depth

image Di, its source 3D point cloud D̂i can be derived through projective geometry:

D̂i = Γ−1(Di), here Γ is the operator that projects 3D points onto image space.

Pair-wise stereo calibration Since the 3D raw data captured by each camera are

represented in the camera’s local coordinate system by default, we need a camera

calibration step to bring them into a unique global coordinate system. The calibration

step estimates the transformation between cameras and can be used to roughly align

the body patches, which will be refined later on based on geometric alignment. In

our pipeline, we perform pairwise camera calibration first. All camera calibration can

then be found through a chain of pairwise transformations. Since intrinsic camera

parameters can be directly obtained from the technical manual of Kinect [4], we only

need to calculate the extrinsic parameters between cameras: Tij : Θj = TijΘi. Then

the inverse transformation Tji = T−1
ij can be used to roughly align D̂i to D̂j in Θj ’s

local coordinate system.
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The most common approach for pairwise calibration in the computer vision community

is purely based on 2D stereo image pairs. Checkerboard patterns are often used as the

reference target, since the regular distributed corner points can be easily detected as

feature points to apply epipolar geometry based calibration. Despite its popularity,

there are also some limitations on the portability of the multi-view system: 1) the

calibration quality highly depends on the flatness of the checkerboard; 2) precise mea-

surement of the square size is necessary for producing a high precision calibration; 3)

a large number (>10) of image pairs sampled in the common field of view are needed

for a good calibration result. In order to improve the portability of the whole system,

we present a much simpler joint 2D/3D calibration method that takes advantage of the

existence of both RGB images and depth images in our capture scenario.

The advantage of this calibration technique is that, by relying on depth points, there is

no need to estimate the intrinsic camera parameters. This means that it yields better

quality results than 2D calibration as long as the quality of the depth image is good

enough - as there is more data. The limitation to the method is the need to have the

hardware for capturing the qualitative depth image.

We still use a checkerboard featuring points, but do not impose any special requirements

on it. We also perform the same corner detection process on RGB image pair C̄i and

C̄j . Since the RGB and depth images from the same camera are already aligned, and

let ci be one of the corners detected from RGB image C̄i, we can directly find its

counterpart di in the depth image D̄i. After un-projecting di into 3D space through

d̂i = Γ−1(di), the optimal transformation Tji can be found by solving the least squares

problem:
∑

k ||d̂kj − Tjid̂
k
i ||22, where k is the number of corners detected, and d̂kj is

the corresponding point of d̂ki in 3D by following the above joint 2D/3D detection

procedure, but performing on the RGB and depth image pair C̄j and D̄j .

This problem can be solved using SVD [92], and is optimal in the sense of least squared

distance errors. The benefits of using this approach is that we do not have constraints

on the checkerboard anymore, and in the extreme case only one pair of RGB and depth

images is sufficient for producing a high accuracy transformation, while the traditional

method requires three pairs of RGB images to control the calibration errors [104]. But

in practice we still capture multiple RGB and depth image pairs to obtain more stable

calibration results. And we empirically find that using 3 image pairs works fine in our

experiments.

Generally, pair wise approaches like this may sometimes lead to error acummulation.

However, in this case only very few takes, such as snapshots of the checkerboard so that
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all cameras are covered, are generally sufficient for a full calibration. Therefore error

accumulation is minimized, as there is no long chain of transformations. This method

also confers the possibility of spotting a bad calibration due to physical factors such as

involuntary camera movement at calibration time.

Note that camera synchronization and calibration are performed only once in an offline

stage. The online human avatar capture and reconstruction only requires the next two

components.

Given input data from each camera and their mutual transformations, our next step is

to align them into a complete piece.

Rough alignment via camera calibration We have estimated the optimal pair-

wise transformation Tji during calibration, which can be used to roughly align a pair

of depth patches D̄i and D̄j . By sequentially transforming patches from all cameras,

we can roughly align them into a unified global coordinate system. For example, given

Tji and Tkj , patch D̄i can be aligned to D̄k through TkjTji. This sequential alignment

strategy can be seen as a graph traversal process, where nodes are depth patches, and

only patches from calibrated cameras are connected by a graph edge. In practice, this

strategy can lead to misalignment when patches form a loop (see Figure 3-4), as errors

are accumulated along the path and cause problem for closing the loop. Afzal et. al.

[10] combined both 2D visual and 3D shape information in a single minimization frame-

work, but a balancing hyper-parameter is required for obtaining optimal results, which

was found through exhaustive parameter space searching in their approach.

Implicit surface-based implicit registration

In order to obtain a quality model, we need to finely align the patches to each other.

Traditional correspondence-based registration methods such as ICP [72] suffer from

lack of sufficient overlapping area, requiring correspondence rejection heuristics such

as distance, reprojection distance, angle between normals etc [87]. We then develop a

registration method which non-rigidly aligns the point cloud to an estimated implicit

function. Therefore we exetend to the nonrigid case the method of [83].

Implicit function estimation In order to define the implicit function, we build an

octree and fit quadrics Q of the form z(x, y) = 1
2(ax2 + 2bxy + cy2 + d) on each of

its cells, with a, b, c, d as control parameters for each quadric. The distance from

a point x = (x, y, z) to the quadric Q is approximated by d(x) = z(x,y)−z
‖np‖ , where

np = (ax + by, bx + cy,−1), the normal of the point’s projection on Q. The overall
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implicit function is defined as the weighted signed distance to nearby quadrics I , using

B-spline basis functions as weights f(x) =
∑

I BId(x, QI). Then, we minimize the

distance between the transformed points and the surface, regularized by a smoothness

term which prevents quadrics from flattening and a consistency term which prevents

quadrics from drifting too far from each other. This yields the optimal implicit function

control parameters and rigid transformations for each patch. The process is then refined

by increasing the octree depth and repeating the optimization step.

Deformation graph Due to inevitable camera distortion and alignment imperfec-

tions, artifacts may still appear after rigid refinement, especially at boundary regions.

Therefore we have developed a non-rigid registration algorithm in order to further re-

fine the alignment. We adopt the deformation graph based framework in [93], where a

graph is constructed from a set of key nodes vi, and their local neighbourhood within

radius ri. To define the graph structure, a key node vj is connected to vi if their

distance ||vi−vj || < ri. The transformation associated to each node vi is decomposed

into a rotation matrix Ri plus a translation vector ti. A depth patch D̄ with points

{pi} can be transformed by a deformation graph in the following way:

p′i =
∑
j

w(pi,vj)(Rj(pi − vj) + vj + tj) (3.1)

where vj are the nodes for which ||pi−vj || < rj and w(pi,vj) is the weighting function

evaluated as (1− ||pi−vj ||2
r2j

)3. We randomly pick a subset of points to form the nodes,

and choose an uniform radius of 0.1m as their neighbourhood size.

Non-rigid registration to an implicit function We now non-rigidly align the

patches to the global implicit function. We minimize the following energy function for

the deformation graph nodes parameters Ri and ti, while keeping the implicit function

unchanged:

E = αcorr

∑
D̄

∑
i

Ecorr + αsmooth

∑
D̄

Esmooth (3.2)

where Esmooth measures the smoothness of each patch:

Esmooth =
∑
j

∑
k

w(vj ,vk)‖Rj(vj − vk) + vj + tj − vk − tk‖22, (3.3)

and Ecorr measures the squared distance to the surface: Ecorr = f2(p′i).

We use a standard Gauss-Newton method to minimize this function. The optimization

is initialized with the rigid registration parameters obtained in the previous step. We
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(a) Rough alignment - chest
(b) Graph-based non-rigid
registration - chest

(c) Implicit surface registra-
tion - chest

(d) Rough alignment - legs
(e) Graph-based non-rigid
registration - legs

(f) Implicit surface registra-
tion - legs

Figure 3-4: Comparison between our method and the standard correspondence-based
non-rigid registration in cross-section view. Two rows show two parts of the data.

use the parameters of αcorr = 1 and αsmooth = 15. A cross-section comparison between

our non-rigid registration method and the correspondence-based one used in [65] can

be seen in Figure 3-4. A visual comparison of the 3 alignment steps can be seen in

Figure 3-5.

3.3.3 Avatar Model Reconstruction

The color of each point is obtained from the registered RGB-depth image. However,

due to the differences between the IR and RGB cameras within the Kinect device the

maps from the cameras can not be aligned perfectly, causing some points to have no

color information at the edge of the field of view. To these points we assign the color

of the closest point from the other patches, after non-rigid reconstruction. Once the

entire point cloud has been aligned, we use the Screened Poisson reconstruction [59] to

produce a watertight mesh model.

3.4 Results

We test our system on a variety of human avatars with different gender and poses. A

result gallery can be found in Figure 3-7. It can be seen that our system can capture
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Figure 3-5: Visual comparison be-
tween patch alignment after cali-
bration, rigid step and non-rigid
step

Figure 3-6: (a) ground truth, (b) our
result, (c) distance to ground truth
with correspondence-based approach,
(d) distance to ground truth with our
approach

the major geometric features of the avatar (including cloth wrinkles, face features

etc.), resulting in high-quality surface models with smooth textures. For a qualitative

evaluation of the final results of our system, we have manually scanned a mannequin

with a high-precision Artec Eva handheld 3D scanner [1], to obtain an approximation

of the ground truth, and compared it with the result generated by our system. We align

the 2 models and measure the Hausdorff distance between a set of sampled points from

our mesh and the precise template and display them in a heatmap. The results can be

seen in Figure 3-6 - (b) and (d). Most features of the mannequin body are reconstructed

with a reasonable level of accuracy. However, the result is less precise in some high-

detail areas such as the face. This is due to the limited accuracy of the Kinect. Some

volumetric distortions might occur in these places, as the correct correspondences will

not be found during the registration process due to the lack of geometric features. For

capturing face details, better depth cameras with special spatial arrangement as in [66]

would be needed, which in turn affects the affordability and portability of the system.

We also use the mannequin to compare our new implicit surface-based method to the

result using correspondence-based non-rigid registration only, similar to [65]. We also

show the heatmap of the two results side by side in Figure 3-6 - (c) and (d). We can

see that our method produces a result that is closer to the ground truth.
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Figure 3-7: We demonstrate the results of our avatar capturing system on a variety of
users, with different poses and clothing

In order to quantitatively evaluate our registration results, we sample the resulting

patches and measure the average distance to the closest point on any other patch. We

believe this is a relevant complementary additional measure to ground truth comparison

o a mannequin, as it is performed on real humans; and the Hausdorff Distance used

to generate the heatmap in Figure 3-6 is sensitive to the initial alignment between

the scan and the ground truth data. We compare our results on 7 patches with those

obtained using the correspondence based non-rigid registration algorithm used by Li et

al [65], and to rigid ICP [72]. Our method performs better overall, even those which

have limited overlap between patches.

Performance All the experimental results are generated on a laptop PC with an

Intel i7-8550U CPU (1.80 GHz) and 8 GB memory. For a typical online human avatar

capture process (as the leftmost example shown in Figure 3-7 ), each patch contains
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ICP Non-rigid ICP our method
Male 3 (Figure 6) 0.00475686 0.00438185 0.00419615

Woman 2 (Figure 6) 0.00437787 0.00375167 0.00385607
Woman 1 (Figure 6) 0.00490372 0.00418299 0.0041061

Male 2 (Figure 6) 0.00428622 0.00433294 0.00420506
Male (Figure 4) 0.00487387 0.00475633 0.0043115

Male 1 (Figure 6) 0.00417856 0.00403136 0.00393687
Male (Figure 2) 0.00422222 0.00411214 0.00390228

Table 3.1: A quantitative evaluation of our system

Figure 3-8: Personalized 3D printing (left) and virtual navigation (middle/right)

20k-120k points. It takes 735.241 seconds for non-rigid alignment using maximum

octree depth level 8, and 16.1 seconds for Poisson reconstruction.

3.5 Applications

Our system is designed to be affordable to novices and easy to deploy at different

places. This enables several emerging applications that rely on quality human avatar

models. Here we demonstrate two applications: personalized 3D printing and virtual

navigation. Our resultant avatar shapes are represented as watertight surface meshes,

which can serve as direct input of modern 3D printers with different printing materials

(e.g. ABS, PLA, etc.) to fabricate 3D physical objects. This can be widely used for

personalized gift design and manufacture. Figure 3-8(left) shows two avatar objects

(8cm each) produced by RoVa4D full color printer [8]. Note that some of the geometry

and texture details are lost due to the resolution restriction of the 3D printer.

Personalized virtual navigation With the recent advances in virtual/mixed re-

ality, it is very important to help the user to immersively navigate a virtual environ-

ment. With the help of our system, the user can be easily scanned and the resultant

avatar can be easily embedded in a context to enhance the user experience. Figure 3-

8(middle/right) shows the avatar models generated by our system, which are mixed

with the virtual environment in two different scenarios.
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Chapter 4

Manipulating the boundaries of

perceived reach in virtual

environments

This chapter will describe the results of a Virtual Reality experiment which demon-

strates how a person’s body schema can incorporate virtual extensions to one’s arms;

and how this change in representation impacts distance perception. The chapter is

structured as follows: Section 4.1 will describe the background and motivation for con-

ducting this study. In Section 4.2 we will present the design of the experiment. Finally,

we will present the results in Section 4.3 and discuss them in Section 4.4.

4.1 Background and motivation

A significant benefit of virtual reality (VR) applications is the facility to reach out and

directly manipulate rendered representations of virtual objects in the environment with

our own hands. In VR, depth perception is known to be compressed, that is, objects

in virtual environments are perceived closer than they would be in real environments.

As shown in Section 2.2.2, this pheonomenon has been replicated in a wide variety of

studies. This poses a challenge for VR systems: it is necessary that motion capture

and tracking systems take account of the intended reach of a user as they reach for

objects to manipulate.

Given the evidence for body schemas and the integration of external tools as exten-

sions of the self, and in conjunction with work on how tool use can extend perceived
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reaching boundaries, it is plausible that a virtual extension of one’s arm would be both

imperceptible yet at the same time lead to a similar extension of space as received

from tool use. As previous experiments found a distance compression effect of 8%, we

hypothesized that a slight extension similar in magnitude to the virtual arm would

result in an extension to the extent of perceived peripersonal space. This would result

in participants feeling they could reach further. In line with previous work on tool

extension and body schemas, we expected participants would remain unaware of the

extension to their virtual arm.

Rather than using a tool, we investigate how distance perception can be influenced

by virtual arm extension for the following reasons. First, tool use requires training to

develop mastery of the tool. Through virtual arm extension, we expected to impact

distance perception without the need to master a tool. Secondly, using a tool may be

inappropriate for certain tasks to be performed in VR. If VR is to be used to train

people for tasks involving their bare hands, e.g. machine operation, where tools are

not used in the real world, then using a tool in VR introduces a degree of separation

from the task and may result in learning which does not transfer to the real world. We

present a technique for virtual extension of a user’s arm in VR. The technique is simple

to implement: first, we track the wrist joint of the participant in real time. We then

project this point further into the scene to extend the reach of the participant. Finally,

we use inverse kinematics (IK) to reconstruct the joints in the elbow and shoulder to

generate natural motion with longer arms. In our experiment, the technique required

no external hardware mounted on the participants arm, and only a Leap Motion camera

mounted on the front of the HMD for motion tracking.

4.2 Experiment design

As previous research highlights how action capabilities influence perception, a virtual

arm extension alone is insufficient. We must be sure that the arm is effectively inte-

grated into the individual’s body schema. Work on sense of presence in virtual reality

suggests the importance of self-motion to encourage embodiment [71], and in the con-

text of distance perception, research has shown that interaction within an environment

can improve distance perception compared to passively looking around [86]. To en-

courage embodiment of the extended virtual arm and motivate breaking the action

boundary, we introduced a factor into our experiment based on whether or not a par-

ticipant is engaged in a task. Thus our experiment involved two conditions; a passive

and an active condition. To fit the aims of our reaching task, in the active condition par-

ticipants engaged in a game of whack-a-mole while in the passive condition participants

35



remained still, passively observing their extended arms in the virtual environment.

4.2.1 Hypothesis

The results of previous studies showed a consistent compressed representation of space

in the virtual environment. Based on the evidence of malleability and the integration of

proprioceptive and visual information, in particular the bias towards visual information,

we adopted the following hypothesis:

• Virtual arm extension will result in an extension of perceived space, as measured

by an increased perception of reachability.

4.2.2 Design

For this experiment we adopted the method of constant stimuli (MoCS) from the

psychophysical literature. MoCS is a procedure for determining perceptual thresh-

olds when tasks can be reduced to binary yes/no responses. Using a psychophysical

approach solves two specific problems in the context of distance perception: first, it

avoids issues with verbal estimation involving accuracy of judgments where partici-

pants may use top-down information indirectly related to distance perception [61], for

example expected knowledge of the relative scale of objects (e.g. a table and chair)

in an environment. By repeatedly asking them to respond to the binary question

of ‘Is this stimulus reachable or not?’ as the stimulus position changes, we remove

the variation from verbal responses and still quantify distance judgements accurately.

Secondly, as reaching judgments naturally involve proprioceptive feedback, arm reach

response measurements would constitute further training, providing further proprio-

ceptive feedback. Taking psychophysical response measurements after training solves

this problem. This approach also helps prevent fatigue in participants from performing

multiple consecutive reaching gestures. Fatigue would pollute data from the experiment

as, if judgements were to be compressed, it would be unclear whether this compression

was due to an issue with perception or if participants simply didn’t reach far enough

as they were tired.

We recruited 36 participants to take part in the study (14 female, 22 male) between

the ages of 19 and 54 (mean = 27.62, SD = 7.16). Participants were screened for

right-handedness. They were recruited using opportunity sampling with criteria being

normal or corrected-to-normal vision and no current injury in their dominant arm.

Their dominant arm was identified as the one they used in everyday use and the

hand they used to write with. Participants were divided into 3 groups of equal size.
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Participants in group 1 had their virtual arm shortened (AS), those in group 2 had

theirs lengthened (AL), while the remaining group had theirs unchanged (AU).

4.2.3 Procedure

The participants were invited into the lab and asked to sit on the chair and to put

their chin on the chin bench. The procedure was explained to them and they were

first shown and then performed a few mock practice trials that simulated the active

task that they would need to perform in the VR environment. They were also shown

a custom-made handheld device that they would be using for inputting responses in

the constant stimuli phase and how to operate it. This custom device was simply a

standard computer mouse housed inside a wooden structure, with a handle and 2 round

colored push buttons replacing the traditional mouse buttons. This made it easier to

grasp than a traditional mouse. They were then asked to put the HTC Vive HMD

on their head, angle it approximately 45 degrees downwards and adjust the height of

their chair so that their back was perpendicular to the floor. The experiment followed

6 sequential phases.

In the first phase, participants sat in a virtual environment containing a chair, table,

and a mirror opposite their seated position. They were asked to move and observe their

arms, performing the following gestures in order: a rotary motion clockwise making 2

complete cycles; extending their arms back and retracting them twice; rotating their

wrists to view their palms while moving their fingers back and forth. During this

phase, participants sat opposite a virtual mirror so they could see themselves. The

mirror was truncated to display only the torso and arms of the mirrored image. This

was to aid with embodiment while avoiding facial features to remain gender neutral.

They performed each gesture in turn for 45 seconds. This task had the purpose of

acquainting participants with the tracking system and embodying the virtual hands

and arms model. Figure 4-1 shows a screenshot of what participants saw during the

embodiment phase. In all subsequent phases the environment consisted of a white

plane, calibrated based on the height of the chin bench to match the position of the

table in the real world. The point where the chin bench was fixed to the table was

considered the ‘origin’ of the environment. All stimuli appeared directly in front of the

observer.

The second phase was a calibration phase. The participants saw a red hemispherical

stimulus that followed the line of sight of their head position. A second, cylindrical

stimulus was displayed at exactly 45 degrees downwards. The participants were re-

quired to bring the hemispherical stimulus and the cylindrical stimulus together by
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Figure 4-1: The participant’s view during the embodiment phase.

angling their head and if necessary adjusting their chair. This ensured their head was

angled correctly and consistently during the experiment so they could see the stimulus

in all trials. They were asked to hold this position as well as they could for the rest of

the experiment.

The third and fifth phases consisted of training tasks. The AL group had their virtual

arms altered by lengthening the forearm by 15 cm. The AS group had their virtual

arms altered by shortening the forearm by 15 cm. Finally, the AU group had their arms

left unaltered. Participants were not told which group they were in. The two training

phases consisted of an active phase and a passive phase, with their order randomized.

In the active phase, the participants performed a series of whack-a-mole trials: a series

of hemispherical stimuli appeared and the participants were asked to reach for the

position in which they had appeared as quickly and as accurately as possible. In the

passive phase, participants were directed to place their hands in front of them on the

table, but asked to keep their hands still and observe the stimuli appearing. For both

training phases, stimuli were uniformly sampled between 30 cm and 60 cm away from

the origin (the chin bench position in the real world) and they were reachable by all

groups. The phases lasted for exactly 60s and were presented in counterbalanced order.

The fourth and sixth phases used the MoCS procedure, consisting of 100 trials each. At

the beginning, participants were directed to take their hand off the table and hold the

hand-held device that was presented to them before the start of the phase. Participants

were shown the red sphere stimulus for 300ms before it disappeared. They then pressed
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one of two buttons on the hand-held device to indicate whether they perceived the

stimulus as within reach. After a delay of 500ms the stimulus would appear from

a different distance, and so forth until the whole trial run was completed. The red

stimulus appeared from one of 10 equal interval distances in the range 52 to 88 cm.

This range was determined through pilot studies; it was centered at the average arm

length of pilot participants and deep enough to contain values that were in and out of

reach. Before the fourth phase only, 5 test trials were performed to make sure that the

participants were acquainted with the system.

4.3 Results

The 36 participants each contributed 100 trials by 2 conditions, resulting in 7,200 data

points in total. Results for each arm condition were pooled together to compute a

proportion of trials for each distance measure in the experiment. We then fit logistic

regression models to the pooled data. Participants in the AL group were more likely to

perceive a far stimulus as reachable compared to those in the shortened and normal arm

length groups, with a relative increase in likelihood of 38%, supporting our hypothesis

. The effect seems larger than the one observed in tool use studies [39, 38], however a

direct quantitative comparison is difficult to perform due to the different experiment

design and conditions. Figure 4-2 depicts responses in the constant stimuli task, with

response plotted against the distance from the observer and split on task. The left

panel shows the results when participants were instructed to keep their hands still and

simply observe. The right panel shows results when participants were instructed to

play the game of whack-a-mole.

With respect to effect size and goodness-of-fit, we computed two measures. The first

is ρ2 in Equation 4.1, which compares alternative models based on their fit to the

responses:

ρ2 = 1− logLM1

logLM0
(4.1)

We compared our logistic model consisting of the group (AS, AL and AU) and task

(Passive, Whack-a-Mole) predictors (M1) against a model consisting of the group pre-

dictor alone (M0). The ρ2 statistic is better for models based on maximum likelihood

estimation, and the statistic generally takes values smaller than the more familiar R2.

Our results show an increased likelihood of self declared reachability when we consider

task compared to arm length alone, ρ2 = 0.13, representing a large effect for the group

and condition model [75].
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Figure 4-2: Logistic curves showing probability of a ‘yes’ response in the constant
stimuli method. Shaded regions show 95% confidence intervals.

The second measure we took is the Akaike Information Criterion (AIC), a similar

measure for comparing logistic models which penalizes models with a large number of

parameters. Table 4.1 shows how our models compare, with the model including task

as a parameter receiving a lower AIC score despite the extra parameter [62].

4.4 Discussion

The curves on the left panel of Figure 4-2 show a convergence at both ends, meaning

that for objects appearing at the far and near periphery of reach there is little effect

of arm manipulation. The effect first appears for objects positioned more than 55 cm

from the participant. On the right hand panel, the effect of task is exemplified by the

steeper curve (red line) for the AL group compared to the curves for the NC and AS

groups (blue and green lines). In the whack-a-mole condition, stimuli were judged as

reachable more often by participants in the AL group, with an increase in likelihood of

greater than 10% compared to other groups for stimuli appearing between 52 and 70

Table 4.1: Akaike Information Criterion for Logistic Regression Models

Model Degrees of Freedom AIC

Condition & Task 5 360.58
Condition Only 4 413.17
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cm. Chance level (50%) was increased from 70 cm to 72 cm in the passive condition and

to 75 cm in the whack-a-mole condition. Distances were sampled uniformly throughout

the 30-60 cm range, meaning that the red stimulus appeared at all distances an equal

number of times, so this increase cannot be attributed to a bias or training for certain

reach distances over others. Participants adapted to this manipulation in arm length,

impacting their sense of depth, even though they were unaware of the manipulation to

their arm length.

In real world studies, use of tools can result in distance compression as objects previ-

ously perceived as out of reach come into reach [102]. Our results demonstrate that

while tool use may be sufficient, it is not the only way to evoke distance compres-

sion. Recent work has shown how distance perception is overestimated rather than

underestimated in multisensory virtual environments when objects appear just beyond

peripersonal space [45]. As our work is constrained to a virtual environment where

only visual information regarding the position of the stimulus is available, it remains

unclear how our results may transfer to multisensory environments. As previous work

has shown how environments rich in multiple sources of sensory information can lead to

more accurate distance perception [15], future work may shed light on how virtual arm

extension may impact distance perception when multiple sensory cues are available.

Recent work has demonstrated tool extension in HCI and how realistic representations

of limbs results in higher degrees of tool embodiment [22]. Our results complement these

findings as we show that ‘realism’ can be maintained by representing the arm with a

likeness of the real arm but with some variation in length. We suspect that there will be

a threshold beyond which this effect will break down. This is important in the context

of tool use and virtual reality: as tool embodiment changes distance judgments [34],

models which accurately quantify change in distance judgments are needed to develop

human centered virtual environments. Our results suggest that distance perception is

coupled with tool extension and a change in one could impact the other. It is unclear

how this dynamic interaction would transpire in virtual environments where actors have

an augmented set of action capabilities, for example reaching towards and interacting

with objects through voice commands.

Our experiment focused on using visual and proprioceptive information to make dis-

tance judgments. By design, our experiment does not account for prior knowledge of

the distant object nor of other environmental cues and is limited to sensory sources

of information in a bottom-up fashion. However, research suggests that distance judg-

ments are also impacted by cognitive processes in a top-down fashion [85]. Our results

raise questions regarding environments which augment the actor through tool exten-
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sion. For example, consider an elaborate system integrated into a digital workbench.

On the bench is a set of tools for the user to use, and within sight are a number of

objects. As the user selects individual tools, various objects become highlighted, in-

dicating that they are now interactable. This extended sense of peripersonal space is

made explicit in the highlighting, and conveys high level information to the observer

regarding how the tool may be used. This information is processed in top-down fashion

by the observer as they learn how to use the tool. Such an application may be used as

a training session; once the user has been exposed to this extended set of action capa-

bilities, their general perception of distance, as a function of bottom-up and top-down

processes, may change.

A notable finding in our study is that shortening the virtual arm had no effect on

distance judgments. The literature on the impact of tools and the appearance of

virtual avatars on action capabilities with respect to distance perception rarely draws

direction-agnostic conclusions about their effects, and tends to focus on tool extension

rather than reduction. Our results show that participants were equally likely to judge

stimuli as reachable when their arm was shortened compared to no change in arm length

for distances up to 75 cm in the passive task and 70 cm in the active task. We cannot

explain this phenomenon using our data alone; we hypothesize that participants may

have somehow internalized small distances as reachable through prior experience in

the real world, and this internalization procedure overpowered their current perceptual

experience. Future work could explore this phenomenon and may explain why the

impact of arm length on distance perception appears to be unidirectional.

Applications This research has implications for any application where manual in-

teraction is performed in a virtual environment. The office desktop environment is

an example of a work environment rich with opportunities for bi-manual grasping and

freehand interaction. Future applications created to assist people working remotely

using VR to have a sense of presence in an office could, for example, make use of our

research to inform how the desk should be laid out. With head mounted cameras for

non-invasive tracking, users’ arms may be artificially lengthened or shortened to accom-

modate for discrepancies in distance perception when reaching for documents spread

across the virtual workbench. Our model can be used to predict reaching judgments

in these scenarios: this may be useful for systems which automatically create spatial

mappings of items across the workbench. For example, tasks such as completing an

email may manifest as tangible items, such as sticky notes, on the workbench within

the user’s reach. Based on our results, these sticky notes could be positioned within

reach of the user based on their urgency.
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An emerging application of VR is remote surgery performed via the use of motion

tracking and tele-operation control systems. The surgeon’s task requires mastery of a

set of tools. As these tools are embodied through repeated use, our work raises questions

regarding the impact they may have on the surgeon’s sense of depth. It is unclear

how tool extension may interact with virtual arm extension in the context of remote

surgery in VR, and more research is needed to quantify the relationship between tool

extension, tool operation, body manipulation, and depth perception. Understanding

how depth is perceived in VR also has implications for driving/flight simulators. For

example, if drivers in VR perceive the distance between themselves and the car in front

as close, they may brake inappropriately and cause a collision. Using a simulator to

train drivers for real world journeys may result in sub-optimal performance in the real

task, making the training inadequate or even detrimental. Using our model to predict

objects perceived as reachable may lead to better design for virtual environments:

objects which the user would normally perceive as within reach could be positioned

intentionally out of reach as a way to reduce distance perception judgment errors,

impacting the outcome of training with simulators.
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Chapter 5

Conclusion

So far we have presented two projects that, separately, show different stages on the

way to achieving qualitative Virtual Reality egocentric perspective human body avatar

experiences. But, taken together, they represent two ends on a path. The acquisition of

3D human body models is the first step on this path, a prerequisite for any application

chain. It is desirable that these models be as realistic as possible and as similar to the

subject user as it can be achieved: as realism and similarity improve the sense of body

ownership and sense agency of the user.

Manipulating the embodied avatar in order to cancel the effects of distance compression

represents the final step on this path. For this, it is needed to have a detailed, rigged,

human body avatar and a good tracking mechanism.

As mentioned in the introduction, this thesis was originally part of a doctoral degree,

broader in scope. Thus, the final project would have included solutions at several stages

along this path. Thus they would have made a comprehensive tool pipeline for any

developer aiming to develop VR experience they would like.

5.1 Future Work

There could be several ways to improve this project at every step along the path. We

summarize some of these possible improvements here:

• The acquisition of human bodies can be improved using newer machine learning-

based techniques and templates. Adding this on top of our system could ensure

an adequate level of detail to our results compared to already published template-
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based systems. An advantage of these techniques is that the output can calculate

a skeleton rig of the model automatically.

• Hand tracking systems that take into account perceptual considerations could also

be considered. One way of approaching this problem is by considering two-handed

hand tracking in VR with incongruent hands. With current tracking techniques,

some gestures such as a clap would not be rendered adequately in VR, even if

the tracking would completely match the ground truth. Previous work, such as

[18] presents spatial warp techniques in the context of haptic retargeting. We can

therefore propose a solution using such a spatial warp and study its effect on the

sense of presence and sense of agency in virtual reality.

• The presence of other social agents in the environment would be another direction

in which we can extend this work. Previous research has shown how we deter-

mine which objects are reachable based not only on our representation of our

own abilities but on what we estimate others can do. An interesting avenue for

future research in VR is how this social factor may change when we are granted

super-human powers with regards reachability, in an augmented world where our

physical capabilities are extended through digital systems.

5.2 Summary

This thesis shows some of the steps and improvements that lead us on the way for

quasi-realistic experiences in Virtual Reality. We have shown that in order to get there

we need to consider a set of different challenges in very different areas, from hardware,

computational geometry, body tracking, animation, human-computer interaction and

psychology. Only collaboration between these fields can yield good VR results.

Ideally, this thesis would motivate others to pursue research in this field and consider

the different way these research areas interact with one another as an opportunity

to design new hypotheses and proposals related to this work. Also, this work would

hopefully help develop Virtual Reality as a medium and open its door for porting new

applications into it.
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peri-hand space through tool-use: Spatial extension or shift of the multi-sensory

area. Journal of Neuropsychology, 1(1):101–114, 2007.

[31] Matthew Botvinick and Jonathan Cohen. Rubber hands ‘feel’touch that eyes see.

Nature, 391(6669):756–756, 1998.

[32] Lauren E. Buck, Mary K. Young, and Bobby Bodenheimer. A Comparison of

Distance Estimation in HMD-Based Virtual Environments with Different HMD-

Based Conditions. ACM Trans. Appl. Percept., 15(3):21:1–21:15, July 2018.

48



[33] Emily W. Bushnell. The decline of visually guided reaching during infancy. Infant

Behavior and Development, 8(2):139–155, April 1985.

[34] Elisa Canzoneri, Silvia Ubaldi, Valentina Rastelli, Alessandra Finisguerra,

Michela Bassolino, and Andrea Serino. Tool-use reshapes the boundaries of body

and peripersonal space representations. Experimental Brain Research, 228(1):25–

42, July 2013.

[35] Yin Chen, Gang Dang, Zhi-Quan Cheng, and Kai Xu. Fast capture of personal-

ized avatar using two kinects. Journal of Manufacturing Systems, 33(1), 2013.

[36] Yinpeng Chen, Zicheng Liu, and Zhengyou Zhang. Tensor-based human body

modeling. In Proceedings of the IEEE Conference on Computer Vision and Pat-

tern Recognition, pages 105–112, 2013.

[37] Alvaro Collet, Ming Chuang, Pat Sweeney, Don Gillett, Dennis Evseev, David

Calabrese, Hugues Hoppe, Adam Kirk, and Steve Sullivan. High-quality stream-

able free-viewpoint video. ACM Transactions on Graphics (TOG), 34(4):69, 2015.

[38] Marcello Costantini, Ettore Ambrosini, Corrado Sinigaglia, and Vittorio Gallese.

Tool-use observation makes far objects ready-to-hand. Neuropsychologia,

49(9):2658–2663, July 2011.

[39] Matthew C. Costello, Emily K. Bloesch, Christopher C. Davoli, Nicholas D. Pant-

ing, Richard A. Abrams, and James R. Brockmole. Spatial representations in

older adults are not modified by action: Evidence from tool use. Psychology and

Aging, 30(3):656–668, 2015.

[40] Sarah H. Creem-Regehr, Peter Willemsen, Amy A. Gooch, and William B.

Thompson. The influence of restricted viewing conditions on egocentric distance

perception: Implications for real and virtual indoor environments. Perception,

34(2):191–204, 2005.
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