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Abstract— This paper presents the first usage of road 

surface defects as a means of vehicle position detection. 

Whilst several applications are possible, this work focuses 

on use in Formula E racing, where several driver 

information systems depend heavily upon accurate vehicle 

position estimation, including energy management advice 

and split time information, and where use of common 

positioning systems such as GPS is forbidden. Teams 

currently estimate the position on track by integrating 

vehicle speed, but this is susceptible to error accumulation 

throughout a lap, diminishing the precision and value of 

driver information systems. This work presents a method to 

improve the vehicle’s position estimate by detecting bumps 

in the road surface using suspension damper displacement 

data, an approach which is novel because it is independent 

of common positioning techniques such as GPS. These 

bumps are used as positionally-fixed checkpoints around 

the track, allowing the positional estimate to be regularly 

corrected, mitigating drift in the original estimated position.  

Results of the bump detection algorithm developed show for 

the first time that this technique can pinpoint the vehicle 

position with a precision of 1.41m standard deviation, with 

scope for further improvement. This result is significant for 

positioning surface vehicles where other more standard 

techniques are precluded. In the Formula E application the 

approach is found to improve the precision (consistency) of 

the vehicle positional estimate for large parts of the circuit, 

which will allow higher quality and more reliable 

information to be given to the driver, thereby giving a 

competitive advantage.  

 

Index Terms— Driver information systems, intelligent 

vehicles, localisation, position location estimation, signal 

processing, vehicle control. 

 

I. INTRODUCTION 

Accurate vehicle positioning is vital in many applications, 

especially for high-speed vehicles. In motorsport applications 

some key driver information systems, designed to give the 

driver a competitive edge, rely on the accuracy and precision of 

the vehicle position data. This paper considers the specific 

application of Formula E race cars, though the general problem 

exists more widely both within and beyond motorsport, to 

piloted as well as driverless vehicles.  

Formula E regulations do not permit teams access to live 

GPS [1]. The only positional information available to the 

Vehicle Control Unit (VCU) comes from racetracks typically 

being divided into three sectors, with a transponder timing loop 

at the boundary between each. The vehicle position is known 

precisely at the point when it crosses from one sector to the 

next, but at any point in between timing loops it must be 

estimated. Furthermore, wheel speed data is released by the FIA 

electronics to the VCU with a delay of approximately 1 second, 

to frustrate attempts at traction control.  

The task of accurately estimating vehicle position at any 

point is not a straightforward one, but one which offers potential 

for competitive advantage. 

A. The Importance of Accurate Track Position Estimation 

In the specific case of Formula E two high-level 

functionalities depend heavily on the accuracy of the vehicle 

position estimate; these are split time information and energy 

management advice. 

Split time information is a vital instructive tool: it tells 

drivers their progress in the current lap versus a benchmark lap, 

allowing them to understand whether, up to the current point in 

the lap, they are ahead of or behind a reference [2]. 

Energy management is critical in Formula E since drivers 

have a maximum battery energy which can be consumed during 

a race, which is less than the energy required to complete the 

race distance driving at full racing speed. Teams use energy 

management strategies to minimise lap time subject to the 

energy constraint. In its most simplistic form this may resemble 

a ‘lift and coast’ [3] strategy whereby the driver allows the car 

to roll unpowered at the end of each straight, in addition to 

adjustments to the deployment of regenerative braking [4]. 

These strategies will be continually adjusted during the race in 

the case of an energy surplus or deficit. They may give audio or 

visual prompts to the driver, however their implementation 

depends heavily on precise and accurate knowledge of the car 

position, since at every ‘lift-off’ point a positional error of 1m 

will incur an energy error of 3.6kJ for a car consuming 200kW 

and travelling at 200km/h. For these reasons calculating an 

accurate estimate of vehicle position at points other than at track 

sector thresholds is of considerable interest.  

B. Problems with Existing Track Position Estimate 

To describe the vehicle’s degree of progress through a lap, 

teams typically use a 1-D metric, known as ‘sLap’, which is the 

cumulative distance travelled by the car since the start-finish 

line. It is important to appreciate that this 1-D simplification is 
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not strictly an indicator of track position, but of distance 

covered. As such, different trajectories taken around the track 

will result in different values of sLap at a given timing loop 

(Fig. 1, Fig. 2); this variation is real, but the effect is undesirable 

since the objective of the metric is to indicate the degree of 

progress through the lap, not to know the distance covered.  

Professional racing drivers will experiment with different 

trajectories (racing lines) to establish the optimal one, but even 

then may stray from this when near other vehicles or attempting 

overtaking manoeuvres.  

In addition to the physical problem of different path distances 

being covered to complete a lap, there are also problems owing 

to the method of calculation of sLap. Currently, teams are not 

granted access to live vehicle speeds and so calculate the 

positional estimate as  

�̂�𝐿𝑎𝑝(𝑡) = ∫ �̂�(𝑡)
𝑡−1.0

0

𝑑𝑡 + ∬ 𝑎 𝑑𝑡
𝑡

𝑡−1.0

𝑑𝑡 (1) 

where the �̂�(𝑡) is the estimated longitudinal velocity, 

�̂�(𝑡) = 𝑟𝑤ℎ𝑒𝑒𝑙 ∙ 𝜔𝑤ℎ𝑒𝑒𝑙(𝑡), (2) 

𝑎 is the longitudinal acceleration, 𝑟𝑤ℎ𝑒𝑒𝑙  is the tyre rolling 

radius, and 𝜔𝑤ℎ𝑒𝑒𝑙  is the angular velocity of the wheels. Wheel 

speed is only granted to teams with a delay of 1 second, hence 

the displacement in the last second is accounted for from 

accelerometer data. Two factors affect the accuracy of �̂�𝐿𝑎𝑝(𝑡): 

Firstly, the measured wheel speeds 𝜔𝑤ℎ𝑒𝑒𝑙  can never give a 

perfect indication of the vehicle speed owing to inevitable and 

necessary wheel slip, especially when operating near the limit 

of grip. Secondly, the integration of speed and double 

integration of acceleration incur some drift. These errors 

directly impact the accuracy and usefulness of driver 

information systems (Section I-A).  

As a result of different path distances and errors of 

measurement/calculation some degree of variability in sLap at 

any point on the circuit is inevitable. To mitigate the effect of 

this variability in sLap it should be recalibrated periodically 

when accurate landmarks are available, such as timing 

transponder loops. As a car passes over a transponder loop it 

registers with the vehicle’s on-board transponder, allowing the 

car’s on-track position to be pinpointed. Since the positions of 

timing loops are known, they act as recalibration checkpoints 

for the vehicle position estimate, correcting the drift. However, 

as shown by the race data in Fig. 2 errors still accumulate 

resulting in variations of up to 5m by the end of each sector. 

The aim of this research is to enhance the accuracy of the 

vehicle’s real-time position estimate, in turn increasing the 

value of the information provided to the driver, therefore giving 

a competitive edge. Specifically, we present and evaluate a new 

method to use significant track surface features (e.g. large 

bumps) as additional recalibration checkpoints. 

In working towards the aim, Section II reviews related works 

in road surface anomaly detection and vehicle positional 

estimation beyond straightforward applications of GPS. Section 

III details the available vehicle data, and the implementation of 

the proposed bump detection algorithm. Section IV reports the 

results, both in terms of the precision of repeated bump 

detection and the effect of this on sLap. Section V gives some 

perspectives on the significance of the findings and potential 

future work, and Section VI highlights the key conclusions. 

 

II. RELATED WORK 

A. General Vehicle Positioning 

Accurate vehicle positioning is of particular importance 

within the fields of Intelligent Transportation Systems and 

Autonomous Vehicles.  A summary of relevant literature is 

provided in Table I, organized by data source used and data 

capture rate. Throughout literature related to vehicle 

positioning the Extended Kalman Filter (EKF) is often used as 

a data fusion technique; this is the most common version of the 

Kalman Filter for non-linear systems. A key advantage of 

Kalman Filters is their low computational load, often making 

them popular for implementation in embedded hardware [5]. 

Nikbakht et al. [6] focused on improving vehicle position 

estimation from a doubly integrated acceleration signal by 

combining a smoothing algorithm with a Kalman Filter. 

Initially this improved accuracy, however it was still 

susceptible to drift after only a few seconds. Liu and Pang [7] 

investigated the extent of the drift produced by a low-cost solid-

state accelerometer. Both papers indicate the need for additional 

 
Fig. 1.  Trajectories through a 90° corner incurring different path distances. 
Both values of sLap are correct, but the effect frustrates attempts to establish 

the vehicle’s relative on-track position.  

  

 
 

Fig. 2.  Variation in calculated distance covered in each sector, using �̂�𝐿𝑎𝑝 

between transponder timing loops. Data from 2018 FIA Formula E Paris ePrix. 
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data streams such as GPS or gyroscope to establish a 

sufficiently accurate positional estimate, and that more than a 

sole accelerometer signal is required. 

Other papers, such as those by Zhao et al. [8] and Rezaei et 

al. [9], investigate the accuracy and applications of traditional 

vehicle positioning methods which incorporate GPS and dead-

reckoning measurements. Iqbal et al. [10] focus on the ability 

of INS (Inertial Navigation System) measurements to 

compensate for GPS outages. The results do not provide 

sufficient accuracy to be useful in the context of closed-circuit 

motorsport racing, especially without access to real-time GPS, 

though this may be due to the use of lower-quality 

instrumentation than that used within a motorsport setup. 

B. Track ‘Feature’ Detection 

As Formula E races mainly take place on temporary city-

centre street circuits, the road surface is not as smooth as 

purpose-built motorsport circuits [11]. Therefore, the vehicle is 

likely to traverse numerous road surface irregularities, such as 

bumps and manhole covers [12] throughout each lap. This gave 

rise to the idea of detecting bumps to act as additional fixed, 

known positions on track akin to the already existing 

transponder timing loops. By doing so, the track sectors can be 

broken down further into smaller segments, allowing drift in the 

position estimate to be corrected more frequently. 

The literature based on pothole or bump detection can be 

categorised according to the method employed: 

• On-board accelerometers/gyroscopes; 

• Vision-based methods: 2-D image/video; 

• 3D reconstruction: 3-D laser/stereo vision.  

 

Both vision-based and 3-D reconstruction methods are not 

feasible in the current application as they require additional 

hardware to be fitted to the vehicle [13, 14]. Even in 

applications where there is scope to introduce new hardware 

this may be undesirable due to its cost. These methods are 

considered out of scope and will not be investigated further. 

Numerous papers investigate detection of bumps/potholes 

from accelerometer data, mainly with the purpose of monitoring 

road surfaces, and often investigating the feasibility of using 

smartphone accelerometer data [15, 16, 17, 18]. The most 

notable of these studies were published by Eriksson et al. [19], 

Harikrishan and Gopi [20] and Mohan et al. [21].  

In the Pothole Patrol (P2) work by Eriksson et al. [19] a 

technique was deployed to detect road surface anomalies by 

passing z-axis accelerometer data through a high-pass filter 

followed by a peak-height threshold algorithm. Relationships 

such as the ratio of z-axis force to x-axis force and the ratio of 

z-axis force to vehicle speed are analysed with machine 

learning (ML) methods to distinguish between potholes, 

manhole covers, pedestrian crossings and railroad crossings. 

The locations are stored within a central GPS server to build a 

database of poor road surface conditions in the area. The P2 

system ran on 7 taxis in the Boston metropolitan area, covering 

several thousand kilometres, with road anomaly misdetection 

occurring 0.2% of the time. It was reported the system could 

mistake potholes for other road defects, but this would not be 

an issue with the application to this project. It is likely however 

that the road anomalies on a Formula E track would be much 

more subtle than those detected by Pothole Patrol.  

Harikrishan and Gopi [20] map the z-axis accelerometer 

signal of a smartphone to a Gaussian distribution to identify 

abnormal road anomalies. The inclusion of Gaussian modelling 

allows potholes and bumps to be detected in relative measure to 

the road surface quality, meaning that anomalies will be 

detected even when the surface is poor. Further work is done on 

determining the severity of each anomaly detected. The 

TrafficSense system by Mohan et al. [21] extends beyond 

simple bump detection to create a road and traffic monitoring 

system based on smartphone sensors. The success of the project 

confirms the feasibility of using simple smartphone 

accelerometer data to detect road surface anomalies. 

All of the work mentioned thus far aimed to collate a more 

comprehensive database of road surface quality than is 

necessary in our application, but with less requirement for 

positional accuracy of the detected defects. It may therefore be 

that the general approach is transferable but with some further 

work required. 

C. Machine Learning Techniques 

Celaya-Padilla et al. [22] used ML with a Genetic Algorithm 

(GA) to detect and classify speed bumps. Rather than a simple 

threshold, a set of ‘features’ such as mean, variance, skewness 

etc. were used to characterize each individual bump. Several 

studies have used ML to classify road surface quality, including 

using support vector machines [23, 24], a Naïve Bayes classifier 

applied to smartphone accelerometer data [25], using vehicle 

suspension data to classify road profile according to ISO 8608 

[26], and using fuzzy logic classification [27, 28]. Gorges et al. 

[26] indicated that their approach could be implemented in a 

VCU, however the identification of road surface quality, rather 

than individual bumps, is unlikely to give the precise 

recalibration points sought in the current application. 

An alternative approach, free from bump detection, is to train 

a GA on the discrepancies between INS and GPS 

measurements, so that the error can be corrected in the event of 

future GPS outages [29, 30]. However, whilst this could be used 

to address systematic error by characterising the typical error of 

TABLE I 
SUMMARY OF DATA SOURCES AND CAPTURE RATES IN PRIOR LITERATURE  

 Data capture rate (Hz) 

Data Source 
1-5 6-25 26-100 

101-
500 

501-
1000 

Accelerometer  20, 27 15, 16, 17, 

22, 23, 25 

6, 7, 

19 

21 

Gyroscope  9 22, 30   

GPS 9, 19, 22, 

23, 25, 
28, 30  

5 26   

IMU  29  10, 28  10 5 

Video   13    
Odometer  9 26, 30    

Suspension 

travel 

  26  *  

Numbers in the cells indicate reference numbers of literature which report 

having used each data source and data capture rate. Some papers appear 

more than once. The * indicates the position of this paper. 
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the position estimate around the lap, it would not allow random 

error (such as owing to different trajectories) to be corrected.  

The more general problem with ML approaches in the current 

application is the amount of raw data required to develop a 

reliable model: it is unlikely that sufficient data would be 

gathered from Formula E pre-race Free Practice (FP) sessions.  

 

III. METHOD 

Having surveyed the relevant literature the track ‘feature’ 

method was deemed most suitable for this application. Methods 

which have a heavier emphasis on machine learning were not 

pursued because of the requirement for real-time execution in 

the VCU (processing and memory considerations) and for a 

system which can be based on relatively little data (only a few 

laps) so as to be functional from as early as possible in the FP 

session, allowing its thorough verification in the remainder of 

FP. Systems which learn or evolve are also problematic in 

motorsport as they can unsettle the drivers, who usually prefer 

slightly suboptimal but predictable systems. 

A. Sources of Vehicle Data 

Two potential sources of data are available on the car and 

relevant for the track feature detection approach, these are the 

on-board accelerometer and vertical wheel displacements. The 

literature review suggested that accelerometer-based bump 

detection would be promising, however the work by Gorges et 

al. [26] indicated that wheel displacement may provide a more 

robust solution. Use of wheel displacement carries three 

important advantages. Firstly, one of the primary functions of 

vehicle suspension is to minimise the forces and displacements 

transmitted from the wheels to the vehicle chassis. Since the 

accelerometer is situated centrally on the vehicle chassis the 

suspension system will attenuate any road input forces, 

reducing their magnitude at the accelerometer. Secondly, since 

all four wheels communicate with the chassis, the 

accelerometer will detect a combination of the vertical forces 

seen at each wheel. As well as reducing the signal amplitude, 

bump ‘echoes’ may be observed in the accelerometer data if the 

rear wheel follows the front over a bump. In contrast, each 

wheel displacement is largely decoupled from the others and 

therefore a richer source of information. Thirdly, the fact of 

having four separate wheel displacement measurements affords 

the possibility of some redundancy. 

For the reasons identified, the data sources selected are the 

vertical displacements of the two front wheels, measured 

indirectly by linear potentiometer sensors positioned coaxially 

with the suspension dampers. The arrangement is illustrated in 

Fig. 3, and further details are available in [31]. These signals 

are connected as analogue inputs to the VCU, a McLaren TAG-

400i for which specifications are available [33], and sampled 

and logged at a rate of 200Hz. 

B. Technical Approach 

1) High-Pass Filter 

A high-pass filter is implemented to remove low-frequency 

chassis dynamics (body roll, pitch, heave) and isolate the higher 

frequency information of interest from road surface input. A 

FFT of the raw damper displacement data is presented in Fig. 

4. Through examination of the suspension’s damped natural 

frequency response to large bump inputs the information of 

particular interest was found to be in the region 13-25Hz. The 

performance of the algorithm was found to be quite sensitive to 

the choice of cut-off frequency, with lower cut-offs being less 

selective of the size of bump. A cut-off frequency of 15Hz was 

used as this was found to be effective in isolating the most 

significant bumps with potential to be used for positioning.  

The filter was implemented as a 5th order Infinite Impulse 

Response (IIR) Butterworth filter, which is compatible with 

real-time execution on the VCU.  

 

2) Moving Variance Filter 

Having isolated the data in the relevant frequency range, the 

displacement still contains both positive and negative peaks. A 

 
Fig. 4.  FFT of the front-left damper position data for the first complete lap 

driven in the FP1 session, and for the 1 second window around some large 

bumps (13.6-14.6s in Fig. 5 and Fig. 6). The frequency content of the bumps 
is mostly contained within the range 13-25Hz. 

  

 
 
Fig. 3.  Front suspension of a Formula E car featuring double wishbone and 

pushrod geometry. The rocker communicates with a torsion bar. The damper 

is positioned vertically and coaxially with a linear potentiometer displacement 
sensor. There is an anti-roll linkage, not shown. For further details see [31,32]. 

 



T-ITS-21-01-0071 

 

5 

moving variance filter is applied which has two advantages: it 

makes the data one-sided so that positive or negative 

displacement peaks are translated into positive only, and it also 

emphasises peaks due to its inherent quadratic property. This 

allows for a greater level of control when selecting a threshold 

for the subsequent peak detection algorithm. For a N-

dimensional vector A the variance formula [34] is as follows: 

𝑉 =
1

𝑁 − 1
∑|𝐴𝑖 − 𝜇|2

𝑁

𝑖=1

 (3) 

where 𝜇 is the mean of A: 

𝜇 =
1

𝑁
∑ 𝐴𝑖

𝑁

𝑖=1

 (4) 

The window size, N, used for the moving variance filter is 11 

samples. The window is centred around the current timestep 

with 5 backward samples and 5 forward samples. This ensures 

that there is no phase shift introduced by the filter, and simply 

means that the algorithm must run 5 samples (25ms) behind the 

current time. This does not pose any problem to the execution 

because the distance covered in the last 25ms can be 

satisfactorily calculated, and it is preferable to retain 

information in both forward and backward directions.  

The results of the signal processing thus far are presented in 

Fig. 5, where the data are from the first complete lap driven by 

the driver in the first Free Practice session (FP1). 

 

3) Peak Detection Algorithm 

Once the damper displacement data have been filtered by the 

high-pass and moving variance filters mentioned above, each 

detected bump will be represented by a peak in the signal. 

MATLAB and Simulink have a built-in peak finder function 

called ‘findpeaks’. The basic operation of this function is to find 

local maxima within data by comparing neighbouring values 

and the detection of inflection points. The findpeaks function 

can take various input arguments to allow for increased 

selectivity. Those used here include a minimum peak separation 

of 0.25s, so that only the highest peak in any 0.25s window be 

selected (avoiding multiple detections in a short timeframe), 

and a minimum peak height used to reject very small bumps. 

Since the peaks of interest are generally very prominent this 

value was not found to be critical and so was determined 

empirically, its value is shown in Fig. 6. Figs. 5 and 6 show 

examples of the peak detection function applied to the Formula 

E front-left (FL) damper displacement data. 

 

4) Correction of Positional Estimate 

The above steps form the basis of the bump detection 

methodology. However, in order to construct a working 

solution, it is necessary to establish a database of known bumps 

and their positions. This means that as a bump is detected in 

real-time, the position estimate of the vehicle can be corrected 

to that of the known bump position. This is achieved by 

 
Fig. 5.  An example of the suspension displacement data in its raw state, after 

the high-pass filter (HPF), and after HPF and moving variance filter. The black 

arrow (▼) shows the detected location of the bump by findpeaks at 14s. Data 

are from the first complete lap of FP1; the x-axis is the same as in Fig. 6. 
  

 
Fig. 6.  Data for the first two complete laps covered by the driver in the FP1 session. The raw FL damper displacement is shown, along with the processed 

(filtered) data, and the positions of bumps detected (▼). The red dashed horizontal line is the threshold used to detect peaks in findpeaks; the black dashed vertical 

line is the division between the two laps. Many bumps are detected in both laps, but not all.  
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calculating the error ∆𝑠 between the original sLap estimate, 

�̂�𝐿𝑎𝑝, and the known bump position at the time at which it is 

detected, and then removing this error from the estimate to 

create an improved estimate, �̂�𝐿𝑎𝑝
′ , going forward:  

 

�̂�𝐿𝑎𝑝
′ (𝑡) = �̂�𝐿𝑎𝑝(𝑡) − ∆𝑠𝑁 (5) 

where ∆𝑠𝑁 is updated each time a known bump is detected, 

and for the 𝑁𝑡ℎ bump is defined as: 

 

∆𝑠𝑁 = �̂�𝐿𝑎𝑝(𝑡𝑁) − 𝑠𝐵𝑢𝑚𝑝,𝑁   (6) 

where 𝑡𝑁 is the time at which bump N is detected, and 𝑠𝐵𝑢𝑚𝑝,𝑁 

is the recorded position of bump N in the dataset of known 

bumps. The value of 𝑠𝐵𝑢𝑚𝑝,𝑁 is to some extent arbitrary since 

the intention here is simply to realign to a common datum 

(achieving precision rather than accuracy); here the values used 

for 𝑠𝐵𝑢𝑚𝑝,𝑁 were simply the average of �̂�𝐿𝑎𝑝(𝑡𝑁) for all laps in 

the training data set.  

To trigger the positive detection of a particular bump, a peak 

must be detected within a certain positional tolerance of the 

expected bump position, in this case ±10m, therefore ∆𝑠𝑁 is 

necessarily in the range ±10m.   

The bump detection approach will be identical when 

establishing the dataset of known bumps and when detecting 

bumps in real-time. When running in real-time the findpeaks 

function is run on successive fragments of data, each 0.25s (50 

samples) long. Although some latency is added to the system 

by this approach there is no positional error incurred because 

the exact position (index) of the peak is used to determine 

�̂�𝐿𝑎𝑝(𝑡𝑁) and therefore ∆𝑠𝑁 is correct, even if the update of the 

correction could be delayed by up to 0.25s. This is necessary 

because the minimum peak separation condition requires 

noncausal signal processing – it depends on future data values. 

IV. RESULTS 

To test the performance of the system it was run on data from 

the 2018 FIA Formula E Paris ePrix. The known bump dataset 

was constructed using a subset of 11 of the 73 laps driven by 2 

drivers in the pre-race practice sessions (FP1 and FP2). These 

laps were selected because they were complete laps (no pit 

entry/exit) at normal power and speed, with no disruption from 

pit lane speed limiter tests or similar. This produced a total of 

11 bump checkpoints. Evaluation was conducted using Race 

data from one driver, from the second half of the race, i.e. post 

car-change. (During this Formula E season drivers had to swap 

vehicles mid-race.) These data cover 24 laps, corresponding to 

laps 26-49 of the race. 

A. Precision of Bump Detections  

During construction of the known bump dataset bumps are 

clustered according to their GPS position, which is available in 

post-processing: bumps are added into a cluster if they are 

within 5 metres of an existing bump in that cluster. This is 

repeated iteratively until no further bumps are added. 

The mean position of the cluster is found and considered as 

the cluster centre. The distance of each bump in the cluster to 

the centre point is then found, and the standard deviation of the 

distance of the bumps to the cluster mean position is used as an 

indicator of the precision with which a bump may be detected. 

This is shown in Fig. 7, and on average the precision of the 

bump detections is 1.41m.   

The use of GPS in this analysis is not essential to the 

functioning of the algorithm – it is used here simply to assess 

the precision with which bumps are being detected.  

B. Bump Detection Rates  

Detection rates for each bump during the practice and race 

sessions are given in Table II. It can be noted that they are well 

detected throughout the race, especially considering that during 

the race the matching of bumps to the database of known bumps 

relies only on �̂�𝐿𝑎𝑝 (Equation 1), and not GPS. This validates the 

effectiveness of the bump detection approach. Generally, a 

lower detection rate for the race is expected; the dynamic nature 

of the race, when taking other vehicles into consideration, 

forces the driver to take varying paths. Practice sessions are 

often more controlled environments, with no immediate 

competition, and teams can opt to send the car to track when 

there is space between other competitors.  

An indication of the bump detection system’s consistency 

and overall impact during the race session may be drawn from 

the number of corrections applied per lap and the average total 

absolute correction applied per lap. Every lap saw either 8 or 9 

corrections applied, and 8.8 on average. The total absolute 

correction applied per lap is shown in Fig. 8; the average is 

39.68m. 

C. Effect on Precision of Positional Estimation 

The effect the system has on the position estimation can be 

investigated by examining the error at each checkpoint (bump). 

For both position estimation methods, the error at checkpoint is 

defined as the difference between the instantaneous estimated 

position and the ‘known’ distance of the checkpoint. In the case 

of the original sLap estimate, �̂�𝐿𝑎𝑝, this is given by (6). For the 

improved estimate, �̂�𝐿𝑎𝑝
′ , this is defined by 

TABLE II 
BUMP DETECTION RATES DURING PRACTICE AND RACE SESSIONS  

Bump 
Name (c.f. 

Fig. 8) 

Bump 
Checkpoint 

Distance (m) 

Detection Rate 
within Practice 

Sessions 

Detection Rate 
within Race 

Session 

a 29.19 100% 100% 

b 116.47 73% 96% 
c 162.63 100% 92% 

d 334.88 73% 100% 

e 431.01 73% 92% 
f 431.64 a 82% 67% 

g 641.02 64% 96% 

h 733.57 100% 100% 
i 737.55 a 82% 100% 

j 1559.94 64% 100% 

k 1687.25 100% 100% 

aThese repetitions quickly following the previous bump are because a bump 
is detected independently in the left and right suspension displacements. All 

others are detected only by one side or the other.  
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∆𝑠𝑁
′ = �̂�𝐿𝑎𝑝

′ (𝑡𝑁) − 𝑠𝐵𝑢𝑚𝑝,𝑁  (7) 

Fig. 9 and Fig. 10 are box plot diagrams showing the 

distribution of error about the median at each checkpoint for 

�̂�𝐿𝑎𝑝 and �̂�𝐿𝑎𝑝
′  respectively during the race session. The final 

checkpoint corresponds to the end of the lap, rather than any 

bump. It is important to note that in Fig. 9 and Fig. 10 the 

median errors are forced to zero. This is because the absolute 

error is not of any significance in this application, since there is 

no ‘true value’ for any checkpoint distance (Fig. 1). The actual 

position assumed for each checkpoint (𝑠𝐵𝑢𝑚𝑝,𝑁) is largely 

arbitrary, and a large mean error would simply indicate that its 

reference or ‘known’ position had been poorly defined, but this 

is irrelevant to the aim of the proposed method here. In this 

paper the focus is on correcting for drift, and the metric of 

interest is the variance or range of the errors as a measure of 

how consistent the lap position estimate is: we are interested in 

precision, not accuracy. 

At first sight Fig. 9 and Fig. 10 might suggest the improved 

estimate, �̂�𝐿𝑎𝑝
′ , does not offer any significant improvement in 

precision since the range of positional errors upon arriving at 

each checkpoint appears similar to the original, however the 

reality is more complex. Firstly, this snapshot is taken at ‘worst 

case’ locations, immediately before recalibration. Secondly, the 

metric in both cases is the variability of distance covered since 

a reference checkpoint (distance travelled between two points), 

however in the case of �̂�𝐿𝑎𝑝 the starting point is precisely known 

using a transponder and only the end point is a bump, whereas 

in the case of �̂�𝐿𝑎𝑝
′  both start and end points are determined from 

bumps, with the corresponding inaccuracy. The latter is 

therefore inherently prone to twice the error, and so achieving 

similar errors to the original (at these ‘worst case’ locations) is 

perhaps a relatively good first result.  

D. Positional Uncertainty Throughout the Lap 

In order to visualise the effect on positional uncertainty 

throughout the whole lap and not only at the checkpoints, the 

 

 
(a) 

 
(b) 

 
(c) 

 
(d) 

 
(e) 

 
(f) 

 
(g) 

 
(h) 

 
(i) 

 
(j) 

 
(k) 

 

Fig. 7.  Positions of the car obtained by GPS at the instant that each of the 11 bumps (a–k) was detected on each lap, during construction of the known bump 
dataset (11 laps driven by 2 drivers in pre-race practice sessions FP1 and FP2). Lines show the path of the car on that lap. Filled circles (●) denote bumps that are 

accepted as belonging to the cluster, unfilled circles (○) are bumps that are considered outliers as they are too far from the others to be part of the same cluster. 

Axes are in meters, centered on the mean position of the accepted bumps which is marked by crosshairs (+) at the origin. The concentric rings show 1m intervals 
up to 6m. On average we can consider that when a bump is detected, the position of the vehicle is known to within 1.41m, the average standard deviation of 

distances from bumps to the center of their cluster.  
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standard deviation of the positional estimates for all laps can be 

calculated at each point around the circuit and displayed as a 

heat map, as in Fig. 11 and Fig. 12.  For this visualisation any 

drift between successive checkpoints is assumed to accumulate 

linearly, and so our best approximation of the true position, 

𝑠𝐿𝑎𝑝, is obtained by applying the ∆𝑠𝑁 corrections progressively 

through each sector rather than applying the whole correction 

when each checkpoint is reached. This is represented 

mathematically by (8). 

 

𝑠𝐿𝑎𝑝(𝑡) = �̂�𝐿𝑎𝑝
′ (𝑡) − [

�̂�𝐿𝑎𝑝
′ (𝑡) − 𝑠𝐵𝑢𝑚𝑝,𝑁

𝑠𝐵𝑢𝑚𝑝,𝑁+1 − 𝑠𝐵𝑢𝑚𝑝,𝑁 
] (∆𝑠𝑁+1 − ∆𝑠𝑁) (8) 

 

Inevitably the linear drift assumption is not perfect, but this 

is considered a reasonable approximation for the purposes of 

visualisation. As this calculation requires a priori knowledge of 

the correction that will be made at the next checkpoint, ∆𝑠𝑁+1, 

this calculation of 𝑠𝐿𝑎𝑝 is also non-causal. It is used only to 

visualise the effects of improvements made in �̂�𝐿𝑎𝑝
′ . 

The standard deviation of position estimates �̂�𝐿𝑎𝑝(𝑠𝐿𝑎𝑝) and 

�̂�𝐿𝑎𝑝
′ (𝑠𝐿𝑎𝑝) can then be calculated as a function of 𝑠𝐿𝑎𝑝 and 

plotted onto the satellite image using the corresponding GPS 

trace. It can be seen that the improved positional estimate using 

the bump detection algorithm significantly reduces the 

positional uncertainty for large parts of the lap, and in particular 

immediately after each checkpoint, though at its worst the 

positional uncertainty is as bad or even worse than the original. 

The most obvious improvement is evident along the first 

straight, between labels ‘D’ and ‘TL1’. A similarly substantial 

improvement can be seen between ‘H/I’ and ‘TL2’. Elsewhere 

in the lap the improvements are less obvious, and in some places 

(notably between ‘C’ and ‘D’) the positional uncertainty is 

worse.  

V. DISCUSSION 

Existing literature reviewed in Section II-B has focussed on 

collating knowledge of road surface, either potholes or general 

surface quality, for macroscopic analysis off-vehicle. This work 

is the first we know of to directly use the information on-board 

as a means of locating the vehicle, and as such comparison with 

prior art is not straightforward. It should also be noted that this 

work is unique in the application of bump detection in a 

motorsport context, which adds to the difficultly in drawing 

direct comparisons with previous literature. 

As shown in Table I, this work is one of very few to make 

use of suspension damper displacement in this application, and 

the first to use it at frequencies over 100Hz.  

The most relevant comparison is against the baseline 

positional estimate �̂�𝐿𝑎𝑝, and the results and analysis in Section 

IV indicate the improvements the bump detection system can 

provide in enhancing the vehicle positional estimate. The 

primary aim in this work is to improve the consistency and 

precision of the estimate by periodically recalibrating �̂�𝐿𝑎𝑝. This 

metric is not intended as an accurate indicator of the true 

distance covered in the lap, but by removing lap-to-lap 

variations and drift it becomes a more reliable indicator of the 

vehicle’s normalised progress through the lap. As shown, 

bumps can give an indication of the true car position with a 

precision of approximately 1.41m.  

Regarding the reliability of correctly identifying and 

matching bumps, some uncertainty is introduced when 

attempting to determine if a bump is the same one detected on 

 
Fig. 8.  Total absolute correction applied each Race lap; average is 39.68m. 

  

 
Fig. 9.  Distribution of error about the median at each checkpoint for the 

original sLap estimate, �̂�𝐿𝑎𝑝, based on race data. Checkpoints at 431.64m and 

737.55m are omitted as they are used fewer than twice by the algorithm due 

to close proximity with the preceding checkpoint (see Table II).  

  

 
Fig. 10.  Distribution of error about the median at each checkpoint for the 

improved sLap estimate, �̂�𝐿𝑎𝑝
′ , based on race data. The range of errors is similar 

to that achieved using the original positional estimate, despite this calculation 
having the disadvantage of estimating both the start and end positions. 
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a previous lap, or a different bump. The approach used here was 

to assume any bump detected within a ±10m range of an 

expected bump was indeed that same bump. This generally 

proved effective, though could be refined if needed, for 

example if bumps were more prevalent and difficult to 

distinguish. The peak detection algorithm could also be further 

developed: currently a simple height threshold is implemented, 

but the peak amplitudes are related to the vehicle speed. By 

removing the speed dependency a normalised representation of 

each bump could be obtained, allowing more advanced 

statistical models to associate a bump with a certain signal 

profile. Other external factors may also affect the performance, 

such as weather conditions, road conditions, or debris. The 

value of the height threshold may need to change in response to 

some of these factors. 

Several of the bump detection methods in the literature use 

an error matrix to statistically analyse the rates of detection (𝑃𝐷) 

and false alarm (𝑃𝐹𝐴) and use these as a metric of success. 

Without having conducted dedicated testing of our algorithm 

over known bumps it is difficult to determine these. It is also 

difficult to verify if the same bump is detected each time, or 

how multiple bumps in close proximity might be interacting. A 

dedicated test programme would be necessary to establish the 

performance of the system in this regard. The calibration (e.g. 

height threshold) could then be derived more analytically, for 

example by applying the Neyman-Pearson criterion to select a 

value which maximises 𝑃𝐷 subject to a constraint on 𝑃𝐹𝐴 [35], 

or by examining the Receiver Operating Characteristic (ROC) 

curve for different calibrations [35]. 

Reliability of the algorithm could be improved through 

expanding the volume of training data, making use of more of 

the FP laps. We expect that that the system has potential for 

further improvement in reliability, accuracy, and precision by 

fully exploiting all the available data, though this must be 

balanced with the constraints identified in Section III. 

Despite the initial success the proposed approach has several 

limitations, not least that the algorithm depends implicitly upon 

there being bumps on the road surface to detect: it could not 

work on a perfectly smooth road. Within the motorsport 

application it cannot be guaranteed that every bump will be 

traversed on each lap as the driver may take slightly different 

lines around the circuit, hence affecting the reliability of the 

solution. There is also no guarantee that bumps will be evenly 

and regularly distributed around the circuit as we might wish, 

and in the present case we note that most bump checkpoints are 

in the first half of the circuit, giving better results in this part of 

the track. For these reasons the system performance is likely to 

vary from track to track, and testing on other Formula E tracks 

and in different applications will give a fuller picture of the 

effectiveness of the system and the impact it can have. 

Finally, considering the sensors and input data sources, the 

system currently uses only the displacements of the two front 

dampers, and treats these independently. It could be extended 

to additionally incorporate the rear two dampers and fuse the 

information, for example assigning a “confidence score” to 

each bump, which would score highly if the same bump were 

detected by the front-left and then the rear-left, for example. 

Other sensors which could be included in a data fusion strategy 

 
Fig. 11.  Heat map of positional uncertainty (standard deviation of positional 

error) around the circuit during the Race, for the original sLap estimate, �̂�𝐿𝑎𝑝. 

Approximate locations of each checkpoint are labelled (A-K), as well as the 

start/finish line (S/F), and official transponder timing loops (TL1, TL2). 

  

 
Fig. 12.  Heat map of positional uncertainty (standard deviation of positional 

error) around the circuit during the Race, for the improved sLap estimate, �̂�𝐿𝑎𝑝
′ . 

Approximate locations of each checkpoint are labelled (A-K), as well as the 
start/finish line (S/F), and official transponder timing loops (TL1, TL2). 
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to further refine the system include accelerometer, gyroscope, 

and steering wheel angle.  

Motorsport teams usually have access to suspension damper 

displacements, making this algorithm directly applicable. In 

other applications vehicles are less likely to have access to this 

information; for example, they are not standard sensors on 

today’s mainstream passenger cars. Nevertheless, as vehicles 

continue to grow in complexity and the number of sensors 

increases it is possible that mainstream passenger cars will have 

access to suspension displacement measurements, especially 

for autonomous vehicles where greater control and monitoring 

of vehicle subsystems will be required to ensure safe operation. 

Failing this, an alternative is to use an accelerometer. The 

filtering technique employed in this work is applicable to 

accelerometer data also, as evident from Fig. 13 which provides 

direct comparison of accelerometer and damper displacement 

data, pre-peak detection, where both have been passed through 

identical filters. Both are of a similar form, and the only 

difference is the magnitudes of the peaks, which would require 

adjustment and recalibration of the peak detector thresholds. 

Though the most immediate application of the work 

presented here is within motorsport, other applications may 

exist such as autonomous vehicles operating on fixed routes, 

and road-surface monitoring as seen in the literature review. 

The most likely application in the field of autonomous vehicles 

is where these vehicles are repeatedly travelling the same route 

or within a restricted environment, for example rapid transit 

vehicles operating within a site.  

VI. CONCLUSION 

The system developed has demonstrated the feasibility of a 

new method of vehicle positioning, using a bump detection 

algorithm to enhance the positional estimation of a Formula E 

vehicle on track. The bump detection algorithm was found to 

be capable of pinpointing the position of the vehicle with a 

precision of 1.41m. By recalibrating the vehicle positional 

estimate based on these detected bumps the precision of the 

positional estimate was found to be significantly improved over 

large areas of the circuit. Several areas have been identified 

which could further enhance performance, including expanding 

the number of metrics used to match bumps seen in real-time to 

those stored in the database, and diversification of the input data 

sources. The results obtained will allow higher quality and more 

reliable information to be given to the driver, thereby giving a 

competitive advantage in motorsport applications. More 

generally the results presented open a new possibility for 

positioning of surface vehicles where use of common 

positioning systems such as GPS is precluded.  
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