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ABSTRACT

First in Human trials investigate whether a potential new medicine is safe for human
use. The aim of the trial is typically to find the maximum tolerated dose of the potential
new medicine. The trial design must specify the dose escalation scheme, a rule that
states which dose to give to which subjects at which point in the trial. It is important
to allocate doses in such a way that avoids exposing subjects in the trial to unacceptable
risk and also provides information on the relationship between dose and toxicity. If we
define the aims of the trial using a loss function we can use dynamic programming to
obtain the optimal dose escalation scheme for a First in Human trial with respect to
that loss function. Different loss functions lead to different schemes. Thus, this work
provides a flexible framework that can be used to compare different trial designs. This
shows that some common First in Human trial designs involve dosing decisions that
put subjects at greater risk than necessary, or dosing an excess of subjects at doses that
do not contribute information that improves the estimation of the maximum tolerated
dose.

Dynamic programming requires a set of calculations to be performed for every possible
data set at each stage of the trial. Even with a small trial this state space is large. We
consider reformulating the state space as the space of posterior density functions for the
dose-response model parameter and adapting the dynamic programming algorithm to a
sample of this space. This produces a dose escalation scheme that is an approximation
to the optimal rule produced by performing dynamic programming on the space of
all possible data sets. With this approximate version of the algorithm, we extend the
methodology to find an optimal dose escalation scheme for a First in Human trial with
a binary efficacy endpoint as well as a binary safety endpoint.





ACKNOWLEDGEMENTS

Firstly I thank my supervisor, Prof. Chris Jennison for sharing his expertise, enabling
me to develop as a statistician and growing my network by supporting my attendance
to the PSI conferences. Also, for sharing his belief in my ability when I needed to hear
it. I’m grateful to Dr. Alun Bedding (Roche) for the time and industry experience he
has shared to provide context to my research and shape the problems tackled.

I’ve been supported by a scholarship from the EPSRC Centre for Doctoral Training
in Statistical Applied Mathematics at Bath (SAMBa), under the project EP/L015684/1.
This research also made use of the Balena High Performance Computing Service at the
University of Bath. I’m thankful for the SAMBa community, particularly for the ITTs
and Susie and Jess for always being willing to listen.

Thanks to those in SAMBa cohorts 2 and 3 (and aligned) with whom I shared both
long hours in the office and round a dinner table. Special thanks to Ben for making
lockdown more enjoyable, to Malena for her caring nature and to Abi for sharing a love
of both statistics and triathlon. I am deeply grateful to the triathlon club and TBAC
for making me feel at home during my postgraduate years in Bath. Thanks also to my
friends and family outside of Bath who have provided much needed encouragement.

I’ve been fortunate to undertake two placements during my PhD. Thanks to Colin
Neate and the team at Roche for an engaging summer in 2018. Thanks to Mango for
an enjoyable summer 2019; teaching me to make R packages and make better use of
version control rendered my code considerably easier to manage. Continuing to work at
Mango whilst finishing my PhD has greatly benefited my mental health.

I wish to acknowledge Kat Gore for providing an inspiring introduction to the world
of pharmaceutical statistics that was instrumental in getting me where I am today. I
recognise my teachers at the Jill Stew School of Dance for instilling in me the resiliance,
work ethic and determination required to complete a PhD thesis.

This thesis would not have been possible without the love, support and understanding
of my parents Anna and Richard, my sister Jen and my partner Chris. Thank you for
celebrating my small wins and making me smile again during the lows.





This thesis was created in RStudio (RStudio Team, 2018) using bookdown (Xie, 2020a),
rmarkdown (Allaire et al., 2020) and knitr (Xie, 2020b). Figures were created using
ggplot2 (Wickham, 2016), ggpubr (Kassambara, 2020) and mgcViz (Fasiolo et al., 2018).
Tables were formatted using kableExtra (Zhu, 2020). In addition to the packages
mentioned within this thesis I have made great use of dplyr (Wickham et al., 2020),
purrr (Henry and Wickham, 2020) and tidyr (Wickham, 2020).





Contents

List of Figures vii

List of Tables xi

Acronyms xv

1 Introduction 1
1.1 First in Human trials . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Thesis aim . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.3 Designs of First in Human trials . . . . . . . . . . . . . . . . . . . . . . . 4

1.3.1 Algorithmic designs . . . . . . . . . . . . . . . . . . . . . . . . . . 4
1.3.2 The Continual Reassessment Method . . . . . . . . . . . . . . . . 6
1.3.3 Modifications of the Continual Reassessment Method . . . . . . . . 10
1.3.4 Model-assisted designs . . . . . . . . . . . . . . . . . . . . . . . . 12

1.4 Structure of thesis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

2 Methodology 15
2.1 Statistical decision theory . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
2.2 Dynamic programming . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

2.2.1 Introduction to dynamic programming . . . . . . . . . . . . . . . . 17
2.2.2 Example dynamic programming problem . . . . . . . . . . . . . . . 25
2.2.3 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

3 The one-safety-endpoint problem 39
3.1 Structure of a First in Human trial . . . . . . . . . . . . . . . . . . . . . . 39
3.2 The state space . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

i



Contents

3.3 Modelling the dose-response relationship . . . . . . . . . . . . . . . . . . . 42
3.4 Statement of the decision problem . . . . . . . . . . . . . . . . . . . . . . 46

3.4.1 Loss functions for an optimal dose escalation scheme . . . . . . . . 46
3.5 Formulation of the one-safety-endpoint problem as a dynamic programming

problem . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

4 Implementing dynamic programming to find an optimal dose escalation
scheme 53
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53
4.2 Data generation and storage . . . . . . . . . . . . . . . . . . . . . . . . . 56
4.3 Storage of dynamic programming output . . . . . . . . . . . . . . . . . . . 60
4.4 Locating the storage location of previously calculated dynamic programming

output . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61
4.5 Parallelisation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 64
4.6 Numerical integration method . . . . . . . . . . . . . . . . . . . . . . . . 65

4.6.1 Use of integration in the dynamic programming algorithm . . . . . 65
4.6.2 Fixed mesh method . . . . . . . . . . . . . . . . . . . . . . . . . . 68
4.6.3 Semi-adaptive mesh method . . . . . . . . . . . . . . . . . . . . . 72
4.6.4 One-size-fits-all method . . . . . . . . . . . . . . . . . . . . . . . . 75

4.7 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83

5 Evaluating the dynamic programming design for the one-safety-endpoint
problem through simulation 85
5.1 Introduction to simulation experiments . . . . . . . . . . . . . . . . . . . . 85

5.1.1 Metrics for design evaluation . . . . . . . . . . . . . . . . . . . . . 88
5.1.2 Comparison to other designs . . . . . . . . . . . . . . . . . . . . . 90

5.2 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 93
5.2.1 Results of simulation study using the standard loss . . . . . . . . . 93
5.2.2 Results of the simulation study using the loss function with penalty

for safety events . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111
5.2.3 Restricted choice loss function . . . . . . . . . . . . . . . . . . . . 121

5.3 Conclusions on the application of dynamic programming to the
one-safety-endpoint problem . . . . . . . . . . . . . . . . . . . . . . . . . 126
5.3.1 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 126
5.3.2 Future applications . . . . . . . . . . . . . . . . . . . . . . . . . . 127

6 The state space of posterior density functions for the dose-response model
parameter 131
6.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 131
6.2 Approximating the posterior density function with a gamma distribution . . 133

ii



Contents

7 Visualising a decision rule produced by dynamic programming 141
7.1 Method . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 141
7.2 Visualisation of different rules at the final stage of a trial . . . . . . . . . . 142
7.3 Visualisation of different rules at non-final stages of a trial . . . . . . . . . 145
7.4 Comparison to the Continual Reassessment Method . . . . . . . . . . . . . 150
7.5 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 151

8 An approximate dynamic programming algorithm using nearest neighbours
in (k, λ) space 153
8.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 153
8.2 Key components of the approximate dynamic programming algorithm . . . 156

8.2.1 Discussion on the shape of the state space . . . . . . . . . . . . . . 156
8.2.2 A nearest neighbour method for estimating expected loss at

out-of-sample states . . . . . . . . . . . . . . . . . . . . . . . . . . 157
8.3 An approximate dynamic programming algorithm . . . . . . . . . . . . . . 158

9 Implementing the approximate dynamic programming algorithm 161
9.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 161
9.2 Generating a sample of the state space . . . . . . . . . . . . . . . . . . . . 162

9.2.1 Method for sampling data sets . . . . . . . . . . . . . . . . . . . . 162
9.2.2 Obtaining a representative sample . . . . . . . . . . . . . . . . . . 163

9.3 Finding the nearest neighbour . . . . . . . . . . . . . . . . . . . . . . . . . 165
9.4 Further implementation details . . . . . . . . . . . . . . . . . . . . . . . . 170

10 Results using the approximate dynamic programming algorithm 173
10.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 173
10.2 Gains in efficiency compared to the full dynamic programming algorithm . . 173
10.3 Comparison of the approximately optimal rule to the gold standard rule . . 174
10.4 Using the approximate dynamic programming algorithm to extend the

dynamic programming method to larger trials . . . . . . . . . . . . . . . . 185
10.5 Summary of the nearest neighbour approximate dynamic programming algorithm185

11 An approximate dynamic programming algorithm using generalised additive
models 187
11.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 187
11.2 Fitting a model to predict the expected loss at out-of-sample states . . . . 190

11.2.1 Generalised additive models . . . . . . . . . . . . . . . . . . . . . . 191
11.3 The approximate dynamic programming algorithm with generalised additive

models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 193
11.4 Implementation of the approximate dynamic programming algorithm with

generalised additive models . . . . . . . . . . . . . . . . . . . . . . . . . . 195

iii



Contents

11.4.1 Model fitting . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 195
11.4.2 Generating a representative sample . . . . . . . . . . . . . . . . . . 201
11.4.3 Approximating the expected loss at out-of-sample states . . . . . . 203
11.4.4 Further implementation details and running time . . . . . . . . . . 204

11.5 Comparison of the approximate dynamic programming method with
generalised additive models to other methods . . . . . . . . . . . . . . . . 205

11.6 Considering larger trials . . . . . . . . . . . . . . . . . . . . . . . . . . . . 212
11.7 Related work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 216
11.8 Summary and extensions . . . . . . . . . . . . . . . . . . . . . . . . . . . 218

12 The two-endpoint problem: one safety endpoint, one efficacy endpoint 221
12.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 221
12.2 Relevant literature . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 222
12.3 The two-endpoint problem (one safety, one efficacy) . . . . . . . . . . . . . 224

12.3.1 Problem formulation . . . . . . . . . . . . . . . . . . . . . . . . . 224
12.3.2 The state space for the two-endpoint (one safety, one efficacy) problem225
12.3.3 Model formulation . . . . . . . . . . . . . . . . . . . . . . . . . . . 226
12.3.4 Optimality criterion . . . . . . . . . . . . . . . . . . . . . . . . . . 229

12.4 The dynamic programming algorithm with two binary endpoints . . . . . . 233
12.4.1 Formulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 233
12.4.2 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 237

12.5 Evaluating the dynamic programming design for the two-endpoint (one safety,
one efficacy) problem through simulation . . . . . . . . . . . . . . . . . . . 238
12.5.1 Simulation scenarios . . . . . . . . . . . . . . . . . . . . . . . . . . 238
12.5.2 Simulation results . . . . . . . . . . . . . . . . . . . . . . . . . . . 242

12.6 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 255

13 Approximate dynamic programming with two endpoints (one safety, one
efficacy) 257
13.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 257
13.2 The approximate dynamic programming algorithm for the two-endpoint (one

safety, one efficacy) problem . . . . . . . . . . . . . . . . . . . . . . . . . 258
13.3 Comparison of the policy produced by the approximation to the optimal policy259

13.3.1 Simple trade-off utility . . . . . . . . . . . . . . . . . . . . . . . . 259
13.3.2 Utility with toxicity and efficacy thresholds . . . . . . . . . . . . . . 262
13.3.3 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 264

13.4 Extending the approximate dynamic programming algorithm to larger trials
with two endpoints (one safety, one efficacy) . . . . . . . . . . . . . . . . . 264
13.4.1 Comparison designs . . . . . . . . . . . . . . . . . . . . . . . . . . 264
13.4.2 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 266

iv



Contents

13.4.3 Limitations of the implementation . . . . . . . . . . . . . . . . . . 271
13.4.4 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 273

13.5 Possible extensions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 274

14 Conclusion 279

Bibliography 285

v





List of Figures

1.1 Schematic of the 3+3 design . . . . . . . . . . . . . . . . . . . . . . . . . 5
1.2 The dose-response model . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

2.1 A graph representing the problem of finding the shortest route between
two places . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

3.1 Stars and bars depiction of a dose allocation . . . . . . . . . . . . . . . . 41
3.2 Graph showing the rate of increase of the size of the state space . . . . . 42
3.3 Graph showing the size of the state space according to cohort size . . . 43

4.1 A sample of posterior density functions for a . . . . . . . . . . . . . . . 69
4.2 Example integration mesh for the semi-adaptive mesh method - 1 . . . . 73
4.3 Example integration mesh for the semi-adaptive mesh method - 2 . . . . 74
4.4 Sample of data sets used to build the one-size-fits-all mesh . . . . . . . . 76
4.5 Most toxic cases used to build the one-size-fits-all mesh . . . . . . . . . 77
4.6 First step in building the one-size-fits-all mesh . . . . . . . . . . . . . . 78
4.7 Second step in building the one-size-fits-all mesh . . . . . . . . . . . . . 78
4.8 Third step in building the one-size-fits-all mesh . . . . . . . . . . . . . . 79
4.9 Fourth step in building the one-size-fits-all mesh . . . . . . . . . . . . . 79
4.10 Fifth step in building the one-size-fits-all mesh . . . . . . . . . . . . . . 80
4.11 The chosen one-size-fits-all mesh . . . . . . . . . . . . . . . . . . . . . . 80
4.12 Sample of integrands at the penultimate stage of the trial . . . . . . . . 82

5.1 Probability of DLE at optimal dose over the range of a . . . . . . . . . . 90
5.2 Loss associated with the optimal dose over the range of a . . . . . . . . 91
5.3 Number of cohorts used in trials simulated according to the 3+3 design 93

vii



List of Figures

5.4 Percentage of recommendation at each dose level - standard loss . . . . 94
5.5 Percentage of experimentation at each dose level - standard loss - 1 . . . 96
5.6 Percentage of experimentation at each dose level - standard loss - 2 . . . 97
5.7 Distribution of observed toxicity rate - standard loss . . . . . . . . . . . 98
5.8 Percentage of recommendation at each dose level with each design

variation as a bar graph - standard loss . . . . . . . . . . . . . . . . . . 101
5.9 Percentage of recommendation at each dose level with each design

variation as a line graph - standard loss . . . . . . . . . . . . . . . . . . 102
5.10 Percentage of experimentation at each dose level with and without the

restriction to start at the lowest dose - dose jumping permitted - standard
loss . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 104

5.11 Percentage of experimentation at each dose level with and without the
restriction to start at the lowest dose - dose jumping forbidden - standard
loss . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105

5.12 Percentage of experimentation at each dose level with and without the
dose jumping restriction - standard loss . . . . . . . . . . . . . . . . . . 106

5.13 Percentage of experimentation at each dose level with and without the
dose jumping restriction when starting at lowest dose - standard loss . . 107

5.14 Observed toxicity distribution under the four design variations - fixed a -
standard loss . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 108

5.15 Observed toxicity distribution under the four design variations - a drawn
from prior - standard loss . . . . . . . . . . . . . . . . . . . . . . . . . . 110

5.16 Percentage of recommendation at each dose level with and without dose
jumping - loss function with penalty . . . . . . . . . . . . . . . . . . . . 114

5.17 Percentage of experimentation at each dose level with and without dose
jumping - loss function with penalty . . . . . . . . . . . . . . . . . . . . 115

5.18 Observed toxicity distribution with and without dose jumping restriction
- loss function with penalty . . . . . . . . . . . . . . . . . . . . . . . . . 116

5.19 Percentage of recommendation at each dose level - loss function with
penalty . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 116

5.20 Percentage of experimentation at each dose level - loss function with
penalty . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117

5.21 Distribution of observed toxicity rate - loss function with penalty . . . . 118
5.22 Percentage of recommendation at each dose level - standard loss versus

loss function with penalty . . . . . . . . . . . . . . . . . . . . . . . . . . 119
5.23 Percentage of experimentation at each dose level - standard loss versus

loss function with penalty . . . . . . . . . . . . . . . . . . . . . . . . . . 120
5.24 Observed toxicity counts - standard loss versus loss function with penalty120
5.25 Percentage of recommendation at each dose level - restricted choice penalty123

viii



List of Figures

5.26 Percentage of experimentation at each dose level - restricted choice penalty123
5.27 Observed toxicity distribution - comparing loss functions . . . . . . . . . 124

6.1 Fit of the gamma approximation to the posterior - 1 . . . . . . . . . . . 134
6.2 Fit of the gamma approximation to the posterior - 2 . . . . . . . . . . . 135
6.3 Fit of the gamma approximation to the posterior at the extremes . . . . 135
6.4 Histogram of the difference in AUC between posterior and gamma

approximation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 136
6.5 Boxplot of the difference in AUC between posterior and gamma

approximation by number of DLEs . . . . . . . . . . . . . . . . . . . . . 137
6.6 Mean of gamma approximation versus posterior mean at the extremes . 138
6.7 Histogram of difference in expected loss when integrating over posterior

compared to the gamma approximation . . . . . . . . . . . . . . . . . . 139
6.8 Difference in expected loss at each dose level when integrating over

posterior compared to the gamma approximation . . . . . . . . . . . . . 140

7.1 Visualisation of final stage DP rule - standard loss . . . . . . . . . . . . 143
7.2 Visualisation of final stage DP rule - restricted choice penalties . . . . . 144
7.3 Visualisation of final stage DP rule - restricted choice penalty faceted by

highest allocated dose . . . . . . . . . . . . . . . . . . . . . . . . . . . . 144
7.4 Visualisation of DP rule at every stage - standard loss . . . . . . . . . . 146
7.5 Visualisation of DP rule at every stage - loss function with penalty . . . 147
7.6 Visualisation of DP rule at every stage - rc1pen . . . . . . . . . . . . . . 148
7.7 Visualisation of DP rule at every stage - rc2pen . . . . . . . . . . . . . . 149
7.8 Visualisation comparing final stage DP rule with CRM - standard loss . 150
7.9 Visualisation of CRM at every stage . . . . . . . . . . . . . . . . . . . . 151

8.1 Multiple data sets lead to same decision . . . . . . . . . . . . . . . . . . 155
8.2 Sample of data sets in gamma space coloured by number of DLEs . . . . 157
8.3 Sample of data sets in gamma space coloured by highest dose . . . . . . 158

9.1 Sample of data sets used to build ADP rule versus samples visited in
simulated trials . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 164

9.2 Example of the steps performed when using Algorithm 1 to find the
closest point in a sample to a target out-of-sample point. . . . . . . . . . 169

10.1 Visualising final stage NN ADP rule versus Full DP rule . . . . . . . . . 183
10.2 Visualising NN ADP rule versus Full DP rule - all stages . . . . . . . . . 184

11.1 Boxplot of gamma mean by optimal choice of MTD - final stage . . . . 188
11.2 βJ(xJ) against gamma mean . . . . . . . . . . . . . . . . . . . . . . . . 188
11.3 βJ(xJ) against gamma mean coloured by gamma variance . . . . . . . . 189

ix



List of Figures

11.4 Boxplot of gamma mean by optimal choice of dose - non-final stages . . 190
11.5 Relationship modelled by GAMs . . . . . . . . . . . . . . . . . . . . . . 192
11.6 Diagnostic plots for the fitted model for ω9,6 . . . . . . . . . . . . . . . . 196
11.7 Terms of fitted GAM for ωJ,1 . . . . . . . . . . . . . . . . . . . . . . . . 197
11.8 Terms of fitted GAM for ωJ,6 . . . . . . . . . . . . . . . . . . . . . . . . 198
11.9 Perspective plot of final stage fitted GAMs . . . . . . . . . . . . . . . . 199
11.10Perspective plot of stage three fitted GAMs . . . . . . . . . . . . . . . . 200

12.1 Regions of the a-b plane corresponding to scenarios of interest . . . . . . 231
12.2 Simple trade-off utility . . . . . . . . . . . . . . . . . . . . . . . . . . . . 232
12.3 Utility with thresholds . . . . . . . . . . . . . . . . . . . . . . . . . . . . 233
12.4 Two endpoint dose-response curves . . . . . . . . . . . . . . . . . . . . . 240
12.5 Simple trade-off utility at each dose level . . . . . . . . . . . . . . . . . . 240
12.6 Utility with thresholds at each dose level - 1 . . . . . . . . . . . . . . . . 242
12.7 Utility with thresholds at each dose level - 2 . . . . . . . . . . . . . . . . 243
12.8 Percentage of recommendation - simple trade-off utility . . . . . . . . . 244
12.9 Percentage of experimentation - simple trade-off utility . . . . . . . . . . 245
12.10Observed toxicity counts - simple trade-off utility . . . . . . . . . . . . . 246
12.11Observed efficacy counts - simple trade-off utility . . . . . . . . . . . . . 247
12.12Percentage of recommendation at each dose level - utility with thresholds 249
12.13Percentage of experimentation at each dose level - utility with thresholds

- 1 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 250
12.14Percentage of experimentation at each dose level - utility with thresholds

- 2 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 252
12.15Observed toxicity distribution - utility with thresholds . . . . . . . . . . 254
12.16Observed efficacy distribution - utility with thresholds . . . . . . . . . . 254

x



List of Tables

2.1 Knapsack problem example . . . . . . . . . . . . . . . . . . . . . . . . . 28
2.2 Knapsack problem look-up table - final stage . . . . . . . . . . . . . . . 30
2.3 Knapsack problem look-up table - stage three . . . . . . . . . . . . . . . 31
2.4 Knapsack problem look-up table - stage two . . . . . . . . . . . . . . . . 32
2.5 Knapsack problem look-up table - first stage . . . . . . . . . . . . . . . . 32
2.6 Shortest path problem problem look-up table - final stage . . . . . . . . 35
2.7 Shortest path problem problem look-up table - stage three . . . . . . . . 35
2.8 Shortest path problem problem look-up table - stage two . . . . . . . . . 36
2.9 Shortest path problem problem look-up table - stage one . . . . . . . . . 36

4.1 One-size-fits-all mesh convergence table . . . . . . . . . . . . . . . . . . 81

5.1 Probability of DLE at each dose level . . . . . . . . . . . . . . . . . . . 87
5.2 Expected loss under each variation - standard loss . . . . . . . . . . . . 109
5.3 Average toxicity rates under each variation - standard loss . . . . . . . . 109
5.4 Expected loss under each variation - standard loss versus loss function

with penalty and CRM . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112
5.5 Average toxicity rates - standard loss versus loss function with penalty

and CRM . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121
5.6 Expected loss and toxicity rates with different loss functions . . . . . . . 125

9.1 Size of sample used to build ADP rule and visited in simulations . . . . 165
9.2 Comparison of running times of methods to find nearest neighbour . . . 170

10.1 Running time of ADP versus Full DP . . . . . . . . . . . . . . . . . . . 174
10.2 Number of data sets used to build ADP rule . . . . . . . . . . . . . . . . 175

xi



List of Tables

10.3 Expected loss with NN ADP compared to Full DP . . . . . . . . . . . . 177
10.4 Average toxicity rates - Full DP versus NN ADP . . . . . . . . . . . . . 178
10.5 Correct decision rate for NN ADP . . . . . . . . . . . . . . . . . . . . . 179

11.1 Metrics for ADP with GAM rules built with different sample sizes -
standard loss . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 202

11.2 Metrics for ADP with GAM rules built with different sample sizes - loss
function with penalty . . . . . . . . . . . . . . . . . . . . . . . . . . . . 203

11.3 Average toxicity rate using different rules . . . . . . . . . . . . . . . . . 206
11.4 Average toxicity rate - ADP with GAM . . . . . . . . . . . . . . . . . . 208
11.5 Correct decision rate - ADP with GAM . . . . . . . . . . . . . . . . . . 210
11.6 Sample size used to build ADP V2 and ADP V3 - nine cohorts . . . . . 212
11.7 Expected loss associated with the ADP with GAM rule and the CRM

for larger trials . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 214

12.1 Number of data sets per stage . . . . . . . . . . . . . . . . . . . . . . . . 226
12.2 True optimal dose - simple trade-off utility . . . . . . . . . . . . . . . . . 239
12.3 Expected utility - simple trade-off utility . . . . . . . . . . . . . . . . . . 246
12.4 Average event rates - simple trade-off utility . . . . . . . . . . . . . . . . 247
12.5 Correct decision rate - simple trade-off utility . . . . . . . . . . . . . . . 248
12.6 Expected utility - utility with thresholds . . . . . . . . . . . . . . . . . . 251
12.7 Correct decision rate - utility with thresholds . . . . . . . . . . . . . . . 253
12.8 Average event rates - utility with thresholds . . . . . . . . . . . . . . . . 254

13.1 Expected utility when using ADP versus Full DP - simple trade-off . . . 260
13.2 Average event rates when using ADP versus Full DP - simple trade-off . 260
13.3 Compare decisions made with ADP rule to Full DP rule - δ = 0.5 . . . . 262
13.4 Compare decisions made with ADP rule to Full DP rule - δ = 1 . . . . . 262
13.5 Compare decisions made with ADP rule to Full DP rule - δ = 2 . . . . . 262
13.6 Expected utility and event rates when using ADP versus Full DP - utility

with thresholds . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 263
13.7 Compare decisions made with ADP rule to Full DP rule - utility with

thresholds . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 264
13.8 Expected utility and event rates under different designs - simple trade-off

utility . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 267
13.9 Expected utility and event rates under different designs - utility with

thresholds . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 269
13.10Expected utility and event rates under different designs - utility with

thresholds - full calculation at final stage . . . . . . . . . . . . . . . . . . 270

xii



List of Tables

13.11Expected utility associated with the ADP rule and Design B for larger
trials . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 272

13.12Comparison of running time of the one-safety-endpoint and two-endpoint
versions of the ADP with GAM algorithm . . . . . . . . . . . . . . . . . 273

xiii





Acronyms

ADP Approximate Dynamic Programming.

BOIN Bayesian Optimal Interval Designs.

CRM Continual Reassessment Method.

DLE Dose Limiting Event.

DP Dynamic Programming.

DP-P Dynamic Programming using the Loss with Penalty for DLEs.

DP-RC1 Dynamic Programming using the standard loss with Restricted Choice of
MTD to doses allocated to at least One cohort.

DP-RC1P Dynamic Programming using the loss with Penalty and Restricted Choice
of MTD to doses allocated to at least One cohort.

DP-RC2 Dynamic Programming using the standard loss with Restricted Choice of
MTD to doses allocated to at least Two cohorts.

DP-RC2P Dynamic Programming using the loss with Penalty and Restricted Choice
of MTD to doses allocated to at least Two cohorts.

DP-SL Dynamic Programming using the Standard Loss.

DP-SL-DJ Dynamic Programming using the Standard Loss with the Dose Jumping
restriction.

DP-SL-DJsim Dynamic Programming using the Standard Loss with Dose Jumping
restriction imposed when Simulating trials.

xv



Acronyms

DP-ST Dynamic Progamming with the Simple Trade-off utility.

DP-T Dynamic Progamming with the utility function with toxicity and efficacy
Thresholds.

EWOC Escalation with Overdose Control.

FIH First In Human.

GAM Generalised Additive Model.

HPC High Performance Computing.

IMP Investigational Medicinal Product.

MED Minimum Efficacious Dose.

MLE Maximum Likelihood Estimate.

MTD Maximum Tolerated Dose.

mTPI modified Toxicity Probability Interval.

NN ADP Nearest Neighbour Approximate Dynamic Programming.

RD Recommended Dose.

UPM Unit Probability Mass.

xvi







CHAPTER 1

Introduction

1.1 First in Human trials

Clinical trials for a potential new treatment, termed investigational medicinal product
(IMP), traditionally consist of three phases. This thesis is concerned with the first
phase, known as First In Human (FIH) trials. An FIH trial takes place after extensive
laboratory testing has deemed that the IMP is safe enough to be tested in humans and
that there is evidence to suggest the IMP will provide therapeutic benefit. FIH trials
are typically small in nature and are primarily concerned with safety. The aim of an
FIH trial is to gain an understanding of how humans tolerate the IMP. That includes
learning about the side effects induced by the IMP and at which doses the IMP is safe
for human use. Further, the trial aims to determine whether the effects observed in
previous stages of testing, in laboratories, translate into “the clinic”, which is the term
used for testing involving humans (European Medicines Agency, 2017).

In cases in which no adverse events serious enough to stop the development of the IMP
are observed, the output of an FIH trial is the highest dose that is considered to be
safe. We term this the Maximum Tolerated Dose (MTD). The MTD forms a ceiling for
dosing in Phase II trials which tend to be larger than Phase I trials and have the aim of
determining the most appropriate dose of an IMP based on whether it has therapeutic
benefit as well as being safe. For completeness, we note that Phase III studies are the
confirmatory trials, testing the IMP at the chosen dose on a large number of subjects
to ensure it is safe and efficacious in a broader population. If an IMP is successful in a
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Phase III trial it can be brought to market for a population comparable to the trial
population, to treat the specific condition addressed in the trial.

Before starting a trial, the trial management team will define what falls into the category
of an unreasonable side effect. This definition depends on the severity of the disease or
condition that the IMP aims to treat. If such a side effect is observed in the trial it is
termed a Dose Limiting Event (DLE). For example, a medicine for the common cold
would be expected not to cause any side effects. On the other hand, more severe side
effects may be acceptable for cancer treatments.

We define the MTD as the dose that causes a DLE with some predefined target
probability. This target is deemed to be the acceptable rate of DLEs given the therapeutic
area and definition of a DLE. For example, for an FIH trial in oncology, it is common
to define the MTD as the dose corresponding to a 30% chance of a DLE occurring. A
DLE may also be referred to as a Dose Limiting Toxicity (DLT) but we shall use the
former terminology.

For the most part, FIH trials are conducted sequentially. This means that a subject, or
often a cohort of subjects, is enrolled into the trial and a dose is not allocated to the
next subject, or cohort, until the response from the current cohort has been observed.
We shall henceforth talk about cohorts, as this encompasses the case in which cohorts
consist of just one subject. Typically, the first cohort is allocated a low dose of the IMP
and the dose is escalated over the course of the trial, until the MTD is chosen. This
means that after data are collected from a cohort, the trial management team must
decide which dose to give the next cohort. Understandably, clinical trials are highly
regulated, thus every aspect of a trial design must be specified beforehand. The rule,
or set of rules, used to determine which dose to give the next cohort is known as the
dose escalation scheme. This may be algorithmic, such as the commonly employed
3+3 design (Storer, 1989) or model-based like the Continual Reassessment Method of
O’Quigley et al. (1990). We shall describe these designs in Sections 1.3.1 and 1.3.2,
respectively.

In addition to the dose escalation scheme, an FIH trial design consists of several other
design choices including:

• Number of doses and the dose levels,

• Cohort size,

• Target rate of DLEs,

• Starting dose,

• Dose-response model (for model-based designs),
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• Sample size or stopping rule.

Traditionally FIH trials are conducted using healthy volunteers rather than patients
with the condition that the IMP is intended to treat. However, in some therapeutic
areas, such as oncology, or some rare diseases, patients are enrolled in the FIH trial. In
either case it may be possible to collect evidence about whether the IMP is efficacious
as well as safe. Instead of the primary efficacy endpoint that would be used in a later
phase trial, the efficacy endpoint may be a biomarker that indicates whether the IMP
has reached a target site in the body. This is particularly the case when the FIH trial
is conducted in healthy volunteers.

A review of the literature on FIH trials suggests that designs for FIH trials fall into
three categories: algorithmic, model-based and model-assisted designs (Yuan et al.,
2019). Algorithmic designs identify the MTD as a statistic of the data (Rosenberger
and Haines, 2002), and model-based and model-assisted designs estimate the MTD
through the use of a model describing the relationship between dose and the probability
of a DLE occurring in response to each dose. Model-based designs determine the
dose escalation scheme by updating the model after data from each cohort is observed.
Model-assisted designs use the model to define the dose escalation scheme, however the
scheme is completely defined before the trial starts and can be included in the protocol
(Yuan et al., 2019). As such, model-assisted designs should be as easy to implement
as algorithmic designs. Despite a wealth of model-based and model-assisted designs in
the literature, an algorithmic design that was described by Storer (1989), known as the
traditional, or 3+3, design, is commonly used in industry.

1.2 Thesis aim

Much of the literature on Phase I trial designs evaluates a proposed design in a number
of scenarios and results are presented in a range of tables and figures. A design is often
shown to perform favourably under certain values of a parameter and less so in others.
This leaves the reader to decide how much weight to put on each piece of evidence and
as such, does not facilitate choosing a trial design.

The aim of this thesis is to reframe the approach to choosing a trial design. We promote
careful consideration of the aims of an FIH trial up front, before the trial starts, in order
to find the dose escalation scheme that is optimal with respect to those aims. As such,
we provide a method for obtaining the optimal dose escalation scheme with respect to
an objective function that defines the trial aims. This means that a study team can
choose a design for their trial by saying exactly what they want to do and then finding
the best way to do it. This is in contrast to the approach of choosing an existing design
and perhaps modifying it to meet the aims, or even, not considering the true aims until
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after the data are collected. We formulate the problem of choosing a dose escalation
scheme as a Bayesian decision problem and solve it using dynamic programming. This
produces the dose escalation scheme that is globally optimal with respect to the chosen
objective function and chosen prior. We achieve this by overcoming the computational
challenges that come with applying dynamic programming to a problem with a large
state space. This enables us to produce a dose escalation scheme for a trial with up to
nine cohorts of size three. We consider trials with different aims. We can also use the
framework to quantify how much a commonly used design deviates from the optimal
design for a given aim.

Further, we develop an approximation to the dynamic programming algorithm that
enables us to extend the methodology presented to trials with a greater number of
cohorts. Moreover, we consider the optimal dose escalation scheme for an FIH trial
with two binary endpoints. That is, trials that include a binary efficacy endpoint as
well as a binary safety endpoint.

1.3 Designs of First in Human trials

1.3.1 Algorithmic designs

An early class of designs, termed up-and-down methods, originated from the work
of Dixon and Mood (1948). These designs were intended to estimate a quantile of a
dose-probability of response curve through dosing subjects sequentially at a fixed set of
equally spaced doses. If the current subject experienced a DLE, the dose for the next
subject would be the next level down, and in the absence of a negative reaction, the
next dose would be increased by one level (Wetherill, 1963).

Storer (1989) detailed the traditional design, which is commonly referred to as the 3+3
design due to its nature. The 3+3 design operates with cohorts of three subjects. It
is a rule-based dose escalation scheme that dictates how to escalate through the dose
levels based on the response from a cohort of three subjects allocated to a dose, and
depending on that cohort’s response, a potential second cohort of three allocated to the
same dose. In many cases, it remains the most commonly implemented design due to
how straightforward it is to run. It does not require any statistical computation. This is
because the dose to be allocated to the next cohort, at any stage in the trial, is purely
based on the number of observed responses from at most the previous six subjects.

The 3+3 design begins by treating a cohort of three subjects at the lowest available
dose level. This dose is determined from animal studies and typically corresponds to
one tenth of the LD10 in mice, where LD is the abbreviation for lethal dose. Thus the
LD10 is the dose that has a 10% chance of being lethal to a mouse (Faries, 1994). This
means that the starting dose is a very weak dose of the IMP that is thought to be
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almost certainly incapable of causing any negative side effects in humans. It is unlikely
to harm a mouse and the size difference between mice and humans means that any
effects will be diminished in humans.

If no DLEs are observed from this cohort, the next cohort of three is given the dose
one level higher; otherwise the next cohort receives the same dose. If fewer than two in
six subjects experiences a DLE at a given dose level then the dose is increased to the
next level for the next cohort. On the other hand, if two or more of the six experience
a DLE then the trial is stopped and the current dose level, or sometimes the previous
dose level, is declared as the MTD. It seems the decision of which of these dose levels
to choose is left for the investigator to make based on observed data. The schematic in
Figure 1.1 describes this process.

Dose the first cohort of 3 with lowest dose

Dose next cohort

with the next

highest dose level 

Dose next cohort

with the

same dose level

Stop

1/6 DLEs

1/3 DLEs

0 D
LEs

1/3 DLEs

> 1/3 DLEs

> 1/6 DLEs

0 DLEs

Figure 1.1: Schematic of the 3+3 design showing the decision to make after each cohort
depending on the number of DLEs observed. The label “1/3 DLEs” corresponds to “if one in
three subjects experiences a DLE” and the others are defined similarly. Green edges show paths
that increase the dose, orange show paths that keep the dose level at its current level and red
shows paths stopping the trial and declaring the MTD. When the trial is stopped, the investigator
can choose either the current dose level or the previous dose level to recommend as the MTD
based on the observed data. We shall define additional rules to make this a complete design in
Section 5.1.2.

Although the 3+3 design is popular and facilitates investigators running an FIH trial,
there are a number of reasons that render it a suboptimal design. Firstly, the 3+3 design
has no intrinsic property of stopping when the MTD corresponds to a certain toxicity
rate. This means that the MTD does not have a precise quantitative interpretation.
It does not reflect a percentile of a toxicity scale, thus it is unlikely to truly represent
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the target rate that we described earlier (Storer, 1989). Faries (1994) investigated
the probability of the 3+3 design stopping at each of the fixed dose levels in a trial,
assuming the true probability of a DLE at each level was given by a logistic model. In
one of the scenarios analysed, Faries (1994) concluded that the dose level selected as
the MTD is likely to correspond to between a 15% and 59% chance of a DLE occurring,
also noting that the starting dose affects this outcome. This uncertainty limits the
reliability of the estimate of the MTD as the basis for investment in a Phase II trial as
it could result in dosing too high, causing too many toxicities, or dosing too low and
missing the efficacious dose, should it exist. In addition, the memory span of the 3+3
design is at most six subjects. Thus, it can be argued that the 3+3 design does not use
the trial data to its full extent and this could be seen as unethical.

1.3.2 The Continual Reassessment Method

The problems identified with algorithmic designs sparked development of designs that
estimate the MTD from trial data by assuming an underlying model to describe the
relationship between dose and the probability of a DLE occurring. One of the key
designs of this form is the Continual Reassessment Method (CRM) of O’Quigley et al.
(1990). The CRM assumes that the relationship between dose and the probability of a
DLE occurring follows a parametric model that is monotonic increasing in dose. The
CRM estimates the MTD from the corresponding dose-response curve. Additionally,
this design assumes that a set of fixed dose levels is chosen for experimentation using
prior information, both the results of non-clinical experiments and expert opinion,
such that the range includes the true MTD and enables the response curve to be
well-characterised.

The main principle of the CRM is that each subject is treated at the current best
estimate of the MTD, based on all available trial data and prior knowledge. This means
that the trial starts at the prior best estimate of the MTD which may or may not be the
lowest available dose level. The CRM prescribes that subjects are dosed individually,
with Bayes’ rule used to update the curve from which the MTD is estimated after each
response is observed. The doses are allocated in this manner in order to concentrate
resources around the region of the dose-response curve closest to the target toxicity rate.
Note that with this design there is no restriction on skipping dose levels. O’Quigley
et al. (1990) argue that only the region around the targeted probability of DLE is
important for estimation in this setting. The authors claim that the CRM addresses
the ethical issue of treating subjects at low, ineffective doses that can be present in the
3+3 design. Note that the CRM was presented as a design for FIH trials for oncology
therapies which would be conducted in patients rather than healthy volunteers. The
trial ends after a predefined number of subjects has been dosed and the estimate of the
MTD after the final subject’s response has been observed is the value selected to inform
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the set of doses available for testing in Phase II.

Since it is a well-known and well-studied design, in Chapter 5 we shall compare the
designs produced by the dynamic programming algorithm to the CRM as presented by
O’Quigley et al. (1990). To do so, we must simulate trials using this design. Thus we
shall now describe the CRM mathematically at the level required to perform simulations.
O’Quigley et al. (1990) proposed the CRM as a design operating on individual subjects
rather than cohorts. As such, in the following description, each stage of the trial consists
of allocating a dose to one subject and observing their response.

Suppose a trial consists of J subjects. Let uj define the dose allocated to the jth

subject and let yj ∈ {0, 1} be the response from the jth subject. Let yj = 1 indicate the
occurrence of a DLE and yj = 0 indicate that the jth subject did not have an adverse
reaction to dose uj . Thus, we define a data set at stage j of the trial, after data have
been collected from j subjects by

Xj = {U1, Y1, U2, Y2, . . . , Uj , Yj}.

O’Quigley et al. (1990) predominantly consider a one-parameter model for the
relationship between dose and toxicity given by

P (Yj = 1;Uj = i) = ψ(i, a) =
(tanh(dosei) + 1

2

)a
, (1.1)

where i represents dose level and a is the model parameter. In this model a smaller value
of a corresponds to assuming the IMP is more toxic than for a larger value of a. Note
that this model takes the doses on a transformed scale rather than the administered
measures. One method of deriving the transformed doses is to elicit prior estimates
of the probability of each dose causing a DLE then solve Equation (1.1) to obtain the
transformed doses, dosei, for each dose level i. Further detail on this can be found in
Chapter 8 of Cheung (2011).

The aim of an FIH trial using the model in Equation (1.1) is to learn about the parameter
a in order to estimate the MTD from the resulting curve. The MTD is defined as the
dose level that has associated probability of DLE closest to some target toxicity level, θ.
The CRM is conducted in a Bayesian framework thus it requires a prior density function,
π(a), that represents beliefs about the parameter a before conducting the trial. As
suggested by O’Quigley et al. (1990), we can constrain a to be positive, a ∈ A = (0,∞),
and set π(a) = exp(−a). That is, a ∼ Exp(1). Let f(a, xj) j, 0 < j ≤ J , denote the
posterior density function for a given data xj . This function summarises all available
information about a at the current stage of the trial, j, 0 < j ≤ J . We can extend this
to stage j = 0, before the first subject has been allocated a dose, by defining x0 as the
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Figure 1.2: This plot shows the form Equation (1.1) takes with a range of values of the model
parameter, a.

empty set. Then we can write f(a, x0) = π(a).

The posterior density function for a, f(a, xj), 0 < j ≤ J , is defined via Bayes’ theorem.
The authors define the likelihood function for the response from the jth subject, yj ,
given dose uj by φ(uj , yj , a) as follows:

φ(uj , yj , a) = ψ(uj , a)yj (1− ψ(uj , a))(1−yj). (1.2)

With this likelihood, the authors define f(a, xj), 0 < j ≤ J by

f(a, xj) = φ(uj , yj , a)f(a, xj−1)∫∞
0 φ(uj , yj , a′)f(a′, xj−1) da′ (1.3)

= π(a)∏j
l=1 φ(ul, yl, a)∫∞

0 π(a′)∏j
l=1 φ(ul, yl, a′) da′

. (1.4)

The data collected from each new subject in the trial adjusts the best estimate of the
dose-toxicity curve. Thus, once we have updated the posterior density for a given the
current data, xj , we also update the estimates of the probability of a DLE occuring
if subject j + 1 is allocated each of the possible dose levels. Denote these estimated
probabilities by θ̂i,j where i refers to the dose level and j indicates that the estimates
are made based on data from the first j subjects in the trial. Then, we have

θ̂i,j =
∫ ∞

0
ψ(i, a)f(a, xj)da.

As previously stated, the crux of the CRM is that subjects enter the trial sequentially
and each is allocated the dose level that is the current best estimate of the MTD. The
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best estimate of the MTD is the dose level i for which θ̂i,j is closest to θ, the target
rate of DLEs. Thus, subject j + 1 should be allocated the dose level i that minimises
the distance between θ̂i,j and θ over the set of possible dose levels. O’Quigley et al.
(1990) propose using the squared error distance measure. However, it is equivalent to
use absolute error. As such, if there are m possible dose levels, the best estimate of the
MTD after observing data from j subjects is

i∗ = argmin
i∈{1,2,...,m}

|θ̂i,j − θ|.

As such, the CRM specifies that subject j + 1 should be allocated dose i∗.

The process of updating the posterior and the estimates of the probability of a DLE
occurring at each dose level is iterated J times, where J is the fixed sample size for the
trial. The MTD is declared as the dose that the method settles on after the responses
from all J subjects have been observed.

The CRM was proposed 30 years ago. As such, it was developed in a time with different
computational boundaries. O’Quigley et al. (1990) suggest using point estimates of
the posterior to compute the probability of a DLE at each dose level, instead of
integrating over the posterior for each dose. Thus O’Quigley et al. (1990) compute θ̃i,j ,
an approximation to θ̂i,j , by evaluating ψ(i, a) at the posterior mean. This reduces the
number of integrations that need to be performed at each stage of the trial from m

to one, where m is the number of dose levels available. Neuenschwander et al. (2008)
suggest that using point estimates instead of the full posterior density, which takes
uncertainty into account, negatively influences the proposed dose allocations. Today,
for a one-parameter model it is certainly possible to perform the required numerical
integrations to use the full posterior. Thus, in our simulation study presented in Chapter
5 we shall compute θ̂i,j instead of θ̃i,j .

Let us compare the CRM with a trial design developed using a decision-theoretic
approach. Suppose the overall aim of the trial is to find the dose which is nearest
in absolute terms to the target. In a decision-theoretic framework, this corresponds
to choosing the dose escalation scheme that minimises the expected absolute value
loss associated with the chosen MTD at the end of the trial. That is, minimising the
absolute difference between the probability of a DLE occurring at the chosen MTD
after observing data from J subjects, and the target rate of DLEs, θ. This minimisation
is taken over all possible dose escalation schemes. At the final stage of the trial, the
aim of the CRM is equivalent to this strategy. However, at non-final stages, the CRM
considers the same equation that it considers at the final stage. As such, the CRM is a
myopic strategy. This means it makes the optimal decision at each stage of the trial
rather than considering the globally optimal decision over the whole trial. Thus, the
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1.3. Designs of First in Human trials

CRM addresses a trial with the aim of dosing as many subjects as close as possible to
the MTD rather than simply finding the dose that is closest to the target toxicity rate
at the end of the trial. The decision-theoretic strategy would need an additional term
in its loss function to address the same aims as the CRM.

1.3.3 Modifications of the Continual Reassessment Method

Following the proposal of the CRM, numerous modifications of the design were published
(Faries (1994), Goodman et al. (1995), Møller (1995), Piantadosi et al. (1998)). This
was as a result of concerns that through targeting the region of the curve close to
the MTD, the CRM risks treating more subjects at toxic doses than the 3+3 design
does. Modifications came in several flavours but all focused on making the CRM more
conservative and often more similar to the 3+3 design. For example: using the lowest
available dose as the initial dose instead of the dose that the prior suggests will result
in a rate of toxicity closest to the target rate; allocating doses to cohorts rather than
individuals and limiting escalation to one dose level at a time.

Also in response to concerns that the CRM of O’Quigley et al. (1990) had a propensity
to allocate too many subjects to dose levels with associated probability of DLE
corresponding to overdosing, Babb et al. (1998) proposed the EWOC design, which
stands for “Escalation with Overdose Control”. This design was also developed with
oncology trials in mind. The EWOC design aims to approach the MTD as quickly as
possible whilst ensuring the predicted proportion of patients given an overdose is less
than or equal to some specified α. In their example, Babb et al. (1998) set α = 0.25.
After data have been observed from a subject, or cohort of subjects, the EWOC design
requires the posterior cumulative distribution function of the MTD to be computed.
This provides the probability that a dose level is an overdose, conditional on the data
collected so far in the trial. The dose for the next patient is thus the dose level for
which the conditional probability that this dose level exceeds the MTD is closest to α,
whilst being less than or equal to α.

The EWOC design estimates the MTD at the end of the trial by minimising the posterior
expected loss with respect to a chosen loss function. The authors suggest an asymmetric
loss function that says that loss incurred by allocating a dose δ units above the MTD
is (1 − α)/α greater than that incurred by underdosing by δ units. In contrast to
O’Quigley et al. (1990), Babb et al. (1998) employ a two-parameter model, using the
two-parameter logistic model in their example. That is, a model parameterised by
(β0, β1) with which the probability of a DLE occurring given dose x is given by

P (DLE;Dose = x) =
( exp(β0 + β1x)

1 + exp(β0 + β1x

)
. (1.5)
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Babb et al. (1998) seek a trial design that protects subjects from being overdosed.
However, the authors are also interested in dosing subjects near the MTD as well as
accurately estimating the MTD. Although we shall not directly compare to the EWOC
design, these aims can be formulated into a loss function and addressed in the framework
that we present in this thesis.

Neuenschwander et al. (2008) compare the use of a one-parameter and two-parameter
model in a Bayesian FIH trial design. Like Babb et al. (1998), Neuenschwander et al.
(2008) are in favour of using a two-parameter model. The authors make use of the full
posterior distribution for the probabilites of DLE at each dose level. Neuenschwander
et al. (2008) propose that it is instructive to summarise these posteriors with the
following probabilities: the probability that each dose is an under-dose; the probability
that each dose corresponds to the targeted toxicity level; the probability that each dose
corresponds to excessive toxicity and the probability that the toxicity rate associated
with each dose is unacceptable, with unacceptable being a higher threshold than excessive.
The authors suggest the dose for the next cohort should be the dose that maximises
the probability of targeted toxicity while controlling the probability of excessive or
unacceptable toxicity at 0.25. The authors state that a loss function could be formulated
for this decision by assigning a value to each interval. Which values to choose depends
on the aims of the trial. Aggressive dose escalation corresponds to (1-0-1-1) for the
four categories, conservative could be represented by (1-0-1-2) and very conservative
by (1-0-2-4). That is, the greater the penalty that is applied to doses corresponding
to overdosing, the more conservative the escalation will be. In addition, the authors
mention the trade-off between the desire to dose many subjects at the MTD which is
often an aim in oncology trials, and the desire to escalate conservatively. Thus, once
again, these aims could be formally incorporated into a loss function and addressed in
the dynamic programming framework that we present.

Another theme of development is the addition of a stopping rule for a trial. That is, a
modification in which the trial can be stopped early if there is high probability that the
outcome of the trial would be unchanged by the addition of further data. Those that
address stopping rules include O’Quigley and Reiner (1998), Piantadosi et al. (1998),
Heyd and Carlin (1999) and Ishizuka and Ohashi (2001). The aim of stopping the trial
early if possible can also be incorporated into the loss function by including a term that
corresponds to sampling cost.

So far we have mentioned only Bayesian model-based trial designs. O’Quigley and Shen
(1996) reformulate the CRM of O’Quigley et al. (1990) to use a maximum likelihood
approach. With this approach doses are chosen based on the maximum likelihood
estimate (MLE) of the model parameter. We choose not to work in this framework
because, unlike making a decision based on posterior expected loss which integrates over
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the full distribution for the model parameter, the MLE does not take into account the
variance of the model parameter. Further, optimisation is more natural in a Bayesian
setting. In a frequentist setting the optimal rule depends on the true parameter value.
In order to choose a rule some form of weighting system is required. This is similar to
the role of a prior distribution anyway. Frequentist inference is not usually performed
in analysis of FIH trials thus the concerns about using Bayesian methods that often
come into play at later stages of drug development, such as not having a Type I error
rate, are not present for this problem.

In summary, many have proposed Phase I trial designs that are a modification of the
CRM. Some impose constraints on the amount by which a dose can be escalated. This
corresponds to the aims of the trial being that the MTD is estimated whilst allocating
according to the constraints. Others focus on stopping the trial early if possible. This
corresponds to an aim to minimise the number of subjects used in the trial. Another
consideration is the aim of minimising the number of subjects that are allocated a
dose which is an overdose. Any combination of these aims can be built into a loss
function. Thus we can say that the designs presented as modifications of the CRM
modify the aims of the trial and thus the associated loss function. In this thesis we
present a framework for considering Phase I trials with different aims and assessing how
the optimal design is adapted accordingly.

1.3.4 Model-assisted designs

Several model-assisted designs have been proposed. Such designs aim to combine the
efficiences of model-based designs with the practical benefit for investigators of the dose
escalation scheme being fully specified before the trial starts. These include the modified
Toxicity Probability Interval (mTPI) design of Ji et al. (2010), Bayesian optimal interval
designs (BOIN) of Liu and Yuan (2015) and the keyboard design of Yan et al. (2017).
We shall give the flavour of these designs rather than the full details. These three
designs allow the dose for the next cohort to be escalated or de-escalated by one level, or
stay the same. This is in contrast to the CRM which can skip dose levels. Futher, note
that these designs were proposed in the context of oncology trials and as such, similarly
to the CRM, aim to allocate subjects to the MTD as well as accurately identifying the
MTD.

The mTPI design defines three intervals corresponding to different toxicity scenarios:
underdosing, correct dosing and overdosing. The dose escalation scheme is defined by
the unit probability mass (UPM) of the three intervals. The UPM is calculated as the
posterior probability that the true rate of DLEs caused by the current dose is in the
interval according to the beta-binomial model, divided by the length of the interval. The
mTPI rule says that the dose for the next cohort should be de-escalated compared to
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the current dose if the UPM associated with the overdosing interval is largest, escalates
if the underdosing UPM is largest and otherwise allocates the current dose to the next
cohort.

The keyboard design of Yan et al. (2017) defines a set of six dosing intervals which
are equal in width and referred to as “keys”. The interval corresponding to the target
rate of DLEs is termed the target key, for example (0.25, 0.35). The dosing decision
is made by identifying the position of the “strongest key”, that which has the highest
posterior probability of containing the true rate of DLEs caused by the current dose
level according to the beta-binomial model. The design states that compared to the
current dose level, the dose for the next cohort should be escalated by one level if the
strongest key is to the left of the target key, as this indicates that the current dose
level has associated probability of causing a DLE that is lower than the target rate.
If the strongest key is to the right of the target key it suggests the current dose level
is too high so the dose for the next cohort is de-escalated, and otherwise the dose
stays the same. Yan et al. (2017) state that the keyboard design has better operating
characteristics than the mTPI design in terms of limiting exposure to toxic doses and
accurately identifying the MTD.

The dose escalation scheme of the BOIN design of Liu and Yuan (2015) is defined by
comparing the observed rate of DLEs at the current dose, p̂, to predefined thresholds for
escalating, λe, and de-escalating the dose, λd. If p̂ ≤ λe the dose for the next cohort is
escalated by one level, if p̂ ≥ λd then the dose is de-escalated and if p̂ falls between the
thresholds, the next cohort also receive the current dose. Liu and Yuan (2015) specify
optimal values for the thresholds based on common target rates of DLE. Thresholds are
chosen to minimise incorrect dose allocations where correct is based on the notion of
dosing as many subjects as possible at the MTD.

At the end of this thesis we shall discuss which class of designs those presented in this
thesis belong to.

1.4 Structure of thesis

In Chapter 2 we introduce some required methodology, namely, decision theory and
dynamic programming.

In Chapters 3-5 we tackle the problem of finding the optimal dose escalation scheme for
an FIH trial with one binary safety endpoint. In Chapter 3, we formulate the problem
using Bayesian decision theory as one that can be solved by dynamic progamming. In
Chapter 4 we discuss the computational details of implementing dynamic programming
to obtain an optimal dose escalation scheme. In Chapter 5 we present the results
of a simulation study comparing the operating characteristics of an optimal design
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obtained via dynamic progamming to well-known designs, the CRM and the 3+3 design.
In addition we compare designs produced by dynamic programming with respect to
different loss functions and sets of constraints.

In Chapter 6 we explore the idea of performing dynamic programming in the space of
posterior density functions for the dose-response model parameter. Further, we show
that the space of posterior density functions that we consider can be approximated
by the family of gamma distributions. In Chapter 7 we then make use of the gamma
approximation to the posterior to visualise the optimal rules produced by the dynamic
programming algorithm with respect to different loss functions.

In Chapters 8-11 we introduce two approximate dynamic programming algorithms. Both
operate on a sample of the full state space. Firstly, we take a nearest-neighbour approach
to approximating the loss at out-of-sample states. Secondly, we employ generalised
additive models to estimate the loss associated with allocating each dose level to the
next cohort and proceeding optimally thereafter from an out-of-sample state.

In Chapters 12 and 13 we extend the methodology to a version of the problem with two
competing binary endpoints. Firstly, we use the full dynamic progamming algorithm
to find the optimal dose escalation scheme for a small FIH trial with a binary safety
and a binary efficacy endpoint. Subsequently, we employ the approximate dynamic
programming algorithm that uses generalised additive models to obtain a dose escalation
scheme for an FIH trial with these two binary endpoints and a larger number of cohorts.

Finally, we shall conclude with Chapter 14 by summarising the key ideas and messages.

Those with an interest in this work from the practical point of view of running an FIH
trial may be most interested in Chapters 5 and 13. The discussion of the implementation,
which is in Chapter 4, Chapter 9 and sections of Chapters 11 and 13 may be of interest
to those with an interest in the topic of dynamic programming. It may also be of
interest to those who wish to implement the dynamic programming framework that we
present for the design of their own FIH trial.
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CHAPTER 2

Methodology

2.1 Statistical decision theory

In this section we shall provide an introduction to statistical decision theory. The
material presented is a summary of what is presented in Chapter 1 of Berger (1985).

A decision problem is made up of several ingredients:

• an unknown state of nature that describes the underlying system, θ ∈ Θ;

• a set of actions, A;

• a loss function that depends on the action and the unknown state parameter,
quantifying the effect of an action, L(θ, a);

• data, which is an observation, X, of the state of the system and depends on the
state parameter through a probability distribution, X ∼ fθ(x), x ∈ X ;

• a decision rule which is a function that defines which action to take given observed
data x, d : X → A.

Let A = {a1, . . . , am} be the set of all possible actions and θ the unknown state
parameter. A decision rule, d : X → A, is a function mapping from the sample space of
possible data for the system, X , to the set of possible actions, A. Thus if we observe
data X = x the decision rule tells us to take action a = d(x). Decision theory is
concerned with finding admissible decision rules.
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2.1. Statistical decision theory

Here we describe performance of a decision in terms of a loss function, where smaller
values denote a better outcome. In some settings, the terminology of cost is used
instead of loss. One may instead consider a utility function, in which case larger values
correspond to a better outcome. The terms gain or reward can be used in place of
utility. The choice of which to use depends on which makes better sense with regard
to the problem being tackled. Note that minimising a loss function is equivalent to
maximising a utility function formed by negating the given loss function. Let us define
a loss function L(θ, a) that quantifies the effect that action a ∈ A has on the system if
θ is the true value. The risk function of a decision rule d(x) is defined by

R(θ, d) = E[L(θ, d(X))]

where the expectation is taken over the distribution of X given a particular θ. Thus
the risk associated with a decision rule depends on the true value of θ. A decision
rule is considered desirable if the associated risk is small. However, in a frequentist
framework it is not clear which values of θ should be considered most important when
determining if the risk is small over a range of possible θ. A decision rule, d(x), is said
to be inadmissible if a different rule, d̃(x), exists such that R(θ, d̃(x)) ≤ R(θ, d) ∀ θ ∈ Θ
and R(θ, d̃(x)) < R(θ, d) for some θ ∈ Θ. However, there are often many admissible
rules with some better than others for certain θ and worse for other θ. In this case the
risk functions of different rules cross and which rule is best is unclear.

Instead, consider a prior density function for θ, π(θ), that describes the beliefs about
how feasible each of the values in Θ is. This defines which θ we pay most attention to
when choosing which decision rule is best.

The Bayes risk of a decision rule d, with respect to the prior, π, is the expected risk
over the prior, π, for θ, defined by

r(π, d) =
∫

Θ
R(θ, d)π(θ)dθ (2.1)

=
∫

Θ

∫
X
L(θ, d(x))fθ(x)dx π(θ)dθ. (2.2)

The optimal decision rule, termed the Bayes rule, is the decision rule that minimises
the Bayes risk over all possible decision rules:

d∗ = argmin
d

r(π, d).

Define the marginal distribution of the data by fX(x) =
∫

Θ fθ(x)dθ. Then we can define
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the posterior density function for θ given observed data x ∈ X by

πθ|x(θ, x) = fθ(x)π(θ)
fX(x) .

Thus, we have fθ(x)π(θ) = fX(x)πθ|x(θ, x). This means we can write Equation (2.2) as

r(π, d) =
∫
X

∫
Θ
L(θ, d(x))fX(x)πθ|X(θ, x)dθdx (2.3)

=
∫
X
fX(x)

{∫
Θ
L(θ, d(x))πθ|X(θ, x)dθ

}
dx. (2.4)

Thus to find the rule d∗ that minimises the Bayes risk we must find the action d(x) for
each x that minimises

∫
Θ L(θ, d(x))πθ|X(θ, x)dθ.

Let π∗(θ) be the posterior probability distribution for θ at the point of decision making.
With this we define the Bayesian expected loss of an action by

ρ(π∗, a) =
∫

Θ
L(θ, a)π∗(θ)dθ.

The optimal action, the Bayes action, minimises the Bayesian expected loss over the set
of possible actions A. Combining this with the above, we see that the Bayes rule is in
fact defined by the action that minimises the posterior expected loss for each possible
state x, which is the conditional Bayes expected loss.

2.2 Dynamic programming

2.2.1 Introduction to dynamic programming

Dynamic programming is a technique developed by Richard Bellman in the 1950s to
efficiently solve decision problems that consist of multiple stages and for which the
decision at each stage affects the state of the system, and the set of possible actions, at
the next stage (Bellman, 1957). The crux of the method is breaking down a problem
into smaller subproblems. The smallest subproblem considers a version of the decision
problem with just one stage. The method builds up to finding the optimal solution to the
full decision problem, concerning all stages, in a recursive manner through the optimal
solution to increasingly larger subproblems. This relies on the principle that once the
current state is known, the optimal decision for the future stages does not depend on
the decisions made at previous stages. Moreover, the result of each subproblem can be
stored to avoid repeating calculations.

For some decision problems, a simple, brute-force, approach that evaluates all possible
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decision rules will have complexity which is exponential in the number of stages. In
some problems the dynamic programming approach can give complexity which is linear
in the number of stages. In other cases, dynamic progamming may not achieve linearity,
but still provide substantial efficiency gains.

Dynamic programming has been applied to a vast array of real world problems. One area
of application is optimal scheduling of deliveries. For example, Yang and Strauss (2017)
consider online supermarket deliveries by dividing the full problem of the whole delivery
area into a collection of problems with smaller areas. Further, Yang and Strauss (2017)
develop a dynamic pricing policy for delivery time-slots in order to control demand and
maximise expected profit. Mahmoudi and Zhou (2016) employ dynamic programming to
optimally allocate vehicles to customers and select routes in scenarios such as those that
arise with mobile app based taxi services. Another example application is optimising
the timing of parts replacement in a factory to balance prospective and corrective
maintenance to maximise profits. In addition, dynamic programming can be used
to optimally manage a pharmaceutical company’s portfolio. That is, optimise the
allocation of budget across multiple trials for a number of potential treatments.

A decision problem that can be solved using dynamic programming involves a system
that can be described by a state, which could be one variable or several variables, and a
fixed number of stages at which a decision must be made. The state at any given stage
must contain the information required to make future decisions. A state is often defined
such that complete knowledge of the path that led to the state is not required in order
to make an optimal decision. The outcome of a decision is a transition of the state.
This means that a state of the system can be described as a function of the state at the
previous stage and the decision. Depending on the problem in question, the transition
function may be deterministic or have a random component. Each decision affects the
next, since the set of actions to choose from at the next stage depends on the state the
decision causes the system to move to. The aim is to optimise the value of an objective
function that depends on the state of the system at the final stage. Thus, the focus
is on global optimisation of a process rather than local optimisation of each stage of
the problem individually. A policy is defined as a sequence of decision rules over the
stages of the problem. In this context, a policy is defined as admissible if it meets the
constraints of the problem. Note that here, the term admissible has a different meaning
compared to the previous section. The optimal policy is the admissible policy that
maximises the gain or minimises the loss associated with the process defined by the
decision problem.

The key to dynamic programming is finding the optimal solution to the multi-stage
problem through the optimal solution to subproblems over fewer stages. To achieve this,
we need to define a recursive equation that defines the value of the objective function
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evaluated at a given state in terms of the value at the final state reached by the optimal
policy over future stages of the problem. The form of this relation is problem specific.

Dynamic programming is underpinned by the principle of optimality. In Chapter III
of Bellman (1957), Bellman states “An optimal policy has the property that whatever
the initial state and initial decision are, the remaining decisions must constitute an
optimal policy with regard to the state resulting from the first decision.” This says that
an optimal policy defines the decision we should make in order to proceed optimally at
any given stage of the process, for whatever data we have observed up to that point.

Let us consider the formulation of a general decision problem. For simplicity of exposition,
we shall start by describing a deterministic decision problem. Consider a problem with
J stages at which decisions must be made. We index the stages by j = 0, 1, . . . , J . Here
we have included stage zero as the point before any decisions have been made. Let
x0 ∈ X0 describe the initial state of the system, which may be the empty set. Define dj
to be the decision rule at stage j, where dj is in the set of admissible decision rules for
stage j, dj ∈ Dj . The combination of a decision rule for each stage of the problem forms
a policy. We define the policy by P = (d0, d1, . . . , dJ). The policy defines an action to
take, given any possible state, xj ∈ Xj , at every stage j of the problem, j = 0, 1, . . . , J .

Define d0 to be the decision rule that tells us how to act at stage zero given the observed
x0. The decision rule dictates which action i to take from a set of possible actions, A.
Suppose that if the decision rule, d0, given state x0, says to choose action i, that is,
d0(x0) = i, we move to the state x1 = Ti(x0). Further, let x1 ∈ X1 also contain the
information in x0 that may be relevant for future decision making. Subsequently, after
we have observed data at stage j, we apply the decision rule dj ∈ Dj to obtain the state
at stage j + 1, xj+1 = Ti(xj), where the chosen action is i = dj(xj). Here xj+1 ∈ Xj+1

is defined such that in its description of the state at stage j + 1, it also contains any
history from the observed states of the system at stages previous to stage j + 1 that
may be required for future decision making.

Let us first consider decision problems in which the utility depends only on the final
state of the system, xJ , and the action, iJ , made at the final stage. Solving the decision
problem means finding the optimal policy. In this case, that is, the collection of decision
rules that form the policy that leads to the state xJ and action iJ that maximises the
value of the utility U(xJ , iJ). The maximisation is over the set of admissible policies
where an admissible policy consists of admissible decision rules at each stage.

After observing data at stage j of the problem, xj , the decisions at stages k = j, j +
1, . . . , J , are still to be made. Let βj(xj) represent the maximum possible value of the
final utility given we observe xj at stage j. Also, define Aj,xj as the set of possible
actions at stage j given state xj . Then we can define the Bellman equations for this
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class of problem:
βJ(xJ) = max

iJ∈AJ

U(xJ , iJ) (2.5)

and
βj(xj) = max

ij∈Aj

βj+1(Tij (xj)), j = 0, 1, . . . , J − 1. (2.6)

Solving this recurrence relation leads to the optimal policy. Thus, for a specific starting
state, x0, β0(x0) gives the maximum value of the utility that can be achieved for the
problem. This means that a utility of β0(x0) is obtained by adhering to the optimal
policy at each stage of the problem given the initial state is x0.

Now we shall move on to the case in which the final utility is made up of contributions
from the outcome of the action taken at each stage of the decision problem. Let ij
be the action chosen at the jth stage of the problem when considering a specific path
through the stages of the problem, {x0, x1, . . . , xJ}. Define a utility function uj(xj , ij)
that quantifies the contribution to the total utility associated with choosing action ij at
stage j given data xj . This utility function does not necessarily have to be dependent
on the state xj , but we shall allow that possibility. Define the total utility associated
with a series of states and actions, {x0, i0, x1, i1, . . . , xJ , iJ}, for a decision problem with
J stages by the sum of the utility associated with the action taken at each stage of the
trial:

U({x0, i0, x1, i1, . . . , xJ , iJ}) =
J∑
j=0

uj(xj , ij).

Let ik be the optimal choice of action given xk at stage k. Then we can define βj(xj),
the contribution to the total utility given by making decisions according to the optimal
policy at the remaining stages of the problem when starting at xj at stage j by

βj(xj) =
J∑
k=j

uk(xk, ik).

Thus, for a specific starting state x0, β0(x0) gives the maximum value of the utility that
can be achieved. We define βj(xj), 0 < j < J , in terms of the contribution to the total
utility given by the optimal decision at the current stage j given xj and the contribution
to the total utility by the optimal policy over the future stages of the problem. At the
final stage, J , there are no future stages thus the value associated with the optimal
policy starting from state xJ is just the value of the utility function evaluated at the
optimal choice of action given xJ . Thus, we obtain the optimal policy by solving the
following recurrence relation:

βJ(xJ) = max
iJ∈AJ,xJ

uJ(xJ , iJ) (2.7)
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and
βj(xj) = max

ij∈Aj,xj

{βj+1(Tij (xj)) + uj(xj , ij)} for j = 0, . . . , J − 1. (2.8)

Decision rule dj is a function of state xj . As such, to define the optimal policy we
compute the optimal dj(xj) for each xj ∈ Xj at every stage of the problem, 0 < j ≤ J .
Thus the optimal rule, d∗j is the rule that maximises Equation (2.7) or (2.8) for all
possible xj , 0 < j ≤ J . The optimal policy P∗ is the combination of the optimal rules
at each stage of the problem: P∗ = (d∗0, d∗1, . . . , d∗J).

Suppose we seek the optimal policy given starting point x0. To solve Equation (2.7)
given x0 we need to know how the system will progress through the following stages of
the problem. That is, to find d∗0(x0), we need to know x1 and to find d∗1(x1) we need
to know x2 and so on. The number of paths through stages 0 to J is often large, thus
it seems like we are working in the wrong direction. Instead, a Bellman equation can
be solved through backward induction: starting at the end of a process and working
backwards in time to determine the optimal policy. Suppose the objective is to maximise
utility. The first step is to consider the smallest subproblem, which is when there is
only the final decision to be made, and compute the optimal decision rule, d∗J : XJ → A,
a function that prescribes the optimal action for every possible state of the system at
stage J . For each xJ , the optimal action, d∗J(xJ), and associated utility, βJ(xJ , d∗(xJ)),
should be stored.

Subsequently, the penultimate decision is considered. Once again, the optimal decision
rule, d∗J−1, which defines the optimal action for every possible state of the system at
this stage, should be computed and stored. For each state, the utility associated with
each of the possible actions is a combination of the immediate utility, the form of
which is problem specific, and the previously calculated utility associated with the final
stage state that the action would cause the system to transition to. This process is
iterated until the optimal decision for each state at the first stage of the system has
been calculated. At this point, we have the optimal policy: a decision rule for each
stage of the problem that defines the optimal choice of action at any state of the system.

Now we shall consider the extension to a stochastic multi-stage decision problem. In the
stochastic case, the transition caused by a decision at stage j is a stochastic function,
tij (xj , xj+1), say. This means there are a number of possible states, xj+1, that the
system could move to from xj with some probability. In this setting the Bellman
equations are defined by

βJ(xJ) = max
iJ∈AJ,xJ

uJ(xJ , iJ)

and
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βj(xj) = max
ij∈Aj,xj

{∫
xj+1∈Xj+1

βj+1(xj+1)tij (xj , xj+1))dxj+1+uj(xj , ij)
}

for j = 0, . . . , J−1.

(2.9)

The optimal policy is that which maximises the expected value of the total utility.
Similarly to the previous cases, the utility obtained by following the optimal policy
from initial state x0 is β0(x0).

A further extension is the case in which the decision problem is of the form described
in Section 2.1 but with multiple stages. In this case, at each stage of the problem, data
are observed. The data come from a distribution that depends on some parameter
θ ∼ π(θ) that defines the unknown state of nature that underlies the system described
by the multi-stage decision problem. We shall consider the case in which the decision
influences the data collected and the state of the system is defined by the observed data.
This type of problem arises in experimental design. The set of actions chosen over the
course of the problem defines a data sampling method. Thus, we learn about θ from
the observed data.

Conditional on θ, we have transition probabilities

tij (xj , xj+1, θ)

and final utility
U(iJ , θ).

In this setting it makes sense to work in a Bayesian framework. As such, beliefs about
the distribution of θ are updated at each stage of the problem, given the current data,
xj . The expected utility for each action is thus taken with respect to the posterior
density function for θ given observed data xj . This means that at each stage, the
action is chosen based on data observed over the previous stages of the problem. When
calculating the expected utility, the transition probabilities are also influenced by the
posterior density function for θ.

Define the marginal probability of the data at the final stage xJ under policy P =
(d0, d1, . . . , dJ) by fP(xJ) =

∫
θ fP(xJ , θ)π(θ)dθ. Further, define the posterior density

function for θ given observed data xJ under policy P by

πθ|XJ ,P(θ, xJ) = π(θ)fP(xJ , θ)
fP(xJ) .

We can write π(θ)fP(xJ , θ) = fP(xJ)πθ|XJ ,P(θ, xJ). Thus, for policy P =
(d0, d1, . . . , dJ) the expected utility is given by
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E[U(dJ(XJ), θ)] =
∫
θ
π(θ)

(∫
xJ

u(dJ(xJ), θ)fP(xJ , θ)dxJ
)
dθ (2.10)

=
∫
θ

∫
xJ

π(θ)fP(xJ , θ)u(dJ(xJ), θ)dxJdθ (2.11)

=
∫
xJ

fP(xJ)
(∫

θ
πθ|XJ ,P(θ, xJ)u(dJ(xJ), θ)dθ

)
dxJ . (2.12)

Here, βJ(xJ) =
∫
θ πθ|XJ ,P(θ, xJ)u(dJ(xJ), θ)dθ. Thus, in a stochastic decision problem

with data, the rule dJ that defines the optimal policy at stage J is the admissible rule
that maximises the posterior expected value of the total utility with respect to θ for
each xJ ∈ XJ .

In order to define the equivalent of Equation (2.12) for stages j, 0 < j < J , first we
define the conditional expected utility when starting at xj+1 using policy P for a given
θ by

γPj+1(xj+1, θ).

Then, for policy P, at stage j, 0 < j < J we have

E[U(dj(Xj), θ)] =∫
xj

fP(xj)
{∫

θ
πθ|xj ,P(θ|xj)

∫
xj+1

tij (xj , xj+1, θ)γPj+1(xj+1, θ)dxj+1dθ

}
dxj

(2.13)

where ij = dj(xj) and dj ∈ P.

At stage j + 1, before observing the data xj+1 we can consider πθ|xj ,P(θ|xj) as the prior
for θ given xj . Further, the likelihood of data xj+1 under action ij = dj(xj) is the
transition probability:

fP(xj+1, θ) = tij (xj , xj+1, θ).

Also, define the marginal probability of moving to xj+1 from xj by fij (xj , xj+1). Then,
using Bayes’ rule we can write πθ|xj ,P(θ|xj)fP(xj+1, θ) = fij (xj , xj+1)πθ|Xj+1,P(θ, xj+1).

With this, and changing the order of integration, we have

E[U(dj(Xj), θ)] =∫
xj

fP(xj)
{∫

xj+1
fij (xj , xj+1)

∫
θ
πθ|Xj+1,P(θ, xj+1)γPj+1(xj+1, θ)dθdxj+1

}
dxj

(2.14)

The utility achieved by following the optimal policy when starting at xj+1 is given by

βj+1(xj+1) = max
P

{∫
θ
πθ|Xj+1,P(θ|xj+1)γPj+1(xj+1, θ)dθ

}
(2.15)
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Thus, under the optimal policy P∗ we have

βj+1(xj+1) =
∫
θ
πθ|Xj+1,P(θ|xj+1)γP∗j+1(xj+1, θ)dθ.

Thus, in the presence of data the equivalent of Equation (2.6) is

βj(xj) = max
ij∈Aj,xj

{∫
xj+1

fij (xj , xj+1)βj+1(xj+1)dxj+1

}
.

So given the optimal rule for stage j + 1, to obtain the decision rule dj , 0 < j < J , we
choose the action ij ∈ Aj,xj that maximises the expected value of βj+1(xj+1) over the
states xj+1 that the system could transition to given ij .

There are a variety of applications of dynamic programming to this class of multi-stage
decision problem in the clinical trials setting. Amongst others, examples include the
following:

• Eales and Jennison (1992) and Barber and Jennison (2002) apply dynamic
programming to obtain optimal one-sided group sequential tests. Carlin et al.
(1998) similarly consider the problem of optimal sequential monitoring, in a trial
comparing treatment to placebo.

• Wathen and Christen (2006) consider a two-arm trial and apply dynamic
programming to find the optimal policy for treatment allocation for each subject
and the point at which to stop the trial.

• Hardwick et al. (1997) and Hardwick et al. (1999) employ dynamic programming
to solve the optimisation problem of three-arm Bernoulli bandit problems. That
is, a sequential allocation problem in which subjects can be allocated to one of
three treatments and the aim is to minimise the expected number of failures.

• Stallard (2003) applies dynamic programming to the problem of optimal allocation
of resources. The problem considers the situation in which there are multiple
therapies available to be tested in Phase II and when a Phase II trial is successful
it continues to a Phase III trial and otherwise, a Phase II trial for a different
therapy is started. Both fixed-sample and sequential Phase II trials are considered.

• Peck (2020) considers a different portfolio optimisation problem, using dynamic
programming to construct the optimal Phase III trial designs for each treatment
available in the portfolio.

• Williamson et al. (2017), Villar et al. (2015) and Cheng and Berry (2007) consider
using dynamic programming to solve multi-armed bandit problems for optimal
allocation of subjects across treatment arms. These trials have a binary efficacy
endpoint and the competing aims of correctly identifying the best treatment
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as well as treating the patients in the trial as effectively as possible. Pilarski
et al. (2021) also use this type of trial as an example when presenting their work
on a computational method for implementing dynamic programming to solve
multi-armed bandit problems.

In this thesis we shall consider the application of dynamic programming to optimal
design of FIH trials. As stated above, a decision rule, dj is a function of the state, xj ,
and thus we must solve Equations (2.7) and (2.8) for every possible xj for every stage
of the problem, j ∈ {0, 1, . . . , J}. As we shall explain in Section 3.2, as j increases, the
state space Xj for the decision problem of an FIH trial becomes large. Further, the
work required to compute the optimal action for each state involves several numerical
integration procedures and is thus computationally expensive. Thus, we consider an
application of dynamic programming with a state space beyond the size of the state
space in the majority of typical applications including most of those mentioned above.
The state spaces for the problems considered in Hardwick et al. (1999) and Pilarski
et al. (2021) are large but there is less work required for each state xj . This means that
the computational demands are larger for the application to FIH trial design that we
consider. However, we shall comment further on Pilarski et al. (2021) in Chapter 4. In
the following chapters we shall see how to go about solving this optimisation problem
and address the complexities.

Next, we shall consider a couple of examples of deterministic decision problems. We
shall formulate these problems such that they can be solved by dynamic programming
and demonstrate how the backward induction algorithm functions in a simple case.

2.2.2 Example dynamic programming problem

2.2.2.1 Knapsack problem

The following example of a deterministic decision problem formulated as a dynamic
programming problem is adapted from Chapter 1 of Bellman (1962). This example is a
formulation of a type of problem known as a knapsack problem.

Suppose the maximum weight capacity of the basket on a delivery bike is given by C
and we have J different types of product in a shop that can be loaded onto the bike.
Each type of product has an associated weight and value. The decision problem is how
many of each type of product should be loaded onto the bike to maximise the value of
the load whilst not exceeding the weight capacity. Another necessary constraint is that
the number of each item must be an integer: the products cannot be broken to fit them
into the cargo. The J product types form the stages of the problem. Let the weight of
the jth type of product be defined by wj and the value associated with one product of
type j by vj .
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At stage j of the problem we have chosen how many of product type one through to
product type j − 1 to add to the bicycle load. Thus, we have included in the load n1 of
product type one, n2 of product type two, and so on, up to nj−1 of product type j − 1.

At the jth stage we must decide how many of the jth product type to load onto the
bike. To do so we need to know the combined weight of the products of type one to
j − 1 that have already been loaded into the bike’s basket, in order to determine the
remaining capacity. Since it summarises the information required to make a decision,
the remaining capacity on the bike when entering stage j defines the state of the system
at stage j, which we denote by xj .

The set of possible actions at each stage j depends on the state, xj . It is the set of
integers between 0 and xj/wj . That is, the largest integer in the set is the floor of
xj/wj , which we write as bxj/wjc. As such, let us denote the set of actions at stage
j when the remaining capacity is xj by Aj,xj . We shall index the elements of this set
by i. The transition applied to the system by the decision rule at stage j reduces the
remaining capacity by ijwj . Here, ij is the chosen action given xj , which is the number
of type j products to include in the load, and wj is the weight of one type j product.
Thus the state at stage j + 1, xj+1, the capacity remaining when entering stage j + 1 is
given by xj+1 = Tij (xj) = xj − ijwj . Since this problem is deterministic, there is no
uncertainty around the effect of the decision made.

The total utility associated with a load made up of nj items of type j, j ∈ {1, 2, . . . , J}
is given by

J∑
j=1

njvj .

The number of each product type, n1, n2, . . . , nJ , is determined by the actions
i1, i2, . . . , iJ . Thus we express the utility in the notation of Section 2.2.1 as follows:
given a particular set of states and actions, {x1, i1, x2, i2, . . . , xJ , iJ}, the total utility is
given by

UJ({x1, i1, x2, i2, . . . , xJ , iJ}) =
J∑
j=1

uj(ij) =
J∑
j=1

ijvj .

After having chosen the amount of products of type one through to type j− 1 to include
in the load, the remaining capacity is xj . For this problem the dependency of the utility
on the states xj , j ∈ {1, 2, . . . , J}, is only through the set of actions that are available
given xj . That is, the contribution to the total utility from an action at stage j given xj
is from the set {uj(ij) : ij ∈ Aj,xj}. Let βj(xj) be the maximum possible contribution
to the total utility that can be obtained over the remaining stages of the problem given
the capacity when entering stage j is xj . That is, the maximum possible contribution to
the total utility that can be obtained from products of type j to J and a capacity of xj .
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The recurrence relation for this problem is given by:

βJ(xJ) = max
iJ∈AJ,xJ

uJ(iJ)

= max
iJ∈AJ,xJ

iJvJ
(2.16)

and

βj(xj) = max
ij∈Aj,xj

(uj(ij) + βj+1(Tij (xj)))

= max
ij∈Aj,xj

(ijvj + βj+1(xj − ijwj)) for j = 1, . . . , J − 1.
(2.17)

The value of the optimal cargo for a capacity of C is thus given by β1(C), the maximum
obtainable value when entering stage one with capacity C and the number of products
of type 1, 2, . . . , J must be chosen. The optimal policy specifies the quantity of each of
the J items to include in the load, to obtain the load that gives the maximum possible
value given whatever state, xj ∈ Xj at whichever stage, j, j = 1, 2, . . . , J .

This problem can be solved with dynamic programming using a bottom-up strategy,
starting with the simplest subproblem first. That is, the decision problem with one
stage, or equivalently, one type of product to consider. Thus, we begin by finding the
optimal load for capacity C when we only have one type of product to choose from,
namely, product J . To compute the optimal decision rule, dJ , we need to calculate the
optimal action, from the set AJ,xJ

, for every possible state, xJ ∈ XJ . With maximum
capacity C, we have XJ = {0, 1, . . . , C}. A key piece of the dynamic programming
methodology is avoiding calculating the solution to the same subproblem multiple times,
thus we need to store the values of βJ(xJ). We then proceed to stage J − 1 at which
point we need to consider how many products of type J − 1 to add to the load as well
as how many products of type J to include. The recurrence relation, Equation (2.17),
reduces the amount of computation required to produce a table of βJ−1(xJ−1) for all
xJ−1 ∈ XJ−1. For j = J − 1, . . . , 1, we form a table of βj(xj) for all xj ∈ Xj , by calling
on the previously computed values in the table corresponding to the next stage of the
problem, stage j + 1. At stage one, the only state to consider is x1 = C because this is
the given starting value.

The table corresponding to stage one provides β1(C), the maximum value of the load
we can obtain with J types of item with weights wj and values vj where j = 1, 2, . . . , J .
The number of each type of item that makes up this optimal load, the optimal policy,
{d∗1(x1), d∗2(x2), . . . , d∗J(xJ)} is obtained by tracing through the tables, from the table for
the first stage, to the table for stage J . The table for stage one contains the contribution
to the total utility given by each of the possible actions given capacity C, those in the
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set A1,C . We find the optimal action at stage one, i1 = d∗1(C), by looking at the action
with the highest associated value in the table for stage one. This gives the optimal
number of products of type one to include in the load, n∗1. Subsequently, we calculate
the stage two state, x2, that the optimal action at stage one, i1 = d∗1(C), leads to. Thus
x2 is the remaining capacity, x2 = C − d∗1(C)w1. Then we look up the optimal action,
d∗2(C − d∗1(C)w1), that is, the action corresponding to β2(C − d∗1(C)w1), in the table
for stage two. We continue this process until we reach stage J , or when the capacity is
zero, in which case, the optimal action at the remaining stages is not to include any of
the item of the type considered at those stages.

It would be possible to solve this problem without dynamic programming. We could work
out all the combinations of choosing a quantity of each of the items such that the weight
limit constraint is satisfied, then evaluate the utility at each combination. If nj is the
number of the jth item, with an admissible combination defined by n = {n1, n2, . . . , nJ},
the total utility is given by UJ(n) = ∑J

j=1 njvj . This method requires finding every
possible n such that the sum of the associated weights is less than or equal to the
capacity C. Even with a small capacity and number of items this is a cumbersome task.
As the size of the problem grows, this method becomes practically infeasible. Dynamic
programming provides an efficient solution for large problems.

Consider a toy problem with four types of product and a maximum capacity of 10kg.
The weight wj and value vj associated with each product, j = 1, 2, 3, 4, is shown in
Table 2.1. We shall find the optimal load given these four product types and capacity
of 10kg using dynamic programming. Note that in this case, the brute force method
of finding the optimal solution by evaluating every possible solution is more efficient
than dynamic programming. However, this example is included to simply illustrate
the dynamic programming algorithm. The advantages of dynamic programming are
realised for larger problems.

Table 2.1: For a toy problem with four types of product, wj give the weights associated with
the four types of product and vj the associated value.

i wi (weight (kg)) vi (value)

1 3 5
2 4 10
3 5 1
4 1 2

We start with the smallest subproblem, which is when there is just one type of product
available to load into the basket and we need to choose how many to include to
optimise the value of the load given the capacity. We start with the final decision
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and work backwards over the stages. Thus, first we find the optimal n4 for each
x4 ∈ X4 = {0, 1, . . . , 10}. Using Equation (2.16), for each x4 the optimal contribution
to the final utility is

β4(x4) = max
i4∈A4,x4

i4v4.

The optimal action to take given the capacity is x4 is thus

d∗4(x4) = argmax
i4∈A4,x4

i4v4.

We need to store each β4(x4) so that we can recall the relevant values when computing
β3(x3), for each x3, using Equation (2.17). We then store β3(x3) and continue working
backwards. For stages j, 1 ≤ j < 4, βj(xj) is the contribution to the final utility from
stages j through to J that comes from choosing the optimal action at stage j given xj
followed by optimal decisions at stages j + 1, . . . , J .

In Table 2.2, each row corresponds to x4 ∈ X4. The two rightmost columns of Table
2.2 show β4(x4), the utility associated with d∗4(x4), the optimal choice of number of
products of type four, for every x4 ∈ X4, and d∗4(x4). The optimal action is stored to
facilitate determining the specific set of actions, {i1, i2, i3, i4} that give the optimal load
{n1, n2, n3, n4} for a capacity of 10kg. As mentioned, we shall do this by working back
through the tables, from the table corresponding to stage one through to the table
corresponding to stage four, after having computed the optimal policy. The remaining
columns in Table 2.2, the left-hand section, show the utility, u4(i4), provided by every
i4 ∈ A4,x4 given the state x4, with the highest value of the utility shown in bold. Since
w4 = 1, A4,x4 is the set of integers between 0 and x4, inclusive. Since stage four is the
final stage, the optimal choice of action is always the action that fills as much of the
remaining capacity as possible, that is, the largest number in the set A4,x4 . In this
example, since w4 = 1, d∗4(x4) = x4 ∀ x4 ∈ X4.
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Table 2.2: Each row of this table corresponds to x4 ∈ X4. The left-hand section of this table
shows the utility, u4(i4), associated with every i4 ∈ A4,x4 for every x4. The maximum utility for
each state is shown in bold. Since stage 4 is the final stage, the maximum value of u4(x4) is
β4(x4) which is also shown in the column second from the right. The rightmost column contains
d∗

4(x4), the optimal choice of action given state x4. The values highlighted in red are for use
when tracing back through the tables to find the number of each product type that is included
in the optimal load given the capacity is 10kg. Following the optimal policy from starting at
x1 = 10 we enter stage four at x4 = 2. The optimal choice of action given x4 = 2, d∗

4(2), is 2.

u4(i4)

x4 i4 0 1 2 3 4 5 6 7 8 9 10 β4(x4) d∗4(x4)

0 0 0 0
1 0 2 2 1
2 0 2 4 4 2
3 0 2 4 6 6 3
4 0 2 4 6 8 8 4
5 0 2 4 6 8 10 10 5
6 0 2 4 6 8 10 12 12 6
7 0 2 4 6 8 10 12 14 14 7
8 0 2 4 6 8 10 12 14 16 16 8
9 0 2 4 6 8 10 12 14 16 18 18 9
10 0 2 4 6 8 10 12 14 16 18 20 20 10

Table 2.3 illustrates the second stage of the dynamic programming algorithm for this
problem. The left-hand section of Table 2.3 shows the contribution to the total utility
over the remaining stages of the problem given every i3 ∈ A3,x3 at each x3 ∈ X3. As
given by Equation (2.17), that is, u3(i3) + β4(x3 − i3w3), the utility associated with
choosing i3 given x3 and choosing the optimal action given the resulting x4 = x3− i3w3.
To perform this computation, we look up the previously computed β4(x4) in Table
2.2. Since w3 = 5kg, for each state x3, A3,x3 is the set of integers from 0 to bx3/5c.
The remaining structure of Table 2.3 is the same as Table 2.2 except for an additional
column that stores the x4 that the optimal action, d∗3(x3), transforms the system to:
x4 = x3 − d∗3(x3)v3. The third type of product is heavy and of low value. As such,
whatever the remaining capacity when entering stage three, the optimal choice of action is
not to include any products of type three in the load. That is, i∗3 = d∗3(x3) = 0 ∀ x3 ∈ X3.
This means that the state is unchanged and we have x4 = x3 for every x3 ∈ X3.
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Table 2.3: The left-hand side of this table shows the total utility u3(i3)+β4(x3−i3w3) associated
with each i3 ∈ A3,x3 , for every x3 ∈ X3 and proceeding optimally at stage 4. For each x3 ∈ X3,
β3(x3), the maximum utility that can be obtained over stages three and four when entering stage
three at x3 is shown in bold. The right-hand section of this table shows β3(x3) and d∗

3(x3), the
optimal choice of action given state x3. The x4 state that the optimal action, d∗

3(x3), causes the
system to transition to is also given. The values highlighted in red are for use when tracing back
through the tables to find the number of each product type that is included in the optimal load
given the capacity is 10kg. Following the optimal policy from x1 = 10 we enter stage three at
x3 = 2. The optimal choice of action given x3 = 2 is d∗

3(2) = 0 which leads to x4 = 2.

u3(i3) + β4(x3 − i3w3)

x3 i3 0 1 2 β3(x3) d∗3(x3) x4

0 0 0 0 0
1 2 2 0 1
2 4 4 0 2
3 6 6 0 3
4 8 8 0 4
5 10 1 10 0 5
6 12 3 12 0 6
7 14 5 14 0 7
8 16 7 16 0 8
9 18 9 18 0 9
10 20 11 2 20 0 10

Thirdly, we consider stage two in Table 2.4 which has the same structure as Table 2.3.
The decision to be made at this stage is how many products of type two to include to
proceed optimally given that we know the optimal number of products of types three
and four to include for whatever state x3 that the decision at stage two transforms the
system to. To complete Table 2.4, we look up the required β3(x3) in Table 2.3 but do
not require Table 2.2, since the value of the utility associated with the optimal choice
of action at stage four is contained in the corresponding β3(x3). Since w2 = 4kg, for
each x2, A2,x2 is the set of integers from 0 to bx2/4c. Product type two has the highest
value of the four product types. As such, the optimal decision rule says to include as
many products of type two in the load as possible given the capacity x2:

d∗2(x2) =


0 for x2 ∈ {0, 1, 2, 3}

1 for x2 ∈ {4, 5, 6, 7}

2 for x2 ∈ {8, 9, 10}.

(2.18)
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Table 2.4: The left-hand side of this table shows u2(i2) +β3(x2− i2w2) for each i2 ∈ A2,x2 , for
every x2 ∈ X2. For each x2 ∈ X2 , β2(x2), the maximum utility that can be obtained over stages
two, three and four when entering stage two at x2, is shown in bold. The right-hand section of
this table shows β2(x2) and d∗

2(x2). The x3 state that the optimal action, d∗
2(x2), causes the

system to transition to at stage three is also given. The values highlighted in red are for use
when tracing back through the tables to find the number of each product type that is included in
the optimal load given the capacity is 10kg. Following the optimal policy from x1 = 10 we enter
stage two at x2 = 10. The optimal choice of action starting from this state is d∗

2(10) = 2. This
means we enter stage three with remaining capacity of x3 = 2.

u2(i2) + β3(x2 − i2w2)

x2 i2 0 1 2 β2(x2) d∗2(x2) x3

0 0 0 0 0
1 2 2 0 1
2 4 4 0 2
3 6 6 0 3
4 8 10 10 1 0
5 10 12 12 1 1
6 12 14 14 1 2
7 14 16 16 1 3
8 16 18 20 20 2 0
9 18 20 22 22 2 1
10 20 22 24 24 2 2

Finally, we consider the first stage of the problem in Table 2.5 using the same structure
as Tables 2.3 and Table 2.4. Here, we know that we start with a capacity of 10kg, thus
we only need to compute the optimal action for x1 = 10 in order to find the optimal
solution to this problem. We use the values in the Table 2.4, to do so.

Table 2.5: The left-hand side of the table contains u1(i1) + β2(x1 − i1w1), the value of the
utility associated with choosing action i1 and proceeding optimally thereafter for every possible
i1 ∈ A1,10. The maximum value of the utility, β1(x1), is highlighted in bold. The right-hand
side of the table shows β1(x1), as well as the optimal choice of action associated with β1(x1),
d∗

1(x1), and the stage two state that this value transforms the system to.

u1(i1) + β2(x1 − i1w1)

x1 i1 0 1 2 3 β1(x1) d∗1(x1) x2

10 24 21 20 17 24 0 10

Together, Tables 2.2-2.5 provide the optimal policy for this problem. That is, the
optimal choice of number of items to include at each stage of the problem, for every
possible state at that stage. We start with x1 = 10kg, thus we obtain the optimal policy
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given this starting condition by working back through the tables, starting with Table
2.5, the table relating to stage one. The relevant rows of Tables 2.2-2.5 are highlighted
in red. First, we obtain d∗1(10) = 0 which means the capacity is not reduced when we
enter stage two and we are in state x2 = 10. Thus we look at the row of Table 2.4 with
x2 = 10 to find the optimal action, d∗2(10) = 2. We can also read off that this moves
us to x3 = 2. Next we look at the row of Table 2.3 corresponding to x3 = 2 to obtain
d∗3(2) = 0. This means x4 = 2 also, so lastly, we look at Table 2.2, to obtain d∗4(2) = 2.
So the optimal load is comprised of two products of type two and two of type four,
n = {0, 2, 0, 2}. The utility associated with the optimal load is β1(10) = 24.

2.2.2.2 Shortest path problem

Another example of dynamic programming is finding the shortest route between two
places. Suppose that you want to find the shortest route between your home and your
office so that you can cycle there in the shortest time. Let Figure 2.1 represent this
problem using a graph. The weights on the edges represent distance, thus the shortest
route minimises the sum of the weights on the edges used to move from the starting
vertex, labelled Home, to the finish vertex, labelled Office. There are four stages at
which a decision must be made about which route to take. Once again, we shall index
stage by j with J = 4. Let the state of the system, xj , be your position before making
the jth decision about the route. Thus, the starting state is given by x1 = Home. Then
X2 = {A,B,C}, X3 = {D,E, F,G}, and X4 = {H, I, J,K}. The set of possible actions
at each stage j, Aj,xj , depends on the current state xj . Here, Aj,xj is given by the
vertices at stage xj+1 that are connected to xj . Moving to a particular next stage
vertex, xj+1, is thus only admissible if the graph has an edge between that vertex, xj+1,
and the current position, xj . In this case the transition of the system invoked by action
ij is to move to vertex xj+1 = ij . At stage four, all routes lead to the office so there is
only one possible action given each x4.

Crucially, the shortest path is not necessarily the path constructed by taking the shortest
path at each stage. Such a path is a myopic strategy rather than globally optimal.
Myopic means that, at each stage, the decision is made without considering how the
route will proceed over the subsequent stages. In this example, choosing the shortest
path at each stage gives the path Home → B → E → J → Office which has a distance
of 1 + 3 + 7 + 5 = 16. The path defined by Home → C→ F→ J→ Office has a distance
of 2 + 2 + 2 + 5 = 11. This shows that losing a little at one stage may lead to greater
gains at another stage, highlighting the need to know what you are going to do at later
stages in order to make the optimal decision at the current stage.

Let βj(xj) be the total distance of the shortest possible route over the remaining stages,
given that you start at xj at stage j. The objective function that quantifies the effect
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Figure 2.1: A graph representing the problem of finding the shortest route between two places,
Home and Office, as finding the shortest path connecting the vertices on a graph in which the
edges represent the distance.

of an action ij on the system at stage j is the loss function lj(ij) = wij where wij is the
weight associated with the edge connecting xj+1 = ij and xj . In the general notation of
Section 2.2.1, a path is defined by a set of states and actions, {x1, i1, x2, i2, x3, i3, x4, i4}.
However, in this case a set of admissible actions {i1, i2, i3, i4} completely defines a path.
The total loss associated with a path from Home to Office is given by the sum of the
loss associated with the path taken at each of the four stages:

L4({i1, i2, i3, i4}) =
4∑
1
lj(ij) =

4∑
1
wij .

The Bellman Equation for this problem is defined by:
β4(x4) = min

i4∈A4,x4
wi4

βj(xj) = min
ij∈Aj,xj

wij + βj+1(ij) if j = 1, 2, 3.
(2.19)

Using dynamic programming, the optimal policy is obtained by considering the smallest
subproblem first. Once again, we shall start with the final stage of the problem and
work backwards in time over the stages. As such, first we consider which route to take
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from each x4 ∈ X4 to get to the vertex labelled Office. From each x4 there is only one
possible action, thus the loss associated with the optimal choice of action from each x4

is just the weight of the path connecting the vertices labelled x4 and Office. Table 2.6
stores β4(x4), the loss associated with each x4.

Table 2.6: This table shows β4(x4) for each x4 ∈ X4 with the state in the optimal policy
highlighted in red.

x4 β4(x4)

H 8
I 5
J 5
K 7

Next we consider stage three and use Equation (2.19) to compute β3(x3), the loss
associated with the optimal path from the stage three state, x3, to Office, for each
x3 ∈ X3. This is shown in Table 2.7 which has the same structure as Tables 2.3-2.5 for
the previous example.

Table 2.7: The left hand side of this table shows l3(i3) + β4(i3) for every i3 ∈ A3,x3 for each
state x3 ∈ X3. The minimum value of the loss, β3(x3), is highlighted in bold. The right-hand
side of the table shows β3(x3), as well as d∗

3(x3) and the resulting x4. Values related to the
optimal policy are highlighted in red.

l3(i3) + β4(i3)

x3 i3 H I J K β3(x3) d∗3(x3) x4

D 10 8 8 I I
E 12 12 J J
F 11 7 7 J J
G 14 10 10 K K

This process continues backwards through the stages with Tables 2.8 and 2.9.
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Table 2.8: The left hand side of this table shows l2(i2) + β3(i2) for every i2 ∈ A2,x2 for each
x2 ∈ X2. The minimum value of the loss, β2(x2), is highlighted in bold. The right-hand side
of the table shows β2(x2), as well as d∗

2(x2) and the resulting x3. Values related to the optimal
policy are highlighted in red.

l2(i2) + β3(i2))

x2 i2 D E F G β2(x2) d∗2(x2) x3

A 12 14 12 D D
B 15 11 16 11 F F
C 9 14 9 F F

Table 2.9: The left hand side of this table shows l1(i1) + β2(i1) for every i1 ∈ A1,x1 from
x1 = Home. The minimum value of the loss, β1(x1), is highlighted in bold. The right-hand side
of the table shows β1(x1), as well as d∗

1(x1) and the resulting x2. Values related to the optimal
policy are highlighted in red.

l1(i1) + β2(i1))

x1 i1 A B C β1(x1) d∗1(x1) x2

Home 14 12 11 11 C C

The length of the shortest route, the optimal solution for this problem, is given by
β1(Home). Similarly to the knapsack problem, the optimal solution is identified by
working back through the four tables containing the stored βj(xj) and d∗j (xj) for each
stage, starting with the optimal decision for the first stage, which vertex to move to
from Home. Looking at the rows of Tables 2.6-2.9 highlighted in red we see that the
shortest path is Home → C → F → J → Office with a length of 11.

2.2.3 Summary

In this section we have formulated two decision problems as dynamic programming
problems. This shows that to apply dynamic programming, certain aspects must be
defined, namely:

• the stages that the problem divides into;

• the set of possible states that represents the system at each stage;

• the set of possible actions at each stage, which may depend on the state;

• the transformation to the state of the system that is invoked by the decision;

• a recurrence relation between the value of a decision at one stage and the value
associated with the optimal course of action across the following stages.
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In our general formulation in Section 2.2.1 we started with stage zero and in the two
example problems we started with stage one. When starting at stage one we defined
the state xj as the point before making the jth decision. This was appropriate because
there were J decisions to make with J stages. If there was another decision to make
after seeing the result of J decisions, then it would make sense to start with stage zero.
For example, suppose that after having found the optimal load, the delivery rider must
decide whether it is worth taking the shift or not. Then there is another decision to be
made at the final stage that depends on the state of the system after having made J
decisions. That is, after having decided the number of each of the J types of product
to include in the load. In this case it makes sense to start at x0 and refer to the state
xj as the state after the decision has been made about how many of the jth product to
include. Then since we now have J + 1 decisions to make, we have one final decision to
consider at stage J . In Chapter 3 we shall use the convention of the initial state being
x0 and xj referring to the state after having made the jth decision.

The example in Section 2.2.2.1 shows that even with a small number of possible actions
and states, the number of cases that must be enumerated to obtain the solution to a
decision problem using dynamic programming can quickly become large. Thus, the size
of the state space for the problem can limit the applicability of dynamic programming.

37



38



CHAPTER 3

The one-safety-endpoint problem

3.1 Structure of a First in Human trial

Consider an FIH trial that aims to assess whether a potential new medicine, known as
an IMP, is safe. Recall that a DLE is a side effect that before the trial starts is defined
as too severe. This classification is made based on the severity of the condition the
potential new medicine aims to treat. The MTD is the dose at which the probability of
a DLE occurring meets a predefined threshold. More concretely, the objective of the
trial is to determine the MTD of the potential new medicine.

Subjects enter the trial sequentially, one cohort at a time. There is a fixed set of dose
levels available for testing, one of which must be declared the MTD at the end of the
trial. All subjects in a cohort are allocated the same dose and the response from a
cohort is observed before a dose is allocated to the next cohort. The choice of dose to
allocate to the next cohort is made by the study team based on the data observed from
the previous cohorts in the trial. A rule that specifies which dose to choose given the
observed data is called a dose escalation scheme.

We define a stage of an FIH trial by the allocation of a dose to a cohort and the
observation of their response to that dose. The response from each subject is a binary
endpoint denoting whether or not they experience a DLE. Suppose we have J cohorts
available for an FIH trial with nc subjects per cohort. Equivalently, the trial consists
of J stages. At the end of the trial, after allocating a dose to each of the J cohorts
and observing the number of subjects in each cohort that experience a DLE, the MTD
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must be selected from the set of dose levels that were available to be allocated during
the trial. Let us define this set by D. Suppose that D consists of m doses that cover a
range that the true MTD lies within. Further, we shall index the dose levels such that
the first element of D is the lowest available dose level and the last is the highest.

Our aim is to find an optimal dose escalation scheme for an FIH trial with J cohorts of
nc subjects with m dose levels from which to choose the MTD. As such, we seek the
optimal solution to a decision problem with J+1 stages where the first J decisions to be
made are which dose to allocate to the next cohort and the final decision is which dose
to declare as the MTD. The methods we shall present are applicable for any number
of doses, m, and cohort size, nc. However, we shall concentrate on nc = 3 because it
is a cohort size commonly used in the literature and in practice (e.g. Goodman et al.
(1995) and Piantadosi et al. (1998)). We choose m = 6 to be in line with the work of
O’Quigley et al. (1990).

We describe the data at each stage of an FIH trial in terms of the number of cohorts
allocated to each dose level and the number of DLEs that occur at each dose level.
Thus, in summarising the data up to a given stage we neglect the order in which doses
are allocated to cohorts. This is reasonable because the MTD is chosen once all the
data have been observed, at which point it does not matter which order the data were
collected in. Denote the number of cohorts allocated to dose i, i = 1, 2, . . . ,m, by the
random variable Ni and the number of DLEs experienced by those allocated to dose i
by Vi. At stage j of the trial we have administered doses and observed responses from j

cohorts. We shall describe this data set by the random variable Xj where the subscript
refers to stage:

Xj = (N1,j , . . . , Nm,j , V1,j , . . . , Vm,j).

Note that we must have ∑m
i=1Ni,j = j. Moreover, note that the definition of the data

at stage j includes the dose allocated to the jth cohort and its response as well as the
history of the doses allocated and responses observed at all previous stages of the trial.

3.2 The state space

The state space that we are working in when seeking an optimal dose escalation scheme
for an FIH trial as described above contains every possible data set at each stage of the
trial. In order to understand the magnitude of the optimisation problem let us consider
the size of the state space.

First consider the number of possible combinations of allocating J cohorts to m dose
levels, thus ignoring the order in which they are allocated, as stated above. Feller (1968)
introduced a concept termed stars and bars to count the number of such combinations.
Represent a cohort by a star and consider drawing J stars in a line. Draw m− 1 bars
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between the stars to divide the stars into m categories. The number of stars to the left
of the first bar gives the number of cohorts allocated to dose 1. The number between
the first and second bars gives the number on dose 2. This continues, until finally the
number to the right of bar m− 1 indicates the number of cohorts allocated to the mth

dose level. Thus the problem is reduced to choosing the positions b = {b1, . . . , bm−1}
of the m− 1 bars in J +m− 1 positions. Let N denote the number of possible dose
allocations, thus

N =
(
J +m− 1
m− 1

)
.

The number of possible dose allocations for a trial with 30 subjects in ten cohorts of
three and six possible doses is

(15
5
)

= 3003. This may not seem a particularly large
number but to obtain the size of the state space we must also consider the number
of possible DLE profiles. The number of possible DLE profiles corresponding to a
particular dose allocation is given by

∏
i=1,...,m

(Ni,Jnc + 1)

since 0 to nc DLEs can occur for each cohort allocated to a dose level. For ten cohorts
of three with six doses to choose from, the number of possible data sets at the final
stage of the trial is just under 16 million with over 25 million over the course of the
whole trial. As we shall discuss in Chapter 4, the size of the state space means we strive
to only store necessary data. A dose allocation can be determined by b, the positions of
the m− 1 bars in the stars and bars representation, thus that is all we need to store.
Call the representation of a dose allocation by b its storage form.

* | * | * * | * * | | *

Storage form: (2, 4, 7, 10, 11)
Cohort form: (1, 1, 2, 2, 0, 1)

 1  2  3  4  5  6  7  8  9 10 11 12
Position

*
|

Cohort

Divider

Figure 3.1: Pictorial example of conversion between a dose allocation described in storage
form and cohort form.

As an example, consider a trial with seven cohorts, J = 7, and six dose levels, m = 6,
and the storage form dose allocation b = (2, 4, 7, 10, 11). Bars in consecutive positions
corresponds to a dose level with no subjects allocated to it. Thus, this allocation
corresponds to allocating one cohort to each of the first two dose levels, two cohorts to
the third and the fourth dose level, none to the fifth dose and one to the highest dose.
In cohort form this is (N1,7, N2,7, . . . , N6,7) = (1, 1, 2, 2, 0, 1). Figure 3.1 describes this
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pictorially.

LetKj be the number of data sets at stage j. That is, the sum of the∏i=1,...,m(Ni,jnc+1)
DLE profiles for each of the

(j+m−1
m−1

)
dose allocations. Figure 3.2 shows the number

of possible data sets per stage when there are three subjects per cohort (nc = 3) and
six dose levels from which to choose the MTD (m = 6). This figure demonstrates that
Kj greatly increases with j. Adding an extra cohort to a study renders the size of the
state space that we have to optimise over to find an optimal dose escalation scheme
drastically larger. As an example of the growth, with three subjects per cohort (nc = 3)
and six possible doses to choose from (m = 6), at the seventh stage there are slightly
more than 750,000 possible realisations of the data and about one million in total over
the course of the trial. As stated above, these numbers grow to 16 million and 25 million
for a trial with ten cohorts.
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Figure 3.2: The number of data sets per stage increases exponentially with the stage number,
j, leading to a very large state space for the optimisation problem.

The number of states at stage j is sensitive to cohort size. Figure 3.3 shows how Kj

increases as the number of subjects in a trial increases when the cohort size changes.
The x-axis shows sample size rather than number of cohorts, thus consider the points
plotted as the number of data sets at the final stage of a trial with that sample size.
We can see that for a particular sample size the number of possible data sets is larger
with a smaller cohort size.

3.3 Modelling the dose-response relationship

In Section 1.1 we discussed that the dose escalation rule used to make decisions about
which dose to allocate to each cohort in an FIH trial can either be rule-based or
model-based. The latter is preferable because in general model-based designs make
fuller use of the data collected in the trial and provide a more precise estimate of the
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Figure 3.3: Number of data sets at a stage corresponding to a given sample size, for three
different cohort sizes.

MTD. We seek the optimal dose escalation scheme for an FIH trial in the class of
model-based trial designs. As such, we describe the relationship between dose and the
probability of a DLE occurring with a parametric model. In Section 1.3.2 we described
an FIH trial design proposed by O’Quigley et al. (1990) termed the CRM. To facilitate
comparison, we shall follow O’Quigley et al. (1990) in our choice of model:

P (Subject allocated dose i experiences a DLE) = ψ(i, a) =
(tanh(dosei) + 1

2

)a
.

(3.1)

We shall work in a Bayesian framework to facilitate obtaining the solution to the decision
problem that is optimal over the range of possible scenarios rather than for a specific
value of the parameter a. Working in a Bayesian framework means that we update the
belief about the model parameter, a, upon receipt of new data as the trial progresses.
Initially, we place an exponential prior on a, π(a), defined by a ∼ Exp(1). At each stage
of the trial, the decision of which dose to allocate to the next cohort or recommend as
the MTD will be based on all available data, utilising the posterior distribution for the
model parameter a. We chose to follow O’Quigley et al. (1990) and use a one-parameter
model instead of the two-parameter model suggested by Neuenschwander et al. (2008)
for computational reasons. We shall discuss these further in Chapter 4.

To define the likelihood of data set Xj = xj under a particular value of the model
parameter a we shall consider the events that contribute to the data set in the order
in which they occur. To do so, we need to introduce some notation. Let the random
variable Uj taking values in {1, 2, . . . ,m} denote the dose level allocated to cohort
j. Thus a cohort allocated uj = j receives dose dosej corresponding to element j
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of D = {dose1, dose2, . . . ,dosem}. In addition, define the random variable Yj as the
number of DLEs experienced by cohort j in response to being allocated dose Uj . Thus,
yj ∈ {0, 1, . . . , nc}. With this definition, a data set at stage j of the trial, after data
have been collected from j cohorts, is described by

Xj = {U1, Y1, U2, Y2, . . . , Uj , Yj}.

Given what has happened at previous stages and the dose allocated to cohort j, Uj = uj ,
the probability of the cohort experiencing a certain number of DLEs is specified by

P (Yj = yj |Uj = uj ; a) ∼Bin(nc, puj (a))

=
(
nc
yj

)
puj (a)yj (1− puj (a))nc−yj ,

(3.2)

where puj (a) = ψ(uj , a).

At the jth stage of the trial, the decision rule, dj is a function that maps the space of
possible stage j data sets, Xj , to the set of possible actions, which in this case is the
set of dose levels available for testing, D. A policy for the trial consists of the decision
rule at each stage, P = {d0, d1, . . . , dJ}, and thus provides a dose escalation scheme.
Thus if j ∈ {1, . . . , J − 1}, dj specifies a dose to allocate to cohort j + 1 given a value
of xj = {u1, y1, . . . , uj , yj}. The decision rule for the final stage, dJ , specifies a dose to
recommend as the MTD given data xJ and d0 specifies the starting dose. For each j,
the function dj is defined for every possible data set xj ∈ Xj . The decision at stage zero
is made before any data are collected. For consistency of notation we define the data at
stage zero, before the trial starts, by the empty set, ∅. Thus the sample space at stage
zero is X0 = {∅} and we can define d0(x0) for x0 = ∅ to obtain a starting dose for the
trial.

Consider the dose allocation for the second cohort. Since we are currently thinking
about the trial events in the order in which they occur we know what the data from
stage one look like: X1 = {U1, Y1} thus we observe x1 = {u1, y1}. The decision rule
provides the dose level for the next stage, thus uj+1 = dj(xj). Using the decision rule,
we have

P (U2 = u2|Y1 = y1, U1 = u1; a) =

1 if u2 = d1(x1)

0 otherwise.
(3.3)

In addition, the choice of starting dose is given by d0(x0) so we have

P (U1 = u1; a) =

1 if u1 = d0(x0)

0 otherwise.
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Now we are in a position to write down the probability of observing data set xj in terms
of the joint probability of the dose allocation for each cohort and each cohort’s response:

P (Xj = xj ; a) = P (U1 = u1, Y1 = y1, U2 = u2, Y2 = y2, . . . , Uj = uj , Yj = yj ; a)

= P (U1 = u1; a)P (Y1 = y1|U1 = u1; a)P (U2|Y1 = y1, U1 = u1; a)

× P (Y2 = y2|U2 = u2, Y1 = y1, U1 = u1; a) . . .

× P (Uj = uj |Yj−1 = yj−1, Uj−1 = uj−1, . . . , Y1 = y1, U1 = u1; a)

× P (Yj = yj |Uj = uj , Yj−1 = yj−1, Uj−1 = uj−1, . . . , Y1 = y1, U1 = u1; a).

For example, with j = 2 we have

P (X2 = x2; a) = P (U1 = u1, Y1 = y1, U2 = u2, Y2 = y2; a)

= P (Y1 = y1|U1 = u1; a)P (Y2 = y2|U2 = u2; a)1{u1 = d0(x0)}1{u2 = d1(x1)}.

As previously mentioned, we want to work with a data set defined by the number
of cohorts allocated to each dose level and the number of DLEs at each dose level,
neglecting order. To convert the above definition of P (Xj = xj ; a) to this format we
simply collect the terms with the same dose allocation. Let ni = #{j : uj = i} and
vi = ∑

j:uj=i yj . Then we have

P (X2 = x2; a) =
2∏
j=1

(
nc
yj

)
m∏
i=1

[
pi(a)vi(1− pi(a))ninc−vi

]
1{u1 = d0(x0)}1{u2 = d1(x1)}.

Thus, we can define the likelihood function as

fXj |A(xj ; a) =
J∏
j=1

(
nc
yj

)
m∏
i=1

[
pi(a)vi(1− pi(a))ninc−vi

]
(3.4)

if {u1, u2, . . . , uj} = {d0(x0), d1(x1), . . . , dj−1(xj−1)} and otherwise fXj |A(xj ; a) = 0.

The posterior density function for a given we have Xj = xj after allocating doses to j
cohorts and observing their responses is thus given by

πA|Xj
(a;xj) =

π(a)fXj |A(xj ; a)
fXj (xj)

(3.5)

=
π(a)∏J

j=1
(nc

yj

)∏m
i=1

[
pi(a)vi(1− pi(a))ninc−vi

]
∫∞

0 π(a′)∏J
j=1

(nc

yj

)∏m
i=1

[
pi(a′)vi(1− pi(a′))ninc−vi

]
da′

(3.6)

=
π(a)∏m

i=1
[
pi(a)vi(1− pi(a))ninc−vi

]∫∞
0 π(a′)∏m

i=1
[
pi(a′)vi(1− pi(a′))ninc−vi

]
da′

. (3.7)
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In Equation (3.7), the order in which the doses were allocated and responses observed
has disappeared. Only the posterior density function for a given the observed data
matters in decision making so we can see that it is not necessary to keep track of the
order in which doses were allocated during the trial.

3.4 Statement of the decision problem

We seek the optimal dose escalation scheme for an FIH trial of the type described in
Section 3.1. Such a scheme is a rule that defines which dose to allocate to the next
cohort given whatever data we have observed so far and a rule that dictates which dose
to recomend as the MTD at the end of the trial given the observed data. In order to find
an optimal scheme we need to define the aims of the trial through an objective function.
In this case we shall define a loss function that depends on the dose response model
parameter, a, and the final decision. Since we are working in a Bayesian framework, the
optimal policy, or equivalently, dose escalation scheme, will be that which minimises
the posterior expected loss given the data at the end of the trial.

3.4.1 Loss functions for an optimal dose escalation scheme

The aim of an FIH trial is to accurately estimate the MTD in a manner that is safe for
the subjects in the trial. Thus we have a trade-off between the safety of trial subjects
and estimation which must be reflected in our chosen loss function.

However, firstly, for simplicity, and to form a benchmark, we define a loss function based
purely on accurate estimation of the MTD. Let us define η as the target rate of DLEs,
and in particular, we shall set η = 0.3. We shall also define pi(a) as the probability of a
DLE occurring at dose i. One choice of loss function is

L(i, a) = |pi(a)− η| = |ψ(dosei, a)− η|. (3.8)

We shall refer to Equation (3.8) as the standard loss. The CRM (O’Quigley et al., 1990)
uses a similar metric when estimating the MTD. The standard loss is therefore useful
for comparing a design using a dose escalation scheme that we derive to the CRM which
is commonly used and extensively researched.

Since the standard loss neglects the safety element of the aim we shall also look at
finding the optimal dose escalation scheme with respect to a loss function that penalises
overdosing subjects. For example, consider redefining the loss function to be data
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dependent, of the form

L(i, a, xJ) = |ψ(dosei, a)− η|+ δ(Total number of DLEs) (3.9)

= |ψ(dosei, a)− η|+ δ
m∑
i=1

vi,J . (3.10)

The parameter δ determines the magnitude of the penalty for overdosing.

3.5 Formulation of the one-safety-endpoint problem as a
dynamic programming problem

Due to the sequential nature of an FIH trial, we hypothesised that dynamic programming
can be applied to obtain the optimal dose escalation scheme. We want to find the
optimal solution to the J + 1 stage decision problem of which doses to allocate over
the course of the trial and which dose to recommend as the MTD at the end of the
trial. Moreover, we want to ensure this solution is optimal overall, not just locally when
considering the next stage of the trial. To do this we need to consider the trial one stage
at a time whilst also thinking about what we would do later in the trial. The problem
of interest at each stage of the trial is thus from a fixed set of dose levels, which is the
optimal choice of dose to allocate to the next cohort, given the data collected so far and
given what will happen later in the trial?

Let us describe an FIH trial in the context of a decision problem as described in Section
2.1. The aim of the trial is to learn about the dose-response relationship. Thus, the
unknown state of nature that describes this system is the model parameter a. That
is, a corresponds to θ in the notation of Section 2.1. The set of actions is the set of
doses available for testing, D. The objective function is given by a loss function such
as Equation (3.8) or (3.10) that depends on the unknown state of nature a and the
final choice of dose. Recall that at each stage of the trial a data set is the combination
of a dose allocation and a DLE profile. The dose allocation is the number of cohorts
allocated to each of the m dose levels, and a DLE profile is the number of DLEs that
have occurred at each dose level. The data at each stage j, Xj , depend on the unknown
model parameter a through the distribution function for the number of DLEs observed
at each dose level, which is binomial with success probability parameter defined by
the dose-response model (Equation (3.1)). The decision rule at each stage of the trial
is given by dj : Xj → D. Together the decision rules at each stage form a policy,
P = {d0, d1, . . . , dJ}, that describes the dose escalation scheme. At any stage of the
trial, the optimal dose escalation scheme tells us what to do next, in order to proceed
optimally, whatever the current data.
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The transition applied by the decision rule at each stage is the allocation of one more
cohort to the specified dose level and between zero and nc DLEs at that dose level. The
transition is a stochastic function since the number of DLEs depends on a probability
distribution function defined by a. In this case, the policy forms a data sampling
method and influences where we observe response data and thus our beliefs about the
model parameter a as we update it via the posterior density function. Thus, a decision
transforms the state of the system Xj which transforms the posterior distribution of the
underlying model parameter, a. The optimal policy, which is the optimal dose escalation
scheme, is that which minimises the expected value of the loss function evaluated at
the end of the trial.

As previously mentioned, the key to the efficiency of dynamic programming is breaking
a problem down into subproblems, storing the optimal solution to those subproblems
to avoid duplicated calculations and building up the optimal solution to the target
problem through the solutions to subproblems. Thus, to solve the problem of finding
an optimal dose escalation scheme for an FIH trial, we employ backward induction, we
start at the end of the trial and work backwards because this ordering corresponds to
starting with the simplest problem. At stage J , we just need to consider which dose to
recommend as the MTD given the observed trial data xJ . At stage J − 1 we need to
consider which dose to allocate to cohort J given the observed data from the first J − 1
stages of the trial, xJ−1, and given that we know how to proceed optimally at stage J .
We then continue working backwards.

At the final stage, the posterior expected loss associated with choosing dosei given
observed data xJ is

EπA|XJ =xJ
[L(i, a)] =

∫ ∞
0

πA|XJ
(a;xJ)L(i, a) da.

Thus, for a particular state xJ , the optimal dose, or equivalently, action, is that which
minimises the posterior expected loss,

d∗J(xJ) = argmin
i : dosei∈D

EπA|XJ =xJ
[L(i, a)], (3.11)

where the expectation is over a ∈ A with xJ fixed. The posterior expected loss associated
with the optimal decision given state xJ is given by

βJ(xJ) = EπA|XJ =xJ
[L(d∗J(xJ), a)]. (3.12)

The optimal decision rule, d∗J , is defined by d∗J(xJ) for every xJ ∈ Xj . We store both the
action given by the optimal rule, d∗J(xJ), and the associated value of the loss, βJ(xJ),
so that we can call upon βJ(xJ) in the next step of the algorithm.
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Second, we step back to when we have observed data from J − 1 cohorts and must
select a dose for cohort J . Then, we proceed to stage J − 2 and continue to iterate
backwards until we reach the start of the trial. The following set of calculations apply
for stages j = J − 1, . . . , 1.

In the example given in section 2.2, we showed that the loss at a given stage of the
algorithm is a combination of the loss at the current stage and the loss at future stages
of the algorithm. The exact form of the recurrence relation in a dynamic programming
problem is specific to a problem. With this problem, for a given xj the loss associated
with each action at stage 0 ≤ j < J is purely defined by the loss associated with the
stage j + 1 data sets the system could transition to under each of the possible actions.
The loss is the expected cost of proceeding optimally for the remainder of the trial.
Rather than having to recalculate the expected loss associated with each of these future
states we can look up the previously calculated and stored value, βj+1(xj+1), where
xj+1 is a state that it would be possible to move to from xj .

Given a data set xj at stage 0 < j < J and a choice of dose to allocate to the next
cohort, there are only a fixed number of data sets the system can move to at stage
j + 1; we can only observe more DLEs at the dose level we choose to allocate to cohort
j+1. Consider xj = (n1,j , . . . , nm,j , v1,j , . . . , vm,j). The set of possible data sets at stage
j + 1 that the system could move to given dose i′ is given by adding k ∈ {0, . . . , nc}
more DLEs to vi′,j . This means there are only nc + 1 next stage data sets we need
to consider when calculating the posterior expected loss conditional on being at xj at
stage j, allocating dose i to cohort j + 1 and proceeding optimally for the remainder of
the trial. We define this quantity as γj(xj , i).

For a given xj , 0 ≤ j < J , and i, let us define the set of possible next stage data sets by
Bxj ,i. This brings us to define the transition probability of moving from xj at stage j
to xj+1 at stage j + 1. This probability is dependent on dose and the model parameter.
We define the transition probabilities q(xj+1|xj , i, a) where xj+1 ∈ Bxj ,i as binomial
with number of trials parameter nc and success probability pi(a), where success in this
sense corresponds to the occurrence of a DLE. Thus, we have

q(xj+1|xj , i, a) =
(
nc
k

)
pi(a)k(1− pi(a))nc−k (3.13)

with pi(a) = ψ(dosei, a) and k is the number of DLEs at dose level i experienced by
cohort j + 1. That is, k = vi,j+1 − vi,j . The probability of moving to any xj+1 /∈ Bxj ,i

from xj when allocated dose level i is zero.

At this point, we can define γj(xj , i), the expected loss associated with allocating dose i
to cohort j+ 1 and proceeding optimally for the remainder of the trial. The expectation
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is taken over the posterior distribution of a given Xj = xj .

γj(xj , i) =
∫ ∞

0
πA|Xj

(a;xj)
∑

xj+1∈Bxj ,i

q(xj+1|xj , i, a)βj+1(xj+1) da. (3.14)

This function defines the loss associated with action a ∈ A given observed data xj at a
non-final stage, as a weighted combination of the loss at possible next stage data sets.
The weights are defined by the posterior probability of transitioning to each state.

The optimal choice of dose at stage j is given by

d∗j (xj) = argmin
i : dosei∈D

γj(xj , i). (3.15)

The minimum posterior expected loss, conditional on the current state and proceeding
optimally for the remainder of the trial is stored as

βj(xj) = γ(xj , d∗j (xj)). (3.16)

Lastly, we can define the overall expected loss associated with a trial design using the
dose escalation scheme prescribed by the dynamic programming algorithm. We calculate
this value at stage zero of the trial, before observing any data, thus the question we are
asking is what the optimal choice of initial dose is, given that we know how to proceed
optimally thereafter. In the absence of data, our beliefs about a are summarised by
the prior, π(a), thus the expectation at this stage is taken over the prior rather than
a posterior distribution. At this point, for a given i the set Bxj ,i is made up of those
data in which one cohort is allocated to dose i and vi = k, k ∈ {0, . . . , nc}. The overall
expected loss conditional on proceeding optimally throughout the trial is given by

β(x0) = min
i : dosei∈D

∫ ∞
0

π(a)
∑

x1∈Bx1,i

q(x1|i, a)β1(x1) da. (3.17)

The overall expected loss for a trial using the resulting optimal dose escalation scheme
is a useful figure for comparison of trial designs. We shall comment more on this later.
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To summarise, the recurrence relation, or Bellman equation, for this problem is defined
by

β(xJ) = min
i : dosei∈D

EπA|XJ =xJ

[
L(i, a)

]
β(xj) = min

i : dosei∈D
γ(xj , i, a) j ∈ {J − 1, . . . , 1}

β(x0) = min
i : dosei∈D

EπA|XJ =xJ

[ ∑
x1∈Bxj ,i

q(x1|i, a)β1(x1)
]
.

To find a dose escalation scheme that is optimal with respect to the chosen loss function,
the dynamic programming calculations outlined above must be performed for every
possible realisation of the data. The output from performing such calculations is a
look-up table for the optimal dose level to choose for the next cohort, at any stage of
the trial, for every possible scenario. This specifies the dose escalation scheme. We shall
refer to a trial using this dose escalation scheme as using the DP design.
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CHAPTER 4

Implementing dynamic programming to find an optimal dose
escalation scheme

4.1 Introduction

In the previous chapter we established that the problem of finding a dose escalation
scheme for an FIH trial that is optimal with respect to a given loss function fits into
the framework of dynamic programming (DP). In this chapter we shall describe the key
computational challenges that arose when trying to implement the DP algorithm using
backward induction for this problem using R (R Core Team, 2019). We shall detail
how we addressed these challenges. Thus, this chapter may be of interest to those who
wish to implement the algorithm for themselves or those who have applied DP in other
contexts. Those with a greater interest in the operating characteristics of an FIH trial
design obtained via DP may wish to progress to the next chapter.

DP provides a dose escalation scheme in the form of the optimal choice of action for every
possible data set at every stage of the trial. For non-final stage data sets, xj , 0 ≤ j < J ,
the optimal choice of action is the optimal choice of dose to allocate to cohort j + 1. At
the final stage, the optimal choice of action is the optimal choice of dose to recommend
as the MTD. This format of the optimal dose escalation scheme has two implications.
Firstly, the format means we must compute the optimal action, d∗j (xj), for every data
set xj ∈ Xj for j = 0, 1, . . . , J using the method described in Section 3.5. Thus we
have a set of calculations that depend on the data, xj , to perform for every possible
xj ∈ Xj for j = 0, 1, . . . , J . In order to iterate over these data sets we need to create an
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object that contains them all. The magnitude of the state space is large and moreover,
increases dramatically as another cohort is added to the trial. Creating an object that
contains all the data sets is therefore non-trivial as we cannot afford to allocate any
more space than is necessary. Recall that a data set is defined by the combination of a
dose allocation, (N1,j , N2,j , . . . , Nm,j), and a DLE profile, (V1,j , V2,j , . . . , Vm,j). There
are multiple possible DLE profiles, (V1,j , V2,j , . . . , Vm,j), for each possible dose allocation,
(N1,j , N2,j , . . . , Nm,j). However, the number of possible DLE profiles depends on the
exact dose allocation. This structure must be exploited as storing data in an object of
the same size for each dose allocation would result in much more memory than necessary
being allocated. Thus the chosen structure of the storage object for every possible data
set is not rectangular. We shall detail our method for generating and storing every
possible data set for every stage of the trial in Section 4.2.

Secondly, the format in which DP provides a dose escalation scheme means we need to
store the optimal choice of action, d∗j (xj), for every possible data set xj ∈ Xj at every
stage j = 0, 1, . . . , J , so that when we run a trial using this design, either in practice or
by simulation, we can look up the optimal action corresponding to the data we observe.
This means there needs to be an ordering to the storage that makes it possible to locate
d∗j (xj), the optimal action given a particular data set, xj .

Further, a fundamental aspect of the DP algorithm is storing the optimal solution to
subproblems as they are calculated such that the values can be recalled when required
at a later stage of the algorithm instead of recalculated. This means that we need
to store the βj(xj) associated with d∗j (xj) for each xj ∈ Xj for every j = 0, 1, . . . , J .
Moreover, similarly to the need to be able to locate a particular d∗j (xj) to run a trial
using the DP design, the storage system needs to be designed such that we can look up
a particular βj(xj).

Implementing a storage and look-up method for the output of the DP calculations was
also non-trivial due to the magnitude of the state space. The magnitude means that
a look-up method that searches through the storage object until it finds the target
value is too inefficient. Instead we need to define a map between a data set in the
form, {n1,j , n2,j , . . . , nm,J , v1,j , v2,j , . . . , vm,j}, and the storage location in the object
containing the result of calculations in the DP algorithm. We shall detail how we formed
this map in Section 4.4.

As shown in Section 3.5, the calculations that must be performed for every possible
data set at every stage of the DP algorithm require numerical integration to compute
expectations. Once again, the magnitude of the state space means that without an
efficient implementation, these calculations are expensive. Instead of using the base
R function for integration (named integrate (R Core Team, 2019)), we developed a
numerical integration scheme that is considerably more efficient for this problem. We
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choose an integration grid that is tailored to the range of posterior density functions
for the dose-response model parameter that can arise given the possible data sets. The
reason for this is that expectations are taken over the posterior density function. We
break the calculations involving integration down into an element that depends on the
data xj and an element that is not data-dependent. The latter can be evaluated outside
the loop over every possible data set rather than repeatedly in the calculations related
to every data set. We shall describe this numerical integration scheme fully in Section
4.6.

The content of this chapter addresses similar themes to those addressed by Wathen and
Christen (2006) who discuss the implementation of backward induction for sequentially
adaptive clinical trials. In particular, Wathen and Christen (2006) present a method
for storing and retreiving the DP output efficiently, both during the algorithm and
in simulating trials using the resulting rule. Wathen and Christen (2006) consider a
two-arm trial with a binary endpoint. At each stage of the trial, or equivalently, the
decision problem, either the trial is stopped or one more subject is enrolled to one of
the two treatments. In this problem a state is defined by four numbers: the number
of subjects and the number of responses on each treatment. The authors discuss the
need to reduce the amount of information that is stored at each stage as well as the
need for an efficient retrieval method. The work of Wathen and Christen (2006) was
conducted in 2006 and the scale of the problem considered is small compared to the
application of an FIH trial that we discuss. Our work is possible due to the scaling up of
modern computers, however we must still address similar principles to those addressed
by Wathen and Christen (2006) to obtain a solution for FIH trials of non-trivial size.

In addition, Pilarski et al. (2021) discuss the computational techniques which enabled
them to implement dynamic programming to obtain the optimal solution to the
multi-arm bandit problem. Namely, Pilarski et al. (2021) consider the minimum
amount of information required to store the full state space by exploiting the structure
of the state space. We address a similar issue in section 4.2. Pilarski et al. (2021) also
exploit properties of the solution to further reduce the storage required for the optimal
solution.

In summary, in order to implement the DP algorithm to find an optimal dose escalation
scheme for an FIH trial, the magnitude of the state space means a number of elements
of the coding required careful consideration. Namely, these include: the storage of every
possible data set for each stage of the trial; a method to determine the storage location
of the optimal action, or associated loss, given a particular data set; and the numerical
integration method. In addition, the size of the state space means we benefit greatly
from parallelisation and the use of a High Performance Computer. The remainder of
this chapter provides the details of our solution to the aforementioned computational
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challenges.

4.2 Data generation and storage

Recall that we are considering an FIH trial with J stages. We denote a data set at
stage j, j ∈ {0, 1, . . . , J}, by xj = (n1,j , . . . , nm,j , v1,j , . . . , vm,j). The dose allocation is
given by (n1,j , . . . , nm,j), where ni,j is the number of cohorts, from the first j cohorts,
that are allocated to dose i. The DLE profile is given by (v1,j , . . . , vm,j): the number
of DLEs that occurred at each dose level, amongst the first j cohorts. We denote the
optimal action given a particular stage j data set xj by d∗j (xj) and the value of the
expected loss associated with that action by βj(xj). The magnitude of the state space
at later stages in a trial and how it grows dramatically with j, means we needed to
think carefully about the most efficient way to define a possible realisation of the data
in order to ensure the state space is not larger than necessary. Otherwise, it would only
take a small number of cohorts in the trial to render the state space prohibitively large.

Furthermore, the calculations in the DP algorithm, given in Section 3.5, must be
performed for every possible realisation of the data, xj ∈ Xj , for each stage, j =
0, 1, . . . , J . The calculations are data-dependent thus we need a mechanism for iterating
over the realisations of the data. This means it is not enough just to know how many
possible data sets there are when we have j cohorts of nc subjects and m dose levels.
We also need to generate every data set.

Let us first focus on the possible dose allocations. As described in Section 3.2, to reduce
the amount of information that must be stored to define every possible dose allocation
at each stage of the trial we neglect the order of dosing and store a cumulative dose
allocation. This means that at stage j a stored dose allocation contains the number
of cohorts allocated to each dose level over the first j stages of the trial. Further
we utilise the storage form of a dose allocation which we defined in Section 3.2 and
illustrated in Figure 3.1. To recap, the storage form uses the concept of stars and
bars from Feller (1968) and represents a dose allocation by the positions of the bars,
b = {b1, b2, . . . , bm−1}. If we consider a dose allocation for j cohorts as j stars drawn in
a line, putting m− 1 bars between the stars divides the j cohorts into m groups. With
an imaginary bar at both ends of the line, counting the number of stars between each
pair of bars gives the number of cohorts allocated to each dose level. The number of
cohorts allocated to the first dose, dose1 is the number of stars to the left of b1 and
the number allocated to the highest dose, dosem, is the number of stars to the right
of bm−1. Thus the dose allocation can be uniquely determined by the positions, b, of
m− 1 bars in j +m− 1 possible positions which means we only need to store m− 1
numbers to define a dose allocation.
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As well as creating the data to iterate over in the DP algorithm, one purpose of generating
every possible dose allocation is to define an ordered list for the dose allocations. The
ordered system is important when it comes to storing output from the DP algorithm,
namely d∗j (xj) and the associated βj(xj), in such a way that we can retrieve a particular
βj(xj), when required at the next stage of the algorithm, to compute a βj−1(xj−1) for
some xj−1 that could transition to xj at stage j. It is similarly important for facilitating
looking up the optimal action for the observed data, d∗j (xj), when simulating an FIH
trial using the DP design.

For each stage j of the trial, there are

Tj =
(
j +m− 1
m− 1

)

possible dose allocations over the stages of the trial so far. We store every possible stage
j dose allocation, b, in a matrix Dj with dimensions Tj × m− 1. Each row, indexed
by l, contains a possible b and the ith column contains bi, the position of the bar that
separates the cohorts allocated to dosei and dosei+1 in the stars and bars representation.
We combine the matrices Dj , j ∈ {1, 2, . . . , J} into an R list of length J such that the
jth element of the list contains Dj , the matrix containing every possible stage j dose
allocation.

Now we shall discuss how we arrange the dose allocations within each matrix so that
we have an ordering. The first row in Dj corresponds to every cohort being allocated to
the highest available dose: b1 = (1, . . . , (m − 1)). The last row in Dj corresponds to
allocating all cohorts to the lowest available dose, bTj =

(
j+1, . . . , j+m−1

)
. We define

the rows in between similarly to how an odometer functions. That is, we increment
bm−1 until it cannot be incremented further, then bm−2 is incremented and bm−1 returns
to its lowest possible value. Subsequently, bm−1 is incremented again and the process
continues. Thus, digits in column m− 1 change most quickly and column one changes
most slowly.

In order to generate every possible dose allocation and efficiently construct the matrix
Dj with the ordering described above, we consider how many times each digit is repeated
in each column of Dj . We work column by column to construct Dj . Each column
contains the digits {i, . . . , j + i}. This is because bi must be at least i to make room for
the previous i− 1 bars and cannot exceed j + i because there are m− 1− i bars to the
right of bi and j +m− 1 possible positions. Firstly, we consider how many allocations
start with a one in the first column, then a two in the first column, and so on up to
j + 1. Moving to the second column, we must count how many dose allocations with
b1 = 1 have b2 = 2, then how many have b2 = 3 and so on. Then we count how many
dose allocations with b1 = 2 have b2 = 3, then how many have b2 = 4 et cetera. This
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process continues until we have b1 = j + 1 at which point we have just one possible dose
allocation, everyone allocated to the lowest dose level, bTj = (j + 1, . . . , j +m− 1).

Let k be a digit in column i and write bl,i to describe the element of Dj in row l and
column i. The number of rows Dj with k in column i = 1 is given by

z1,k =
∑
l

I(bl,1 = k) =
(
j +m− 1− k

m− 2

)
, k = 1, . . . j + 1. (4.1)

Thus, we obtain the first column of Dj in R with a call to the function rep such that
each digit k, k ∈ {1, 2, . . . , j + 1} is repeated z1,k times.

For columns i = 2, . . . ,m− 1, given an admissible configuration of the first i− 1 bars,
{bl,1 = h1, . . . , bl,i−1 = hi−1}, the number of rows of Dj with k ∈ {hi−1 + 1, . . . , j + i}
in column i is defined by

zi,k =
∑
l

I(bl,i = k ; bl,1 = h1, . . . , bl,i−1 = hi−1) (4.2)

=
(
j +m− 1− k
m− (i+ 1)

)
. (4.3)

For i ∈ {1, 2, . . . ,m − 2}, zi,k is determined by the number of ways to choose
{bi+1, . . . bm−1}, the positions of the bars to the right of bi. As such, for a given i and
k, zi,k is the same for any {bl,1, . . . , bl,i−1}. For any given {bl,1, . . . , bl,m−2} we have
zm−1,k = 1.

We have used the above formulae to construct the matrix Dj , the matrix of stage j dose
allocations, for each j ∈ {1, 2, . . . , J}. Thus, this counting mechanism forms an ordered
list of the Tj dose allocations for each stage j, indexed by l. In the DP algorithm we are
faced with the problem of locating a particular dose allocation. Given a dose allocation
in storage form, b, we can obtain its row position l in matrix Dj using the equations
given above for the number of times each digit is repeated in each column.

For example, consider the stage three dose allocation of one cohort allocated to the second
dose level, one to the fourth dose level and one to the fifth. This is (n1,3, n2,3, . . . , n6,3) =
(0, 1, 0, 1, 1, 0) in cohort form and b = (1, 3, 4, 6, 8) in storage form. Indexing of the
matrix starts at 1. We obtain the index l of b = (1, 3, 4, 6, 8) by working through the
columns, considering how many rows the digit in column i adds to the index. Since
b1 = 1 we don’t need to increment the index. We have b2 = 3 so we know the target
row is below all the rows with {b1 = 1, b2 = 2} The number of consecutive rows with
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k = 2 in column two when j = 3 is

z2,2 =
(

3 + 6− 1− 2
6− (2 + 1)

)
=
(

6
3

)
= 20.

Since the second and third columns contain consecutive numbers we do not need to
increment the index for the third column. Since b4 = 6, for the fourth column we need
to consider how many consecutive rows there are with bl,4 = 5. The number of such
rows is given by

z4,5 =
(

3 + 6− 1− 5
6− (4 + 1)

)
=
(

3
1

)
= 3.

Lastly, we know that when bl,4 = 6 there is one row with bl,5 = 7 above a row with
bl,5 = 8 so we need to increment the index by one. Thus, since the index of the first
row is l = 1, we add the increments for each column to one to obtain the index of the
target dose allocation: l = 1 + 0 + 20 + 0 + 3 + 1 = 25.

The general equation to obtain the index l of the target dose allocation
b = {b1, b2, . . . , bm−1} is given by

l = 1 +

1{b1 > 1}
b1−1∑
r=1

z1,r +

m−1∑
i=2

(
1{bi − 1 > bi−1}

bi−1∑
r=bi−1+1

zi,r

)
.

(4.4)

Moving on to the generation and storage of the DLE profiles, as previously mentioned,
the number of possible DLE profiles corresponding to a particular dose allocation
depends on the precise make up of the dose allocation. Define the number of possible
DLE profiles for dose allocation bl at stage j, written as (n1,j , n2,j , . . . , nm,j)l in cohort
form, by Rj,l where

Rj,l =
∏

i:dosei∈D
(ni,jnc + 1).

The fact that this number depends on the dose allocation means that we gain in terms of
storage efficiency by using an object that we can specify to take a different shape for each
dose allocation rather than an object that is rectangular. For a given dose allocation,
we store the Rj,l DLE profiles in a matrix Sj of size Rj,l×m. Each row contains a DLE
profile and column i gives the number of subjects allocated to dosei that experience
a DLE. The DLE profiles corresponding to a dose allocation (n1,j , n2,j , . . . , nm,j) are
simply given by every possible combination of 0, . . . , ni,jnc DLEs for each dose level
(i = 1, . . . ,m). For example, given dose allocation (n1,2, n2,2, . . . , n6,2) = (0, 1, 1, 0, 0, 0)
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we could observe between zero and three DLEs on each of the second and third dose
levels, but none on the rest. Thus we generate all the combinations of choosing from
{0, 1, 2, 3} for the second and third elements of the DLE profile and zeros elsewhere.
This gives 16 possible profiles. We were able to easily generate the matrices Sj using
the expand.grid function from base R (R Core Team, 2019).

The matrices Sj are combined into an R list of length Tj . Since we need to iterate
over the data sets within the DP algorithm, where a data set contains both a dose
allocation and a DLE profile, each element of this list of length Tj in fact contains two
elements. One element is the matrix Sj of DLE profiles corresponding to dose allocation
bl at stage j and the other is dose allocation bl converted from storage form to cohort
form. These lists are then combined into a list of length J so that we have one object
containing every possible data set, indexed by stage and then dose allocation.

The code for generating the possible realisations of the data could be optimised further
but our goal is to show that DP can be applied to this problem rather than to produce
software of a commercial standard. Furthermore, this is a set-up part of the code that
only needs to be run once. This means that a sub-optimal running time is considerably
less important here than if it were an piece of code inside the loop over realisations of
the data.

4.3 Storage of dynamic programming output

We shall now move on to discussing storage of the output of the DP algorithm. This
algorithm outputs the optimal decision to make given what has been observed so far
in the trial, d∗j (xj), for every possible set of observations. This means that for every
possible realisation of the data, xj ∈ Xj , at every stage of the trial, j = 0, 1, . . . , J ,
the optimal decision d∗j (xj) needs to be stored. Alongside this, we must also store the
expected value of the loss function evaluated at the optimal decision, or the conditional
expected value, for the final and non-final stages respectively, βj(xj). Furthermore,
when considering every stage of the trial apart from the final, the algorithm needs to
use these previously computed optimal values in its calculations. This means that, as
well as there being a lot of information to store, it needs to be easy to find the storage
location of the optimal value corresponding to a particular realisation of the data. For
each xj , the required βj+1(xj+1) are those corresponding to xj+1 that are possible at
the next stage given the current data. In the notation of Section 3.5, this is the elements
of Bxj ,i for all i ∈ {1, 2, . . . ,m} for the given xj .

We designed a storage object for the DP output such that its size depended on the
number of DLE profiles corresponding to a particular dose allocation. This avoids empty
elements in the object and ensures that identifying a storage location relative to a DLE
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profile requires little work. For a given dose allocation bl, l ∈ {1, 2, . . . , Tj}, for a given
stage j ∈ {1, . . . , J} we store d∗j (xj) in a multidimensional array. The dimensions of this
multidimensional array are determined by the dose allocation that it corresponds to, dose
allocation bl, and the number of subjects per cohort, such that it allows for every possible
DLE profile to relate to an index of it. To account for the fact that R array indexing
starts at one rather than zero, add one to the number of DLEs observed at each dose
level to find the position in the multidimensional array that a DLE profile corresponds
to. For example, for the stage 3 dose allocation (n1,3, n2,3, . . . , n6,3) = (2, 1, 0, 0, 0, 0) we
use a 7×4×1×1×1×1 array. If xj = (2, 1, 0, 0, 0, 0, 4, 2, 0, 0, 0, 0), thus the DLE profile
is (v1,3, v2,3, . . . , v6,3) = (4, 2, 0, 0, 0, 0), d∗j (xj) would be stored in index [5, 3, 1, 1, 1, 1] of
the array. A second array of the same dimensions is used to store the values of βj(xj)
corresponding to the xj comprised of dose allocation (2, 1, 0, 0, 0, 0) and each of the 28
possible dose allocations.

Thus, for each dose allocation bl, l ∈ {1, 2, . . . , Tj}, for each stage j = 1, . . . , J we
combine the multidimensional arrays containing d∗j (xj) and βj(xj) into a list of length
two. The lists for all Tj dose allocations at stage j are combined into a list of length
Tj . The ordering of the elements of this list is the ordering defined by the counting
mechanism used to generate every possible dose allocation for a given stage which
is described in Section 4.2. The lists corresponding to each stage are also combined
into a list which has length J . To clarify this description with an example, suppose
we wish to find the optimal dose to recommend as the MTD from a choice of six
doses, at the end of a trial with seven stages in which two cohorts were given the first
dose, one was given the second, two the third and two the fourth with just two DLEs
observed at dose four. That is, the dose allocation is given by (2, 1, 2, 2, 0, 0) and the
DLE profile is (0, 0, 0, 2, 0, 0). If the object storing the DP output is called DP_output,
and the multidimensional arrays are named decision and beta, in R code the optimal
decision is stored in DP_output[[7]][[627]]$decision[1,1,1,3,1,1], where 627 is
the position l of this dose allocation in the list of all possible dose allocations for seven
cohorts and six dose levels. That is, to find the optimal decision corresponding to this
data set we need to look in the seventh element of the top level list. We then need to
look in the 627th element of the next level list, then inside the third level list we need
to look in the array named decision in the position given by the index [1, 1, 1, 3, 1, 1].

4.4 Locating the storage location of previously calculated
dynamic programming output

The calculations in the DP algorithm relating to non-final stages of the trial, that
is, stages j where j ∈ {0, 1, . . . , J − 1}, such as Equation (3.14), require previously
calculated values βj+1(xj+1). As a result, we need to be able to locate βj+1(xj+1) in
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the object storing the DP output. As mentioned in the previous section, once the
list element corresponding to the dose allocation has been located, finding the index
corresponding to the DLE profile in the multidimensional array is a trivial task. Initially,
we used an R function, row.match, from the prodlim package (Gerds, 2019) to search
for the row in Dj , the matrix of every possible stage j dose allocation, that matched
a given dose allocation. This seemed to take an acceptably small fraction of the total
computation time when the integration method was inefficient but we found it to be
a considerably larger fraction of the total computation time when investigating more
efficient integration methods. It is due to the size of the state space for this problem that
finding the index corresponding to the dose allocation by searching through the matrix
Dj until the target dose allocation is found, or checking every row, is too inefficient.
Further, as j increases, this matching row search becomes increasingly inefficient.

In Section 4.2 we described a method for finding the index l of a particular stage j dose
allocation in the matrix Dj . Here we shall present an alternative method. Consider all
the permutations of choosing from 0 to j for m dose levels. We can generate this matrix
using the expand.grid function from base R (R Core Team, 2019). We shall refer to
this matrix by Mj . The ordering created by expand.grid is such that the values in the
first column are incremented first whilst the values in the remaining columns are fixed,
then the value in the second column is incremented whilst the columns to the right
remain fixed, and so on. This means that each value in the second column is repeated
j + 1 times. Each value in the third column is repeated (j + 1)2 times to allow for each
combination of 0 to j in the first column with every value of 0 to j in the second column.
Thus, each value in the ith column is repeated (j + 1)i−1 times before it is incremented.
Using this expression we can define a straightforward map between a vector of length
m for which each element of the vector is in {0, 1, . . . , j}, (n1, n2, . . . , nm), and the row,
rj , in the matrix of all possible vectors of such form, Mj . This is given by

rj =
∑
i=1:m

(ni(j + 1)i−1) + 1, (4.5)

where one is added to account for R indexing starting at one rather than zero.

For example, with j = 2 and m = 3, the matrix M2 has 27 rows. The first column
repeats the sequence (0, 1, 2) nine times. The second column repeats the sequence
(0, 0, 0, 1, 1, 1, 2, 2, 2) three times and the third column repeats zero nine times, one nine
times, then two nine times. Equation (4.5) tells us that the vector (1, 2, 0) is in row
r2 = (1× 30) + (2× 31) + (0× 32) + 1 = 8 of the matrix M2.

We need to know the index l of a dose allocation in Dj , the matrix containing every
possible dose allocation for a stage, rather than rj , the index of the dose allocation
in the matrix Mj of all possible permutations of choosing from {0, 1, . . . , j} m times.
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Thus, we define a map between a stage j dose allocation and its row index l in Dj via
a two step process. We first map the dose allocation to its row index rj in Mj using
Equation (4.5). Secondly, we map rj to l.

We perform the second step of constructing this map by matching the rows in the two
matrices using the row.match function. This is a relatively expensive calculation but
this part of the process need only be carried out once. It can be performed ‘offline’
and stored in a look-up table. This means that it does not matter if this section of the
code to implement the DP algorithm takes in the order of up to several minutes to run,
because this running time will only be added to the total running time once, rather
than multiplied by the total number of realisations of the data.

This look-up table has two columns. The first column contains the values rj and the
second column contains the corresponding l. Thus, to obtain the row index l of a stage
j dose allocation in Dj , we compute rj using Equation (4.5) then read off the value
of l from the second column of row rj of the look-up table. However, the only rows
of the matrix Mj that correspond to admissible dose allocations are those that sum
to j. This means that if the look-up table has the same number of rows as Mj , many
of the entries in the column corresponding to l are empty. As such, with this method
we would be storing a larger matrix than necessary. In R it is easy and efficient to
locate the element of a vector that is equal to a specific value. Thus, we can reduce
the look-up table to the rows that correspond to admissible dose allocations. In this
case, once we have computed rj using Equation (4.5), we obtain the row index l of a
stage j dose allocation in Dj by locating the row of the look-up table that has rj in the
first column and reading off the value of l from the second column of that row. In a
program that does not have an efficient method to locate the element of a vector equal
to a specific value, it may be more efficient to store the full look-up table.

This method means that in the code for the DP algorithm corresponding to non-final
stages of the trial, for each realisation of the data, xj , when we need to identify the
location of a given βj+1(xj+1) to evaluate the conditional expected loss, βj(xj), using
Equations (3.14) and (3.16), we use Equation (4.5) to convert the dose allocation for
the data set in question, xj+1, to rj+1. Then we look up the corresponding l in the row
of the look-up table for stage j + 1 that contains rj+1.

Recall the example used in Section 4.2, namely, the stage three cohort form dose
allocation (0, 1, 0, 1, 1, 0). Equation (4.5) tells us that this dose allocation is in row
r3 = 325 in the matrix of all possible permutations of choosing from {0, 1, . . . , 3} six
times. We would then find l = 25 in the row of the look-up table for the map for the
indices of stage three dose allocations that has 325 in the first column. This is the
position of the storage form depiction of this dose allocation, (1, 3, 4, 6, 8), in the matrix
D3 of every possible stage three dose allocation when there are six doses to choose from.
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The same two step process of finding rj using Equation (4.5) then using the look-up
table to convert rj to l is also used to locate the d∗j (xj) corresponding to the data
observed in a trial, xj , when simulating trials using the DP design.

4.5 Parallelisation

To further optimise running time of the DP algorithm we considered parallelising the
DP algorithm code and running it on the Balena High Performance Computing (HPC)
Service at the University of Bath. For this, we used the base R package parallel (R
Core Team, 2019). This DP algorithm can only reasonably be parallelised within stage,
rather than splitting the realisations of the data over different cores. This is due to
the fact that, apart from for the first stage of the algorithm which concerns the final
stage of the trial, for each realisation of the data, xj , the algorithm calls previously
computed values associated with data that it would be possible to observe at the next
stage, xj+1. Possible data sets, xj+1, are the elements of Bxj ,i for each i ∈ {1, 2, . . . ,m}
in the notation of Section 3.5. The work required to establish which these data sets
are and more importantly which core performed the work for them in order to retrieve
the value would require communication across cores. This would be impractical and
expensive. Nonetheless, parallelising over realisations of the data within stage still
provides efficiency gains in computational time. In this case, the complete look-up table
of optimal values, βj(xj), and optimal decisions, d∗j (xj), for stage j is passed to every
core in the set-up for the stage of the algorithm concerned with stage j − 1 of the trial.

In addition, we only make use of cores within a node of Balena, rather than multiple
nodes, as parallelising across nodes in R is not straightforward. This means that the
data sets, and corresponding work, within a stage are distributed over 16 cores. The
functionality provided by the parallel package (R Core Team, 2019) automatically
distributes the workload over the available cores, the workers, and gathers the results
to the master.

As well as running the DP algorithm code on Balena, we can easily parallelise the
code to perform simulations of FIH trials. As we shall discuss in the next chapter, we
use simulation to analyse and compare the properties of different trial designs. Trial
simulations are in fact an embarrassingly parallel problem which means we can simply
divide the number of trial replicates across cores and combine the resulting output.
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4.6 Numerical integration method

4.6.1 Use of integration in the dynamic programming algorithm

For each realisation of the data, xj ∈ Xj , at every stage of the trial, j = 1, 2, . . . , J ,
the DP algorithm calculates the posterior density function of a, the model parameter,
given those data. Subsequently, the algorithm computes the expected loss at each dose
level, or conditional expected loss, depending on whether it is the final stage, J , or a
non-final stage, j = 0, 1, . . . J − 1. For every final stage data set, xJ ∈ XJ , the following
integration must be performed for i ∈ {1, 2, . . . , 6}:∫ ∞

0
πA|XJ

(a;xJ)L(i, a) da. (4.6)

The minimum over i gives βJ(xJ) as in Equation (3.12). For every data set at a non-final
stage, that is, for all xj ∈ Xj , for all j = 1, . . . , j − 1, the following integration must be
evaluated for i ∈ {1, 2, . . . , 6}:∫ ∞

0
πA|Xj

(a;xj)
∑

xj+1∈Bxj ,i

q(xj+1|xj , i, a)βj+1(xj+1) da. (4.7)

For j = 0, we replace the posterior, πA|Xj
(a;xj), with the prior, π(a). For each xj ,

j = 0, 1, 2, . . . , J − 1, the minimum of Equation (4.7) over i gives βj(xj) as in Equation
(3.14) (or Equation (3.17) for j = 0). Both these calculations require integration to be
performed. Thus, the majority of the work conducted in the DP algorithm is integration.
As a result, speeding up the integration method greatly speeds up the program as a
whole. Given the large number of possible data sets, this is a pivotal step in enabling
the DP algorithm to be run in a time frame conducive to exploring a range of scenarios.

Initially, we used the inbuilt R function, integrate (R Core Team, 2019), to perform
these calculations. However, with this method, running the algorithm for even a small
sample size such as seven cohorts of three took more than a day. This is longer than is
practical for experimenting with different loss functions and other design features. The
integrate function uses Gauss-Kronrod quadrature which is an adaptive quadrature
rule. Here, adaptive means that the method chooses a grid of points at which to
evaluate the function based on the shape of the function. It finds a grid to suit the
particular integrand. Using the inbuilt function means that work is performed every time
integrate is called and no information is shared between calls. We can take advantage
of common terms in multiple integrals and evaluate these only once. Moreover, we
can make use of the fact that many of the functions to be integrated have a similar
shape and set up a grid that is efficient for all required integrals. Instead of an adaptive
grid selection method, we shall choose a particular mesh and employ the composite
Simpson’s rule to calculate the value of an integral. Simpson’s rule adds the midpoints
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of the points in the mesh to form an integration grid then computes a weighted sum
of the function evaluated at the grid points. The term mesh will henceforth refer to
the vector of values we choose to cover the range of integration and grid will refer to
the vector containing both the points in the mesh and the midpoints between the mesh
points used in Simpson’s rule. Thus the length of the grid is the number of times a
function will be evaluated to compute the value of an integral using the composite
Simpson’s rule. With a fixed grid, any part of the function to be integrated that does
not depend on the data can be evaluated once, outside of the loop over data sets, rather
than in the calculations for every data set. This will reduce the number of repeated
calculations and thus the overall work required to run the DP algorithm. This means
running time will be reduced.

At the first stage of the algorithm, which concerns the final stage of a trial, the integrand
corresponding to dosei′ is

πA|XJ
(a;xJ)L(i′, a), (4.8)

where πA|XJ
(a;xJ) is the posterior density function for a given current data, xJ , and

L(i′, a) is the loss function, dependent on dose level, i′, and the model parameter a.
This integration, over (0,∞), must be performed for every possible realisation of the
data, xJ ∈ XJ . The posterior depends on the data, xJ . However, the loss function does
not. Further, recall the form of the numerator of the posterior density function for a
given data xJ = (n1,j , n2,j , . . . , nm,j , v1,j , v2,j , . . . , vm,j) from Equation (3.7). Thus, we
have:

π(a)
m∏
i=1

[
pi(a)vi(1− pi(a))ninc−vi

]
. (4.9)

In addition, recall that pi(a) =
(tanh(dosei) + 1

2

)a
. Thus, not all elements of the

posterior density function for a depend on the data, xJ . Namely, the prior, π(a), and
the success probability term in the likelihood function, pi(a), which is given by the
chosen dose-response model. To integrate Equation (4.8) using Simpson’s rule, define a
grid of K values for a ∈ (0,∞), {α1, . . . , αK}, as well as associated integration weights,
{w1, . . . , wK}. Then, we have∫ ∞

0
πA|XJ

(a;xJ)L(i′, a)da

=
∫ ∞

0

π(a)∏m
i=1

[
pi(a)vi(1− pi(a))ninc−vi

]∫∞
0 π(a′)∏m

i=1
[
pi(a′)vi(1− pi(a′))ninc−vi

]
da′

L(i′, a)da

≈
K∑
k=1

wk
π(αk)

∏m
i=1

[
pi(αk)vi(1− pi(αk))ninc−vi

]∑K
k′=1wk′π(αk′)

∏m
i=1

[
pi(αk′)vi(1− pi(αk′))ninc−vi

]L(i′, αk).

(4.10)
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Choosing a fixed integration grid, rather than using an adaptive method to find a grid
in each iteration of the loop over data sets xJ ∈ XJ , means that the loss function,
and the parts of the posterior density function for a that do not depend on the data,
xJ , can be evaluated at the grid points αk outside of the loop over every possible
data set. More importantly, this means that these calculations are only performed
once. Thus, for each dose, dosei i ∈ {1, 2, . . . , 6}, we store the vector Li containing
the loss function evaluated at every grid point, L(i, αk), k ∈ {1, 2, . . . ,K}. We shall
also store the vectors pi containing the success probability function evaluated at
the grid, pi(αk), k ∈ {1, 2, . . . ,K}, for each dose level, i ∈ {1, 2, . . . , 6}. Further,
the multiplication by the integration weights, wk, is also the same calculation in
each iteration if multiplied by a non-data-dependent element such as π(a). Thus, we
additionally calculate and store the vector wp containing wkπ(αk), k ∈ {1, 2, . . . ,K},
once. We shall refer to the kth element of a vector x by [x]k. Then, for a given xJ , we
perform the following calculations to obtain the value of Equation (4.10) for dose level
i ∈ {1, 2, . . . , 6}:

1. evaluate the data likelihood l(xJ) at each αk using the stored pi:
[l(xJ)]k = ∏m

i=1[pi]vi
k (1− [pi]k)ninc−vi ,

2. compute the denominator of the posterior density function for a given xJ :
D = ∑

k[l(xJ)]k[wp]k,

3. for each dose level i ∈ {1, 2, . . . , 6} compute
∑
k[wp]k[l(xJ)]k[Li]k

D
.

At subsequent stages of the algorithm the integrand is

πA|Xj
(a;xj)

∑
xj+1∈Bxj ,i

q(xj+1|xj , i, a)β(xj+1). (4.11)

With a fixed integration grid, we deal with the posterior density function for a given a
non-final stage data set xj , 0 < j < J , in the same way that we deal with the posterior
density function for a given a final stage data set, xJ , as described above. To integrate
(4.11) for every non-final stage data set, xj , 0 < j < J , we must additionally evaluate
the probability of transitioning to each of the possible xj+1 at stage j + 1, from the
given xj , at every grid point αk, k ∈ {1, 2, . . . ,K}. The set of possible xj+1 for each
dose level i ∈ {1, 2, . . . ,m} is given by Bxj ,i which is defined in Section 3.5. Recall the
definition of the transition probability q(xj+1|xj , i, a), given by Equation (3.13):

q(xj+1|xj , i, a) =
(
nc
k

)
pi(a)k(1− pi(a))nc−k (4.12)

The dependency of the transition probability q(xj+1|xj , i, a), on data, xj , is through the
number of DLEs, k, that occur at the next stage state xj+1. For each xj we consider
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transitioning to states for which zero to three DLEs occur in cohort j + 1 if allocated
dose i. Thus we only consider future events rather than those contained in xj . This
means there is in fact no dependence on the current data xj in the transition probability.
For every data set xj we must compute the same set of transition probabilities, that
is, the same 24 if m = 6 and nc = 3. As such, we evaluate q(xj+1|xj , i, a) at the
integration grid, outside of the loop over xj , for each i and considering cohort j + 1
experiencing each of zero to three DLEs. That is, with k ∈ {0, 1, 2, 3} in Equation
(4.12). We store these vectors. In the final stage calculations we evaluated the success
probabilities for each dose level i ∈ {1, 2, . . . , 6} at the integration grid and stored these
vectors, pi, i ∈ {1, 2, . . . , 6}. At stages of the algorithm corresponding to non-final stages
of the trial, the calculations that must be performed inside the loop over data sets
xj , 0 < j < J , are similar to those for the stage of the DP algorithm corresponding to
the final stage of the trial. That is, the data dependent part of the integrand must be
evaluated at the grid points; these values are then multiplied by the pre-evaluated part
of the integrand and then the result must be summed. This is fewer calculations than
the number required to evaluate all of Equation (4.7) for each xj ∈ Xj at each stage.

4.6.2 Fixed mesh method

To minimise the amount of work required to evaluate the integrals given in Equation
(4.6) and (4.7) we strive to choose an integration grid with as few points as possible
such that the evaluation is accurate to within some small ε of the true value. The grid
therefore needs to be robust to the wide range of posterior density functions for the
model parameter a that arise given every possible data set, xj ∈ Xj , 0 < j ≤ J . Figure
4.1 demonstrates the range of possible shapes with several examples of data sets from a
trial of nine cohorts of three. Plots B and C show some of the extreme cases in which 26
out of 27 subjects and all 27 subjects experience a DLE, respectively. The axes for these
plots differ from the axes for Plot A in order for the difference between the curves on
each plot to be visible. Since choosing an integration mesh, which becomes the chosen
grid by adding the midpoints of each mesh interval, is something that happens ‘offline’
before running the DP algorithm, we can take time to learn about the properties of the
shape of the set of functions. This exploration enables us to choose a suitable mesh.

The underlying structure of the chosen integration mesh uses an idea presented in
Chandler and Graham (1988) and applied in Jennison and Turnbull (1999): the mesh
points are uniformly spaced in the main part of the function and logarithmically spaced
in the tail. The functions integrated in Jennison and Turnbull (1999) were of the
form of a normal density multipled by a smooth bounded function. The integration
range was (−∞,∞). The main part of the function to be integrated was defined as
the part spanning three standard deviations either side of the mean. However, since
the integration range is up to ±∞, rather than over a finite interval, the tails of the
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function cannot be completely neglected without loss of accuracy. For a function that
decays like e−x or faster, the logarithmic spacing of grid points in the tails pushes the
points far enough into the tails such that neglecting the area under the curve further
into the tails does not introduce significant error. The reasoning behind this is that the
function has essentially decayed to zero after this point. We have chosen to base our
choice of mesh on this methodology because the exponential prior on a means the rate
of decay of the integrand is similar. This prior forces a to be positive which means we
are considering a one-tailed function over the range (0,∞). This is in fact the range
of integration considered by Chandler and Graham (1988). The implementation of
the composite Simpson’s rule using this mesh provides O(m−4) convergence as m, the
length of the grid increases.

An important feature of the integrands at stage J is that we have points at which the
function is not smooth due to the absolute value term in the standard loss function
(Equation (3.8)). For each dose, this discontinuity occurs at the value of a, the
dose-response model parameter, for which the probability of DLE is equal to the target
rate, η. The composite Simpson’s rule employs a smooth quadratic interpolant between
the three grid points corresponding to each interval defined by consecutive mesh points.
That is, the mesh points and their midpoint. In an interval containing a discontinuity,
the function does not behave as Simpson’s rule expects. This would cause a considerable
error such that the error contribution from an interval containing a discontinuity would
be much larger than h−4, where h is the distance between the mesh points. This would
mean that results about the rate of convergence to the true value of the integral using
the form of mesh described above do not hold. By including the discontinuities in the
integration mesh, the integrand is evaluated at the discontinuity point and hence we
avoid introducing error. As such, we shall add the so-called discontinuity points, the m
points at which the standard loss function (Equation (3.8)) is equal to zero, into any
integration mesh that we consider.

For our initial numerical integration strategy, choosing a mesh with the underlying
structure following Chandler and Graham (1988) consisted of choosing four parameters:
k to define the main part of the function as spanning (0, k), α, to define the ratio of
points in the main function to the tail, b, a scaling factor on the logarithmic spacing
and r a scaling factor on the number of points. The resulting mesh consists of (α+ 1)r
points. We have αr points equally spaced in the main part of the function, between
0 and k, and r points spanning the tail which is defined as the range of a ≥ k. More
precisely we define the mesh points at, t = 1, . . . , (α+ 1)r, by

at = k(t− 1)
αr

if t = 1, . . . , αr

at = k + b log
(

r

(α+ 1)r − (t− 1)

)
if t > αr.

(4.13)
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Note that the main scaling factor on the length of the mesh is r; doubling r doubles
the number of grid points and reduces the spacing between grid points. Thus to assess
convergence, we can look at setting r = 2s and increasing s.

With the mesh at, t = 1, 2, . . . , (α+1)r, using the composite Simpson’s rule, we integrate
the function f(a) over the range of the mesh by approximating the area under the curve
in each mesh interval as follows:∫ at+1

at

f(a)da ≈ (at+1 − at)
(1

6f(at) + 2
3f((at + at+1)/2) + 1

6f(at+1)
)

and summing the result for each mesh interval.

To evaluate the accuracy of performing the integrations using a particular grid we began
with functions we could integrate analytically, namely, the function g(x) = e−x over
(0,∞). Subsequently, we progressed to functions of g(x), such as its expected value.
From these initial experiments we chose to fix α = 4, b = 3 and deemed that k = 10
was a reasonable starting point. Increasing r in powers of two we saw accuracy increase
with r; doubling the number of points in the grid approximately increases the accuracy
by one decimal place. Since increasing r increases accuracy, for an integral that we
cannot evaluate analytically we can consider the value of the integral using a fine mesh
to be the true value and find the mesh for which we are close enough to this value.

Thus, we progressed to using this method to evaluate the expected loss associated
with a choice of dose (Equations (3.12) and (3.14)). The required level of accuracy
is the point at which small changes in the value of the integrals do not change the
behaviour of the results. We aimed to select a mesh that for a range of test data gave
an answer within ε = 10−6 of the value given by using r = 256. The chosen test data
sets represented the range of posterior density functions that can occur, such as those in
Figure 4.1. This showed the fixed mesh method to be good in general but highlighted
some discrepancies when trying to use a small number of points, such as with r = 8,
particularly for the realisations of the data corresponding to the most toxic scenarios,
e.g. all cohorts allocated to the lowest available dose, with many DLEs observed.

As stated, we experimented with using a fixed integration mesh rather than an adaptive
method to improve efficiency by reducing the overall number of calculations required to
implement the DP algorithm. However, we also wanted to capitalise on the efficiency
gains that a mesh with a small number of points would provide. Incorporating the
latter aim, a one-size-fits-all mesh for every integrand seemed ambitious given the sheer
number and range of situations to be accounted for when considering the posterior
density function with respect to every possible data set xj ∈ Xj for every j = 1, 2, . . . , J .
To address this, in Section 4.6.3 we shall explore using different integration meshes for
different sets of curves.
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4.6.3 Semi-adaptive mesh method

To obtain the required accuracy we progressed to a method that combines the ideas of
minimising the number of points in a mesh whilst retaining accuracy by being adaptive,
tailoring the grid to the posterior density function. At this point, we explored employing
a set of meshes.

We found that to obtain the required accuracy compared to when r = 256 it is not
necessary to increase the number of mesh points by increasing r dramatically from
r = 8. Instead, we established that it suffices to increase the number of mesh points in
a particular subregion of the curve. The position of this region differs depending on the
data set, xj , as it changes the shape of the posterior density function. The more toxic a
scenario a data set represents, the closer the posterior mode is to the origin and the
smaller the posterior variance. Graphically, the posterior density curve looks more like
a spike close to the origin the more toxic the scenario (see examples in Figure 4.1).

In our chosen meshes we have added sequences of points to the structure defined by
α, k, b and r that we described in the previous section, in order to make the mesh
very fine where necessary. This means that we retain the accuracy of performing the
integration with a very fine mesh at a lower cost by tailoring the mesh to the posterior
density function in question. In addition, we have added the discontinuity points
mentioned in the previous section to account for the absolute value term in the loss
function which features in the integrands corresponding to the final stage of the trial.

For this method, we classify the data sets into groups based on summary measures that
describe the posterior density function. Thus, which mesh to use for which realisation
of the data is defined based on properties of the numerator of the posterior density
function of a given the data, π(a)fXj |A(xj ; a), namely the peak, amax, and the point at
which the function has essentially decayed to zero ak. For each group the structure of
the mesh was chosen by trial and error. In Figures 4.2 and 4.3 we show the structure of
two meshes from the set as an example of the method.

With this method, the size of the chosen set of meshes is considerably smaller than the
number of possible realisations of the data. The result is a set of around 35-40 different
meshes for use with final stage data sets and another 35-40 for previous stages. The
exact number varies depending on stage.
This means that even though we are being adaptive to an extent and must therefore
evaluate the non-data-dependent elements of the integrands at several grids rather
than one, we still obtain a massive reduction in the number of times some quantities
must be evaluated, such as the loss function, L(i, a), the prior, π(a), and the transition
probabilities. In the DP algorithm, before entering the loop over realisations of the data,
we evaluate any parts of the integrands that do not depend on the data, at every grid.
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Dose alloc: 3 2 2 2 0 0 DLE profile: 1 1 1 6 0 0

Dose alloc: 0 0 1 1 4 3 DLE profile: 0 0 0 3 11 5

Dose alloc: 0 0 0 6 2 1 DLE profile: 0 0 0 14 0 2

0.01 0.05
Mesh

interval: 

0 0.5 2.5

Equal spacing Logarithmic spacing
αr = 32 points r = 8 points

ak = 1.5

Initial
mesh
structure

Additional points

Combined
mesh

0 1.5 1.9 2.4 2.9 3.6 4.4 5.7 7.7

0 0.5 1.5 2.5

Additional points Discontinuity points Initial mesh

Figure 4.2: Example mesh 1: this figure shows the structure of the final-stage mesh for data
sets that result in posterior density functions similar to those shown, which have amax = 0.5
and ak = 1.5. The initial mesh structure is defined by α = 4, r = 8 and b = 3 with k = 1.5
corresponding to ak for this mesh category. The middle image shows the structure of the blocks
of additional points added to the mesh. Points are equally spaced according to the mesh interval
for each block. The bottom image then shows the combined mesh as well as the discontinuity
points, the value for a for which the standard loss evaluates to 0 at each dose level.
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Dose alloc: 0 1 1 0 3 4 DLE profile: 0 0 0 0 1 4

Dose alloc: 0 0 2 2 0 5 DLE profile: 0 0 1 0 0 2

Dose alloc: 0 0 3 1 1 4 DLE profile: 0 0 0 0 2 2
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Additional points Discontinuity points Initial mesh

Figure 4.3: Example mesh 2: this figure shows the structure of the final-stage mesh for data
sets that result in posterior density functions similar to those shown, which have amax = 2.5 and
ak = 7. The initial mesh structure is defined by α = 4, r = 8 and b = 3 with k = 7 corresponding
to ak for this mesh category. The middle image shows the structure of the blocks of additional
points added to the mesh. Points are equally spaced according to the mesh interval for each
block. The bottom image then shows the combined mesh as well as the discontinuity points, the
value for a for which the standard loss evaluates to 0 at each dose level.
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The number of points in the integration grids varies between 131 and 377. Recall that
the term grid includes the midpoints that are required for Simpson’s rule. Using this
framework to reduce the amount of work carried out overall to run the DP algorithm
reduced the running time on a laptop from over 24 hours for J = 7 to around an hour.

Thus, this method provided an efficient integration scheme. However, with a view to
moving onto different problems, including in particular, the application of the algorithm
to the two endpoint problem (safety and efficacy), we considered that it would be useful
to have a numerical integration method consisting of one mesh. The method described
above is tuned to a particular set of integrands. Despite the workload being at the
set-up stage rather than required every time we run the DP algorithm, we did not want
to have to repeat the work to tune the meshes to the problem each time we tweaked
it. Due to this and the desire to avoid overengineering, we progressed to creating a
one-size-fits-all mesh that combined the properties of the set of meshes.

4.6.4 One-size-fits-all method

The semi-adaptive mesh method of the previous section was defined with a particular
set of functions in mind. In order to reduce the need to tune a set of meshes each time
we wish to vary the problem we developed a one-size-fits-all method. The resulting
method uses one mesh for all the numerical integration required in the DP algorithm.
As such, the one-size-fits-all mesh is larger than those employed by the semi-adaptive
mesh method. However, the balance between computing time and human effort involved
in setting up a problem is also important to consider.

To develop this mesh we called upon what we learnt from creating the set of integration
meshes for the semi-adaptive method; the requirement for some parts of the mesh to
be much finer than others. In particular, finer mesh points are required in order to
accurately integrate the posterior density functions that arise when many DLEs occur,
the most toxic scenarios. We have built up an integration mesh with this feature that
is cutomised to the range of integrands that occur by using a sample of eleven data sets.
Figure 4.4 shows the final stage integrand for each dose with each of the sample xJ
data sets. Figure 4.5 shows the most toxic data sets more clearly.

We shall define the one-size-fits-all-mesh using n blocks of mesh points with the following
structure:

• mesh points at spacing of hn between 0 and kn,

• mesh points at spacing of hn−1 between kn and kn−1,

• . . .

• mesh points at spacing of h1 between k2 and k1,
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Figure 4.4: This figure shows the final stage integrand corresponding to each dose for the 11
sample data sets. The discontinuity created by the loss function is more prominent for some
data sets than others and the range of shapes that must be catered for by the chosen mesh can be
observed.
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Figure 4.5: Here we have zoomed in on the sample data sets for which most of the posterior
mass is close to zero.

• beyond k1: r points with logarithmic spacing given by b log(r/(αr−(t−1))) where
t = αr + 1, . . . , α(r + 1), b = 3 and α = 4.

Thus to define this mesh we sought parameters k1, . . . , kn and h1, . . . , hn, that form
a mesh with interval hn between 0 and kn, hn−1 between kn and kn−1, . . . , and h1

between k2 and k1, for which the integrals for all data samples are within ε = 10−8

of the true value. For this method, the true value of the integral is considered to be
the result given by using a very fine mesh (spacing of h = 2−12). When determining
an appropriate mesh, we look for convergence to this value. We chose 2−12 because
it provided a fine enough mesh to make it appropriate for use with the test set of
integrands and ensure the method developed is robust to the full range of posterior
density functions for a.

We shall not provide a step by step account of how we constructed the one-size-fits-all
mesh as it was an iterative process. However, we aim to provide the general concept
of the method. We started with the stage seven data set that represents the safest
possible scenario, that is, all cohorts dosed at the highest available dose level with none
experiencing a DLE. We then moved through data sets that correspond to posterior
density functions with modes increasingly closer to zero, finishing with the data set
representing the most toxic scenario. We worked in this direction because the finest
mesh spacing is required closest to the origin.

We shall describe the first few steps in order to give a flavour of the construction method.
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4.6. Numerical integration method

Through initial experimentation looking at the range of posterior density functions
that arise from the range of possible data sets, we found it appropriate to fix k1 = 20.
Thus, the main part of the integrands is defined as the region to the left of k1, that is,
corresponding to a ∈ (0, k1). The tail of the function thus spans the range of a > k1.
We allocate r = 16 points to the tail of the function and utilise logarithmic spacing of
mesh points in the tail of the function as described in Section 4.6.2. Specifically, we use
Equation (4.13) with b = 3 and α = 4 and r = 16. After fixing k1 = 20 we look at the
region to the left and ask what spacing is required to correctly integrate the function to
within 10−8 of the true value. At first, we find the required spacing to be 2−3 between
0 and 20. This mesh is shown in Figure 4.6.

Equal spacing Logarithmic spacing
h = 2−3 16 points

k1 = 20
0 20 28.32

Figure 4.6: This figure shows the mesh after the first step. Fixing k1 = 20 we need h = 2−3

in order to accurately integrate the posterior expected loss at each dose level given the first test
data set.

In order to define as fine a mesh as possible we would like to thin out the points in the
region that currently has spacing of 2−3 by adding a region with spacing of 2−2. We
seek the largest region with spacing of 2−2 that retains the desired accuracy. This is
shown in Figure 4.7. Since, at this point, the mesh is still under development we refrain
from putting an index on the mesh intervals h and will only label ki in the Figures once
they are fixed.

Blocks with equally spaced points Logarithmic spacing

h = 2−3 h = 2−2 16 points

k1 = 20

0 7 20 28.32

Figure 4.7: This figure shows the mesh after the second step. At this point we construct the
mesh with a block with spacing h = 2−3 from 0 to 7 and a block with spacing of h = 2−2 between
7 and 20.

Continuing with the first test data set, we seek to thin out the mesh further by using a
block with spacing of 2−1. The resulting mesh is shown in Figure 4.8.

We find that we can further thin out the mesh and retain accuracy to within 10−8 of

78



Chapter 4. Implementing dynamic programming to find an optimal dose escalation scheme

Blocks with equally spaced points Logarithmic spacing

h = 2−3 h = 2−2 h = 2−1 16 points

k1 = 20

0 7 10 20 28.32

Figure 4.8: This figure shows the mesh after the third iteration using the first test data set. At
this point we construct the mesh with a block with spacing h = 2−3 from 0 to 7, a block with
spacing of h = 2−2 between 7 and 10 and spacing of h = 2−1 between 10 and 20.

the true value of the integral by using a block with spacing of 20 between 15 and 20.
The structure of the mesh at this point is displayed in Figure 4.9.

Blocks with equally spaced points Logarithmic spacing

h = 2−3 h = 2−2 h = 2−1 h = 20 16 points

k1 = 20k2 = 15k3 = 10k4 = 7

0 7 10 15 20 28.32

Figure 4.9: This figure shows the mesh after the third iteration using the first test data set. At
this point we construct the mesh with a block with spacing h = 2−3 from 0 to 7, a block with
spacing of h = 2−2 between 7 and 10, spacing of h = 2−1 between 10 and 15 and a block with
spacing h = 20 between 15 and 20.

Next we consider the second test data set, xJ = (0, 0, 0, 0, 3, 4, 0, 0, 0, 0, 1, 0) which has
posterior mode to the left of the posterior mode of the first test data set. That is, closer
to zero. This means we need to add more points to the mesh closer to zero in order
to retain accuracy. Thus, we seek to add the smallest block of points with spacing of
h = 2−4 for which the expected loss at each dose level given the second test data set is
equal to the true value. Figure 4.10 shows the form of the mesh at this stage of the
process.

We continue in this manner until we have considered all eleven test data sets. We
settled on the mesh described by Figure 4.11 which has h =

[
2−0, 2−1 . . . , 2−10] and

k = [20, 15, 10, 7, 4.5, 2, 1.25, 0.5, 0.2, 0.09, 0.01]. When including the midpoints of these
mesh points that are required for Simpson’s rule the one-size-fits-all grid has 593 points.

For each of the sample data sets the chosen mesh results in a value of the integral that is
within ε = 10−8 of the true value. Table 4.1 shows how the solution using a mesh of this
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Blocks with equally spaced points Logarithmic spacing

h5 = 2−4 h4 = 2−3h3 = 2−2 h2 = 2−1 h1 = 2−0 16 points

k1 = 20k2 = 15k3 = 10k4 = 7k5 = 4.5

0 4.5 7 10 15 20 28.32

Figure 4.10: This figure shows the mesh after the first step using the second test data set. We
now have five blocks of points creating increasingly fine sections of mesh moving from k1 = 20 to
0. We construct the mesh with a block with spacing 2−4 from 0 to 4.5. Next we add a block with
spacing 2−3 from 4.5 to 7, a block with spacing of 2−2 between 7 and 10, spacing of 2−1 from
10 to 15 and we have a block with spacing of 20 between 15 and 20.
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Figure 4.11: This figure illustrates the building blocks that make up the chosen integration
mesh. The blue numbers indicate the size of the mesh interval in each section. The red rectangle
zooms in on the region of the mesh where the spacing is very fine.
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form with a multiplier on the mesh intervals converges towards the true solution as the
number of grid points increases. Note that in order to show the number of calculations
required, the number of grid points includes the midpoints of each mesh interval that
are required to perform integration by Simpson’s rule.

Table 4.1: The value of the integral for each dose for the eleven sampled data sets using a
mesh of the form of the chosen mesh with a multiplier on the mesh intervals (h1, . . . , h11) is
within ε of the true value. As more points are added to the mesh the results tend towards the
true value.

Multiplier on mesh interval Grid length ε

4.0 177 1e-05
2.0 317 1e-06
1.0 593 1e-08
0.5 1145 1e-09

On a random sample of 100 additional data sets, the value of the integral using the
chosen mesh was within 10−7 of the true value rather than 10−8 for all data sets. This
loss of accuracy can be expected when testing out-of-sample. Otherwise, we have
convergence as with the in-sample data sets when we apply a multiplier to the mesh
interval. When using a similar number of grid points to the built in integrate function,
accuracy of the value of the integral is similar. However, by using this one-size-fits-all
mesh we share computation across all data sets whereas the built in function starts
afresh for each data set. As such, we obtain similar accuracy with fewer calculations
overall.

The chosen mesh was developed by assessing convergence of the value of the integral
corresponding to the final stage of the trial, Equation (4.6). Since it does not involve
an absolute value term, the integrand at non-final stages is a smoother function. Due
to the form of the posterior density function, a similar range of curves still needs to
be covered, suggesting the same mesh is applicable. This can be seen in Figure 4.12
which shows the integrands for each dose corresponding to a sample of stage six data
sets from a trial with seven cohorts. In many cases the function is similar for all doses.
For this sample of data sets, the value of the integral using the chosen mesh was within
ε = 10−7 of the true value, and often closer. This is similar to what we observe with
final stage data sets, thus it is reasonable to use the same mesh for all stages. Further,
though we developed the one-size-fits-all mesh using data sets with seven cohorts, the
same convergence pattern is observed with a random sample of stage nine data sets.
Thus, we can assume the method is applicable for all values of J that we consider.

The main driver in computation time for the DP algorithm is the number of points
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Figure 4.12: This plot shows the integrand corresponding to each dose for a sample of stage
six data sets when the trial consists of seven cohorts. We see a similar range of curves compared
to the final stage but the so-called discontinuity is not present because the integrand for non-final
stages does not contain an absolute value term.
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in the grid. The one-size-fits-all mesh uses more points than necessary in many cases.
As a result, we expect running the DP algorithm using this mesh to be slower than
running it with the semi-adaptive mesh method. The length of the grids produced by
the semi-adaptive method is between 131 and 377. Conversely, the one-size-fits-all grid
has 593 points. Thus, there must be a number of data sets for which approximately five
times more points than necessary are being used. However, the one-size-fits-all method
is easier to implement and still fast enough for our purposes. Furthermore, without
additional tuning, the one-size-fits-all method is transferable to other sets of functions
with similar properties that we shall make use of in subsequent chapters. Our objective
is to implement the DP algorithm such that we can obtain qualitative results on the
comparison of trial designs under a range of scenarios, rather than fully optimise the
code. Should the DP methodology be implemented in practice, further optimisation of
the numerical integration method could be performed. In particular, for trials with a
larger number of cohorts, and thus a larger state space, it may be useful to consider
a semi-adaptive method which uses one mesh which is very fine close to zero for the
most toxic scenarios and a mesh with much fewer points for all other scenarios. This
would require tuning to establish which meshes to use and which data sets fall into each
category.

As a final note on the topic of the numerical integration method, using a method that
shares integration grids across realisations of the data considerably reduces the running
time of the algorithm by reducing the number of repeated calculations and thus the
overall number of calculations required. However, even with an efficient scheme, using a
two-parameter dose-response model instead of a one-parameter model could square the
number of calculations required to evaluate each expectation, since it would require a
two-dimensional integral to be evaluated. This would greatly increase the work required
to obtain an optimal dose escalation scheme via DP. This is one reason why we choose
to use the one-parameter model proposed by O’Quigley et al. (1990) rather than the
two-parameter model recommended by Neuenschwander et al. (2008). On the other
hand, we believe that an extension to a two-parameter dose-response model would be
possible to implement with additional optimisation of the code.

4.7 Summary

The magnitude of the state space for this optimisation problem suggests initially that DP
might not be a feasible approach. However, by employing the storage methods described
in Sections 4.2, 4.3 and 4.4, parallelisation and a numerical integration method that
minimises the overall number of calculations, we have implemented the DP algorithm
to find an optimal dose escalation scheme for an FIH trial with a sample size of 27 in
nine cohorts of three. Moreover, this implementation has been made possible by the
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use of the University of Bath High Performance Computer, Balena. With more than
nine cohorts run time is not likely to be a problem but we encountered size issues in
our computing environment.

The output from running the DP algorithm produces a design for an FIH trial with
a dose escalation scheme that is optimal with respect to the chosen loss function. We
shall now proceed to evaluating the characteristics of FIH trials that make decisions
based on these schemes.
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CHAPTER 5

Evaluating the dynamic programming design for the
one-safety-endpoint problem through simulation

5.1 Introduction to simulation experiments

We shall investigate properties of the designs produced by the DP algorithm through
simulation. We can simulate FIH trials that use the rule defined by the DP design to
choose which dose to allocate to the next cohort as we progress through the stages of
the trial. It would be possible to calculate some properties of the design by storing the
figure of interest, alongside the βj(xj) value, when running the algorithm. However,
simulation allows us to evaluate numerous properties considerably faster and requires
less storage. Since we can simulate a large number of trials to ensure the standard
deviation associated with an output is negligibly small, simulation is more efficient.

The output of the DP algorithm contains the optimal decision to make for every possible
state, xj , at every stage j of the trial, j ∈ {0, 1, 2, . . . , J}. Thus, in order to make a
decision about which dose to allocate to the next cohort, or recommend as the MTD,
in a simulated trial given that we observe xj , we simply look up the stored decision
corresponding to xj . The location of the optimal decision corresponding to xj , d∗j (xj),
in the DP output is found using the method described in Section 4.4.

To simulate a trial we first choose a value for the model parameter a. Next we decide
which dose level to allocate to the first cohort of subjects. This decision can be taken
from the output of the DP algorithm, from the decision corresponding to stage zero. In
some situations this decision will be overridden, for example in favour of starting the trial
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5.1. Introduction to simulation experiments

at the lowest available dose level. We then simulate the number of DLEs experienced
by the cohort given the dose level they have been allocated, dosei, from a binomial
distribution with success probability pi(a) = ψ(dosei, a). Thus, the distribution is
B(nc, pi(a)), where ‘success’ corresponds to a DLE occurring. We then choose a dose
for the second cohort given the data observed from the first cohort, x1, by looking up
the optimal decision corresponding to these data in the output from the DP algorithm.
The process of simulating DLE data from a binomial distribution and allocating a dose
based on the resulting observed data, xj , continues until J cohorts have been dosed
and their responses observed. At this point, the DP output corresponding to xJ tells us
which dose to recommend as the MTD.

The dose levels available for testing in our simulations correspond to those used by
O’Quigley et al. (1990). These six dose levels are obtained by inverting Equation (3.1),
with a = 1, to find dose levels with corresponding probabilities of a DLE occurring that
span the range of interest. The probabilities used were {0.05, 0.1, 0.2, 0.3, 0.5, 0.7}. We
use a = 1 because it is the expected value of a under the exponential prior. We set the
target rate of DLEs as η = 0.3, thus the trials seek to identify the MTD as the dose
with associated probability of DLE closest to η.

In this chapter we shall analyse trial simulations performed with four different values
of the model parameter, a, namely a ∈ {0.4, 1, 1.3, 3.4}. We consider a ∈ {0.4, 1, 3.4}
because with these values the probability of a DLE occurring is 0.30 to two decimal
places at one of the available dose levels. When a = 0.4 the true MTD is the lowest
dose level, dose1. When a = 1, the true MTD is dose4 and when a = 3.4 the true MTD
is the highest dose level, dose6. Thus, these values cover a range of scenarios. When
a = 0.4, we are drawing the data from a binomial distribution with a much higher
probability of DLE than when a = 3.4. The former corresponds to looking at a toxic
drug and the latter a much safer drug (recall Figure 1.2). The fourth value we have
chosen to perform simulations with is a = 1.3. In this case, the target rate of DLEs,
η = 0.3, lies between two dose levels. The fourth dose level has associated probability
of DLE of 0.21 and at the fifth dose level the probability of a DLE occurring is 0.41.
Using the standard loss defined by Equation (3.8), the true MTD in this situation is
dose four because it minimises the value of the loss function. However, the values of the
loss associated with dose four and dose five are almost equal, despite one corresponding
to an underdose and one to an overdose. In some cases, it may be more appropriate
to consider a loss function that is not so symmetric, that penalises pi(a) > η more
than pi(a) < η. Regardless of the chosen loss function, it is informative to consider the
behaviour of a design in the case where none of the dose levels corresponds exactly to
the target, η. Moreover, the target rate of DLEs, η, lies almost in the middle of the
rates corresponding to two of the available dose levels.
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The probabilities of a DLE occurring at each dose level under the chosen values of a
are shown in Table 5.1. These values are obtained using the dose-response model given
by Equation (3.1).

Table 5.1: Probability of DLE occurring at each dose level for the values of a used in simulations.

Dose Level

a 1 2 3 4 5 6

0.4 0.3 0.4 0.53 0.62 0.76 0.87
1 0.05 0.1 0.2 0.3 0.5 0.7
1.3 0.02 0.05 0.12 0.21 0.41 0.63
3.4 0 0 0 0.02 0.09 0.3

In order to evaluate the properties of the design averaged over the prior for the parameter
value a, as well as performing simulations with a fixed, we performed the simulations
drawing a from its prior on each replicate. This is a necessary step to ensure a fair
comparison of the performance of different designs, rather than focussing only on
particular values of a which may favour one design more than another. Moreover,
when the simulations presented only use a fixed set of values for a, the reader must
decide which scenarios to consider most important in order to combine the information
themselves. This is particularly the case when comparing designs and one design
performs better with one value of a and worse in simulations using a different value of
a. Simulating trials drawing a from its prior performs the task of weighting different
scenarios, and thus facilitates making an objective decision about which trial design to
use.

The data that we present in this chapter for each scenario is from one million simulated
trials with J = 9 cohorts, nc = 3 subjects per cohort and m = 6 dose levels to choose
from.

As previously mentioned, when the CRM of O’Quigley et al. (1990) was first published,
there were concerns about the safety of trials conducted using it. This prompted a
number of modifications to the design which aimed to make it more conservative.

We define four variations that take into account the ideas of these modifications and
apply these restrictions to the DP design. The variations that we consider are:

1. no restrictions;

2. restrict the starting dose to the lowest available dose level;

3. do not permit dose jumping (where dose jumping is defined as moving to a dose
level that is more than one above the highest level previously used in the trial);
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5.1. Introduction to simulation experiments

4. start at the lowest available dose and do not permit dose jumping.

The restriction that forbids dose jumping, which is present in variations three and
four, requires the DP algorithm to be run taking this constraint into account. This
means that at each stage of the trial the set of admissible actions changes depending
on the doses allocated up to that point in the trial. When comparing the effect of
these restrictions on the operating characteristics of the DP design, we shall refer to
the combinations as variation 1 to variation 4.

5.1.1 Metrics for design evaluation

We shall use the summary statistics described below to evaluate and compare trial
designs. These statistics are similar to those used in the literature.

Summary statistics for use when a is fixed over simulation replicates:

• Spread of recommended dose levels. This is the percentage of simulated trials in
which each dose level was recommended to be the MTD.

• Spread of dose levels allocated during the trials. The percentage of simulated
trials in which each dose level was allocated to a cohort over all stages of the
simulated trials. We look at the allocation for each stage separately.

Summary statistics for use when a is fixed or drawn from its prior for each
simulation replicate:

• Correct recommendation rate. This is the percentage of simulated trials in which
the true MTD was chosen, where the true MTD is the dose with probability of
DLE closest to the target rate, η. For the scenario in which a is fixed at a = 1.3
the target rate lies between two dose levels. In this case we shall consider the
dose levels with associated probability of DLE either side of the target, η, to be
correct.

• Toxicity rate. We shall look at the average number of DLEs observed in simulated
trials, in terms of the mean and the median, as well as the shape of the distribution
over the simulated trials.

Summary statistics for use when a is drawn from its prior for each simulation
replicate:

• Expected loss of policy. This is the mean value of the loss function evaluated at
the recommended dose and final stage data, xJ , for each simulated trial. This
figure is an estimate of the quantity calculated at the stage of the DP algorithm
corresponding to stage zero of the trial, which is before any subjects have been
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dosed. It is the expected loss associated with choosing the recommended initial
dose to allocate to the first subject and proceeding optimally throughout the trial.

The overall expected loss for an FIH trial design is in fact a very useful quantity as it
provides us with a single value with which we can compare designs. In the literature, it
is common to compare designs through a page or two of tables and figures. Furthermore,
it is usual that some of the scenarios presented are in favour of one design and others
show the contrary result. This can make it difficult for a trial team to objectively
choose which design to use. Carefully defining the aims of a trial up front through
a loss function facilitates choosing the optimal design for the trial in question. In
this framework designs can be simply compared through one value, the expected loss
associated with each design.

It is important to note that the theoretical baseline for the expected loss using the
standard loss, Equation (3.8) is greater than zero. This is due to the fact that with
the chosen set of six dose levels, for a given value of a there will not necessarily be a
dose level with corresponding probability of DLE equal to the target rate of η = 0.3.
As a result, the loss associated with the optimal choice of dose is greater than zero.
Figure 5.1 shows the probability of a DLE occuring at the optimal choice of dose for a
range of values for a between zero and five. The different colours show the regions of
a for which each dose minimises the standard loss. The red dashed line indicates the
target rate of DLEs, η = 0.3. Thus we can see that the probability of a DLE occuring
at the optimal choice of dose often deviates from the target. As such, the associated
value of the standard loss, Equation (3.8), is greater than zero. This is shown more
explicitly in Figure 5.2 which displays the value of the loss associated with the optimal
choice of dose across a range of values for a. This image also nicely shows that there
are discontinuities in the gradient of the loss function. The points at which the curve
is equal to zero are the discontinuity points that we add in to the integration mesh in
order to ensure the numerical integration performed is accurate.

We can obtain the theoretical benchmark for the minimum expected loss via simulation.
We compute the theoretical minimum expected loss by sampling 106 values of the model
parameter, a, from the prior. For each sample of a we calculate the probability of a DLE
occurring at each of the six dose levels, using Equation (3.1). Subsequently, we compute
the loss associated with each dose level, for each sample of a. The loss associated with
the optimal choice of dose for a given sample of a is the minimum over the six values.
The theoretical benchmark for the minimum obtainable expected loss for a design given
the chosen six dose levels is then given by the average loss over these simulations. The
mean loss is 0.13 with standard error 0.0002. Thus, the expected loss associated with
a policy presented in this chapter should be considered relative to 0.13 rather than
zero. Furthermore, the benchmark is only achieved when a is known. Thus in practice,
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Figure 5.1: This figure shows the probability of DLE at the dose level with the smallest
associated loss for each a. It shows that typically the dose that minimises the expected loss
corresponds to probability of DLE within (η − 0.1, η + 0.1) rather than exactly to the target η. A
loss of zero can only be achieved at six values of a, the value for which pi(a) = 0.3 for each i.

when a is estimated from a trial with 27 subjects (J = 9, nc = 3), the benchmark is not
achievable.

5.1.2 Comparison to other designs

For comparison, we also simulate trials using the CRM of O’Quigley et al. (1990), as
described in Section 1.3.2. The structure of the simulation program is the same as the
program for the trials simulated according to the DP design. The simulations differ only
in the method used to choose which dose to allocate to the next cohort or recommend
as the MTD. We also apply the restrictions defined by variation 1 to variation 4 to
the CRM when considering these variations of the DP design. As stated in Section
1.3.2, instead of the point estimate of the posterior mean, we use the full posterior to
compute the probability of a DLE occuring at each dose level when deciding which
dose to allocate to the next cohort. This renders the implementation of the CRM more
similar to the DP designs, since full posteriors are used to construct the DP design. It
might be informative to additionally simulate trials using the CRM with point estimates
for comparison. However, we shall not do so here.

Further, simulations are coupled with those using the DP design to make the results
as comparable as possible. This means that the same value of the response will be
sampled for both designs if they allocate the same dose. Further, coupling accounts
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Figure 5.2: This figure shows the value of the loss function at the dose level with the smallest
loss for each a; at the optimal choice of dose. It shows that a loss of zero is only achieved for
six values of a, the one for which pi(a) = 0.3 for each i. This is why the theoretical benchmark
is greater than zero.

for different designs allocating the same doses but in a different order. To do this, for
a trial with J cohorts, we sample responses from J cohorts at each dose level before
simulating the trial. This enables us to sample the same response for each design the
nth time a given dose is allocated. For example, if the CRM allocates dose one to the
first cohort then dose two to the second and the DP design allocates dose two to the
first cohort then dose one to the second, with coupling we obtain the same data set from
both scenarios. For property θ of a design, denote estimates of θ for the DP design by
θ̂DP and by θ̂CRM for the CRM. Coupling the simulations does not affect the values of
E(θ̂DP ), E(θ̂CRM ), V ar(θ̂DP ), or V ar(θ̂CRM ) but can greatly reduce the variance of the
difference, V ar(θ̂DP − θ̂CRM ), and thus reduces the noise in the comparison between
designs.

Recall the 3+3 design discussed in Section 1.3.1. The 3+3 design is a rule-based design
that does not use data collected over the course of an FIH trial to its full capacity. The
3+3 design decides which dose to allocate to the next cohort based on the response
from either the previous three or the previous six subjects. Thus we simulate trials
using the 3+3 design to obtain a reference point for high values of the expected loss.
This provides some context to the range of expected loss we can expect from different
designs under a particular set of design parameters, such as cohort size and the set of
available dose levels. Some implementations of the 3+3 design have rules for escalating
and de-escalating the dose level. However, we have followed Design A from Storer
(1989) which only allows escalation. Storer (1989) terms this the traditional design.
We simulate trials using the 3+3 design according to the following set of rules, some
of which we had to define in order to form a complete design that accounts for every
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scenario.

• Doses are allocated to cohorts of three.

• The first cohort is allocated the lowest dose.

• If no DLEs occur in the cohort of three subjects, the next cohort receives the next
highest dose level. If the current cohort was allocated the highest dose, then the
dose level cannot be escalated, thus the next cohort is allocated the same dose.

• If one subject from the cohort of three experiences a DLE, the next cohort receives
the same dose level.

• If one in six subjects from the two cohorts allocated to the same dose level
experiences a DLE, the next cohort receives the next highest dose level. If six
subjects have been allocated to the highest dose level and zero or one DLE has
occurred, the trial is stopped and the highest dose is declared as the MTD.

• If more than one in six subjects from the two cohorts allocated to the same
dose level experiences a DLE, the trial is stopped and the previous dose level is
recommended as the MTD.

• We set a maximum number of cohorts. If the maximum number of cohorts is
reached without declaring the MTD following the rules above, the highest dose
that has been allocated should be recommended as the MTD.

The 3+3 design does not operate with a fixed number of cohorts. Figure 5.3 shows the
proportion of 106 simulated trials using the 3+3 design in which each cohort was the
last cohort used. The maximum available sample size was nine cohorts of three and a
was drawn from its prior for each replicate. Each square in the waffle plot represents
1% of the simulated trials. The number of squares of each colour shows the percentage
of simulated trials that stopped after the corresponding number of cohorts. We can see
that 23% of simulated trials stopped after one cohort. Further, 16% of trials stopped
after the second cohort and 11% stopped after three cohorts. Thus, almost 50% of
simulated trials chose the MTD based on three cohorts or fewer. Only 1% used all nine
available cohorts. A trial run according to the 3+3 design stops after the first cohort
if more than one DLE occurs within the first cohort. With this rule the first cohort
is always allocated the lowest available dose level. Using the likelihood as defined in
Equation (3.4) for a dose allocation that has one cohort allocated to the lowest dose,
we find that the prior probabilty of two or three events occurring is 0.229 (3dp). Thus,
the observed number of trials simulated using the 3+3 design that stop after one cohort
is in line with this probability.
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Figure 5.3: The percentage of simulated trials that stopped after each number of cohorts, from
106 trials using the 3 + 3 design. Each square represents 1% of simulated trials. The number of
squares in each colour shows the percentage of trials stopped after the corresponding number of
cohorts.

5.2 Results

This section will proceed as follows: first we shall analyse the performance of the
DP design produced by the DP algorithm with respect to the standard loss function,
Equation (3.8), which we shall henceforth refer to as DP-SL. We shall also compare
the effects of applying each of the variations in Section 5.1 to this design. Secondly
we shall investigate the operating characteristics of the DP design with respect to the
loss function with overdosing penalty (Equation (3.10)), which we shall call DP-P.
Subsequently, we shall introduce a loss function that restricts the choice of MTD to
doses that have been allocated during the trial. Finally we shall summarise with some
conclusions and avenues for further work.

5.2.1 Results of simulation study using the standard loss

Performance of different trial designs in simulated trials with fixed values
of a

Here we shall provide the results of a simulation study comparing the DP-SL design
to the CRM and the 3+3 design. For the CRM and DP-SL the simulated trials have
nine cohorts of three. When using the 3+3 design, the cohort size is also three but the
sample size of the trial is variable, as shown in Figure 5.3.

Arguably the most important operating characteristic of an FIH trial design is how
often the design gives the right answer. Thus, first we shall look at how often each
design recommends the true MTD. Figure 5.4 shows the proportion of trials in which
each dose level was recommended as the MTD, for each value of the model parameter,
a, used in the simulation study. The top panel of Figure 5.4 shows the output from
simulations using the 3+3 design. The middle panel shows the results from simulated
trials that used the CRM and the bottom panel presents the results from simulated
trials that used the DP-SL design to make decisions. The dark blue columns indicate the
true MTD in each scenario. For a = 1.3 both dose levels four and five are highlighted
because the target toxicity rate, η = 0.3, lies almost equidistant between the probability
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associated with the two dose levels. The probability of DLE associated with dose four
is 0.21 and with dose five, it is 0.41. This means that dose four is the dose level with
associated probability closest to the target, and therefore the dose level that minimises
the standard loss (Equation (3.8)). However, if the aim of the trial is purely to estimate
the MTD, and overestimating and underestimating are considered equal, as is the case
when optimising with respect to the standard loss, either dose four or dose five could
reasonably be recommended as the MTD. Figure 5.4 shows that, when a = 1.3, all three
designs allocate dose four more than dose five. However, a large proportion of the trials
using the CRM and the DP-SL design recommend dose five.
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Figure 5.4: The percentage of 106 simulated trials in which each dose is recommended as the
MTD by the CRM and the DP-SL design is very similar. The correct MTD is highlighted in
dark blue. Both dose four and five are highlighted when a = 1.3 because the target rate of DLEs
lies in between these two dose levels. The 3 + 3 design selects the correct dose on fewer occasions.

In general, when optimising with respect to the standard loss function (Equation (3.8)),
accuracy of MTD estimation appears to be similar between the CRM and the DP design.
However, apart from for a = 0.4, when events are likely to occur in response to the
lowest dose levels, the 3+3 design is considerably less capable of recommending the
correct dose as the MTD. This highlights the weakness in rule-based designs compared
to model-based designs.

Next we shall assess the distribution of doses allocated at each stage of the simulated
trials. For the four chosen values of a, Figures 5.5 and 5.6 show the distribution of
how many times each of the six dose levels was allocated to subjects over the course of
one million trials. Since the 3+3 design does not operate with a fixed sample size, we
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have an additional column that shows the percentage of simulated trials in which no
dose was allocated to a given cohort. Once again, the top panel corresponds to trials
using the 3+3 design, the middle panel to those using the CRM and the bottom panel
presents the results for trials using the DP-SL design.

We see that experimentation is generally spread across the dose levels more with the
DP-SL design than the CRM, with fewer subjects dosed at the optimal choice of MTD.
The aim of the CRM is to dose all subjects at the current best guess of the MTD,
focusing experimentation at that dose level (O’Quigley et al., 1990), which is what we
observe in Figures 5.5 and 5.6. However, the broader aim of an FIH trial is to learn
about the underlying process. In the case of the model-based designs used here, learning
about the underlying process equates to learning about the model parameter, a. The
dose allocation can be considered a data sampling method as it determines the points
on the curve at which we observe data. These data then update our beliefs about a.
The distribution of the allocation of doses using the DP-SL design suggests that we
learn most about the region of the dose-response curve corresponding to a probability
of DLE equal to 0.3 by collecting data elsewhere. In particular, compared to the CRM,
the DP-SL design allocates more subjects to lower dose levels. This can be seen as a
positive, suggesting the DP-SL design leads to a safer trial. This is particularly desirable
if the trial is conducted in healthy volunteers rather than patients. In the latter case
though, it may be an aim of the trial to try to provide some therapeutic benefit to
the patients in the trial. The underlying assumption is that both therapeutic benefit
and toxicity increase with dose. This is why the CRM, which was developed for cancer
trials, aims to dose at the best estimate of the MTD, in order to maximise the chance
of providing therapeutic benefit to the patients in the trial. Thus, in this case, a loss
function that explicitly incorporates this aim should be used to develop the DP design.

Figure 5.7 shows the distribution of the observed toxicity counts in these simulated
trials for each of the chosen values of a. The top panel shows the most toxic scenario,
when a = 0.4, and the bottom panel presents the least toxic scenario, when the data
are drawn from a distribution defined by a = 3.4. The DP design appears to be safer
than the CRM for a ∈ {1, 1.3, 3.4} but not when a = 0.4. The standard loss focuses
purely on estimation, rather than safety. As such, it is not surprising that the DP-SL
design is not necessarily safer than the CRM, as it is not optimised to avoid toxicities.

On the whole, the 3+3 design results in fewer DLEs than the CRM or the DP-SL design.
This is largely due to the 3+3 design often operating with a smaller sample size, as
shown in Figure 5.3. The rules defining the 3+3 design stop the trial if two or more
events occur in response to the same dose level. With a maximum sample size of nine
cohorts available, the largest number of DLEs that can occur is seven. When one DLE
occurs in response to a dose, the same dose is allocated again, thus the path through
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Figure 5.5: This figure shows the proportion of simulated trial subjects allocated to each dose
level at each stage of the trials when a = 0.4 and a = 1. The top panel of each plot shows the
dose allocation distribution when using the 3+3 design. The middle panel shows the allocation
distribution when using the CRM and the bottom panel shows the allocation distribution when
the DP-SL design is used to choose doses. The true MTD is highlighted in dark blue. The 3+3
design does not operate on a fixed sample size thus the column corresponding to NA on the
x-axis indicates that the cohort was not allocated a dose.
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Figure 5.6: This figure shows the proportion of simulated trial subjects allocated to each dose
level at each stage of the trials when a = 1.3 and a = 3.4. The top panel of each plot shows the
dose allocation distribution when using the 3+3 design. The middle panel shows the allocation
distribution when using the CRM and the bottom panel shows the allocation distribution when
the DP-SL design is used to choose doses. The true MTD is highlighted in dark blue. The 3+3
design does not operate on a fixed sample size thus the column corresponding to NA on the
x-axis indicates that the cohort was not allocated a dose.
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Figure 5.7: When a ∈ {1, 1.3, 3.4} there are fewer observed DLEs in the simulated trials using
the DP-SL design compared to those allocating doses according to the CRM. The opposite is
true when a = 0.4 Fewer DLEs occur with the 3+3 design, but arguably, often, not enough data
are collected. This means the 3+3 design does not accurately estimate the MTD.

the trial that leads to the most toxicities is as follows: the first cohort is allocated to
the lowest dose with one DLE observed; the second cohort is thus also allocated to
the lowest dose level. If no DLEs occur, the third cohort is allocated to the second
dose. If the pattern of one DLE in response to a dose then no DLEs when the next
cohort is allocated the same dose continues, the ninth cohort is allocated to dose five.
The largest number of DLEs occurs when three DLEs occur in the ninth cohort. A
smaller sample size can mean a cheaper trial that is faster to complete. If the trial is
successful, this means that the overall development time and cost for the treatment
being tested is reduced. This both enables patients earlier access to treatment and
renders more resources available for investment elsewhere in a company’s portfolio.
Some of the literature, such as Korn et al. (1994), focusses on the 3+3 design using
fewer subjects when comparing to the CRM, highlighting the smaller sample size as a
positive characteristic of the 3+3 design. However, Figure 5.4 shows that the ability of
the 3+3 design to accurately estimate the MTD is poor. This suggests that the 3+3
design often leads to a trial in which not enough data are collected. Certainly, the
smaller sample size and lack of DLEs does not outweigh the lack of ability to correctly
estimate the MTD. In this case, the smaller sample size hinders the overall development
process for the treatment, rather than accelerating it, as it renders the trial data of
little use. Either development will be halted, perhaps incorrectly, another trial will have
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to be carried out to augment the information collected, or the treatment will progress
to Phase II with what is likely an incorrect estimate of the MTD. In the latter scenario,
it is likely the Phase II trial will fail or unnecessary safety events will occur.

To compare the 3+3 design to the DP-SL design and the CRM more fairly in the case
that a smaller sample size is considered desirable, we could augment the standard loss
function (Equation (3.8)) with a term that penalises a large sample size. To meaningfully
find the optimal rule for such a loss function using dynamic programming we would
need to consider early stopping. We shall comment on this further in Section 5.3.2.

In summary, the CRM and the DP-SL design produce similar results in terms of correctly
estimating the MTD. However, the DP-SL design often reaches the same conclusion
as the CRM by dosing more subjects at lower dose levels, and thus, with fewer DLEs.
This can be considered as evidence that shows the CRM to be a suboptimal design.
However, the standard loss function states that the aim of the FIH trial is purely to
accurately estimate the MTD. If this is truly the aim, we can neglect safety events. The
DP framework provides an optimal design, which we can treat as a benchmark. As a
result, we learn that on the basis of estimation ability, the performance of the CRM is
very close to optimal. There are many examples in the literature comparing the 3+3
design to a model-based design such as the CRM, showing the benefit of model-based
designs over rule-based. These include Goodman et al. (1995), O’Quigley (1999) and
Iasonos et al. (2008). Thus, our purpose for inclusion of a rule-based design in this
simulation study is purely to obtain a reference point for a high value of expected loss
associated with a design. We have seen that the 3+3 method, as defined in Section
5.1.2, does not accurately estimate the MTD. The remainder of this chapter will hence
focus on the comparison of the CRM and different DP designs.

Furthermore, an interesting observation from the results above is that the DP-SL design
often recommends a dose as the MTD that it has not allocated to many subjects in the
trial, if any. We shall discuss this further in Section 5.2.3.

Performance of designs when additional restrictions are imposed (fixed a)

As previously mentioned, when the CRM was first proposed by O’Quigley et al. (1990), a
number of modifications followed, such as Faries (1994) and Piantadosi et al. (1998). For
example, modifications suggested starting the trial by allocating the lowest available dose
to the first cohort, and not permitting dose levels to be skipped. Here we shall investigate
how the design variations listed in Section 5.1 affect the operating characteristics of
the DP design. We shall continue to compare the DP design to the CRM, applying the
restrictions defined by the variations to both designs. Recall that to incorporate the
restriction that dose levels cannot be skipped the DP algorithm is run again taking
this into account in order to produce a DP design that is optimal with respect to the
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standard loss function in the presence of the restriction.

Once again, the first operating characteristic we consider is a design’s ability to correctly
estimate the MTD. Figure 5.8 shows the percentage of simulated trials in which each dose
was recommended as the MTD in trials simulated according to each of the variations.
The four plots that make up the figure look very similar. This shows that the restrictions
imposed by the variations have very little effect on the choice of dose recommended
as the MTD. This suggests that different data sampling methods produce data of a
similar quality, where quality is defined by ability to correctly estimate the MTD. The
end result of an FIH trial is an estimate of the MTD. Thus, this result shows that the
same result can be reached by a design with an unrestricted dose escalation scheme and
a scheme that is more likely to meet regulatory and ethics committee requirements,
namely, a dose escalation scheme that starts at the lowest dose and escalates one dose
at a time. This is an example of the merits of the DP framework: it produces the
optimal design with respect to a chosen loss function. This design can be used as
a benchmark to which we can compare the operating characteristics of designs with
modifications, to quantify what is lost by including the modifications. This facilitates
objective comparison of candidate designs before commencing an FIH trial. Moreover,
the framework is flexible enough to incorporate constraints that are included in the
trial aims. For example, if the aim of the trial is to correctly estimate the MTD whilst
not skipping dose levels, the DP framework can produce the optimal dose escalation
scheme with respect to this aim.

The results presented over four plots in Figure 5.8 are shown on one line graph in
Figure 5.9 to facilitate comparison between the variations of the designs given the small
differences. Small differences between variation 3 and variation 4 can be observed,
primarily for a = 3.4. Note that the line corresponding to variation 3 is on top of the
line corresponding to variation 1 and the line corresponding to variation 4 is on top
of the line corresponding to variation 2. When all four lines overlap, we see the line
corresponding to variation 4 because it is plotted last.
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Figure 5.8: This figure shows the percentage of simulated trials in which each dose was
recommended as the MTD, for trials simulated according to the four variations of the DP-SL
design and the CRM. The results are shown for trials simulated with the four chosen values of
a. The four plots look very similar showing that the restrictions imposed have little effect on the
outcome of the trials.
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Figure 5.9: This figure shows the same data as Figure 5.8. With the data corresponding to
each variation overlaid, slight differences can be observed, particularly when a = 3.4. However,
we still see that the restrictions have little effect on the ability of either design to correctly
recommend the MTD. This is why only one or two lines can be observed. Due to the profiles
being identical and the order of plotting, the line corresponding to variation 3 is plotted on top
of the line corresponding to variation 1 and the line corresponding to variation 4 is on top of
the line corresponding to variation 2.
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Next we shall look at how the variations affect which doses are allocated over the course
of the trial. To do so, we shall first compare variation 1 and variation 2 (Figure 5.10).
In both cases, dose jumping is permitted but the starting dose differs. Clearly this
results in different doses allocated to the first cohort. In some cases the dose allocated
to the second cohort also differs but the allocation profiles soon converge. On the whole,
the restriction affects the same cohorts for the DP-SL design and the CRM.

Figure 5.11 compares the dose allocation under variation 3 and variation 4 where, in
both cases dose, jumping is not permitted but the starting dose differs. In this case,
when a is larger and higher doses are more likely to be allocated, the dose allocation
profiles differ more and take more cohorts to converge. This happens because the dose
can only be increased one level at a time.

Figure 5.12 compares the effect of the dose jumping restriction when the trial starts by
allocating dose4 (variations 1 and 3). Very little difference can be seen. This suggests
there is little dose jumping happening on average when we are not forced to begin
dosing at the lowest dose. When no restrictions are imposed, both the CRM and the
DP-SL design suggest starting at dose four. When the first cohort is allocated dose four,
forbidding dose jumping only forces dose five to be allocated before dose six. Thus, the
restriction to not permit dose jumping is almost trivial when the trial starts at a higher
dose.

Figure 5.13 compares the effect of dose jumping when the trial starts at the lowest dose
level (variation 2 to variation 4). Figure 5.13 shows that the restriction to not permit
dose jumping has greater impact when the trial starts at the lowest dose. However, the
allocation profiles under each design still converge over the course of the trial. As a
increases there is a greater difference in the dose allocation profiles between variations 2
and 4 in the early cohorts because the unrestricted designs suggest allocation at higher
dose levels. Variation 2 can revert to the unrestricted scheme at cohort two to some
extent but variation 4 must step through the dose levels in turn to reach the higher
levels.

Lastly, we compare the effect of the variations on the toxicity distribution over the
course of simulated trials. Figure 5.14 shows that similar numbers of safety events were
observed under variations 1, 2 and 3 and fewer for variation 4. This effect is more
pronounced when a ∈ {1, 1.3, 3.4} and with the CRM compared to the DP-SL design.
The x−axis is truncated to facilitate comparison.
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Figure 5.10: In this figure we compare the dose allocation over the course of the trials simulated
according to the DP-SL design with no restrictions (variation 1) and the CRM with no restrictions
to the allocation when the trial starts at the lowest dose (variation 2). In both cases dose jumping
is permitted. The restriction to start at the lowest dose primarily affects the first two cohorts.
The dose allocation distributions converge quickly with both the DP-SL design and the CRM.
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Figure 5.11: In this figure we compare the dose allocation over the course of simulated trials
when the trial is started at dose four (variation 3) to the allocation in trials simulated according
to variation 4 for which the first cohort is allocated dose one. In both cases, dose jumping is
not permitted. We observe that when dose jumping is not permitted, restricting the starting
dose causes more cohorts to be allocated to lower dose levels at early phases of the trial. This
is particularly prominent when a = 3.4 as in that case the unrestricted designs tend towards
allocating higher dose levels.
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Figure 5.12: This figure compares the allocation over the course of trials simulated according
to variations 1 and 3. Thus, the trials start at dose four and we compare the allocation profile
when dose jumping is permitted (variation 1) to when it is not (variation 3). These allocation
profiles are almost identical which is why only one line can be seen in many cases.
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Figure 5.13: This figure compares the allocation over the course of trials simulated according
to variations 2 and 4. Thus we are comparing the allocation profiles with and without the dose
jumping restriction when starting at the lowest dose. With this restriction on the starting dose,
the dose jumping restriction changes the dose allocation in the early stages of the trial.
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Figure 5.14: This plot shows the observed toxicity distribution under each variation. The
x-axis is truncated in order to facilitate comparison between designs. The design with the most
restrictions (design 4) results in the fewest DLEs. The distribution of the number of DLEs is
almost identical with variations 1 and 3, showing that restricting dose jumping has little effect
when starting the trial at dose four.

Performance of different designs averaged over the prior for a

In addition to performing simulations with the value of the model parameter, a, fixed
over the replicates, we also performed simulations in which the value of a used to
simulate a response is drawn from its prior (a ∼ Exp(1)) for each replicate. This
enables us to investigate the average performance of a trial design with respect to
the prior distribution for a, which facilitates a fair comparison of designs. Table 5.2
compares the expected loss, averaged over the prior for a, for trials conducted using the
DP-SL design and the CRM for each of the four variations listed in Section 5.1. For
the DP design, we could report the exact value of the expected loss from the output
of the DP algorithm; the value of the loss associated with the optimal starting dose.
However, since the expected loss associated with the CRM must be calculated through
simulation, we report the equivalent for the DP design. This also means we can take
advantage of coupling the simulations using different trial designs to reduce the noise
in the comparison. Moreover, the standard error associated with the expected loss
presented is less than 0.0002 for each case. As such, with 106 simulated trials, the
expected loss associated with the DP-SL design obtained through simulation is equal to
the true expected loss to three decimal places. In Table 5.2 we observe that the increase
in expected loss incurred due to the restrictions is minimal. Combined with Table 5.3,
we observe that both the expected toxicity rate during the trial and the expected loss
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are slightly lower with the DP design than the CRM.

As previously stated, we simulated trials using the 3+3 design to obtain a reference
point for large values of the expected loss. Figure 5.4 showed that the 3+3 design
correctly estimates the MTD in fewer cases than the DP design or the CRM. This is
reflected in its higher expected loss, which is 0.183 (3dp). The expected loss associated
with the DP-SL design with no restrictions (variation 1) is 0.153, and 0.154 for the
CRM. The magnitude of the difference between the expected loss associated with the
3+3 design and the DP design quantifies the magnitude of the differences observed
between the other values in Table 5.2, showing that the effect of the restrictions imposed
to create the variations on the expected loss is very minor.

Table 5.2: Expected loss under each variation. The standard error associated with each of
these values is less than 0.0002. The expected loss associated with the 3+3 design is shown as
a reference point. This shows that the increase in expected loss caused by the restrictions is
marginal.

Expected loss

Variation

Design 1 2 3 4

3+3 0.183
CRM 0.154 0.154 0.154 0.155
DP-SL 0.153 0.153 0.153 0.154

Table 5.3: Average toxicity rate in 106 trials simulated according to each variation for the
DP-SL design and the CRM. The standard error associated with each of the mean toxicity rates
is less than 0.0003. In each case, the range of observed toxicty rates is 0-1 since the simulations
draw a from its prior, which covers the full range of scenarios.

Variation DP-SL CRM

Mean observed toxicity rate
1 - No restrictions 0.37 0.40

2 - Start at lowest dose 0.36 0.37
3 - No jumping 0.37 0.40

4 - Start lowest and no jumping 0.33 0.35

Median observed toxicity rate
1 - No restrictions 0.26 0.33

2 - Start at lowest dose 0.26 0.30
3 - No jumping 0.26 0.33

4 - Start lowest and no jumping 0.22 0.26
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Figure 5.15: Observed toxicity under each design variation from 106 simulated trials in which
a is drawn from its prior for each replicate. The variation with the most restrictions (variation
4) leads to the fewest toxicities. For all variations there are fewer observed toxicities when
allocating doses according to the DP-SL design compared to the CRM.

Figure 5.15 shows the distribution of the observed toxicity counts, comparing the results
from the four variations, when a is sampled from its prior. This figure displays a similar
picture to Figure 5.14, when a is fixed. That is, the average toxicity is lowest when the
starting dose is restricted and dose jumping is not permitted (variation 4).

We can see that on average, performance is slightly better with the DP-SL design than
the CRM, in terms of both estimating the MTD and safety. Moreover, Table 5.3 shows
that the expected toxicity rate during the trial is above the target rate of η = 0.3 in all
cases. The standard error of these values is less than 0.0003. Table 5.3 also shows that
the median toxicity rate is lower than the mean toxicity rate for both designs and lower
than the target toxicity rate, η = 0.3 for the DP design. Unsurprisingly, the variation
that imposes the most restrictions, variation 4, leads to the lowest average toxicity rate.
This design forces more cohorts to be allocated to lower dose levels. We note that the
DP-SL design is not optimised to avoid toxicities.

On another note, provided the loss function is designed to suitably characterise the
aims of the trial, as we argue it should be, the expected value of the loss function is a
simple objective measure of the ability of a trial design to meet the aims. It is easier to
rank designs using this metric than by using the collection of graphs above or a table
displaying the percentages of experimentation and recommendation at each dose level,
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as is often seen in the literature (e.g. O’Quigley et al. (1990)). For comparison in this
manner, the same loss function should be evaluated for each design, even if a different
loss function is used to generate the design. This becomes more relevant later in the
chapter, as we investigate different loss functions.

In summary, these results suggest that the CRM has similar operating characteristics
to the optimal design, if the aim of the trial is purely to correctly estimate the MTD.
The restrictions applied have little bearing on the ability of either the DP-SL design or
the CRM to recommend the correct dose despite invoking different dosing schedules.
The regulators or ethics committee may specify that a trial must start at the lowest
dose and escalate without jumping. Thus, it is useful to learn that these restrictions do
not affect the performance characteristics. The DP framework provides a benchmarking
method that enables us to characterise what is lost by this deviation from the optimal
scheme. If using the DP framework provides evidence that a design that is considered
more practical achieves a very similar outcome to the optimal scheme, this can be seen
as a positive.

Currently, we have used DP to find the optimal dose escalation scheme with respect to
a loss function that focuses solely on estimation of the MTD. This leads us to looking
at what happens when we bring a safety constraint into the loss function so that we
can address the trade-off between safety and estimation.

5.2.2 Results of the simulation study using the loss function with
penalty for safety events

In many cases, the aim of an FIH trial is to accurately estimate the MTD whilst limiting
the risk to subjects in the trial. In this setting, there is a trade-off between limiting the
occurrence of DLEs and correctly estimating the MTD. This trade-off is encompassed
by a loss function that incorporates a penalty for the occurrence of DLEs as well as
a term focussing on accurately estimating the MTD, such as Equation (3.10). In this
section we shall evaluate the operating characteristics of the DP-P design; the design
produced by the DP algorithm with respect to Equation (3.10) with δ = 0.004. That is,
the loss associated with the ith dose level is given by:

L(i, a) = |pi(a)− 0.3|+ 0.004(Number of DLEs observed).

Similarly to the simulated trials presented previously in this chapter, the results that
follow come from 10ˆ6 simulated trials with nine cohorts of three and six dose levels
from which to choose the MTD. We chose δ = 0.004 because preliminary simulations
with J = 4 cohorts showed this value resulted in an average toxicity rate close to 0.3,
the target rate of DLEs, η. If δ is too large, simulated trials show that only the lowest
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dose levels are used and the penalty is too strict. We used J = 4, rather than J = 9,
because it was the size of trial for which the DP algorithm would run on a laptop in an
amount of time that we considered reasonable for this kind of experimentation. It is
important to note that the DP framework could be used to obtain the dose escalation
scheme that is optimal with respect to Equation (3.10) with any value of δ. The correct
choice of δ in a given scenario depends on the aims of the specific trial, in terms of how
important it is to limit the occurrence of DLEs. This may depend on the therapeutic
area that the trial in question concerns, or how a DLE is defined for the particular
trial. The framework is flexible which means it facilitates experimentation with different
design constraints. Moreover, the requirement to specify a loss function to obtain a
dose escalation scheme promotes consideration of the aims of the trial upfront.

Simulating 106 trials with J = 9 and drawing a from its prior, showed that with this
loss function, DP produces a design that has better safety properties than the CRM
whilst maintaining performance with respect to estimating the MTD. The penalty is not
applied to the trials using the CRM when making dosing decisions. However, whether
using the CRM to allocate doses in simulated trials, or using the DP-P design, we can
evaluate Equation (3.10), the loss function with penalty, at the recommended MTD and
the final trial data for each replicate. This produces a value of the expected loss that is
comparable between the designs; the expected loss of the dosing policy. Once again, we
clarify that the expected loss of policy associated with the DP designs that we report is
calculated from simulated trials rather than the output of the DP algorithm. However,
performing 106 simulations means that the expected loss obtained through simulation is
equal to the true expected loss to three decimal places and thus considered sufficiently
accurate.

Table 5.4: Expected loss under each variation for the DP-SL design, DP-P design and the
CRM when J = 9. In order to compare across rules, we present both loss functions as well as
the contribution to the loss with penalty that comes from the penalty term. The average number
of DLEs is also shown to provide context for the penalty term, which is the number of DLEs
multiplied by δ = 0.004. The standard error associated with the expected loss is less than 0.0002
in each case and the standard error associated with the average toxicity rates is less than 0.0003.

Variation 2
Start at lowest dose

Variation 4
Start at lowest & no jumping

Rule
Mean

standard
loss

Mean
toxicity
penalty

Mean
loss with
penalty

Mean
DLEs

Mean
standard

loss

Mean
toxicity
penalty

Mean
loss with
penalty

Mean
DLEs

DP-P 0.155 0.030 0.185 7.4 0.155 0.030 0.185 7.5
DP-SL 0.153 0.039 0.192 9.7 0.154 0.036 0.190 9.0
CRM 0.154 0.040 0.195 10.1 0.155 0.038 0.193 9.5
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Table 5.4 compares the expected loss under each variation between the DP-SL design,
the DP-P design and the CRM. We show the two components of the loss function with
penalty separately. The components are the mean standard loss, Equation (3.8), and
the toxicity penalty, which is the average number of DLEs scaled by the parameter δ.
These components sum together to give the average value of the expected loss with
penalty, Equation (3.10). To provide context to the magnitude of the toxicity penalty,
we also present the average number of DLEs. The DP-P design results in two fewer
subjects experiencing a DLE, on average, compared to the CRM. The expected loss
with penalty is lower for both DP designs than the CRM. We see that performing the
optimisation with respect to the loss function with penalty increases the value of the
average standard loss compared to when the optimisation is performed with respect to
the standard loss, or when decisions are made using the CRM. This demonstrates the
trade-off introduced by the inclusion of the penalty term in the loss function. However,
the increase is slight, for a larger gain with regard to safety. The DP-P design starts
at the lowest dose. Thus, in this section we evaluate only variations 2 and 4 because
when using the DP-P design, variation 2 is the same as variation 1 and variation 4 is
the same as variation 3. The CRM is also adapated to follow the restrictions induced
by the variations. The standard loss associated with the DP-P design is not increased
by the dose jumping restriction. Figure 5.16 shows that on average, both variations
recommend the same dose level as the MTD.
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Figure 5.16: When simulating trials according to the DP-P design and the CRM, restricting
dose jumping (variation 4) has a limited effect on the dose that is recommended at the end of
the trial.

In addition, Figure 5.17 shows allocation profiles using the DP-P design with and
without dose jumping to be very similar. This suggests the penalty may already be
limiting dose jumping. We would expect the average value of the loss function with
penalty for the DP-P design to be lower than that of the CRM because the CRM
is not designed to avoid safety events. Instead, the CRM aims to target the MTD.
We acknowledge that designs such as EWOC of Babb et al. (1998) extend the CRM
to incorporate safety constraints but here we shall continue to focus on the CRM as
presented in O’Quigley et al. (1990).

Figure 5.18 shows that, as expected, the DP-P design results in fewer toxicities than
the CRM.

Once again, we also simulated trials with the value of a used to simulate the response
fixed over the trial replicates, as we did when looking at the DP-SL design. Figures
5.19 and 5.20 are the equivalent of Figure 5.4 and Figures 5.5 and 5.6 for the DP-SL
design, for the DP-P design.

In line with Figure 5.18, Figure 5.20 shows that the DP-P design doses more subjects
at lower doses than the CRM. Furthermore, for a = 3.4 we observe that the DP-P
design does not allocate any subjects to dose 6, the true MTD, and the dose that is
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Figure 5.17: The restriction that prohibits dose jumping (variation 4) has little effect on the
doses allocated over the course of the trials simulated using the DP-P design.
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Figure 5.18: The DP-P design results in fewer DLEs than the CRM. The restriction to not
permit dose jumping (variation 4) makes little difference to the DP-P design suggesting the
penalty may be restricting dose jumping to some degree.
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Figure 5.19: Once again, the dose recommended as the MTD by each trial design is similar
using the DP design compared to the CRM. The percentage of correct recommendations is
marginally higher for the DP design when a = 0.4 and marginally lower when a = 3.4. The
latter is an example of the trade-off between safety and accuracy of the MTD estimate when
both terms are included in the loss function.
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Figure 5.20: This plot compares the DP-P design to the CRM in terms of the proportion of
subjects allocated to each dose over the course of the simulated trials. The DP-P design allocates
more cohorts to lower doses and in most cases allocates fewer subjects to the MTD than the
CRM. For a = 3.4 the dose that is recommended is never allocated by the DP-P design during
the trial.
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recommended in the majority of simulated trials. We shall discuss this further in Section
5.2.3. Figure 5.19 shows that, as with the DP-SL design, the percentage of trials in
which each dose is recommended as the MTD is similar between the trials using the
DP-P design and those using the CRM. The percentage of correct recommendations is
marginally higher for the DP-P design when a = 0.4 and marginally lower when a = 3.4.
The latter is an example of the trade-off between safety and accuracy of the estimated
MTD that occurs when both terms are included in the loss function.

Previous figures have shown that including the penalty in the loss function results in a
dose escalation scheme that has the desired effect of lowering the toxicity rate. Further,
it leads to fewer DLEs than the CRM. Figure 5.21 also shows that as a increases, the
distribution of the number of observed DLEs between the DP-P design and the CRM
become further apart. This can be attributed to the fact that the CRM targets the
MTD, which becomes a higher dose as a increases.
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Figure 5.21: For all values of a used in the simulation study, allocating doses according to the
DP-P design results in fewer DLEs than allocating doses according to the CRM.
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Comparison of the DP-P design to the DP-SL design
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Figure 5.22: In general, the inclusion of the penalty in the loss function does not affect the
dose that is recommended at the end of the trial. The percentage of trials in which each dose is
recommended as the MTD is similar when using the DP-P design and the DP-SL design.

Figure 5.22 shows that the percentage of trials in which each dose is recommended as
the MTD is similar when using the DP-P design and the DP-SL design. However, the
percentage of experimentation at each dose level is quite different. Figure 5.23 shows,
as we might expect, that incorporating the penalty into the loss function causes more
subjects to be dosed at lower dose levels compared to dosing according to the DP-SL
design.

In addition, Figure 5.24 shows that there are fewer toxicities observed in trials simulated
using the DP-P design compared to those using the DP-SL design. This is in line
with the increased allocation of cohorts to lower doses which illustrates that the DP
algorithm responds to changes in the loss function. We observe that adding a penalty
for DLEs causes fewer DLEs to occur since in cases where higher doses have a high
probability of causing a DLE, lower doses are allocated more often. Table 5.5 also shows
that the DP-P design results in a considerably lower rate of DLEs than the DP-SL
design or the CRM.

The difference in behaviour between the two DP designs emphasises that we can use
the DP framework to produce different designs and explore trial properties with respect
to different scenarios. It also highlights the importance of fully prespecifying the trial
aims in the loss function: if safety events should be limited, then this aim should be
incorporated into the loss function alongside the aim to accurately estimate the MTD.
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Figure 5.23: Inclusion of the penalty results in lower doses being allocated to a greater
proportion of subjects in the simulated trials.
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Figure 5.24: Fewer toxicities are observed from the trials using the DP-P design compared
to the DP-SL design. This illustrates that the design responds to changes in the loss function;
adding a penalty for DLEs causes fewer to occur as more lower doses are allocated in cases
where higher doses have a high probability of causing a DLE.
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This ensures that the dose escalation scheme produced by the DP design responds to
both elements of the aim.

Another important observation is that the same MTD decision can be reached from
different dose allocation profiles, as we saw to some degree when looking at the variations
of the DP-SL design in the previous section. In particular, the same decision can be
reached through dosing at lower dose levels. This means that a potentially safer
allocation of doses over the trial leads to the same MTD recommendation. However,
without the benchmark provided by the DP design without restrictions, we would not
know how close to optimal the more intuitive designs that incorporate restrictions are.

Additionally, the tendency of the DP design to recommend a dose level that it has not
allocated to many, if any, subjects during the trial is even more pronounced when using
the loss function with penalty. On the surface this appears to be a negative trait of
the DP design as it may not be in line with ethical requirements. However we argue
that this is further evidence to promote careful consideration of what is required from
the trial during the planning stages, which is a positive trait of the DP framework.
The observation that the highest dose level is recommended but not experimented at
thus leads us to exploring a loss function that incorporates the requirement that a dose
should only be recommended as the MTD if subjects have been allocated to that dose
during the trial.

Table 5.5: This table shows the average toxicity rate under variations 2 and 4 for the DP-SL
design, the DP-P design and the CRM. The standard error associated with each of the mean
toxicity rates is less than 0.0003. In each case, the range of observed toxicty rates is 0-1 since
the simulations draw a from its prior, which covers the full range of scenarios.

Variation DP-SL DP-P CRM

Mean observed toxicity rate
2 - Start at lowest dose 0.36 0.27 0.37

4 - Start lowest and no jumping 0.33 0.28 0.35

Median observed toxicity rate
2 - Start at lowest dose 0.26 0.15 0.30

4 - Start lowest and no jumping 0.22 0.15 0.26

5.2.3 Restricted choice loss function

In Sections 5.2.1 and 5.2.2 we observe that the DP-SL and DP-P designs have a tendency
to recommend a dose as the MTD that it has not allocated to any subjects during the
trial.

Further investigation with more extreme values of a, that we shall not show here,
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emphasised this point. The simulated trials almost always recommended the highest
available dose level, which corresponded to a probability of DLE lower than the target
rate, without experimenting at it. For example, with a = 5, by Equation (3.1) the
corresponding probability of a DLE occurring at the highest dose level is 0.17 (2dp).
This is well below the target toxicity rate of η = 0.3, suggesting that the highest dose
would be the correct dose to choose. Thus it seems that the DP design is correctly
recommending the highest dose level as the MTD without experimenting at it. In
reality, this situation is likely to be unacceptable. This highlighted to us that in order
to produce a trial design that meets all the necessary requirements it is pivotal to
consider all the aims of the trial and any rules it must adhere to up front. This requires
a discussion of exactly what the aims and constraints of the trial are prior to choosing
a design.

We propose that this behaviour occurs because in some cases we learn more about
the curve by dosing not at the MTD but sampling data elsewhere. This happens
when the shape of the posterior density for a is such that the posterior probability of
recommending a particular dose as the MTD is high. In such cases, adding another
observation at that dose level would not alter the posterior density function sufficiently
to change the decision. However, the occurrence of a DLE in response to a low dose
might change the final decision. This means we would learn more about a by allocating
a low dose level. Hence, the DP design allocates doses as such.

We introduced a loss function that restricts the choice of doses that can be recommended
as the MTD to those that have been used in the trial. We employ an indicator function
to add a penalty that inflates the loss associated with a dose level if not enough subjects
have been allocated to it. We have performed simulations with the required number of
subjects set as either one or two cohorts. We shall refer to these designs as DP-RC1
and DP-RC2. When the penalty for DLEs is also included in the loss function, the
resulting designs are henceforth referred to as DP-RC1P and DP-RC2P.

In this section we shall focus on the comparison of the DP designs with respect to
different loss functions rather than the designs created by enforcing restrictions, or
the CRM. We shall look at results when the trial starts at the lowest dose level and
dose jumping is prohibited. Recall that the DP-P design starts at the lowest dose level
anyway.

Figure 5.25 shows that the proportion of simulated trials in which each dose is
recommended as the MTD is very similar when using any of the DP designs.
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Figure 5.25: On the whole, the changes to the loss function that we have considered do not
change the dose that is recommended as the MTD. The green line, which corresponds to DP-RC2P
is almost completely overlapping the blue line which corresponds to DP-RC1P. Moreover, both
are very close to the red line (DP-P). This shows that the dose allocation profile can change
without affecting the recommended dose.
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Figure 5.26: The restricted choice penalties cause cohorts to be allocated to the highest dose
when a = 3.4. This means that the dose recommended as the MTD is experimented at during
the trial.
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Figure 5.27: As a increases, and thus the true MTD increases, the restricted choice penalties
force more cohorts to be allocated to higher dose levels, in order to be able to recommend those
dose levels. For a ∈ {0.4, 1, 1.3} DP-RC2P results in fewer toxicities than DP-SL. For a = 3.4,
when the true MTD is the highest dose level, the standard loss leads to fewer DLEs than both
the loss functions with restricted choice penalties. This is because the DP-SL design does not
allocate the highest dose in this scenario.

Recall that when a = 3.4, the true MTD is dose six. Figure 5.26 shows that when
a = 3.4 adding the restricted choice penalty to the loss function, for either one or two
cohorts, causes subjects to be allocated to dose six in the later stages of the trial. This
is in contrast to the behaviour of the DP designs without the restricted choice penalty.

Figure 5.27 shows that as a increases, and thus the true MTD increases, the restricted
choice penalties lead to more DLEs. This is because these penalties force more allocation
to higher dose levels, in order to be able to recommend those dose levels. Naturally,
this has the effect of increasing toxicity levels. The DP-SL design is included in this
plot as a benchmark. For a ∈ {0.4, 1, 1.3} DP-RC2P results in fewer toxicities than the
DP-SL design. For a = 3.4, when the true MTD is the highest dose level, DP-RC1P
and DP-RC2P allocate the highest dose level whereas the DP-SL design does not. As a
result, the observed toxicity rate is higher with the restricted choice penalties than the
standard loss. This illustrates the trade-off introduced by a loss function that consists
of multiple terms. This trade-off is reflective of the considerations made when designing
a trial.
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Table 5.6: Loss and toxicity averaged over the prior for a with different DP designs. We
show the two components of the loss function with penalty, the standard loss and the toxicity
penalty, separately, as well as combined. This ensures that each column is comparable across
the six designs. The expected standard loss is slightly inflated when any penalty is used. This
demonstrates the trade-off induced by a loss function with multiple terms. Compared to the
DP-P design, the restricted choice penalty slightly inflates the observed toxicity rate and thus the
expected value of the loss function with penalty. However, the mean toxicity rate remains lower
than the rate in trials simulated according to the DP-SL design.

Design
Expected
standard

loss

Expected
loss with
penalty

Expected
toxicity
penalty

Expected
number
of DLEs

Mean
toxicity
rate

Median
toxicity
rate

DP-SL 0.154 0.190 0.036 9.0 0.33 0.22
DP-RC1 0.154 0.191 0.037 9.3 0.34 0.22
DP-RC2 0.154 0.192 0.038 9.5 0.35 0.26
DP-P 0.155 0.185 0.030 7.5 0.28 0.15
DP-RC1P 0.155 0.187 0.031 7.8 0.29 0.19
DP-RC2P 0.155 0.189 0.033 8.4 0.31 0.22

Table 5.6 shows the average toxicity and loss for each DP rule from the simulated trials
that draw a from its prior for each replicate. Again we see that the penalty for DLEs
slightly inflates the average value of the standard loss but reduces the average toxicity
rate. Moreover, with and without the penalty for DLEs, the restricted choice penalties
lead to a slightly higher rate of DLEs and average value of the loss function with penalty.
However, the average value of the standard loss is unchanged which means the restricted
choice penalties do not affect the ability of the corresponding DP rules to estimate the
MTD.

Once again, we observe that the DP algorithm produces different dose escalation schemes
when the loss function is changed. The outcome of the trials is largely unchanged
however the allocation over the course of the trial differs. This shows that the trial aims
need to be prespecified in order for the loss function to be suitably formulated such
that the dose escalation scheme satisfies the aims. We also highlight that incorporating
multiple terms in the loss function induces a trade-off. For example, the number of
DLEs increases slightly when the restricted choice penalty is included. The correct
choice of loss function requires discussion within the study team and consideration of
stakeholders’ views.
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5.3 Conclusions on the application of dynamic programming
to the one-safety-endpoint problem

5.3.1 Conclusions

In summary, if you can define the aims of your Phase I trial with an objective function,
with this methodology we can produce the corresponding optimal dose escalation scheme.

This work acts as a proof of concept that DP can be used to find the optimal dose
escalation scheme with respect to given input criteria and constraints. It is a flexible
framework that can be used to investigate what would happen in a trial should it be
run differently to how it would traditionally be run. This methodology can address
what if scenarios, answering questions that those working on FIH trials may ponder
but do not currently have the machinery to answer.

Through our simulation study, we have shown that it is possible to estimate the MTD
accurately, without dosing a lot of subjects at high dose levels. Outside of the oncology
field this could be regarded as useful, in particular in trials in which the subjects are
healthy volunteers rather than patients with the condition in question. However, this
property can also lead to a dose that has not been allocated to any subjects during
the trial being recommended as the MTD. Thus, regulatory requirements and the
consequences for the next phase should be considered before running the Phase I trial.
This means that the loss function can be adapted to cater for such requirements and
the recommended dose will be appropriate to the aims of the trial.

The aim of this work is not to augment the literature with an additional FIH trial
design that performs well in some contexts and less so in others. In contrast, we have
reframed the question. Instead of asking which design should be chosen from a set
of available designs we put the focus on first defining the aims of the proposed trial
then finding the trial design that is optimal with respect to those aims. This promotes
careful consideration of the purpose and requirements of a trial before running it. It also
provides clarity on exactly which quantity is being estimated in the trial. This mirrors
the ideas that are key to working within the estimands framework in later phases of
development (ICH E9(R1) addendum, ICH (2020)).

In addition, the implementation of DP to obtain the design that is optimal with respect
to the aims of a trial enables us to treat the optimal design as a benchmark and compare
it to simpler designs that investigators may be more familiar with, or designs that are
considered more straightforward to run. For example, we have shown that in terms
of ability to estimate the MTD, the CRM performs similarly to the optimal design.
However, the designs produced via DP result in a greater proportion of cohorts allocated
to lower dose levels and subsequently fewer DLEs than the CRM. Thus, the best choice

126



Chapter 5. Evaluating the dynamic programming design for the one-safety-endpoint problem through
simulation

of design depends on whether the aims of the trial focus on having a low rate of DLEs.
If comparison to the benchmark shows the operating characteristics of a simpler design
to be close to optimal, then there is a strong argument for using the simpler design.
Nevertheless, without this methodology, we could not evaluate how close a particular
design is to optimal. Thus, this work can enable study teams to make an informed
decision about which design to use for their FIH trial.

Much of the literature proposing Phase I trials is presented in the context of oncology
trials and with the assumption that toxicity and efficacy both increase with dose. As
such, these trials aim to estimate the MTD but also to allocate the MTD to as many
subjects as possible to provide therapeutic benefit to those in the trial. In this case,
the belief is that the best dose to allocate throughout the trial is the MTD. With this
aim we can consider an oracle policy. That is, if we know the true parameter value, a,
we know the true MTD and thus can allocate this dose to all cohorts. We can then
evaluate operating characteristics such as the expected standard loss using this policy
and this can be seen as a lower bound for a myopic strategy, and thus used to quantify
the sub-optimality of a design. However, as seen in Figures 5.5 and 5.6, the operating
characteristics of the DP design optimised for the standard loss, Equation (3.8), show
that the best way to learn about the model parameter in order to estimate the MTD
is not to allocate all subjects to the MTD. With the DP designs, we seek the optimal
dose allocation scheme for the whole trial for the aims quantified by the loss functions
we consider. Thus, even if we know the true parameter value, a, it is not clear what the
best dose to allocate during the trial is. In particular, when the loss function depends
on data, such as Equation (3.10), the loss function with penalty for DLEs, the true
value of a does not determine the best dose. The DP design is itself the benchmark
that an oracle strategy may provide in different settings. As discussed in Section 5.1.1,
when the loss function does not depend on the data, namely Equation (3.8), we can
produce a lower bound of the expected loss that can be achieved given the doses that we
consider and the prior. This quantifies the magnitude of the difference in expected loss
between different designs, for example between the optimal DP design and the CRM.

5.3.2 Future applications

We have presented a selection of results using the methodology that we have developed
to apply DP to find an optimal dose escalation scheme for an FIH trial. We have
investigated the operating characteristics of rules with respect to several loss functions
but fixed many of the trial parameters. These include: the number of cohorts in the
trial, the number of dose levels available to be used in the trial as well as what those
dose levels are, and the target rate of DLEs. The algorithm can be run with different
values for these parameters to explore more designs. In addition, all of the simulations
presented in this chapter sample a response from a Binomial distribution with success
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probability parameter defined by the same model as is used in the DP algorithm to
construct a rule. Thus, to investigate the robustness of the DP design we should
investigate the properties when the responses in the simulated trials are simulated from
a different model, such as the two parameter logistic equation. The following questions
could be addressed using the DP framework.

Does changing the value of η, the target rate of DLEs, result in any qualitative change
in the optimal dose escalation scheme? Does the ability of the scheme to estimate the
correct dose change? Would the number of DLEs observed change as expected to reflect
the change in target rate?

Does changing the dose levels, and in particular, the spacing between the levels, impact
the operating characteristics of trials using the resulting dose escalation scheme?

Does the dose escalation scheme differ if we change the cohort size? For example, we
could run a trial with twelve subjects as six cohorts of two, four cohorts of three or three
cohorts of four. We could investigate whether the resulting dose escalation schemes
produce qualitatively different results in terms of the ability to correctly estimate the
MTD and the number of events. This experimentation may show whether there is
benefit to having more decision points in the trial, which, with a fixed sample size,
equates to smaller cohorts, or whether we could speed up the trial, by using larger
cohorts, without negatively impacting the operating characteristics. Comparison of a
DP design optimised for a trial with aims that influence allocation during the trial, to
the CRM, could also show whether the magnitude of the gains provided by the DP
design over a myopic strategy differs with different cohort sizes.

Currently we work with a fixed set of dose levels to use in the trial and we must choose
the MTD from this set. Could we consider choosing which dose to recommend as the
MTD from a wider set of dose levels than those used in the trial? For example, could
we choose a dose that is between dose levels that have been allocated to cohorts during
the trial. This would not affect our current definition of the state space, just the set of
actions available at the final decision point. In the case where none of the set of dose
levels available for testing in the trial corresponds to the target rate of DLEs, η, this
could enable the recommended MTD to be a dose with associated probability of DLE
closer to the target rate. Further, the set of available actions at the final stage of the
trial could include not recommending a dose, and instead choosing to recommend that
the development of the treatment being tested is halted. This includes the situation
in which the data suggest the treatment is too toxic even at the lowest dose level. For
some therapeutic areas it may also include the situation in which the data suggest the
probability of a DLE occurring at the highest dose level is low. In some cases, toxicity
and therapeutic benefit are correlated to some extent and the low associated probability
of toxicity at the highest dose level could imply that therapeutic benefit is unlikely
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to be observed within the range of dose levels tested. Since the MTD forms a ceiling
for dosing in Phase II, this scenario would suggest the Phase II trial is unlikely to be
successful.

The discussion of stopping development of the IMP brings us to consider rules for
stopping the trial early, before a fixed number of cohorts have been allocated a dose.
O’Quigley and Reiner (1998) propose a stopping rule that stops the trial early, after
j cohorts out of a possible J , if there is high probability that the remaining cohorts
in the study would all be recommended the same dose as cohort j and that this dose
will be the recommended dose at the end of the trial. This rule is presented in the
context of trials allocating doses according to the CRM of O’Quigley et al. (1990). Thus,
this stopping rule is based on the fact the CRM allocates every subject to the current
best estimate of the MTD. The DP framework operates differently. A similar criterion
may assess whether including another cohort could alter the posterior density function
enough to change the decision that would be made at the end of the trial. A cost of
sampling a subject could be incorporated into the loss function. At each decision point,
the set of possible actions would be augmented with the choice of stopping the trial.
The state space however, would not be affected which suggests this modification would
be feasible.

On the other hand, sample sizes in Phase I trials are small. Acute DLEs are always
going to stop the trial early. However in practice, it is uncommon for Phase I trials
to stop early for other reasons, thus we have not focussed on this topic. The aim of
a stopping rule that is not based on toxicities is to ensure a trial does not use more
subjects than necessary, both for ethical and cost reasons. Simulation can be used
to assess the operating characteristics of the DP rule with respect to the chosen loss
function with different sample sizes. This can provide some evidence as to how many
cohorts the planned trial should operate on. If the operating characteristics do not
change in a meaningful way when an additional cohort is added then, if the trial subjects
will be healthy volunteers, the extra cohort should not be included. If the trial will be
conducted on patients, then there may be an argument for including an extra cohort,
particularly if the subjects have already been recruited.

In designs for cancer clinical trials such as O’Quigley et al. (1990) and Babb et al. (1998)
there is an aim to allocate as many subjects as possible to a dose that may provide
therapeutic benefit. With a cytotoxic therapy this is believed to be the MTD. With the
myopic strategies employed by O’Quigley et al. (1990) and Babb et al. (1998) the loss
function such as Equation (3.8) addresses this aim. However, we have observed that the
same behaviour is not observed when using the DP design. This is due to the fact that
in a global optimisation the optimal dose escalation scheme with respect to Equation
(3.8) aims to maximise what is learnt about the model parameter a to estimate it, and in
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turn, the MTD, as accurately as possible. This maximsation is not necessarily achieved
by sampling a lot of data at the MTD. A loss function that incorporates the aim to
allocate as many subjects as possible to the MTD into the DP framework may include
a penalty for allocating a dose with probability of toxicity below a certain threshold,
in addition to a penalty for DLEs or dosing above an upper threshold. It may also be
informative to investigate how a myopic design responds to a change in loss function.

With a change in the loss function, the structure of the code for the DP algorithm
remains the same, just with a different loss function to be evaluated. If the set of
actions changes then the number of cases over which the minimisation to compute
βj(xj), 0 ≤ j ≤ J, is taken changes similarly. This may also affect the number of states
xj+1 the system could transition to at stage j + 1 from state xj at stage j in which case
the number of cases the weighted average is taken over in non-final stage calculations
also changes. If the set of actions only changes at the final stage of the trial, then only
the calculations at the final stage and the penultimate stage are altered.
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CHAPTER 6

The state space of posterior density functions for the dose-response
model parameter

6.1 Motivation

Every time the DP algorithm makes a decision, whether that is which dose to allocate
to the next cohort or which dose to recommend as the MTD at the end of the trial,
the first step in the process is to compute the posterior density function for the given
data set. At any decision point, rather than considering the observed trial data in
terms of cohorts allocated to doses and a number of DLEs, we consider what we know
about the dose-response model parameter a. Thus, we summarise the trial data, xj ,
with the posterior density function for a given those data, πA|Xj

(a;xj). This means the
information that really matters for decision making is the posterior density function.

Let us consider the idea of implementing DP on the space of posterior density functions
for a rather than the space of data sets. The space of posterior density functions is
infinite dimensional. This means that working in this space does not immediately
overcome the challenges created by the large state space that currently prevent us from
implementing the algorithm for a trial with more than nine cohorts of three with six dose
levels. In order to consider a finite dimensional subset of the space we need to establish
how to describe a function from this space. Computationally, we might summarise the
function by the density at a grid of values for a that cover the support of the function.
Presumably, to be able to differentiate elements of the space accurately enough this
would require a long list. This summary would therefore not provide the required
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reduction in the size of the state space that we seek, to extend the methodology to
trials with a larger sample size. In fact, inspection of the characteristics of the family of
posterior density functions suggests such functions could be approximated with gamma
distributions. We shall use the parameterisation of the gamma distribution in which k
is the shape parameter and λ is the rate parameter. This means we could represent the
space of posterior density functions for a with the positive quadrant of (k, λ) pairs.

We shall discuss how to derive the gamma approximation to the posterior in the next
section. For now, suppose that the error in the approximation is negligible and let us
consider performing DP on the space of posterior density functions approximated as
gamma distributions, to obtain an optimal dose escalation scheme for an FIH trial.
Many distinct data sets lead to very similar posterior density functions and in turn,
the same decision. This suggests that if we considered the state space at each stage of
the trial to be the space of posterior density functions for the model parameter in lieu
of every possible data set as described in Section 3.2, we could consider a sample of
the full state space without losing information. Thus, to formulate a finite dimensional
approximation to the space we could take a sample of data sets for each stage of
the trial, and obtain the gamma approximations to the associated posterior density
functions to obtain a sample of (k, λ)j pairs for each stage, j. The magnitude of this
space could be considerably smaller than the full state space. However, if we were to
perform backward induction on the sets of (k, λ)j samples we would meet an obstacle
when computing βj((k, λ)j), 0 ≤ j < J , the conditional expected loss associated with
the optimal decision given (k, λ)j and proceeding optimally thereafter. To compute
βj((k, λ)j), 0 ≤ j < J , we would use an equation equivalent to Equation (3.16). This
step of the algorithm relies on looking up values of βj+1((k, λ)j+1) for the relevent data
sets in terms of (k, λ)j+1. These data sets are those the state (k, λ)j can move to at the
following stage of the trial, for which the associated βj+1((k, λ)j+1) should have been
computed and stored at the previous stage of the algorithm. However, when working
with a sample of the full state space, it is unlikely that the target (k, λ)j+1 would be in
the sample for the next stage. As such, we would need an approximation. We could
use the nearest neighbour, the nearest in-sample (k, λ)j+1 pair to the target (k, λ)j+1.
Further, if working fully in the space of gamma approximations to the posterior density
functions for a, we would take expectations over the probability density function for
the gamma distribution given by (k, λ)j instead of over the posterior density function
for a given xj . However, we could just as easily perform the integration with respect to
πA|Xj

(a;xj).

We shall build on the concept of performing DP on a sample of the full state space
in Chapter 8. First, let us take a step back and consider (k, λ)j simply as a useful
representation of a posterior density function for a, given a data set, xj . We shall
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evaluate how well the gamma distribution given by (k, λ)j approximates the posterior,
putting aside the application of DP.

6.2 Approximating the posterior density function with a
gamma distribution

We briefly considered finding a minimum number of points that represent the curves
given by the posterior density functions accurately enough to separate them and
methods for finding neighbouring curves when using such a summary. However, with
this summary, the appropriate method to use to generate a sample and check if the
sample is representative is unclear.

Instead, we found that the shape of the posterior density functions arising from many of
the possible data sets appeared to resemble a gamma distribution. We can approximate
a posterior density function with a gamma distribution by using the method of moments
to find suitable rate and shape parameters, λ and k, respectively. This parameterisation
gives the following probability density function for the gamma distribution:

g(x) = λk

Γ(k)x
k−1e−λx. (6.1)

With this parameterisation, the mean of the gamma distribution is given by k/λ and
the variance by k/λ2.

To find the approximating gamma distribution, we need to define a mesh of points at
which we evaluate the posterior density function. Similarly to the ideas discussed in
Section 4.6, to cover the vast range of curves that arise from the possible data sets,
more points are required close to a = 0.

Let f be a posterior density function for the dose-response model parameter a. Given a
mesh of values for the parameter a and corresponding weights, w, indexed by i, using
Simpson’s rule we can obtain the first and second moments of the distribution with the
following equations:

E(A) =
∑
i

wif(ai)ai,

E(A2) =
∑
i

wif(ai)a2
i .

Then we can obtain the parameters of the gamma distribution that approximates f
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6.2. Approximating the posterior density function with a gamma distribution

through:
λ = E(A)

(E(A2)− E(A)2) ,

k = λE(A).

We chose a mesh that appropriately trades off computation time and accuracy in
this setting, resulting in 63 points between 0 and 15 with spacing initially starting at
0.025 and progressing to 1. Comparison with finer meshes showed the approximated
parameters to have converged for the majority of data sets. In addition, with an
exponential prior on a, since the likelihood is an increasing function, we should have
k ≥ 1. When k = 1, Equation (6.1) gives g(0) = λ but when 0 < k < 1, we have
g(0) =∞. In some cases, the estimated k for data sets in which all subjects experience
a DLE is less than one. In these cases we force k = 1 in order to avoid the probability
density function of the gamma approximation evaluating to ∞ at zero, and thus avoid
an infinite value when performing numerical integration.

Figure 6.1 shows four examples of posterior density functions with contrasting shapes,
plotted as a solid blue line. The probability density function of the approximating
gamma distribution is overlaid as a red dotted line to show the quality of the fit across
the scenarios. We see that the approximation generally fits well. In the two leftmost
examples it seems to be a perfect fit. However, for the two rightmost examples the
gamma approximation is not as good. This lack of fit is the exception rather than the
norm.
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Figure 6.1: This plot shows the posterior density function for four sample data sets with their
gamma approximations overlaid. The scale of the y-axis differs for each data set. For each data
set, the difference in area between the two curves is shown in red text.

Figure 6.2 displays the same example data sets as Figure 6.1 with the x-axis truncated.
This shows the fit of the gamma approximation for the two leftmost data sets more
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clearly.

Diff =

0.006

Diff =

0.010

Diff =

0.094

Diff =

0.131

Dose: 4 1 0 3 1 0
DLE: 10 0 0 9 3 0

Dose: 0 0 2 3 4 0
DLE: 0 0 3 3 7 0

Dose: 2 0 4 3 0 0
DLE: 0 0 0 1 0 0

Dose: 3 3 0 2 1 0
DLE: 0 0 0 0 0 0

0.00 0.25 0.50 0.75 1.00 0.00 0.25 0.50 0.75 1.00 0.00 0.25 0.50 0.75 1.00 0.00 0.25 0.50 0.75 1.00
0.00

0.02

0.04

0.06

0.000

0.025

0.050

0.075

0.100

0.0

0.5

1.0

1.5

2.0

0.0

2.5

5.0

7.5

a

D
en

si
ty

 Posterior Gamma approximation

Figure 6.2: This figure truncates the x-axis in order to better portray the accuracy of the fit of
the gamma approximation for the two leftmost example data sets.

Figure 6.3 shows the gamma approximation overlaid on the posterior density function
for the data sets corresponding to the most and least toxic scenarios. This demonstrates
that the approximation is still valid at the extremes of the state space, with the extent
of the approximation error not greatly increased.
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Figure 6.3: This plot shows the posterior density function for the most and least toxic data
sets to demonstrate the fit of the gamma approximation at the extremes of the state space.

We evaluated the error in the gamma approximation to the posterior by comparing
the difference between the probability density function of the gamma approximation
and the posterior density function in terms of the area between the two curves. We
computed this by integrating the absolute difference between the two curves numerically
using the one-size-fits-all mesh derived in Section 4.6.4. This difference in area is shown
in red text for each data set in Figures 6.1, 6.2 and 6.3. Since the curves are probability
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6.2. Approximating the posterior density function with a gamma distribution

density functions, the area under each curve is one. The maximum value the area
between two probability density functions could take is two. This value is reached when
the two curves have density greater than zero at distinct regions of the a−axis.

Over a random sample of 10,000 data sets, generated using the method that we shall
describe in Section 9.2.1, the distribution of the area between the two curves is shown by
the histogram in Figure 6.4. For 50% of the sample, the area of the absolute difference
between the two curves is less than or equal to 0.024 and this area is less than or
equal to 0.046 for 75% of sampled data sets. The standard error associated with these
proportions is 0.0002 and 0.0004, respectively.
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Figure 6.4: For a sample of 10,000 sample data sets, this plot shows the distribution of the
area between the corresponding posterior density function for a and the approximating gamma
distribution.

Figure 6.5 separates the sample of data sets by the number of DLEs. The boxplots
show the distribution of the area between the two curves depending on the number of
DLEs in the data set. The smaller a is, the greater the probability of DLEs occurring.
Thus, the number of DLEs is a proxy for which region of state space we are considering
and the shape of the resulting posterior density functions. The mass of posterior density
functions corresponding to data sets with a high number of DLEs is concentrated near
a = 0 with sharp changes in gradient. Conversely, the mass of posterior density functions
corresponding to data sets with very few or no DLEs is more spread out and centered
around larger values of a. Figure 6.5 shows that the area between the posterior density
function and the probability density function of the approximating gamma distribution
is largest at the extremes of the state space, when either no subjects experience a DLE
or all subjects or all but one, experience a DLE.
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Figure 6.5: This plot shows that the approximation error is largest at the extremes of the
state space, when there are either no DLEs, or at the other end of the spectrum when either all
subjects or all but one subject experience a DLE.

In Figure 6.6, for 10000 sampled data sets, we compare the value of the posterior mean
calculated using the one-size-fits-all mesh to k/λ. This shows the error introduced by
the coarse mesh used to compute the gamma approximation. We focus on the parts of
the state space that Figure 6.5 shows to have the largest approximation error. This
suggests that using a finer mesh to compute the gamma approximation may improve the
fit at the extremes of the state space. In many of the scenarios with no DLEs, the peak
of the gamma distribution is not as high as the peak of the posterior density function
and some features of the gamma distribution differ, as seen in Figure 6.1. This shows
the gamma family does not quite contain this subset of posterior density functions.
However, the error does not seem to be such that it would cause different doses to be
allocated during the trial or a different dose to be recommended as the MTD. Further,
if no DLEs occur, it suggests that allocating any of the dose levels would have the same
effect on the subjects in the trial and the highest dose level is very likely to be the one
recommended as the MTD. Nevertheless, in this case, the recommended dose would
correspond to a probability of DLE below the target rate of η.

In Chapter 8 we shall introduce an approximation to the DP algorithm that operates on
a sample of the full state space. We shall represent a data set xj by (k, λ) but we will
continue to use the posterior density function for a when calculating the expected loss
βj(xj), j = 1, 2, . . . , J . However, in order to gain a better understanding of the error in
the gamma approximation, let us further explore the concept of working fully in the
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Figure 6.6: For samples with the largest difference in AUC between the gamma distribution
and the posterior density function, this plot compares the mean of the approximating gamma
distribution, k/λ, to the posterior mean computed using the one-size-fits-all mesh.

space of gamma approximations to the posterior density functions for a, by integrating
over the probability density function of the approximating gamma distribution in place
of the posterior density function. Define the true value of βJ(xJ) as the value obtained
when the posterior density function is used in the calculation (Equation (3.12)). For a
sample of 10,000 data sets, the distribution of the difference between the true βJ(xJ)
and the approximated βJ(xJ) is shown in Figure 6.7. The average difference between
the true βJ(xJ) and the approximated βJ(xJ), calculated using the gamma probability
density function, is 0.001 (3dp) and the central 95% of the samples fall in (-0.003, 0.007)
(3dp).

Furthermore, βJ(xJ) is the minimum expected loss over the six available dose levels.
This means that an error in βJ(xJ) in the approximate calculation does not necessarily
correspond to a change in decision as the minimum expected loss, over the six dose
levels, may still correspond to the same dose level. The decision changed for only 91
(0.91%) of the data sets in the sample. Moreover, the change was to the dose level
one above the true MTD in 88 cases and one below the true MTD in three cases. The
maximum absolute change in expected loss, βJ(xJ), when the decision changes, is 0.013
(3dp).
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Figure 6.7: For a sample of 10,000 data sets, xJ , this plot shows the distribution of the
difference between βJ (xJ ) when evaluated using the posterior density function in Equation (3.12)
and βJ(xJ) when evaluated using the probability distribution function of the approximating
gamma distribution in (3.12). The distribution of the differences is centered at zero, with the
absolute difference less than 0.005 for the majority of sampled data sets.

The left panel of Figure 6.8 corresponds to an example of a data set for which the
decision does change between the two methods. In contrast, the right panel of Figure
6.8 corresponds to a data set with one of the largest changes in βJ(xJ) but no change
in decision. In these figures the blue line shows the expected loss across the dose levels
when using the posterior density function in the calculations and the red line shows the
expected loss across the dose levels when using the probability density function of the
gamma approximation in the calculations. For the case in which the decision changes,
the shape of the profile suggests that, in a practical sense, dose levels four and five are
as good as each other.

To discern the full effect of using the gamma approximation to the posterior to perform
the integrals in the DP algorithm we would need to compare the difference in the
expected loss associated with the policy produced by the algorithm. That is, the value
of β0(x0) produced using the two methods. This would show whether the approximation
error grows over the stages due to the fact that potential error in βJ(xJ) is passed
in to the calculation for βJ−1(xJ−1), which is then passed in to the calculation for
βJ−2(xJ−2), and so on. We shall discuss this kind of calculation in Chapter 8.

In summary, we have shown we can approximate the posterior density function for
the dose-response model parameter a given the range of possible data sets with a
gamma distribution. This provides a two number summary for a data set in the form
of the parameters that define the approximating gamma distribution, (k, λ). The
approximation to the posterior density function enables us to consider the state space
in terms of a finite representation of the space of posterior density functions. In the
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6.2. Approximating the posterior density function with a gamma distribution

next chapter we shall look at the benefit this provides.

In addition, it is useful to note that the gamma approximation to the posterior is also
valid when a different gamma prior is used for the dose-response model parameter, a,
rather than the exponential prior. However, we shall not include these results.
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Figure 6.8: The blue lines show the expected loss at each dose level given each data set when
the calculation is performed using the posterior density function, as in Equation (3.12). The
red line shows the expected loss at each dose when the calculation uses the pdf of the gamma
distribution instead of the posterior density function. In the left panel the decision changes from
dose four to dose five when using the approximation. However, the loss associated with these two
doses is similar, suggesting the outcome of the decision change would not have a large effect in
a practical sense. The right panel corresponds to the data set with the largest change in βJ (xJ ),
but the same dose is chosen using both methods.
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CHAPTER 7

Visualising a decision rule produced by dynamic programming

7.1 Method

We describe a data set from an FIH trial with J stages, at the jth stage
of the trial, in terms of the dose allocation and the DLE profile. That is,
xj = (n1,j , n2,j , . . . , nm,j , v1,j , v2,j , . . . , vm,j) where (n1,j , n2,j , . . . , nm,j) is the dose
allocation, which is the number of the first j cohorts allocated to each of the m dose
levels. The DLE profile is the number of DLEs observed at each dose level amongst the
first j cohorts and is denoted (v1,j , v2,j , . . . , vm,j). Thus, in setting up the application
of DP to optimising the design of FIH trials, we have used 2m numbers to describe
a data set from an FIH trial with J cohorts of nc subjects and m doses from which
to choose the MTD. So, when m = 6, as it is throughout this work, the description
of a data set is 12-dimensional. In Chapter 6 we demonstrated how to approximate
the posterior density function for a given xj by the pair (k, λ), the parameters that
describe the gamma distribution that approximates the posterior. Approximating the
posterior density function for the dose-response model parameter, a, with a gamma
distribution is extremely useful because it provides a method to describe a data set
with two numbers rather than 12. Reducing the dimensionality to two means that we
can plot a sample of the data sets for a particular stage of a trial.

We plot a sample of the data sets at stage j by first generating a sample of data sets
for a given j, nc and m. We shall discuss the process for creating a sample in Section
9.2.1. We then compute the associated posterior density function for each data set and
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subsequently find its gamma approximation using the method described in the previous
chapter. At this point, each data set is described by a (k, λ) pair so we can plot λ
against k to visualise the sample. We shall henceforth refer to this as plotting a sample
of data sets in gamma-space.

As described in Section 4.3, the output of the DP algorithm is a collection of
multidimensional arrays containing the optimal decision and associated expected loss
for every possible data set at every stage of the trial. This object fully describes the
dose escalation rule but feels somewhat impenetrable as we cannot simply visualise it.
As a result, it is hard to find and understand any potential patterns in the output. It is
also difficult to compare the output from running the algorithm with respect to different
loss functions or sets of contraints. In Chapter 5 we visualised the characteristics of a
dose escalation rule produced by DP by plotting simulation output. However, if we
plot a sample of data sets in gamma-space, we can create a visualisation of the dose
escalation rule by colouring the points by the associated decision given by the DP
output. These plots also provide a method for comparison of designs. We can compare
multiple plots corresponding to the same data sample but coloured by the decisions
given by running the DP algorithm with different loss functions or sets of constraints.
Since the sample of data sets in the following figures is a random sample from the
state space rather than data sets used in simulated trials, we observe the behaviour of
decision rules in parts of the state space that may be unlikely to be visited in real trials.

7.2 Visualisation of different rules at the final stage of a
trial

Here we shall look at visualisations of the decision rule for the final stage of an FIH trial
for several designs. The colour of a point on the plots shows which dose to recommend
as the MTD for a given end of trial, or equivalently, stage J , data set. We shall examine
patterns in the rule that were not detectable from the simulation output shown in
Chapter 5, and thus, not detectable without the representation provided by the gamma
approximation.

First consider the dose escalation rule corresponding to the standard loss. We shall use
the output from DP when skipping dose levels is permitted. However, note that this
constraint only affects which dose levels may be chosen when the decision to be made is
which dose to allocate to the next cohort, rather than which dose to recommend as the
MTD. Thus, it comes in to play at stages j where 0 < j < J .

In Figure 7.1 we can see bands of points for which the same final decision is made. These
bands seem to separate based on lines of the form λ = ck, where c is some constant.
This suggests that the decision depends on the mean of the gamma approximation to
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Figure 7.1: The colours show the dose recommended as the MTD by the DP-SL rule for a
sample of 1000 data sets.

the posterior density function given a data set. Further, this implies that the decision
depends on the posterior mean. Additionally, Figure 7.1 shows that in many cases data
sets that are neighbours in gamma-space lead to similar, if not the same, decisions.

Next we shall look at how the decision rule changes when the loss function is changed.
Note however, that the penalty for events, like the dose skipping constraint, only affects
the non-final stages. This is because it penalises future events, those at a state the
system could move to at the next stage. At the final stage of the trial, the point of
deciding which dose to recommend as the MTD, we have all the data. We have observed
the total number of events for the trial and whichever dose we recommend will not have
an impact on the number of events.

Thus, we move on to considering the dose escalation rules that are created by the DP
algorithm with respect to the loss function with a restricted choice penalty. That is, a
loss function with a penalty term that is incorporated to restrict the choice of doses that
can be declared as the MTD to dose levels that have been allocated to at least a given
number of cohorts during the trial. We have considered this rule with a requirement of
one and two cohorts. Recall that we refer to these designs as DP-RC1 and DP-RC2
and by DP-RC1P and DP-RC2P when the penalty for DLEs is also included in the
loss function. Figure 7.2 compares the doses recommended by DP-RC1 and DP-RC2.
Note that each (k, λ) point on the plot represents a data set xJ which contains the
information on the doses allocated so far in the trial and thus the set of doses which is
admissible.

The restriction on admissible dose choices removes the clear boundaries from Figure 7.2
compared to Figure 7.1. However, for the one cohort restriction, separating the samples
by the highest dose level in the data set somewhat restores the separation. This is
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Figure 7.2: The colours show the dose recommended by the DP rules with restricted choice
penalties for a sample of 1000 data sets. There is no longer clear separation between bands of
colour representing different decisions.
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Figure 7.3: For the one cohort restriction, faceting by the highest dose allocated in the trial
restores the separation between colour bands of decisions to some degree.
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shown in Figure 7.3.

7.3 Visualisation of different rules at non-final stages of a
trial

In order to visualise the optimal dose escalation rule over the full course of the trial, we
can generate plots of the same nature for each stage. Figure 7.4 shows the optimal dose
escalation rule with respect to the standard loss (Equation (3.8)), the DP-SL design,
whilst Figure 7.5 shows the optimal dose escalation rule when the overdosing penalty
(Equation (3.10)) is incorporated (DP-P). Figures 7.6 and 7.7 show the optimal rule
when, in addition to safety events being penalised, the choice of MTD is restricted to
doses that were allocated to at least one (DP-RC1P) and at least two cohorts (DP-RC2P)
over the course of the trial, respectively. In each of the examples shown, dose jumping
is permitted. Figure 7.1 shows that final stage data sets for which the optimal decision
is the same can be separated based on the value of the mean of the gamma distribution
that approximates the posterior density function given the data. In contrast, Figures
7.4 to 7.7 show that at non-final stages of the trial, the data sets for which the optimal
decision is the same are less clearly separated in terms of the mean of the gamma
distribution that approximates the posterior density function given the data.

By comparing Figure 7.4 with Figures 7.5, 7.6 and 7.7, we can see that the overdosing
penalty in the loss function pushes the decision of which dose to allocate after stages one
to eight to the lowest available dose level for many more data sets. Comparing Figures
7.6 and 7.7, the DP-RC1P and DP-RC2P designs, to Figure 7.5 which shows the DP-P
design, fewer data sets in the most densely populated region of the plot correspond to
allocation to the lowest dose. This is particularly prominent at stages seven and eight
and shows the response to the restricted choice penalty. Namely, cohorts need to be
allocated to higher dose levels such that recommending these dose levels as the MTD is
an admissible choice at the end of the trial. Naturally, the effect is more pronounced
with the two cohort restriction. Further, there is more allocation to dose six from stage
six onwards with the two cohort restriction compared to the one cohort restriction.
In Chapter 5, rather than looking at the decisions for individual data sets, we looked
at the percentage of simulated trials in which each dose was allocated at each stage.
Similarly to the observation made here, in Figure 5.26 we observed that the restricted
choice penalties caused more subjects to be allocated to the highest dose level in the
late stages of the trial. The gamma approximation enables us to visualise the decision
for any sample of data sets. This means we are not restricted to data sets visited in
simulated trials and can obtain a broader picture of the behaviour of a DP design.
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Figure 7.4: The decision according to the DP-SL rule at each stage of the trial. At stages one
to eight the decision is which dose to allocate to the next cohort and at stage nine the decision is
which dose to recommend as the MTD.
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Figure 7.5: The decision according to the DP-P rule at each stage of the trial. Many more
data sets suggest dosing at the lowest dose level compared to DP-SL rule.
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Figure 7.6: The decision according to the DP-RC1P rule at each stage of the trial. In particular
for stage seven and eight data sets, fewer correspond to allocation to dose one in the most
densely populated region of the plot.
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Figure 7.7: The decision according to the DP-RC2P rule at each stage of the trial. The highest
dose is allocated more compared to other rules.
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7.4 Comparison to the Continual Reassessment Method

In Chapter 5 we compared the DP design to the CRM of O’Quigley et al. (1990) through
the results of simulating trials using each of the rules to make decisions. In Chapter 5
we saw that on average, both designs recommend the same dose level as the MTD (see
Figure 5.4). Figure 7.8 shows the decisions made by the CRM and the DP-SL design
for the sample of 1000 data sets. As we might expect, the pictures corresponding to
each rule are very similar. This shows that both rules result in very similar decisions
across the range of data sets.

The CRM makes decisions based on the posterior probability of a DLE occurring at
each dose level and essentially plugging those estimates into the standard loss function
(Equation (3.8)). The DP-SL design chooses the dose to recommend as the MTD based
on the posterior expected loss. The few differences in final decision show that these two
methods of calculating the value of the standard loss associated with each dose level
can result in different decisions. This shows that some information is lost by the CRM
compared to the DP-SL design.
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Figure 7.8: In the majority of cases, the CRM and the DP-SL design recommend the same
dose as the MTD.

In contrast to the DP design, the CRM aims to allocate subjects to the current best
estimate of the MTD at each stage of the trial. As a result, with the CRM, the picture
of the rule is similar at every stage of the trial, as seen in Figure 7.9. This shows that
for data sets with a similar posterior mean, the same decision is made at every stage of
the trial. This is in contrast to Figure 7.4 which shows that the decision given by the
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DP-SL design for data sets with a similar posterior mean differs depending on the stage.
This demonstrates that the DP design is globally optimal whereas the CRM focuses on
the optimal decision for the current stage, as if it was the final stage of the trial. That
is, it is a myopic strategy. These strategies result in different behaviour.
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Figure 7.9: The rule given by the CRM looks very similar across all stages of the trial.

7.5 Summary

The ability to visualise a sample of data sets and the output of the DP algorithm is not
required to implement DP to produce an optimal dose escalation scheme for an FIH trial.
However, it provides useful insight on the characteristics of the resulting dose escalation
schemes which highlights how different loss functions lead to different optimal rules
and the need to fully specify the aims of the trial up front. In addition, visualisation
aided understanding of structural properties of the state space which helped develop
the approximations to the dynamic programming algorithm presented in the following
chapters.
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For the final stage, with the standard loss in particular, we have a very clear picture
of bands of data sets for which each dose is chosen. These bands are formed based on
the mean of the gamma distribution that approximates the posterior density function
given a data set. The clustering of colours suggests that data sets that are neighbouring
points in gamma-space lead to the same decision.

The incorporation of additional terms in the loss function changes the rule produced
by the DP design. Representing the posterior density function corresponding to a
data set by the parameters of a gamma approximation enables us to visualise the
change in characteristics. With the penalty for overdosing we observe that a much
larger proportion of data sets result in allocating the lowest available dose. With the
restricted choice penalty we see that for more data sets at later stages in the trial the
corresponding decision is to allocate the next cohort to a higher dose than it would be
without this penalty. Lastly, with the restricted choice penalty, for many data sets, the
decision at later stages of the trial is different to the decision made by the DP-SL design.
This is in line with what we observed in Chapter 5, the DP-SL design can recommend
a dose as the MTD without allocating it to any subjects during the trial. The DP-RC1
and DP-RC2 designs alter the allocation at the penultimate, or penultimate two stages,
such that a dose is admissible at the final stage of the trial.
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CHAPTER 8

An approximate dynamic programming algorithm using nearest
neighbours in (k, λ) space

8.1 Introduction

The ultimate aim of this work is to find an optimal dose escalation scheme for an FIH
trial with two endpoints, one safety related and one efficacy related. We shall henceforth
refer to the formulation of the application of DP to finding an optimal dose escalation
scheme that is described in Chapter 3 as the full DP algorithm. The size of the state
space for the full DP algorithm is prohibitively large when it comes to incorporating
more than one parameter. In order to include a measure of efficacy in the framework we
would need at least two parameters. Furthermore, with one parameter and the current
implementation, the largest trial we can consider has nine cohorts of three. Though
sample sizes in Phase I trials, particularly in oncology, can be around this number, it
would be preferable to be able to compute the optimal dose escalation scheme for a
trial with one binary safety endpoint that has a larger sample size. In Chapter 12 we
shall show that for the two-endpoint problem (one safety, one efficacy), using two model
parameters, we can only apply the full DP algorithm for trials with up to four cohorts
of three.

As discussed in Villar et al. (2015), several approaches have been proposed to tackle the
curse of dimensionality inherent in the dynamic progamming algorithm for multi-armed
bandit problems. These include the Gittins index and the Whittle index, as well
as Thompson Sampling. Pilarski et al. (2021) quantify the sub-optimality of these
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approximations compared to the design produced by dynamic programming. The
Gittins index policies assign an index to each of the possible arms at each decision
point based on the response, which is the number of successes and failures on a given
arm at the time of the decision. The rule prioritises sampling observations from the
arm with the highest index. The Whittle index is additionally based on the remaining
number of subjects to be allocated during the trial. Thus index policies perform a set
of calculations for every possible state. Thompson Sampling calculates the posterior
probability that each arm is the best and allocates the next subject to an arm according
to those probabilities, thus favouring the arm with the highest posterior probability of
being the best treatment. Though the multi-armed bandit application is in the context
of a trial with a single efficacy endpoint with a choice of independent treatment arms to
allocate, rather than correlated doses, Aziz et al. (2021) examine the use of Thompson
Sampling, and several adaptations that take the ordering of doses into account, to find
designs for the type of trial we are considering. In addition, Chick et al. (2020) present
index policies for trials with multiple correlated treatment arms.

Here we take a different strategy. To address the curse of dimensionality in the
one-safety-endpoint problem we have investigated developing an approximate version of
the DP algorithm that produces a dose escalation rule comparable with the full DP yet
operates on a sample of the full state space. In this chapter and Chapters 9 and 10 we
discuss an approximation based on nearest neighbours. In Chapter 11 we shall present
an approximation that uses generalised additive models which we shall then extend to
the two-endpoint (one safety, one efficacy) problem. In the preceding chapters we have
obtained the optimal dose escalation scheme for an FIH trial with one safety endpoint
in a number of scenarios using the full DP algorithm. Let us consider these schemes to
be the gold standard to which we can compare the dose escalation schemes produced
by an approximate DP (ADP) algorithm in order to evaluate how far from optimal an
ADP design is. If the error in an ADP design compared to the full DP design is small
and not increasing with the number of cohorts in the trial, we can assume that an ADP
design for a trial with a larger number of cohorts than nine, our current maximum, is
close to optimal. We shall define close in this context in Section 10.

Initially, we defined the state space over which the DP calculations must be performed
by the number of possible data sets. In particular, we counted data sets by defining a
data set as the number of cohorts allocated to each dose level and the number of DLEs
observed at each dose level, neglecting the order. This is 2m pieces of information,
where m is the number of dose levels available.

Each element of the state space is a data set which is converted into a posterior density
function for the model parameter a. As described in Chapter 6, the posterior contains
all the information used to make the decision of which dose to choose from the set
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of available dose levels. Using the gamma approximation to the posterior that we
developed in Chapter 6 enables us to describe a data set with two parameters, rather
than 2m. Moreover, in Chapter 6 we proposed the concept of working in the space of
posterior density functions for a given the possible data sets. There are many cases
in which the posterior density functions with respect to several different data sets
are almost identical. Thus, in the space of posterior density functions for a, many of
the elements are almost identical. Further, as previously mentioned, in many cases,
posterior density functions that are almost identical lead to the same decision. Figure
8.1 shows two examples of multiple distinct data sets resulting in similar posterior
density functions for a. For every data set in the top panel, the optimal choice of dose
to recommend as the MTD is dose six, and the optimal choice is dose one for all those
in the bottom panel. As proposed in Chapter 6, this property suggests it is possible
to perform a version of the DP algorithm on a representative sample of the space of
posterior density functions and approximate the optimal decision for out-of-sample data
sets. Further evidence in favour of this approach is provided by the visualisations of the
full DP rule in Chapter 7. For the final stage of the trial we see separation of regions in
gamma-space for which each dose is the optimal choice. Some clustering is also evident
for the optimal decision at non-final stages.
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Figure 8.1: Two examples of multiple data sets resulting in similar posterior density functions
that lead to the same decision of which dose to recommend as the MTD in a trial with seven
cohorts of three.
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8.2 Key components of the approximate dynamic
programming algorithm

As previously mentioned, our aim is to work with a sample of the full state space. Thus,
the first key component to define is a method for obtaining a representative sample of
the state space. Furthermore, the key feature of the DP algorithm is looking forward
to the next stage of the trial and calling upon previously calculated values associated
with those next stage data sets, namely βj+1(xj+1). When using a sample of the state
space rather than the full state space we will not have stored values for the optimal
decision at out-of-sample states. In the full DP algorithm, for final stage states we also
store the posterior expected loss associated with the optimal choice of dose, βJ(xJ). For
non-final stage states the equivalent quantity is the posterior expected loss conditional
on proceeding optimally for the remainder of the trial, βj(xj), 0 ≤ j < J . For brevity,
throughout this section we shall refer to these quantities as the expected loss, as the
stage of the trial in question will provide clarity on which quantity we mean. Thus,
the second key component of an approximate version of the algorithm is a method for
estimating the expected loss at out-of-sample states.

For both these key components we shall make use of approximating a posterior density
function, and in turn the associated data set, with a gamma approximation as described
in Chapter 6. The gamma approximation provides a location for an element of the state
space in a two dimensional plane.

8.2.1 Discussion on the shape of the state space

In addition to providing a visualisation of the decision rule, plotting a sample of the data
sets in gamma-space shows that the data sets are not uniformly distributed across this
space (see Figure 8.2). Further, in Figure 8.2 the sample of 1000 data sets is coloured
by the number of DLEs in each data set. This demonstrates a level of structure in
the sample. The leftmost vertical line of points corresponds to data sets in which all
subjects experience a DLE, the least favourable scenario. The second column from the
left corresponds to data sets in which all but one subject experience a DLE and so on.
The data sets corresponding to the points in the most densely populated region of the
plot, mostly the bottom right quadrant, are those that we would consider to be most
likely to occur in practice. In reality, trials in which all subjects are experiencing DLEs
are likely to be terminated early. However, we do not consider early stopping so the
state space for our problem still contains these data sets.

In addition, we observe that the most toxic data sets are in the bottom left of the plot.
This is shown by Figure 8.3 which colours the points by the highest allocated dose. We
can assume that events that occur at higher doses are more toxic than events at lower
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Figure 8.2: Sample of data sets coloured by number of DLEs to show structure in the state
space.

dose levels. It is important that we account for this structure when sampling data sets
in order to be representative of the full state space.

8.2.2 A nearest neighbour method for estimating expected loss at
out-of-sample states

When using a small sample of the full state space it is unlikely that the required next
stage data sets will be in the sample, thus we cannot look up the required values of
the expected loss, βj+1(xj+1), associated with those data sets, xj+1, 0 ≤ j < J . In this
case we must approximate the loss, βj+1(xj+1), from the values that we do have in the
sample.

As suggested in Chapter 6, we shall approximate the expected loss at an out-of-sample
state by the loss associated with its nearest neighbour. To obtain the nearest neighbour
for an out-of-sample state we first compute the posterior density function given the data
at that state. Next we compute the gamma approximation to the posterior in order to
represent the data set by a (k, λ) pair. Subsequently, we find the nearest neighbour as
the in-sample state, (k̂, λ̂), that is closest to (k, λ) in terms of Euclidean distance in
gamma-space.
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Figure 8.3: Sample of data sets coloured by highest allocated dose. This indicates that the
most toxic data sets are in the bottom left quadrant of the plot; those with many DLEs and high
doses allocated.

8.3 An approximate dynamic programming algorithm

Here we shall outline the ADP algorithm that operates on a sample of the full state
space. At early stages of the trial the number of possible data sets is small so we use
all possible states for those stages. At later stages, when there are more than nsamp

possible states we use a sample of nsamp states per stage. The final stage of the trial
is addressed differently from non-final stages. Where numerical integration must be
performed, we use the one-size-fits-all mesh method described in Section 4.6.4.

Final stage

1. Sample nsamp stage J data sets, xJ .

2. Calculate the optimal decision, d∗J(xJ), and associated expected loss, βJ(xJ),
for every state in the sample using the same calculations used in the full DP
algorithm (Equations (3.11) and (3.12)). Store these values alongside the (k, λ)J
that describes the state xJ .

Stage j when there are more than nsamp total states at stage j

3. Sample nsamp stage j data sets, xj .

4. Calculate the optimal decision, d∗j (xj) and associated conditional expected loss,
βj(xj), for every state in the sample. To do this we need an approximation of the
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expected loss associated with each state the system could move to at stage j + 1
from the current state. Thus, for each data set in the sample:

a) For each data set the system could move to, find the parameters of the gamma
approximation to the posterior, (k, λ)j+1, then find the closest in-sample
(k, λ)j+1 pair, (k̂, λ̂)j+1, and use the corresponding βj+1((k̂, λ̂)j+1) as an
approximation. Closest is defined by the smallest Euclidean distance between
the target (k, λ)j+1 pair and the (k, λ)j+1 pairs that correspond to the sample
of xj+1 data sets.

b) To obtain the conditional expected loss associated with allocating each of
the m dose levels and proceeding optimally thereafter, combine the relevant
approximations for βj+1((k̂, λ̂)j+1) as a weighted average using Equation
(3.14), similarly to the full DP algorithm.

c) Take the minimum over the conditional expected loss associated with
allocating each of the m dose levels to obtain the optimal decision.

d) Store the optimal decision and associated expected loss alongside the (k, λ)j
that describes the state xj .

Stage j, j > 0, when there are fewer than nsamp total states at stage j.

5. Calculate the optimal decision, d∗j (xj), and associated conditional expected loss,
βj(xj), for every possible stage j state, xj , following step 4.

Stage 0

6. Calculate the optimal choice of initial dose, d∗0(x0) and associated conditional
expected loss, β0(x0), by reading in the previously calculated β1(x1).

Regarding step 5, note that if stage j′ is the largest j for which there are fewer than
nsamp total states, the nearest-neighbour approximation is required because we are
working with a sample of the full state space at stage j′ + 1. For j < j′ we have already
calculated βj(xj) for all possible xj and thus could use the same calculations as in the
full DP algorithm. However, for the majority of this algorithm we have no requirement
to look up previously calculated values of βj(xj) and as such, we do not store the βj(xj)
and d∗j (xj) in the same way as for the full DP algorithm. Instead, for each stage j we
store a list of (k, λ)j pairs that represent the sampled xj , and their associated βj(xj)
and d∗j (xj). This means that we cannot read in the required βj+1(xj+1) as we do in
the full DP algorithm. Further, for j < j′, the closest in-sample (k̂, λ̂)j+1 is in fact the
(k, λ)j+1 pair given by the gamma approximation to the posterior and thus corresponds
exactly to the target data set xj+1. As such, in step 5, we use the same calculations as
in step 4 for every possible xj , 0 < j ≤ j′. In our implementation we used nsamp = 1000.
As such, the full state space was considered for stages two, one and zero of the trial.
When considering stage zero, the small number of states at stage one means that we
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can read in the previously calculated β1(x1) from the stored list, as stated in step 6.

The output of this algorithm is the approximately optimal decision, d∗j (xj), and
associated estimate of the expected loss, βj(xj), for each state in the sample for
each stage of the trial, j ∈ {0, 1, . . . , J}. This algorithm forms a decision rule whereby
the optimal decision associated with a data set is the optimal decision associated with
its nearest neighbour. This can be thought of as a plot in gamma-space in which the
region around each point is coloured according to the associated optimal decision, like
an extension of the figures in Chapter 7 that fills in space between sample points. Thus,
the visual depiction of the rule produced by the ADP algorithm resembles a Voronoi
diagram.

To use this rule in a trial, at each stage, to find the dose to allocate to the next cohort the
first step is to convert the observed data, xj , to the associated (k, λ)j pair. Subsequently,
find the closest in-sample approximation, (k̂, λ̂)j , in the output that defines the ADP
rule, and use the decision associated with (k̂, λ̂)j .

In the next chapter we shall detail the fundamental steps required to implement the
ADP algorithm to find an approximately optimal dose escalation rule for an FIH trial.
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CHAPTER 9

Implementing the approximate dynamic programming algorithm

9.1 Introduction

In Chapter 8 we formulated an approximation to the DP algorithm that operates on
a sample of the full state space for the problem of finding an optimal dose escalation
scheme for an FIH trial. The essential steps in implementing the ADP algorithm are
generating a representative sample of the full state space and an efficient method for
finding the nearest in-sample neighbour in order to approximate the expected loss at
out-of-sample states through the expected loss associated with the nearest neighbour.
Generating a sample is non-trivial because the state space of data sets is not uniformly
distributed in gamma-space. In order to keep computation in check, finding the nearest
neighbour requires a more sophisticated method than calculating the Euclidean distance
between the target (k, λ) pair and every in-sample (k, λ) pair. The nearest neighbour
needs to be located for every possible stage j + 1 data set, for every xj , 0 < j < J .
Thus, there are many instances in which the comparison of a target point and every
possible in-sample point must by performed. Despite working with a sample of the full
state space, the magnitude of the sample for larger trials is such that performing the
calculations to find the nearest neighbour in this manner renders the ADP algorithm
slower than the full DP algorithm. In this chapter we shall detail our chosen method for
generating a sample of the state space and for finding the nearest neighbour efficiently.

161



9.2. Generating a sample of the state space

9.2 Generating a sample of the state space

9.2.1 Method for sampling data sets

As previously described, a data set consists of a dose allocation and a corresponding
DLE profile, xj = (n1,j , n2,j , . . . , nm,j , v1,j , v2,j , . . . , vm,j). The dose allocation is the
number of subjects allocated to each of the available dose levels, (n1,j , n2,j , . . . , nm,j),
and the DLE profile is the response observed at each dose level, which is the number of
DLEs at each dose level, (v1,j , v2,j , . . . , vm,j).

Figures such as 8.3, that portray a sample of data sets in gamma-space, show the lack
of uniformity in the state space under this representation. Rather than being uniformly
distributed across the positive (k, λ) quadrant, there is structure in the locations of
the data sets in gamma-space. Thus, plotting a sample of data sets in gamma-space
illustrates that working strictly in gamma-space and sampling (k, λ) pairs on a uniform
grid would not be representative of the distribution of possible data sets. We shall
describe a method for obtaining an initial sample which we then refine via an iterative
method.

Recall that in Section 3.2 we define a dose allocation in storage form using the stars
and bars depiction: we store the positions of m− 1 bars that separate j stars into m
groups. The cohort form of the dose allocation is given by the number of stars between
the m− 1 bars combined with an imaginary bar at each end of the line of j stars. To
generate a random stage j data set we first sample a dose allocation in storage form
by sampling m − 1 positions from {1, 2, . . . , (j + m − 1)} without replacement. Put
into increasing order, these m − 1 numbers form the bars that define the number of
cohorts on each dose level. To sample a corresponding DLE profile we first sample a
value a′ for the dose-response model parameter, a, from its prior. We then draw the
number of DLEs on each dose level from a binomial distribution. The number of trials
parameter for the binomial distribution is given by the number of subjects allocated
to the dose level, ncni,j , which is the number of cohorts allocated to the dose level
multiplied by cohort size. In this case, a ‘success’ is the occurrence of a DLE, so the
probability of success parameter is given by evaluating the dose-response model at the
ith dose level and a′. Hence the distribution for the number of DLEs at dose level i is
Bin(ncni,j , ψ(i, a′)), i ∈ {1, . . . ,m}.

Data Sampling Algorithm

1. Sample m− 1 from {1, 2, . . . , (j +m− 1)} uniformly without replacement.

2. Sort the sample in ascending order.

3. Convert to cohort form (n1,j , n2,j , . . . , nm,j).
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4. Sample a′ from the exponential distribution with rate parameter 1.

5. For i in {1, . . . ,m} sample the number of DLEs on dosei, vi,j , from
Bin(ncni,j , ψ(i, a′)).

9.2.2 Obtaining a representative sample

We obtain a representative sample using an iterative method. Initally, for each stage of
the trial with more than 1000 possible data sets, we sample 1000 data sets using the
method in Section 9.2.1. We run the ADP algorithm given in Section 8.3 using this
sample to obtain a dose escalation rule with respect to a given loss function. Call this
policy ADP V1. We then proceed by simulating trials using ADP V1 to make decisions.
Many of the simulated trials result in the same data sets, thus, in order to widen the
sample of states, we simulate 1000 data sets starting from each of the six available dose
levels. The reason for limiting the number of simulations to 6000 is due to running time
and the fact this is just a development step rather than to produce final results. We
form the second iteration of the sample by augmenting the initial sample of 1000 data
sets per stage with the states reached in the simulated trials. Compared to the initial
sample, states appearing in the simulated trials are a closer representation of states that
may appear in trials in practice because they are generated using a decision rule. Thus,
the second sample is expected to be more representative of the region of gamma-space
that is of interest for the problem of finding an optimal dose escalation scheme for an
FIH trial.

Next, we run the ADP algorithm using the augmented sample to obtain policy ADP
V2 then simulate trials using this policy. Once again, we simulate 1000 trials starting
from each dose. The sample of states obtained through this set of simulations contains
a greater number of realistic states than previous samples.

At this point, we augment the initial samples of 1000 with not only the data sets
reached in the trials simulated using ADP V2, but also the data sets required in the
DP calculations for each state. That is, for each non-final stage in simulated trials,
to compute the optimal decision for that state in the DP algorithm we would take a
weighted average of the expected loss at the four states the system could move to for
each of the six dose levels. Thus the 24 data sets that each state could move to at
the following stage of the trial are considered in these calculations. These samples are
used to augment the initial sample of 1000 to provide our third and final iteration of a
sample of data sets.

The final rule, ADP V3, is produced by running the ADP algorithm on this sample.
As an example, Figure 9.1 shows how the samples used in the ADP algorithm at each
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iteration and the sample of data sets visited in trials simulated using the corresponding
rules evolve over the iterations. For simplicity, we consider a trial with just four cohorts
of three in this example. By the third iteration, the sample from simulated trials is
contained within the region of gamma-space covered by the sample used to generate
the ADP rule. This suggests that the closest in-sample approximation to a data set in
a trial simulated using ADP V3 to make decisions is likely to be more accurate than a
trial using ADP V1.
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Figure 9.1: For each iteration of the process and for each stage of a four stage trial, the sample
of states used in simulated trials using each rule is plotted on top of the states used to generate
the ADP rule. By V3 the region of gamma-space covered by the sample used to generate the rule
contains the sample visited in simulated trials.

The number of states used to generate each iteration of the ADP rule and the number
visited in subsequent simulations is shown in Table 9.1. The sample sizes used for the
third and fourth stages of the trial in the ADP algorithm for the third iteration are
greatly increased compared to the initial 1000. At stage three, 81% of the full state
space is used and 42% of the full state space at stage four. On the other hand, the
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Table 9.1: Number of data sets in the sample used to generate the ADP rule for each iteration
and the number visited in trials simulated using each version of the rule.

Iteration
Type 1 2 3
Stage 1 (24 possible states)

Samples used to build ADP rule 24 24 24
Samples used in simulated trials 24 24 24

Stage 2 (282 possible states)
Samples used to build ADP rule 282 282 282
Samples used in simulated trials 90 87 84

Stage 3 (2180 possible states)
Samples used to build ADP rule 1000 1129 1766
Samples used in simulated trials 281 274 269

Stage 4 (12573 possible states)
Samples used to build ADP rule 1000 1592 5316
Samples used in simulated trials 676 651 663

number of unique data sets visited in the simulated trials is similar when using each
version of the ADP rule. This evidence of repeated states shows that there are some
data sets that are much more likely to occur than others. In Chapter 10 we show the
number of states used to build an ADP rule for larger trials.

9.3 Finding the nearest neighbour

We employ a divide and conquer type algorithm to find the closest in-sample
approximation to an out-of-sample state in gamma-space, the nearest neighbour. This
method is required because by the time we grow the sample to that used to create
ADP V3 when using a larger number of cohorts, finding the closest in-sample point
in gamma-space by calculating the Euclidean distance between the target (k, λ) pair
and every in-sample (k, λ) pair then taking the minimum is computationally expensive.
When J ≥ 8, this results in the ADP algorithm taking twice as long as the full DP
algorithm to run, or even longer, which is not a desirable property of an approximation.

The basis of the algorithm is to sort the in-sample points by k, find the midpoint and
recursively search for the closest point within the points on the side of the midpoint that
the target out-of-sample point is on. When the closest point on one side of the midpoint
has been found, with Euclidean distance δ from the target out-of-sample point, say, the
algorithm checks the strip within δ of the midpoint on the other side of the midpoint to
ensure the closest point has in fact been found. Pseudocode is given in Algorithm 1.
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Algorithm 1 Find the closest in-sample (k, λ) pair to the target pair (k∗, λ∗)
Require:

1: pk← all in-sample (k, λ) points sorted by k
2: inds← original index of (k, λ) pair before sorting
3: target← (k∗, λ∗), the target point

4: function CLOSEST_POINT(pk, inds, target)

5: nk ← number of points in sample
6: mid← round(nk/2)

7: if nk ≤ 4 then → Calculate the squared Euclidean distance between
each point in pk and the target point

8: for i = 1 to nk do
9: (ki, λi)← pki

10: di ← (ki − k∗)2 + (λi − λ∗)2

11: end for

12: δ ←
√

min(d)
13: ind← value of inds corresponding to min(d)

14: return δ, ind

15: else → Find midpoint of in-sample k coordinates
16: x̄← pkmid

17: if k∗ ≤ x̄ then → search left hand side of x̄
18: searched← L
19: q← pk1:mid
20: q_inds← inds1:mid
21: Sort q by k

→Recursive step
22: (δ, ind) ← CLOSEST_POINT(q, q_inds, target)

23: else → k∗ > x̄: search right hand side of x̄
24: searched← R
25: r← pkmid:nk

26: r_inds← indsmid:nk

27: Sort r by k
→Recursive step

28: (δ, ind) ← CLOSEST_POINT(r, r_inds, target)

29: end if

166



Chapter 9. Implementing the approximate dynamic programming algorithm

Find the closest in-sample (k, λ) pair to the target pair (k∗, λ∗) continued
→ Look for a closer point in the strip δ to the other side of x̄ from

where the closest point has been found
30: (δsp, indsp)← CLOSEST_SPLIT_POINT(pk, target, δ, searched)

31: δ∗ ← min(δ, δsp)
32: ind∗ ← index corresponding to δ∗.

33: return δ∗, ind∗
34: end if
35: end function

36: function CLOSEST_SPLIT_POINT(pk, target, δ, searched)
→ searched is which side of the midpoint has already been searched

37: nk ← number of points in sample
38: mid← round(nk/2)

39: x̄← pkmid

40: if searched == L then
41: sp← points for which k ∈ [x̄, x̄+ δ] and λ ∈ [λ∗ − δ, λ∗ + δ]
42: else if searched == R then
43: sp← points for which k ∈ [x̄− δ, x̄] and and λ ∈ [λ∗ − δ, λ∗ + δ]
44: end if

45: → Calculate the squared Euclidean distance between each point in sp
and the target point

46: nsp ← number of points in sp
47: for i = 1 to nsp do
48: (ki, λi)← spi
49: di ← (ki − k∗)2 + (λi − λ∗)2

50: end for
51: δsp ←

√
min(d)

52: indsp ← value of inds corresponding to min(d)

53: return δsp, indsp
54: end function
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9.3. Finding the nearest neighbour

In Figure 9.2 we walk through Algorithm 1 with an example in which we want to find
the closest point in the sample to the orange cross (k, λ) = (3, 8). The algorithm is
recursive; the function CLOSEST_POINT calls itself with increasingly smaller subsets of
the sample. First, each call to the function divides the sample until there are just four
points in the search region (see plots 1-5). Then the recursion stops. We calculate the
Euclidean distance between the target point and the four points in the sample (see plot
6). The closest point in the sample to the target is indicated with a yellow star in plot
6. The distance between this point and the target is δ = 2.6. This point and associated
distance, δ, is returned by the fifth call to the function CLOSEST_POINT. Thus, in plot
7 we are back in the fourth call to the CLOSEST_POINT for the conquer step which is
described by the function CLOSEST_SPLIT_POINT. We search the region δ = 2.6 to the
right of the purple vertical line because we previously searched the region to the left
of this line. We only need to search within ±δ from the target point in the vertical
direction. No points in the subset of the sample passed to CLOSEST_SPLIT_POINT at
this step, shown in purple, are in this region. In plot 8 we are in the third call to the
function CLOSEST_POINT. In this call to CLOSEST_SPLIT_POINT we search the relevant
region on the right of the green vertical line, shown by the green rectangle, for a point
in the sample that is closer than δ to the target. The closest point to the target in this
region has distance δsp = 1.41 from the target. This is smaller than δ = 2.6 so we update
δ to δ = 1.41 as per line 31 of Algorithm 1. The updated closest point is highlighted in
yellow in plot 9. In plot 9 we are in the second call to CLOSEST_POINT in which the call
to CLOSEST_SPLIT_POINT searches the blue rectangle. The closest point to the target
in this region is not closer than the current closest. That is, δsp = 1.88, which is larger
than δ = 1.41. Lastly, in plot 10 we are in the first call to CLOSEST_POINT in which we
search the red rectangle when we call CLOSEST_SPLIT_POINT. The closest point in the
sample to (k, λ) = (3, 8) is identified as (k, λ) = (4.36, 8.38).

For small samples, when a vectorised calculation of the Euclidean distance takes
negligible time, the divide and conquer style algorithm is slower. However, once the
sample of points reaches about 1000, which is the case from the third stage of a trial
onwards, the algorithm is more efficient than the brute-force method of calculating the
distance between the target and every in-sample point. Further, performance gains
increase as the size of the sample increases.

To give an indication of the efficiences gained by using the divide and conquer style
algorithm instead of calculating the Euclidean distance between the target (k, λ) pair
and every in-sample (k, λ) pair, Table 9.2 presents the time taken to find the closest
in-sample point, for 1000 target points, in samples of different sizes. We look at the
time to find the closest in-sample points to 1000 target points, rather than one, to
account for the variability inherent in timing code due to background processes and the
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Plot 1 shows the sample and the target out−of−sample point, (3, 8).

Plots 2 to 5 show divide steps. The sample is divided at the point with median k coordinate (vertical lines).
At each stage, the sample for the next plot is the region on the same side of the line as the target.

Plot 6 shows the step when the sample has been reduced to 4 points.
The closest point from the four is identified (shown in yellow).

Plots 7 to 10 show the conquer steps. We search regions of the current subset of the sample
on the opposite side of the vertical line to steps 2 to 5 to check for a closer point (see coloured rectangles).

There are no points in the step 4 subset in the purple rectangle.
The closest point to the target in a rectangle is shown with a pink cross.

In plot 8 this point is closer than the point in yellow, so we update the point shown in yellow in plot 9.
This point, (4.36, 8.38), is identified as the closest in−sample point to the target (3, 8).  

Figure 9.2: Example of the steps performed when using Algorithm 1 to find the closest point
in a sample to a target out-of-sample point.
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9.4. Further implementation details

Table 9.2: This table shows the time taken to find the closest in-sample point, for 1000 target
points, in samples of different sizes, using the brute-force method and the divide and conquer
method (Algorithm 1). The running time of the divide and conquer method is considerably
less dependent on the size of the sample and much faster than the brute-force method for large
samples.

Run time (s) (Mean (SE))
Size of sample Brute-force Euclidean Distance Divide and Conquer
500 2.7 (0.11) 3.3 (0.15)
1000 5.3 (0.15) 3.6 (0.1)
5000 31.5 (0.31) 5.1 (0.08)
10000 78.5 (0.63) 6.3 (0.02)

resulting lack of precision in timing code with very small runtimes. The focus is on the
magnitude of the difference in time taken by each method of finding the closest point,
rather than the absolute values. Further, at each stage j, 3 ≤ j < J , the closest state in
the stage j + 1 sample must be found for each of the 24 states that each in-sample stage
j state could move to at stage j + 1. This means that efficiency gains scale very quickly.
The values in Table 9.2 are from a Lenovo ThinkPad L380 with 7.7GiB of memory and
an i5-8250U 1.60GHz octo-core processor. To account for some of the variability, the
times presented are the mean time, in seconds, from timing the code ten times. The
standard error is given in brackets. Table 9.2 clearly shows that the divide and conquer
method, Algorithm 1 is considerably more efficient as the size of the sample increases.

Employing Algorithm 1 renders the ADP algorithm faster than the full DP algorithm
for trials with seven or more cohorts of three. With ten cohorts the running time of
the ADP algorithm on Balena, the University of Bath HPC system, is reduced from
23 hours with the brute-force method of finding the closest in-sample point to 4 hours,
a vast improvement. On the other hand, Algorithm 1 only makes use of sorting the
in-sample points by k. It could be optimised further, for example by dividing the k-λ
plane into a grid and exploiting that structure. It is likely that this would gain an order
of magnitude speed up in running time. In addition, it may be possible to optimise
the sorting performed. However, our aim is to produce a working implementation of
the ADP algorithm that is fast enough to enable exploration of the properties of the
resulting rule, rather than to produce fully optimised software.

9.4 Further implementation details

The techniques used to gain computational efficiency in the implementation of the full
DP algorithm are also required here. The same numerical integration method described
in Section 4.6.4 is used with the aim of reducing repeated calculation and the code is
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Chapter 9. Implementing the approximate dynamic programming algorithm

parallelised within each stage of the algorithm.

Since the ADP algorithm operates on a sample of the full state space, the structure of
the object used to store the output from the full DP algorithm, which was for every
possible data set, is not required. For every sample data set xj used in the ADP
algorithm the following is stored in a list: k and λ that describe the gamma distribution
that approximates the posterior density for a given xj , the optimal decision, d∗j (xj),
and the approximated value of the loss at that decision, βj(xj). The output for samples
for each stage is combined into a list, then the output corresponding to each stage is
combined into a list of length J .

We have formulated an ADP algorithm and discussed the key steps in implementing it.
We shall now proceed to analyse the operating characteristics of a rule produced by
the ADP algorithm and in particular, compare the performance to the equivalent rule
produced by the full DP algorithm.
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CHAPTER 10

Results using the approximate dynamic programming algorithm

10.1 Introduction

In this chapter we shall evaluate the performance of the design produced by the ADP
algorithm described in Chapter 8. In order to evaluate the error in the approximation to
the optimal dose escalation scheme produced by the full DP algorithm we shall simulate
trials using the rule produced by the ADP algorithm and trials using the rule produced
by the full DP algorithm with respect to the same loss function. We shall compare
the operating characteristics of the designs through the results of the simulated trials.
Further, we shall compare the computational gains provided by the ADP algorithm
compared to the full DP algorithm, for example the decrease in running time. Lastly,
we shall discuss the use of the ADP algorithm to produce a dose escalation scheme for
a trial with more than nine cohorts of three and six doses from which to choose the
MTD. This was not possible with our implementation of the full DP algorithm.

10.2 Gains in efficiency compared to the full dynamic
programming algorithm

The ADP algorithm operates on a sample of the full state space. This reduces the
memory required to store the outcomes. As discussed in Chapter 4, the full DP algorithm
also requires all states to be stored to form an ordering that can be used when looking
up previously calculated values when computing βj+1(xj+1), the conditional expected
loss associated with allocating a dose to the next cohort given a non-final stage state
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10.3. Comparison of the approximately optimal rule to the gold standard rule

Table 10.1: Running time of the ADP and full DP algorithms on Balena. Running times
under an hour are shown to the nearest minute and those over an hour to the nearest hour.
With eight or more cohorts ADP is faster than the full DP algorithm. The full DP algorithm
cannot be run for a trial with ten cohorts.

Number of cohorts in trial Full DP ADP
6 7 minutes 10 minutes
7 31 minutes 29 minutes
8 2 hours 1 hours
9 6 hours 2 hours
10 4 hours

xj , 0 ≤ j < J . This is not required by the ADP algorithm thus the memory demands
are further reduced. In addition, for larger sample sizes, J ≥ 8, when finding the nearest
neighbour is performed efficiently, as described in Section 9.3, the running time of the
ADP algorithm is considerably reduced compared to the running time of the full DP
algorithm. Gains increase as the number of cohorts in the trial increases, as can be
seen in Table 10.1. On the other hand, the code optimisation described in Chapter 4
means that the full DP does not take long to run with J ≤ 6. In this case, the current
implementation of the ADP algorithm takes longer to run because the nearest-neighbour
search is expensive and the gains due to a smaller sample size do not outweigh the cost
of the nearest-neighbour calculation.

Table 10.2 shows that although the sample size used by the ADP grows over the stages
of the trial, the percentage of the full state space used decreases. For a trial with nine
cohorts the ADP algorithm operates on just 1% of the full state space for the final
stage of the trial and 2% for the penultimate stage. It may seem that this reduction in
size of the state space should lead to a greater decrease in running time of the ADP
algorithm compared to the full DP algorithm. However, at non-final stages of the trial,
the nearest-neighbour search means that the work per state is considerably more in
the ADP algorithm than the full DP algorithm. The work per final stage state is the
same, as the same calculations are performed. We optimised the nearest-neighbour
search enough for the ADP algorithm to be useful and provide gains over the full DP
algorithm. However, we have not fully optimised the nearest-neighbour search, thus it
would be possible to speed up the ADP algorithm further.

10.3 Comparison of the approximately optimal rule to the
gold standard rule

The dose escalation scheme produced by the full dynamic programming algorithm forms
a gold standard against which to assess the quality of an approximation. To evaluate the
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Table 10.2: Size of the sample used to build the ADP rule at each stage for a trial with nine
cohorts of three. The percentage of the full state space used is also shown.

Stage Number of states used
to make ADP rule

Percentage of total
possible states

3 1724 79
4 4972 40
5 12153 21
6 24143 11
7 39316 5
8 55553 2
9 72279 1

accuracy of the ADP algorithm we can compare the operating characteristics of trials
simulated using the rule produced by the ADP algorithm to the operating characteristics
of trials using the rule produced by the full DP algorithm. With the ADP rule, we no
longer have a decision stored for every possible data set. Thus, these simulations require
an extra calculation step compared to those using the full DP rule. At each stage of the
trial, to decide which dose to give the next cohort we must first calculate the gamma
approximation for the current data set and then find the closest in-sample state, the
nearest neighbour. The dose allocated to the next cohort is the optimal decision for the
nearest neighbour.

To assess the accuracy of the ADP algorithm we simulated 106 trials using the ADP
rule and 106 using the full DP rule. Simulations were coupled, as described in Chapter
5. The expected loss of the policy provides a single figure that summarises the ability
of the rule to meet the aims of the trial and thus can be used as a straightforward
comparison. In addition we can compare the average toxicity rate between simulated
trials using each rule. However, we can expect this to be more similar when the toxicity
penalty is included in the loss function. When the trial is optimised with respect to the
standard loss, the rule is not designed to reduce the number of toxicities and it is not
considered an aim of the trial. Thirdly, we shall directly compare the decisions made at
each stage of the simulated trials by each rule.

Table 10.3 compares the expected loss of policies when using the ADP rule and the full
DP rule. Both the rule optimised for the standard loss, DP-SL, and the loss function
with penalty, DP-P, are considered. These values are averaged over 106 simulated trials,
with a, the dose-response model parameter, drawn from its prior for each replicate. The
standard error of each of the expected loss values presented is less than 0.0002. Due to
coupling the simulations using the ADP rule and the full DP rule, the standard error of
the difference between the expected loss of policy using the two rules is smaller still. We
have shown the standard loss component separately to the penalty component of the
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loss function such that the values in each column are comparable between designs using
rules developed with respect to different loss functions. We see that in many cases the
expected loss of the policy from the two designs when evaluated with the standard loss
(Equation (3.8)) is equal to three decimal places, with the ADP rule causing an increase
of 0.001 in some cases. For a trial with a given number of cohorts, when the rule is
optimised for the standard loss, the mean standard loss is smaller than when the rule
is optimised for the loss function with penalty. Similarly, the mean loss with penalty
is lower when the rule is optimised for the loss function with penalty rather than for
the standard loss. From the mean toxicity penalty column we see that fewer toxicities
occur when the rule is optimised for the loss function with penalty. In this case, the
toxicity rate in the trials simulated using the ADP rule is closer to the rate in trials
simulated using the full DP rule. These operating characteristics reflect the trade-off
between terms in the loss function. A design’s ability to estimate the MTD is slightly
compromised in order to reduce the number of toxicities and optimise for both terms
in the loss function. Moreover, we do not see error in the expected loss of policy with
the ADP rule compared to the full DP rule increase as the number of cohorts in the
trial increases. This is important as it suggests that we can expect similar error when
applying the ADP to trials with more than nine cohorts, when we cannot run the full
DP algorithm for comparison. When the rules are optimised for the loss function with
penalty, the expected loss with penalty between the two rules also agrees up to 0.001.

Table 10.4 compares the average toxicity rate between simulated trials in which doses
are allocated according to the ADP rule and simulated trials in which dose allocation
is according to the full DP rule. For each of the scenarios in the table, the standard
error of the mean toxicity rate is less than or equal to 0.0003. As expected, the average
toxicity rate is lower when the rules are optimised for the loss function with the penalty
for DLEs. The average toxicity rates in simulated trials are similar with the two rules
and moreover, do not increase as the sample size of the trial increases.

Table 10.5 compares the decisions made by the ADP rule and the full DP rule by
showing the percentage of trials simulated using the ADP rule in which the ADP rule
resulted in the same choice of dose as the full DP rule. Recall that at the final stage
of the trial the decision made is the dose to recommend as the MTD and at non-final
stages the decision is the dose to allocate to the next cohort. Further, we look at cases
in which the loss associated with the dose chosen by the full DP rule is close to the loss
associated with another dose. For this, the loss associated with choosing a dose given a
particular data set is taken from the calculations in the full DP algorithm. The values
of the loss associated with two dose levels are considered close if the absolute difference
between them is less than ε. This enables us to additionally count the percentage of
correct decisions in simulated trials using the ADP rule with a looser definition of
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Table 10.3: Comparison of the average loss in 106 simulated trials that use the ADP rule to
make decisions and 106 using the full DP rule. The standard error associated with these values
is less than 0.0002.

Rule Mean standard loss Mean toxicity penalty Mean loss with penalty

J = 5, Standard loss
Full DP 0.164 0.024 0.188
NN ADP 0.164 0.024 0.189

J = 5, Loss with penalty
Full DP 0.166 0.018 0.184
NN ADP 0.166 0.018 0.184

J = 6, Standard loss
Full DP 0.161 0.028 0.189
NN ADP 0.161 0.030 0.191

J = 6, Loss with penalty
Full DP 0.163 0.021 0.183
NN ADP 0.162 0.022 0.184

J = 7, Standard loss
Full DP 0.157 0.032 0.189
NN ADP 0.158 0.035 0.192

J = 7, Loss with penalty
Full DP 0.159 0.024 0.183
NN ADP 0.159 0.025 0.184

J = 8, Standard loss
Full DP 0.155 0.037 0.192
NN ADP 0.155 0.041 0.196

J = 8, Loss with penalty
Full DP 0.157 0.027 0.184
NN ADP 0.157 0.028 0.185

J = 9, Standard loss
Full DP 0.153 0.040 0.193
NN ADP 0.154 0.044 0.198

J = 9, Loss with penalty
Full DP 0.155 0.030 0.185
NN ADP 0.155 0.031 0.186
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Table 10.4: Comparison of the average toxicity rate in 106 simulated trials that use the ADP
rule to make decisions and 106 using the full DP rule. The standard error of each of the means
presented is less than 0.0003.

Toxicity Rate
Rule Mean Median

J = 5, Standard loss
Full DP 0.40 0.33
NN ADP 0.41 0.33

J = 5, Loss with penalty
Full DP 0.30 0.20
NN ADP 0.31 0.20

J = 6, Standard loss
Full DP 0.39 0.28
NN ADP 0.42 0.33

J = 6, Loss with penalty
Full DP 0.29 0.17
NN ADP 0.30 0.17

J = 7, Standard loss
Full DP 0.38 0.29
NN ADP 0.41 0.29

J = 7, Loss with penalty
Full DP 0.29 0.19
NN ADP 0.30 0.19

J = 8, Standard loss
Full DP 0.38 0.29
NN ADP 0.42 0.29

J = 8, Loss with penalty
Full DP 0.28 0.17
NN ADP 0.29 0.17

J = 9, Standard loss
Full DP 0.37 0.26
NN ADP 0.41 0.30

J = 9, Loss with penalty
Full DP 0.27 0.15
NN ADP 0.29 0.15
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correct. Namely, a decision is correct if the dose chosen by the ADP rule is a dose with
associated loss close to the loss associated with the true MTD. The rationale behind this
metric is that if the loss associated with several dose levels is similar then, in a practical
sense, any of those dose levels could be chosen with limited difference in outcome of the
trial or effect for subjects in the trial. This is particularly the case with ε < 0.001, when
the value of the loss is the same to three decimal places. For shorthand, in Table 10.5,
decisions within ε will be used to mean that the absolute difference in loss associated
with the doses chosen by the full DP rule and by the ADP rule is less than ε.

We observe that the final stage decisions are almost always in agreement between the
two rules. This is despite the fact that the decision at the end of a simulated trial is
taken from the nearest neighbour data set in the sample used to build the ADP rule.
Alternatively, at the final stage of a simulated trial one could perform the calculation to
optimise this final decision. This may even be cheaper computationally. In the majority
of simulated trials the ADP rule chooses a dose with associated loss within 0.001 of
the loss associated with the decision made by the full DP rule. Further, there is not a
marked difference in the percentage of trials in which similar decisions are made as the
size of the trial increases. Table 10.5 also shows the number of unique states visited
at each stage of simulated trials. Only a fraction of the full state space is visited. We
would expect the penalty to restrict the number of admissible states. In line with this,
Table 10.5 shows that considerably fewer states are visited in simulated trials when the
rule used to allocate doses is produced with respect to the loss function with penalty.

Table 10.5: Comparing the decisions made by the ADP rule with those that would have been
made by the full DP rule in 106 simulated trials. The correct decisions column shows the
percentage of trials in which both rules lead to the same decision for the observed data. Columns
entitled ’decisions within 10−x’ give the percentage of trials in which the ADP rule chose a dose
with final loss, or conditional expected loss, within 10−x of the loss associated with the dose
chosen by the full DP rule.

Percentage of simulated trials with

Stage Number of unique
data sets in trials

Correct
decisions

Decisions
within

10−5

Decisions
within

10−4

Decisions
within

10−3

Decisions
within

10−2

J = 5, Loss with penalty
1 4 49.9 100.0 100.0 100.0 100
2 16 97.0 97.0 97.0 100.0 100
3 40 99.7 99.7 99.7 99.7 100
4 93 80.8 80.8 86.2 100.0 100
5 220 100.0 100.0 100.0 100.0 100

J = 5, Standard loss
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Table 10.5: (continued)

Stage Number of unique
data sets in trials

Correct
decisions

Decisions
within

10−5

Decisions
within

10−4

Decisions
within

10−3

Decisions
within

10−2

1 4 48.1 48.1 69.8 100.0 100
2 16 56.7 64.0 91.3 100.0 100
3 62 50.1 70.7 75.9 98.4 100
4 223 71.6 93.5 95.1 97.4 100
5 790 100.0 100.0 100.0 100.0 100

J = 6, Loss with penalty
1 4 42.2 42.2 42.2 100.0 100
2 10 100.0 100.0 100.0 100.0 100
3 25 74.9 74.9 74.9 100.0 100
4 61 56.0 56.0 65.0 86.9 100
5 163 88.6 88.6 88.6 97.3 100
6 399 100.0 100.0 100.0 100.0 100

J = 6, Standard loss
1 4 55.3 55.3 55.3 100.0 100
2 16 40.4 40.4 76.1 100.0 100
3 58 44.6 51.4 76.4 99.9 100
4 205 59.5 76.2 88.3 100.0 100
5 715 69.6 94.1 97.5 100.0 100
6 2290 100.0 100.0 100.0 100.0 100

J = 7, Loss with penalty
1 4 90.0 90.0 90.0 100.0 100
2 13 94.1 94.1 94.1 94.1 100
3 40 91.7 91.7 91.7 92.0 100
4 99 78.2 78.2 82.9 92.7 100
5 225 72.4 72.4 77.7 92.1 100
6 454 74.6 74.6 74.6 94.2 100
7 893 100.0 100.0 100.0 100.0 100

J = 7, Standard loss
1 4 25.2 25.2 77.1 100.0 100
2 16 43.4 70.2 83.8 93.1 100
3 59 59.0 71.8 84.9 95.9 100
4 210 56.6 77.4 82.1 98.5 100
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Table 10.5: (continued)

Stage Number of unique
data sets in trials

Correct
decisions

Decisions
within

10−5

Decisions
within

10−4

Decisions
within

10−3

Decisions
within

10−2

5 721 50.1 68.2 83.6 99.4 100
6 2266 61.2 83.7 89.8 97.5 100
7 6274 100.0 100.0 100.0 100.0 100

J = 8, Loss with penalty
1 4 100.0 100.0 100.0 100.0 100
2 10 88.8 88.8 88.8 100.0 100
3 31 81.7 81.7 81.7 95.8 100
4 77 40.9 40.9 45.6 87.5 100
5 207 65.5 65.5 67.3 91.1 100
6 498 75.3 75.3 75.5 92.4 100
7 1030 86.3 86.3 86.4 91.9 100
8 1842 99.6 99.6 99.6 99.6 100

J = 8, Standard loss
1 4 30.2 51.9 77.0 100.0 100
2 16 20.2 27.5 58.4 100.0 100
3 60 46.6 52.4 75.9 95.5 100
4 205 52.3 70.0 77.9 98.8 100
5 699 53.7 72.4 87.2 99.5 100
6 2147 53.4 76.6 84.1 99.9 100
7 5803 66.3 89.0 94.5 100.0 100
8 14170 100.0 100.0 100.0 100.0 100

J = 9, Loss with penalty
1 4 32.1 32.1 90.0 100.0 100
2 13 76.5 76.5 76.5 100.0 100
3 40 78.1 78.1 89.3 96.6 100
4 103 69.8 69.8 75.8 90.1 100
5 222 63.3 63.3 63.3 90.5 100
6 507 72.0 72.0 74.2 88.2 100
7 1119 74.5 74.5 74.6 91.4 100
8 2169 82.2 82.5 82.5 93.2 100
9 3900 100.0 100.0 100.0 100.0 100

J = 9, Standard loss
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Table 10.5: (continued)

Stage Number of unique
data sets in trials

Correct
decisions

Decisions
within

10−5

Decisions
within

10−4

Decisions
within

10−3

Decisions
within

10−2

1 4 30.3 51.9 100.0 100.0 100
2 13 44.0 44.0 52.4 100.0 100
3 49 24.2 36.4 73.1 97.5 100
4 178 51.8 72.9 84.3 99.0 100
5 597 46.9 65.4 77.5 95.6 100
6 1776 48.8 70.9 86.7 100.0 100
7 4689 51.6 75.8 89.6 99.1 100
8 11097 57.5 84.7 92.6 99.1 100
9 23901 100.0 100.0 100.0 100.0 100

We can visually compare the difference between the dose escalation rule produced by
the ADP algorithm and the full DP algorithm by plotting a sample of the state space
in gamma-space with the points coloured by the decision. Figure 10.1 shows the final
stage decisions, the dose to recommend as the MTD, given by the ADP rule in the top
panel and the decision given by the full DP rule in the bottom panel. Both rules are
produced with respect to the standard loss function. The sample of data sets plotted is
those visited in trials simulated using the ADP rule. At the final stage of the trial the
two rules give the same decision for the majority of data sets, all but ten of the 23901
that are plotted. These discrepancies occur at the border of regions of gamma-space
that correspond to different decisions and the decision changes by one dose level.

Figure 10.2 compares the decisions made by the ADP rule and the full DP rule at
non-final stages of the trial. Again, as for the final stage figure, both rules are produced
with respect to the standard loss function. Once again, the sample of data sets used is
those visited in trials simulated using the ADP rule, and points are coloured by the
decision given by the ADP rule in the top panel, and coloured by the decision given by
the full DP rule in the bottom panel. There are some differences, particularly in the
top left quadrant of the (k, λ) space plotted. This region corresponds to data sets in
which many DLEs have occurred and thus the optimal choice of dose at the end of the
trial is dose 1. In addition, decision changes often occur in cases in which the expected
loss at each dose level, as calculated by the full DP algorithm, is equal to at least four
decimal places. That is, decision changes occur in cases in which choosing any of the
doses is essentially as good as any other choice.
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Figure 10.1: In the vast majority of cases, the rule produced by the ADP algorithm with respect
to the standard loss results in the same decision as the rule produced by the full DP algorithm
with respect to the standard loss. The black crosses indicate the ten data sets for which the
decision changed.
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Figure 10.2: Comparison of the ADP rule and the full DP rule at each non-final stage. The
rules are produced with respect to the standard loss function.
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Chapter 10. Results using the approximate dynamic programming algorithm

10.4 Using the approximate dynamic programming
algorithm to extend the dynamic programming
method to larger trials

As the number of cohorts in the trial increases, the ADP algorithm becomes considerably
faster than the full DP algorithm. Further, since it operates on a sample of the full
state space, implementing the ADP algorithm does not come with the memory issues
reached when trying to implement the full DP algorithm with more than nine cohorts.
For the final stage of the trial with ten cohorts of three and six dose levels, the ADP
algorithm uses 89721 states, just 0.6% of the full 15.9 million.

Similarly to the analysis for trials with fewer than ten cohorts, we simulated 106 trials
with ten cohorts of three and six dose levels using the ADP rule, drawing a from its
prior for each replicate. The expected loss of the policy produced by the ADP rule for
J = 10 with respect to the standard loss is 0.152 (0.0002). The expected toxicity rate is
0.384 (0.0003) with median observed toxicity rate of 0.267. We cannot compare to the
gold standard for a trial with ten cohorts but the expected loss is slightly lower than
the expected loss of the policy for a trial with nine cohorts (see Table 10.3) and thus
follows the expected pattern. This gives confidence in the approximation. The toxicity
rate is also similar to the rate in simulated trials with fewer cohorts.

10.5 Summary of the nearest neighbour approximate
dynamic programming algorithm

We have developed an approximation to the implementation of dynamic programming
to find an optimal dose escalation scheme for an FIH trial. The approximation exploits
summarising a data set by the parameters of the gamma distribution that approximates
the posterior density function given that data set. The key elements of the ADP
algorithm are operating on a sample of the full state space at each stage of the trial
and approximating the expected loss at out-of-sample states with the loss associated
with the nearest neighbour in gamma-space.

We have simulated trials using both the ADP rule and the full DP rule for trials with
five cohorts up to nine cohorts in order to evaluate the accuracy of the ADP rule.
Comparison of the two rules through the expected loss and average toxicity rate shows
the ADP rule to be a good approximation to the optimal rule produced by the full DP
algorithm. The similarity in expected loss reflects the fact that both rules recommend
the same dose as the MTD for the majority of data sets. Decisions at non-final stages
differ more. However, in cases where the decision changes, the true value of the expected
loss associated with the dose allocated to the next cohort is predominantly within 0.001
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10.5. Summary of the nearest neighbour approximate dynamic programming algorithm

of the true value of the expected loss associated with the optimal choice of dose. This
suggests that what we learn about the model parameter, a, is similar if we allocate
either dose. Further, particularly in the case in which the loss function includes a
penalty for overdosing, it suggests that, in a practical sense, the outcome of allocating
either dose will be similar.

Moreover, for trials with eight or more cohorts of three, the ADP algorithm runs in
a fraction of the time the full DP algorithm takes to run. Since the ADP algorithm
operates on a sample of the full state space it also avoids memory problems. This
enables us to produce a dose escalation scheme for a trial with ten cohorts of three and
six dose levels, a sample size that was out of reach with our implementation of the full
DP algorithm.

Given the accuracy of the ADP algorithm compared to the full DP algorithm we propose
that it is reasonable to use the approximation to derive the dose escalation scheme that
is optimal with respect to specific aims even if it is computationally feasible to run the
full DP algorithm. This is only sensible when the ADP algorithm is faster than the full
DP algorithm but when using a laptop rather than a HPC or server this situation is
likely to arise for a trial with fewer than eight cohorts of three.

In Chapter 6, we looked at the ability of the gamma distribution to approximate βJ(xJ).
However, in this ADP algorithm, the gamma approximation is used purely to describe
the position of a state and does not replace the posterior density function in any of
the equations. Thus, error in the decision at an out-of-sample state primarily comes
from the fact that the optimal decision associated with the nearest neighbour may be
different, rather than from error in the gamma approximation.

In Chapter 5 we considered a loss function that restricted the choice of doses that can
be recommended as the MTD at the end of a trial to those that have been allocated
to subjects during the trial. Further, we incorporated the restriction that dose levels
could not be skipped during the trial. We have not incorporated these elements into the
ADP algorithm. This would add another level of complexity to the ADP algorithm. It
may be more straightfoward to consider a restriction in which the choice of doses that
can be recommended at the final stage of the trial is those less than or equal to the
highest dose allocated in the trial. The (k, λ) samples do not contain information on
which doses were used thus we would have to stratify the samples by the highest dose
allocated so far. We would then choose the nearest neighbour within the appropriate
sample. This would likely require a larger state space than the ADP algorithm that
is optimised for the standard loss or loss function with penalty. We shall discuss this
further in Chapter 11.
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CHAPTER 11

An approximate dynamic programming algorithm using generalised
additive models

11.1 Introduction

The approximation to the DP algorithm described in the previous chapters centres on
summarising a posterior density function corresponding to a data set by two parameters,
the rate, λ, and shape, k, parameters of the gamma distribution that approximates the
posterior density function for a given a data set. The loss at out-of-sample states is
approximated by the nearest neighbour in terms of these two parameters. We shall
henceforth refer to this ADP method as the nearest neighbour ADP or NN ADP for
short.

In Chapter 7 we saw that visualisation of the DP rule for the final stage of a trial
suggests that the optimal choice of MTD corresponding to a data set depends on the
mean of the gamma distribution that approximates the posterior given that data set.
This relationship is shown in Figure 11.1. As a consequence we implemented a version
of the NN ADP algorithm that summarised the posterior with one parameter, namely,
the mean of the gamma approximation to the posterior, k/λ instead of (k, λ).

However, performance of the ADP method that sought the closest in-sample
approximation in terms of the gamma mean was unsatisfactory. We analysed the range
of values for the expected loss, βJ(xJ), associated with data sets that have a similar
gamma mean. In Figure 11.2 each point represents a data set, xJ , plotted in terms
of βJ(xJ) and k/λ, where (k, λ) describes the gamma distribution that approximates
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Figure 11.1: There is a level of separation between the range of values for the gamma mean
(k/λ) that correspond to each dose level being the optimal choice of MTD.

the posterior density function for a given xJ . The points are coloured by the optimal
choice of MTD given xJ , according to the full DP rule. This figure shows that a
range of βJ(xJ) values correspond to a particular value of the gamma mean. This
provides evidence that the gamma mean is too crude an approximation: the in-sample
data set, x̂J , that is closest to the target data set, xJ , in terms of the mean of the
gamma distribution that approximates the posterior is not necessarily going to have an
associated expected loss similar to the expected loss associated with the target data set.
That is, βJ(x̂J) is not necessarily going to approximate βJ(xJ) well when x̂J is the
nearest neighbour to xJ in terms of just the gamma mean, k/λ.
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Figure 11.2: Looking at the values on the y−axis that correspond to a particular value on the
x−axis on this plot shows that a range of βJ(xJ) values correspond to the same value of the
gamma mean, (k/λ).

In Figure 11.3 the data sets plotted in Figure 11.2 are separated into different plots

188



Chapter 11. An approximate dynamic programming algorithm using generalised additive models

depending on the optimal choice of dose according to the full DP design that is produced
with respect to the standard loss. Once again, each point on the plot represents a data
set. However, in Figure 11.3 the points are coloured according to the variance of the
gamma distribution that approximates the posterior given the data set, k/λ2. We see
that for a particular value of k/λ, as the variance, k/λ2, increases, the expected loss,
βJ(xJ), increases. This suggests the expected loss associated with a data set, βj(xj)
depends on both the mean and variance of the gamma distribution that approximates
the posterior given that data set, xj .
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Figure 11.3: Data sets are coloured by k/λ2, the gamma variance. As βJ (xJ ) increases for a
particular value of k/λ, k/λ2 also increases. This suggests the expected loss associated with a
data set depends on both the mean and variance of the gamma distribution that approximates
the posterior given that data set.

For non-final stages of a trial with nine cohorts of three, Figure 11.4 shows the
distribution of values of the gamma mean for data sets in which each of the six
dose levels is the optimal choice of dose to allocate to the next cohort. A violin plot
is used instead of a box plot to make the distribution of sample points clearer. At
later, yet non-final, stages of the trial, the data sets do not separate into groups that
correspond to different decisions based on the value of the gamma mean. This provides
further evidence that the optimal decision given a data set depends on more than just
the mean of the gamma approximation to the posterior for that data set.
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Figure 11.4: At some non-final stages of the trial, particularly later stages, the optimal choice
of dose to allocate to the next cohort does not seem to depend on just the gamma mean.

11.2 Fitting a model to predict the expected loss at
out-of-sample states

Instead of using a nearest neighbour approximation we shall consider modelling the
relationship between the expected loss associated with the optimal decision given
observed data xj , βj(xj), and the mean and variance of the gamma distribution that
approximates the posterior given xj . Moreover, recall that βj(xj) is the minimum over
the expected loss associated with being at state xj , allocating each of the six possible
dose levels to the next cohort and proceeding optimally thereafter. This means that
βj(xj) as a function of xj , or a parameter that represents xj , has discontinuities in
its gradient. This property can be seen in Figure 11.2, where we see cusps where the
optimal choice of dose changes from one dose level to the next. This characteristic is
likely to make modelling of βj(xj) difficult. We shall consider a separate model for the
expected loss associated with allocating each of the six dose levels and then proceeding
optimally. Firstly, we need to introduce some additional notation. Define the expected
loss of recommending dose level i as the MTD given the final-stage data xJ by

ωJ,i(xJ) =
∫ ∞

0
fA|XJ

(a;xj)L(i, a) da. (11.1)

Thus, βJ(xJ) is given by βJ(xJ) = min
i
ωJ,i(xJ).

At non-final stages of the trial, 0 < j < J , the expected loss associated with allocating
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dose i to the next cohort and proceeding optimally thereafter is given by

ωj,i(xj) =
∫ ∞

0
πA|Xj

(a;xj)
∑

xj+1∈Bxj ,i

q(xj+1|xj , i, a)βj+1(xj+1) da, (11.2)

where Bxj ,i is the set of data sets the system can move to at stage j + 1 from xj if dose
i is allocated to cohort j + 1, as defined in Section 3.5. Similarly, βj(xj) is given by
βj(xj) = min

i
ωj,i(xj), 0 < j < J . Note that ωj,i(xj) is in fact the same quantity as

γj(xj , i) used in Chapter 3 but we shall henceforth use the ωj,i(xj) notation such that
it is consistent for all j, 0 < j ≤ J .

We shall fit six models for each stage of the trial: one for each combination of i:
i ∈ {1, . . . , 6} and j: j ∈ {1, . . . , J}. Let (k(xj), λ(xj)) denote the parameters of the
gamma approximation to the posterior density function for a given data xj . We shall
fit a model to samples of ωj,i(xj) that describes ωj,i(xj) as a function of the mean,
k(xj)/λ(xj), and variance, k(xj)/λ2(xj) of the gamma distribution that approximates
the posterior density function for a given data xj . With a separate model for the expected
loss at each dose level for each stage of the trial we can predict ωj,i(xj) ∀i for any data
sample xj by converting xj to (k(xj), λ(xj)). Consequently we can obtain βj(xj) as the
minimum over the predicted ωj,i(xj) for each i. Observe that due to the fact that the
equation for ωj,i(xj) (Equations (11.1) and (11.2)) includes an integral over the posterior
density function, which is a smooth function, the ωj,i(xj) are smooth functions. We
shall employ generalised additive models (GAMs) to capture the non-linear relationships
between ωj,i(xj) and k(xj)/λ(xj) and k(xj)/λ2(xj). Figure 11.5 shows the relationship
we wish to model. Each point on the plot represents a data set, xJ , from the final
stage of a trial with nine cohorts in terms of k(xJ)/λ(xJ), and k(xJ)/λ2(xJ). The same
sample of data sets is displayed in each panel. The points are coloured by the ω9,i given
in the panel label, the expected loss associated with recommending dose level i as the
MTD given each data set.

11.2.1 Generalised additive models

A GAM models a response variable as a sum of smooth functions of predictor variables.
The functional form of these smooth functions does not have to be specified upfront.
Thus a GAM is a more flexible extension of a linear model which models the response
variable through a sum of linear functions of predictor variables. This means a GAM
can fit more complex relationships between the response variable and covariates. A
smooth function is constructed as a weighted sum of basis functions. Perhaps the most
well-known is a cubic spline which joins together cubic polynomials. In order to avoid
overfitting, the wiggliness of the spline is penalised. A smoothing parameter is used to
define a trade-off between fitting the data exactly and controlling the wiggliness.
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Figure 11.5: This plot shows the six relationships we wish to model. That is, the relationship
between ω9,i(x9) and the mean, k(x9)/λ(x9), and variance, k(x9)/λ2(x9), of the gamma
approximation to the posterior, for each i = 1, 2, . . . , 6. The same sample of data sets is
presented in each panel but the points are coloured by the ω9,i given in the panel label.
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There is a wealth of theory on GAMs, for example, see Wood (2017). Our focus here is
not to provide an in-depth study of this methodology but rather to introduce it so that
we can use it. The methods we present in this chapter draw on the concept of GAMs
and use the existing methodology. We do not focus on fine-tuning the application.
As such, we shall employ thin-plate splines, since these are the default in the mgcv R

package (Wood, 2017) which provides the functionality for fitting GAMs.

11.3 The approximate dynamic programming algorithm
with generalised additive models

Here we shall provide an alternative formulation of an approximate DP algorithm.
Similarly to the NN ADP algorithm, the algorithm operates on a sample of the full
state space at each stage of the trial. However, instead of approximating the expected
loss associated with out-of-sample states by the nearest in-sample (k, λ) pair, we shall
fit GAMs such that we can predict the expected loss associated with an out-of-sample
state using fitted models. In the description of the algorithm we shall use (k(xj), λ(xj))
to refer to the (k, λ) pair that describes the gamma distribution that approximates the
posterior density function for a given observed data xj .

1. Set a value for nsamp.

Final stage

2. Sample nsamp stage J data sets, xJ .

3. Calculate ωJ,i(xJ), i ∈ {1, 2, . . . ,m} for each state in the sample using Equation
(11.1). This creates m data sets of nsamp samples of ωJ,i(xJ) with each data set
corresponding to allocating a different dose level, i.

4. Calculate the gamma approximation to the posterior for each xJ in the sample to
obtain (k(xJ), λ(xJ)).

5. For each i, fit a GAM to the data set of ωJ,i(xJ) samples to define the relationship
between ωJ,i(xJ) and k(xJ)/λ(xJ) and k(xJ)/λ2(xJ), the mean and variance of
the gamma distribution that approximates the posterior density function for a
given a stage J data set, xJ . Store these GAMs.

Stage j when there are more than nsamp total states at stage j

6. Sample nsamp stage j data sets, xj .

7. For each xj in the sample calculate ωj,i(xj) for each i, i ∈ {1, . . . ,m} using
Equation (11.2). To do this we need an approximation to βj+1(xj+1) for each
state the system could move to at stage j + 1 from the current state at stage j,
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xj . Thus, for each data set xj in the sample compute βj+1(xj+1) as follows:

a) For each xj+1 the system could move to:
i) Calculate (k(xj+1), λ(xj+1))
ii) Use the GAMs fitted to the stage j + 1 samples to predict ωj+1,i(xj+1)

for each i ∈ {1, 2, . . . ,m}.
iii) Obtain βj+1(xj+1) as the minimum over the m ωj+1,i(xj+1).

8. Calculate the gamma approximation to the posterior for each xj in the sample to
obtain (k(xj), λ(xj)).

9. For each i, fit a GAM to the data set of ωj,i(xj) samples to define the relationship
between ωj,i(xj) and k(xj)/λ(xj) and k(xj)/λ2(xj), the mean and variance of the
gamma distribution that approximates the posterior density function for a given
a stage j data set, xj . Store these GAMs.

Stage j when there are fewer than nsamp total states at stage j (including
stage 0).

10. Calculate ωj,i(xj) for every possible xj . When stage j + 1 has more than nsamp

total states, use the method in step 7. Otherwise, the ωj+1,i(xj+1) required
to compute ωj,i(xj) will have already been calculated and can thus be read in.
Calculate and store βj(xj) = min

i
ωj,i(xj) and d∗j (xj) = argmin

i
ωj,i(xj).

We shall refer to this algorithm as the ADP with GAM algorithm. The dose escalation
scheme created by this algorithm consists of the GAMs fitted to each ωj,i(xj) data set
for stages j with more than nsamp possible states and d∗j (xj) ∀ xj for stages j with fewer
than nsamp possible states. Thus, in order to use this rule in a trial, either in practice or
by simulation, the following steps must be performed to find the optimal decision given
the observed xj at each stage j of the trial for which there are more than nsamp possible
states. First, the gamma approximation to the posterior density function for a given
the observed xj must be derived. Then the mean and variance of the approximating
gamma distribution must be computed. With these values we can then use the GAMs
fitted to the stage j sample to predict the expected loss associated with allocating each
of the m dose levels, ωj,i(xj). The dose to allocate to the next cohort is then given by
the i for which ωj,i(xj) is minimised.
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11.4 Implementation of the approximate dynamic
programming algorithm with generalised additive
models

11.4.1 Model fitting

We employ the mgcv package of Wood (2017) to fit GAMs in R using the function gam.
We used the default spline type which is thin-plate regression splines (Wood, 2003).
These are low-rank isotropic smoothers. The function used to define a smooth term in
the model formula takes an argument k which defines the upper limit on the effective
degrees of freedom associated with the smooth term. The effective degrees of freedom
loosely represents the basis dimension but it is not equivalent. This is because a GAM
is a penalised regression procedure. The minimisation is performed with respect to the
sum of squares and a penalty term for how wiggly the smooth function is. Thus, the
penalty seeks to prevent overfitting. As a result of penalisation, the degrees of freedom
are calculated rather than a count of predictor terms as in a linear model. The function
gam selects the optimal smooth from the function space of the chosen spline type and
the chosen k. By default, optimisation is performed by generalised cross validation.

In order to define a GAM that relates the expected loss associated with allocating dose
i at stage j and proceeding optimally thereafter, ωj,i(xj), to the mean and variance of
the gamma distribution that approximates the posterior density function for a given a
stage j data set, xj , we must choose k suitably large enough for each of the smooth
terms, and decide whether to include a smooth term for the interaction between the
predictor variables.

In preliminary work, we assessed a set of candidate models based on a combination
of model-fitting statistics, such as AIC and the size of the largest residual, as well as
predictive ability. To assess predictive ability we looked at both the ability of a model to
predict values of ωj,i(xj) that were not used to fit the model, and the error in predicted
βj(xj) as the minimum over the six predicted values of ωj,i(xj). This suggested an
appropriate model has additive smooth terms for each predictor variable with large k,
such as k=50, and also has an interaction term. If the predictor variables are named
gamma_mean and gamma_var and the response variable in question is named omega_i,
the R code for this model formula is given by:

omega_i ~ s(gamma_mean, k = 50) + s(gamma_var, k = 50) +

ti(gamma_mean, gamma_var, k = 8).

The choice of k in the smooth term corresponding to the interaction translates into a
maximum of (k−1)2.
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To implement the ADP with GAM algorithm we initially used a sample size, nsamp,
of 1000. Thus, the full state space is used at stages of the algorithm corresponding
to stage one and two of a trial. This means the ADP with GAM rule for a trial with
J cohorts consists of (J − 2)m fitted models: one for each i ∈ {1, 2, . . . ,m} for stages
three to J of the trial. We shall now present some model diagnostics plots for a sample
of the (9− 2)m fitted models that an ADP with GAM rule for a trial with nine cohorts
is comprised of.

Figure 11.6 contains diagnostic plots for the model for ω9,6 for a trial in which J = 9.
The Q-Q plot suggests there are several samples with large residuals. However, the
histogram has a bin width of 0.0001 and shows that for the majority of samples, the
absolute value of the residual is smaller than 0.0003. The response versus fitted values
plot shows that the model is a very good fit to the input data.
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Figure 11.6: Diagnostic plots for the fitted model for ω9,6

We are in the unusual scenario in which the data are essentially deterministic, not
realisations of a process with noise, particularly when considering the final stage of
the trial. When considering ωj,i for non-final stages, 0 < j < J , there is some error
introduced by the fact the calculations to obtain the sample of ωj,i(xj) values (Equation
(11.2)) involve an approximation for βj+1(xj+1). However, we could compute the true
values using the full DP algorithm, at least for J ≤ 9. Further, we know what the full
population of ωj,i(xj) looks like, for each i ∈ {1, 2, . . . ,m} and j ∈ {1, 2, . . . , J}, since
the state space of xj , Xj , is finite. As a result, we obtain very small residuals, in the
order of 10−3.
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Between the 3+3 design and the DP design or CRM, the expected loss associated with
the design changes in the second decimal place. Table 10.3 shows that the expected
loss changes in the third decimal place as the size of the trial increases by one cohort.
This suggests that changes in βj(xj) in the third decimal place are meaningful. As such,
we would like to be able to predict βj(xj) correctly to three decimal places. However,
βj(xj) is the minimum over the six predicted ωj,i(xj) corresponding to xj . This means
that the same decision d∗j (xj) can be reached through preservation of the ordering of
the ωj,i(xj) over i, despite approximation error. This means that to fully understand
the impact of using the fitted models to predict values of ωj,i(xj) we need to run the full
ADP with GAM algorithm and examine the expected loss associated with the resulting
dose escalation scheme. Moreover, when the expected loss associated with two dose
levels differs in the third decimal place it is unlikely that there is a difference in the
practical implications of choosing either of these dose levels. In addition, we find that
the data sets associated with the largest residuals are at the extremes of the state space,
when the shape of the posterior is such that there is strong evidence to choose the
lowest dose level, or strong evidence to choose the highest dose level. This means that
the implications of approximation error in ωj,i(xj) are not significant.

Figure 11.7 shows each of the smooth terms in the fitted model for ω9,1, which is the
expected loss associated with recommending the lowest dose level as the MTD. The
data used to fit the models are overlaid on the plots. This highlights that we are fitting
to a process without noise. The number after the predictor variable name on the axis
or legend title is the effective degrees of freedom for the term.

Figure 11.7: Each term in the fitted model for ωJ,1. The number after the predictor variable
name on the axis or legend title is the effective degrees of freedom for the term.
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Figure 11.8 presents the smooth terms in the fitted model relating to the highest dose
level at the final stage of a trial with nine cohorts. That is, the model for ω9,6, the
expected loss associated with recommending dose six as the MTD.

Figure 11.8: Each term in the fitted model for ωJ,6. The number after the predictor variable
name on the axis or legend title is the effective degrees of freedom for the term.

In addition, the fitted models enable us to visualise the relationship between ωj,i and
the mean and variance of the gamma distribution that approximates the posterior as
a surface. Figure 11.9 shows the relationship corresponding to each dose at the final
stage of a trial with nine cohorts of three. Figure 11.10 shows the relationships for
the earliest stage of the trial that we fit a model for, stage three, for a trial with nine
cohorts. These figures highlight the shape of the relationship would not be picked up
by a simpler class of functions.

The format of the standard loss, Equation (3.8), means that the value of the linear
predictor, ωj,i(xj) should be between 0 and 0.7. In Figures 11.9 and 11.10 we see
extrapolation at the edges of the sample space used to fit the models which results in
values outside of this range. However, the space of posterior density functions for a
given every possible xj is such that it does not contain values that correspond to a very
small gamma mean and large gamma variance. Similarly, the space does not contain
values corresponding to large gamma mean and very small gamma variance. Thus the
model predictions associated with these regions of the space will not be used when
simulating trials. As such, this behaviour is not a cause for concern.
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Figure 11.9: These perspective plots show the relationship between ω9,i and the two predictor
variables. These plots demonstrate that a linear model would not have been adequate.
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Figure 11.10: These perspective plots show the relationship between ω3,i and the two predictor
variables. These plots demonstrate that a linear model would not have been adequate. The
relationships at this stage are different from the relationships at the final stage.
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11.4.2 Generating a representative sample

It is important that we fit the models for ωj,i(xj) to a representative sample of the full
state space. We followed the same process used to develop the sample for the NN ADP
algorithm. We started by producing an ADP with GAM rule with an initial sample
of 1000 states sampled using the method detailed in Section 9.2.1. Call this sample
the ADP V1 sample. We simulated 1000 trials starting from each of the six dose levels
using the ADP with GAM rule and augmented the sample with the data sets visited in
simulated trials to form the ADP V2 sample. We produced a second iteration of the
ADP with GAM rule using the augmented sample. Subsequently, we simulated trials
using this rule then added all states visited or used in calculations in the simulations
into the initial sample of 1000 to form the ADP V3 sample. The third ADP with GAM
rule is created using this enlarged sample.

Performance of the NN ADP algorithm improved as the size of the sample used to run
the algorithm increased. This is because a larger sample means the nearest in-sample
neighbour is likely to be closer to the target out-of-sample point. We hypothesised
that the predictive ability of the GAMs was more likely to improve with the number
of basis terms in the model rather than the size of the sample used to fit the model.
Thus, we investigated the effect of changing the sample size used to fit the GAMs on
the predictive ability of the fitted models.

We created smaller samples by excluding a data set from a sample if a data set that
is close in gamma-space already exists in the sample. We term these smaller samples
ε−thinned versions of the ADP V3 sample, where ε is a parameter that determines the
level of thinning performed. We create an ε−thinned sample as follows. Without loss of
generality, the first row of the data frame containing the ADP V3 sample forms the first
element of the ε−thinned sample. We then build an ε−thinned sample by considering
each row of the ADP V3 sample in turn, as a candidate data set to be added to the
ε−thinned sample. We work in gamma-space, thus convert the candidate data set into
its (k, λ) representation. We add the candidate data set to the ε−thinned sample if the
Euclidean distance between the (k, λ) pair associated with the candidate data set and
each of the (k, λ) pairs associated with the data sets in the ε−thinned sample is greater
than ε. Thus a larger ε results in a smaller sample.

Running the algorithm with ε−thinned samples with a range of ε suggests that once
the sample size is large enough, in contrast to the NN ADP algorithm, performance of
the ADP with GAM algorithm does not continue to improve as the sample size grows.
Table 11.1 shows the mean loss and mean toxicity rate from 106 simulated trials with
six cohorts of three allocating doses according to ADP with GAM rules built using
samples of different sizes. The name of the rule is constructed from the version of the
sample and the ε used in thinning the sample. NA means that thinning was not applied
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to the sample. Thus, rule V3 ε = NA was created using the ADP V3 sample with no
thinning. The four rightmost columns of Table 11.1 show the sample size used to fit the
GAM corresponding to each stage of the trial. The percentage of the total number of
possible states is given in brackets. Thinning with ε = 0.25 or ε = 0.5 renders the size of
the ADP V3 sample similar to the ADP V2 sample. The average loss is the same using
any of the rules suggesting that the same results can be achieved with smaller sample
sizes. Smaller sample sizes can lead to computational savings in fitting the GAMs.

Table 11.1: For a trial with six cohorts of three and six doses from which to choose the MTD
this table shows the sample size used to build different versions of the ADP with GAM rule. In
brackets, the sample size is given as a percentage of the total state space at each stage. The
mean standard loss and mean toxicity rate from one million trials simulated using each rule is
shown to compare how the size of the sample used to fit the GAMs affects the performance of
the resulting rule.

Sample size used to build rule at stage

Rule
Mean

standard
loss

Mean
toxicity
rate

3 4 5 6

V1 ε = NA 0.161 0.42 1000 (46%) 1000 (8%) 1000 (2%) 1000 (0.4%)
V2 ε = NA 0.161 0.40 1108 (51%) 1609 (13%) 2340 (4%) 3189 (1%)
V3 ε = NA 0.161 0.43 1773 (81%) 5264 (42%) 12482 (21%) 24514 (11%)
V3 ε = 0.01 0.161 0.43 1755 (81%) 5130 (41%) 11969 (21%) 23183 (10%)
V3 ε = 0.1 0.161 0.43 1528 (70%) 3001 (24%) 4801 (8%) 7097 (3%)
V3 ε = 0.25 0.161 0.45 1238 (57%) 1751 (14%) 2295 (4%) 2898 (1%)
V3 ε = 0.5 0.161 0.42 1116 (51%) 1321 (11%) 1542 (3%) 1735 (1%)

Table 11.2 is equivalent to Table 11.1 for the rules generated with respect to the loss
function with penalty. In Table 11.2 we see that in addition to the mean standard loss,
the mean toxicity rate is similar across the rules built using different sample sizes. In
addition, we see that the sample sizes in Table 11.2 are smaller than those in Table 11.1
showing that the penalty leads to a smaller range of data sets visited in simulated trials.
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Table 11.2: For a trial with six cohorts of three and six doses from which to choose the MTD
this table shows the sample size used to build different versions of the ADP with GAM rule with
respect to the loss function with penalty. In brackets, the sample size is given as a percentage of
the total state space at each stage. The mean standard loss and mean toxicity rate from one
million trials simulated using each rule is shown to compare how the size of the sample used to
fit the GAMs affects the performance of the resulting rule.

Sample size used to build rule at stage

Rule
Mean

standard
loss

Mean
toxicity
rate

3 4 5 6

V1 ε = NA 0.162 0.29 1000 (46%) 1000 (8%) 1000 (2%) 1000 (0.4%)
V2 ε = NA 0.162 0.29 1099 (50%) 1337 (11%) 1597 (3%) 1863 (1%)
V3 ε = NA 0.162 0.29 1803 (83%) 4352 (35%) 7562 (13%) 11280 (5%)
V3 ε = 0.01 0.162 0.29 1782 (82%) 4244 (34%) 7380 (13%) 10985 (5%)
V3 ε = 0.1 0.162 0.29 1528 (70%) 2685 (21%) 3941 (7%) 5173 (2%)
V3 ε = 0.25 0.162 0.29 1252 (57%) 1677 (13%) 2026 (3%) 2402 (1%)
V3 ε = 0.5 0.162 0.29 1118 (51%) 1283 (10%) 1419 (2%) 1561 (1%)

In summary, we observe little variation in the operating characteristics of the ADP with
GAM rules built with different samples sizes. This is in contrast to the performance of
the NN ADP rule which became more accurate as the sample size increased.

11.4.3 Approximating the expected loss at out-of-sample states

In the code for our implementation of the full DP algorithm, and the NN ADP algorithm,
at each stage of the algorithm, we iterate over the data sets within the stage, xj . We
defined a function to compute βj(xj), using Equations (3.12) or (3.16), for a given
xj , depending on the stage, j. Thus, this piece of code is called for every data set
xj ∈ Xj , 0 < j ≤ J , for the full DP algorithm, and every xj in the sample for the ADP
algorithm.

In the full DP algorithm, for stages j : 0 < j < J − 1 this function includes a step
to locate the relevant previously computed βj+1(xj+1) in the output stored from the
previous stage of the algorithm. In the NN ADP algorithm this step is replaced by
finding the closest in-sample (k, λ) pair to the (k, λ) pair that represents the target
next stage data set, xj+1. In the ADP with GAM algorithm, this step is replaced
by using the GAMs fitted to the stage j + 1 sample to approximate ωj+1,i(xj+1) for
each i ∈ {1, 2, . . . , 6} and then taking the minimum to obtain βj+1(xj+1). Thus, for
each data set xj in the sample, to obtain the βj+1(xj+1) for the 24 possible states the
system could move to from xj , 144 predictions must be made using the fitted GAM
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corresponding to stage j + 1. This is performed by the predict.gam function from the
mgcv package (Wood, 2017). With a large number of terms in the fitted GAM, calling
this function separately in the calculations related to each data set in the sample is
computationally expensive. It is considerably more efficient to use one predict.gam

call per stage for each i. That is, it is cheaper to perform fewer calls to predict.gam

with larger input data frames than many calls to predict.gam with small input data
frames. Thus, for each j ∈ {2, 3, . . . , J − 1} and for each i ∈ {1, 2, . . . ,m} we use one
call to predict.gam to predict ωj+1,i(xj+1) for all possible xj+1 given every xj in the
sample. Using one call to predict.gam per non-final stage, rather than one call per
element of the stage j sample (0 < j < J), rendered the code to calculate the sample of
ωj,i(xj) for stage j fast enough for our purposes. This means we did not parallelise this
piece of the code.

11.4.4 Further implementation details and running time

Numerical integration is performed using the one-size-fits-all mesh described in Section
4.6.4. Steps three, four and eight of the algorithm as described in Section 11.3 are
parallelised over the data sets in the sample within a stage. Step three computes ωJ,i(xJ)
for each i and for each xJ in the sample. Steps four and eight involve computing the
gamma approximation corresponding to each data set in the sample at the relevant
stage. This is a small fraction of the code compared to the amount of the full DP
algorithm that is parallelised. We do not observe an automatic speed-up when running
the code on Balena. When running the algorithms on Balena we distribute work in the
parallelised sections of the code over 16 cores. However, this only provides a potential
decrease in running time for the parallelised sections of the code. Further, there is a
computational cost involved with setting up these parallel workers which means the
benefit is only realised when a large enough fraction of the code is parallelised. This
means that unlike with the full DP algorithm or NN ADP algorithm we do not see a
great speed-up in the running time of the ADP with GAM algorithm when running
the code on Balena. To optimise the code we could investigate the optimal size of data
frame to pass to a predict.gam call in order to parallelise step seven of the algorithm
such that a larger proportion of the algorithm is parallelised.

Since the ADP with GAM algorithm operates on a considerably smaller state space
than the full DP algorithm, it is considerably cheaper computationally. Tables 11.1
and 11.2 show that, when using a sample size smaller than that used by the NN ADP
algorithm, the ADP with GAM algorithm can produce designs with similar operating
characteristics to the full DP algorithm. This means that the ADP with GAM algorithm
can also be considerably cheaper than the NN ADP algorithm. In fact, even with a
similar sample size, the ADP V3 sample, the ADP with GAM algorithm is faster
than the NN ADP algorithm. This is because the calculations required to find the
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nearest neighbour to out-of-sample states are computationally more expensive than
fitting six models to the sample for each stage and using the models to predict the
expected loss at out-of-sample states. In fact, for a trial with nine cohorts of three
the ADP with GAM algorithm operating on the ADP V3 sample and with respect to
the standard loss function, takes a similar time to run on a laptop as the NN ADP
algorithm operating on the ADP V3 sample takes to run on Balena, about two hours.
For transparency, the laptop used was a Lenovo ThinkPad L380 with 7.7GiB of memory
and an i5-8250U 1.60GHz octo-core processor. This is useful because it renders the
methodology accessible to those without access to a high performance computer. For a
more straightforward comparison of the running time of the NN ADP algorithm and
that of the ADP with GAM algorithm we shall look at the running time for a trial with
six cohorts of three using the ADP V3 sample on a laptop. Timings are approximate
because the time differs from run to run depending on which processes are running in
the background. Nevertheless, the magnitude of the difference sufficiently outweighs the
variability for us to make a qualitative statement that the ADP with GAM algorithm
is computationally cheaper than the NN ADP algorithm. The running time of the
NN ADP algorithm is about 2.5 hours and this is reduced to about 20 minutes for the
ADP with GAM algorithm. Moreover, as shown in Table 11.3, both algorithms perform
similarly and provide approximations to the full DP algorithm of a similar quality. In
addition, when the ADP V3 sample is not thinned, the sample size used at each stage of
the trial increases as stage increases. This means the running time is greater than linear
in number of stages. Using a thinned sample means the size of the sample does not
grow as quickly with stage and the running time becomes closer to linear in the number
of stages. Table 11.2 suggests thinning does not sacrifice performance. In this situation
the running time of the ADP with GAM algorithm is further reduced compared to the
running time of the NN ADP algorithm.

11.5 Comparison of the approximate dynamic programming
method with generalised additive models to other
methods

Similarly to the method used to assess the quality of the nearest neighbour ADP
algorithm, we shall compare the rule produced by the ADP with GAM algorithm to the
full DP algorithm in terms of expected loss of policy, average toxicity rate and correct
decision rate in simulated trials. In addition, we shall compare the ADP with GAM
rule to the NN ADP rule.

Table 11.3 shows the average loss in one million simulated trials with nine cohorts of
three using different rules. Similarly to previous chapters, in order to make each column
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comparable across designs with respect to different loss functions we show the mean
standard loss, as well as the mean toxicity penalty and the mean loss with penalty. The
latter is the sum of the standard loss and the toxicity penalty. The values corresponding
to the loss function that a rule was optimised with respect to are highlighted in bold.
We see that for both the standard loss and the loss function with penalty, the ADP
with GAM rules perform similarly to at least the NN ADP, if not the full DP. In some
cases, such as when J = 7 or J = 9 with respect to the loss function with penalty, the
performance of the ADP with GAM V1 rule suggests the ADP V1 sample is too small.
However, performance of the ADP with GAM V2 and ADP with GAM V3 rules is
similar. This shows that the ADP with GAM rule does not continue to improve with
sample size after a point. This is useful as it suggests the methodology will be able to
cope with a larger state space. It is also important to observe that error between the
ADP with GAM V2 or ADP with GAM V3 rule and the full DP rule does not increase
with J . This provides proof of concept that we can apply the methodology in cases in
which we cannot run the full DP algorithm and trust that the size of the approximation
error is similar to what we observe here. That is, the error in expected loss is at most
0.001.

Table 11.3: Comparison of the average loss in 106 simulated trials that use the ADP with
GAM rule to make decisions, 106 using the NN ADP rule, and 106 using the full DP rule. The
standard error associated with these values is less than 0.0002.

Rule Mean standard
loss

Mean toxicity
penalty

Mean loss
with penalty

J = 5, Standard loss
Full DP 0.164 0.024 0.188
NN ADP 0.164 0.024 0.189
ADP with GAM V1 0.164 0.025 0.189
ADP with GAM V2 0.164 0.025 0.190
ADP with GAM V3 0.164 0.024 0.188

J = 5, Loss with penalty
Full DP 0.166 0.018 0.184
NN ADP 0.166 0.018 0.184
ADP with GAM V1 0.165 0.018 0.184
ADP with GAM V2 0.166 0.018 0.184
ADP with GAM V3 0.166 0.018 0.184

J = 7, Standard loss
Full DP 0.157 0.032 0.189
NN ADP 0.158 0.035 0.192
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Table 11.3: Comparison of the average loss in 106 simulated trials that use the ADP with
GAM rule to make decisions, 106 using the NN ADP rule, and 106 using the full DP rule. The
standard error associated with these values is less than 0.0002. (continued)

Rule Mean standard
loss

Mean toxicity
penalty

Mean loss
with penalty

ADP with GAM V1 0.160 0.042 0.201
ADP with GAM V2 0.158 0.036 0.194
ADP with GAM V3 0.158 0.036 0.194

J = 7, Loss with penalty
Full DP 0.159 0.024 0.183
NN ADP 0.159 0.025 0.184
ADP with GAM V1 0.160 0.031 0.191
ADP with GAM V2 0.159 0.024 0.183
ADP with GAM V3 0.159 0.024 0.183

J = 9, Standard loss
Full DP 0.153 0.040 0.193
NN ADP 0.154 0.044 0.198
ADP with GAM V1 0.155 0.051 0.206
ADP with GAM V2 0.153 0.047 0.200
ADP with GAM V3 0.154 0.049 0.203

J = 9, Loss with penalty
Full DP 0.155 0.030 0.185
NN ADP 0.155 0.031 0.186
ADP with GAM V1 0.154 0.035 0.190
ADP with GAM V2 0.155 0.030 0.185
ADP with GAM V3 0.155 0.030 0.185
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Table 11.4 shows the average toxicity rate in one million simulated trials with nine
cohorts of three using different rules. We would not necessarily expect the toxicity rate
of the ADP rules to be the same as the toxicity rate for the full DP when the rule is
optimised with respect to the standard loss. This is because dose escalation rules that
are almost equally good solutions to the optimisation problem can have quite different
dose allocations and thus different toxicity profiles. The approximation error in the
ADP rule leads to a different allocation. However, we see that when the rule is created
by optimising with respect to the loss function with penalty, the average toxicity rate
in the trials using ADP with GAM V2 or ADP with GAM V3 rules is similar to that in
the trials using the full DP rule. In many cases the average toxicity rate in trials using
the ADP with GAM V2 or V3 rules with respect to the loss function with penalty is
slightly lower than the average toxicity rate in trials using the NN ADP rule.

Table 11.4: Comparison of the average toxicity rate in 106 simulated trials that use the ADP
with GAM rule to make decisions, 106 using the NN ADP rule, and 106 using the full DP rule.
The standard error associated with these values is less than 0.0002.

Toxicity Rate

Rule Mean Median

J = 5, Standard loss
Full DP 0.40 0.33
NN ADP 0.41 0.33
ADP with GAM V1 0.41 0.33
ADP with GAM V2 0.42 0.33
ADP with GAM V3 0.40 0.33

J = 5, Loss with penalty
Full DP 0.30 0.20
NN ADP 0.31 0.20
ADP with GAM V1 0.31 0.20
ADP with GAM V2 0.30 0.20
ADP with GAM V3 0.30 0.20

J = 7, Standard loss
Full DP 0.38 0.29
NN ADP 0.41 0.29
ADP with GAM V1 0.50 0.43
ADP with GAM V2 0.43 0.33
ADP with GAM V3 0.43 0.33
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Table 11.4: Comparison of the average toxicity rate in 106 simulated trials that use the ADP
with GAM rule to make decisions, 106 using the NN ADP rule, and 106 using the full DP rule.
The standard error associated with these values is less than 0.0002. (continued)

Toxicity Rate

Rule Mean Median

J = 7, Loss with penalty
Full DP 0.29 0.19
NN ADP 0.30 0.19
ADP with GAM V1 0.37 0.29
ADP with GAM V2 0.29 0.19
ADP with GAM V3 0.29 0.19

J = 9, Standard loss
Full DP 0.37 0.26
NN ADP 0.41 0.30
ADP with GAM V1 0.48 0.37
ADP with GAM V2 0.43 0.30
ADP with GAM V3 0.46 0.33

J = 9, Loss with penalty
Full DP 0.27 0.15
NN ADP 0.29 0.15
ADP with GAM V1 0.33 0.22
ADP with GAM V2 0.27 0.15
ADP with GAM V3 0.28 0.15

Table 11.5 compares the decisions made by the ADP with GAM V3 rule and the full
DP rule by showing the percentage of trials simulated using the ADP with GAM V3
rule in which the ADP with GAM V3 rule resulted in the same choice of dose as the
full DP rule. Similarly to our analysis of the NN ADP rule in Section 10.3 we also look
at cases in which the loss associated with the dose chosen by the ADP with GAM V3
rule is close to the loss associated with the dose chosen by the full DP rule.

We observe that in most cases the ADP with GAM V3 rule makes the same decision as
the full DP rule at the final stage of 100% of the simulated trials. In addition, the ADP
with GAM V3 rule chooses a dose with associated loss within 0.001 of the loss associated
with the dose chosen by the full DP rule at every stage of the majority of simulated
trials. Moreover, these values are on the whole higher than the equivalent values in
Table 10.5 for the NN ADP rule. One value that stands out is that correct decisions
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were only made in 25% of cases at stage one with J = 7 and using the standard loss.
That is, for one out of the four possible data sets. The correct dose was recommended
at the end of all such simulated trials though. This highlights that the correct decision
can be reached from different dose allocation profiles when the loss function focusses
solely on estimation, which is the case for the standard loss. This suggests that the
system learns enough about the model parameter from a range of data sets, not just the
optimal dose allocation profile. Moreover, the decisions for all four stage one data sets
for trials with J = 7 using the standard loss were a dose level with associated utility
within 10−3 of the utility associated with the optimal choice. This shows that at this
point in the trial, there may be more than one dose level that it is equally useful to
sample data at. In contrast, when the penalty is incorporated into the loss function, for
the same size trial, and in fact all trial sizes that we investigated, the correct decision
is made at stage one for every simulated trial. This shows that the loss function with
penalty influences the behaviour during the trial and better differentiates the expected
loss associated with each dose level such that it does matter which dose is chosen.

Table 11.5: Comparing the decisions made by the ADP with GAM V3 rule with those that
would have been made by the full DP rule in 106 simulated trials. The correct decisions column
shows the percentage of trials in which both rules lead to the same decision for the observed data.
Columns entitled ‘decisions within 10−x’ give the percentage of trials in which the ADP with
GAM rule chooses a dose with associated loss within 10−x of the loss associated with the dose
chosen by the full DP rule.

Percentage of simulated trials with

Stage Number of unique
data sets in trials

Correct
decisions

Decisions
within

10−5

Decisions
within

10−4

Decisions
within

10−3

Decisions
within

10−2

J = 5, Loss with penalty
1 4 100.0 100.0 100.0 100.0 100
2 16 100.0 100.0 100.0 100.0 100
3 37 100.0 100.0 100.0 100.0 100
4 79 98.9 98.9 98.9 99.9 100
5 179 100.0 100.0 100.0 100.0 100

J = 5, Standard loss
1 4 100.0 100.0 100.0 100.0 100
2 16 72.0 85.0 100.0 100.0 100
3 58 64.6 77.3 89.1 100.0 100
4 210 63.9 88.7 89.7 100.0 100
5 760 100.0 100.0 100.0 100.0 100
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Table 11.5: (continued)

Stage Number of unique
data sets in trials

Correct
decisions

Decisions
within

10−5

Decisions
within

10−4

Decisions
within

10−3

Decisions
within

10−2

J = 7, Loss with penalty
1 4 100.0 100.0 100.0 100.0 100
2 10 100.0 100.0 100.0 100.0 100
3 25 96.8 100.0 100.0 100.0 100
4 58 95.3 95.3 100.0 100.0 100
5 127 87.2 87.2 91.2 100.0 100
6 247 96.0 96.0 99.5 100.0 100
7 515 100.0 100.0 100.0 100.0 100

J = 7, Standard loss
1 4 25.1 25.1 78.3 100.0 100
2 16 60.6 60.6 77.3 100.0 100
3 61 40.2 47.9 76.0 100.0 100
4 192 61.2 73.9 91.8 100.0 100
5 520 62.7 71.6 91.4 100.0 100
6 1523 66.0 83.6 89.9 100.0 100
7 4429 100.0 100.0 100.0 100.0 100

J = 9, Loss with penalty
1 4 100.0 100.0 100.0 100.0 100
2 10 100.0 100.0 100.0 100.0 100
3 25 100.0 100.0 100.0 100.0 100
4 49 94.6 94.6 94.6 100.0 100
5 91 87.9 87.9 88.9 100.0 100
6 166 79.3 79.3 79.3 96.5 100
7 305 83.7 83.9 87.2 100.0 100
8 552 97.3 97.3 97.6 100.0 100
9 1012 100.0 100.0 100.0 100.0 100

J = 9, Standard loss
1 4 67.6 67.6 67.6 100.0 100
2 16 32.2 32.2 74.6 100.0 100
3 58 51.3 53.0 70.1 95.8 100
4 198 49.4 55.6 71.7 94.3 100
5 564 58.5 67.2 89.8 100.0 100
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Table 11.5: (continued)

Stage Number of unique
data sets in trials

Correct
decisions

Decisions
within

10−5

Decisions
within

10−4

Decisions
within

10−3

Decisions
within

10−2

6 1657 51.6 60.1 82.4 97.7 100
7 4511 43.6 63.3 84.1 100.0 100
8 10548 53.2 81.2 90.5 99.8 100
9 22877 100.0 100.0 100.0 100.0 100

Lastly, Table 11.6 shows the sample size used at each stage of the trial to generate the
rule for a trial with nine cohorts of three and six doses from which to choose the MTD.
We show the sample sizes used to build the ADP with GAM V2 and ADP with GAM
V3 rules since the operating characteristics of these rules are similar.

Table 11.6: Size of the sample used to build the ADP with GAM V2 and ADP with GAM V3
rule at each stage for a trial with nine cohorts and the percentage of the full state space used.

Number of states used
to make ADP with GAM rule

Percentage of total
possible states

Stage V2 V3 V2 V3

3 1088 1753 49.9 80.4
4 1596 5023 12.7 40.0
5 2281 11936 3.9 20.5
6 2992 21596 1.3 9.6
7 3687 33716 0.5 4.4
8 4308 48542 0.2 2.1
9 4815 63333 0.1 1.0

11.6 Considering larger trials

The primary motivation for developing the ADP with GAM algorithm was to be able to
produce approximately optimal dose escalation schemes for trials with a binary efficacy
endpoint as well as a binary safety endpoint. However, it also enables us to produce
dose escalation schemes for trials with one binary safety endpoint that are larger than
our implementation of the full DP algorithm can handle. Table 11.7 shows the expected
loss associated with the ADP with GAM rule for trials with, 10, 12, 15 and 20 cohorts
of three, and the CRM for comparison. The CRM acts as a benchmark to suggest
whether the approximation remains accurate for larger trials, when we cannot run the
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full DP algorithm for comparison. Results presented are from one million simulated
trials using each rule, drawing the model parameter a from its prior for each replicate.
Given that the results in Table 11.6 suggest thinning the sample used to build ADP V3
does not negatively influence performance of the approximation, we employed thinning
with ε = 0.25 to create the samples used to build ADP V3 for trials with J = 15 and
J = 20.

We present both the ADP with GAM rule for the standard loss and the ADP with GAM
rule for the loss function with penalty. The CRM is conducted in the same way when
comparing to either ADP with GAM rule. However, we show two sets of results using
the CRM because the simulations evaluated with a particular loss function are coupled
so as to reduce the variability in the difference between quantities used to compare
designs. Note that the comparison of interest in Table 11.7 is between an ADP with
GAM rule and the CRM, not between the two ADP with GAM rules.

In Table 11.7 we observe that the mean standard loss decreases as more cohorts are
added. This provides some confidence in the approximation, as with more cohorts,
more information is collected about the model parameter and thus, the estimate of the
MTD should be more accurate. When considering the standard loss, the CRM performs
slightly better than the ADP with GAM rule which suggests that some approximation
error is introduced as the number of cohorts becomes large. On the other hand, the ADP
with GAM rule for the loss function with penalty performs better than the CRM for
all trial sizes considered. The loss function with penalty has a greater influence on the
dose allocation during the trial than the standard loss. This is because it differentiates
between dose levels that may be similarly useful in terms of the aim to estimate the
MTD well, but differ with regard to associated toxicity. As such, the loss function with
penalty is perhaps easier for the approximation to deal with.

As stated, implementing the ADP with GAM algorithm was a stepping stone for
considering the two-endpoint (one safety, one efficacy) problem. As such, the code is
not optimised for large trials. One observation made when using the algorithm for
larger trials is that as J becomes large, the gamma approximation overestimates λ
for the cases in which all but one subject experience an event. This is because there
are few points in the mesh used in the method of moments calculation to obtain the
parameters of the approximating gamma distribution. The fit of the approximation can
be improved by using more points in the mesh close to 0, similarly to the structure of
the one-size-fits-all mesh used to perform numerical integration.

Another issue that arises is that, in the sample used to build the ADP rule, there are
few points which have the largest values for the mean of the gamma approximation to
the posterior density function for the model parameter, which is used as a predictor
variable in fitting the GAMs. Such states are those in which no subjects experience a
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Table 11.7: Comparison of the average loss in 106 simulated trials that use the ADP with
GAM rule to make decisions and 106 using the CRM. In the top section the ADP with GAM rule
is optimised for the standard loss and the mean loss is the mean standard loss. In the bottom
section the ADP with GAM rule is optimised for the loss function with penalty for overdosing
and the mean loss corresponds to the mean value of this loss function. The CRM is conducted
in the same way for both comparisons but the appropriate loss function is evaluated on the final
trial data. The standard error associated with each of the values presented is < 0.0002.

J Rule Mean loss
Standard loss

10 ADP 0.151
CRM 0.153

12 ADP 0.155
CRM 0.150

15 ADP 0.147
CRM 0.146

20 ADP 0.146
CRM 0.143

Loss with penalty
10 ADP 0.186

CRM 0.198
12 ADP 0.190

CRM 0.204
15 ADP 0.197

CRM 0.215
20 ADP 0.214

CRM 0.235
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DLE, or very few. The side effect of this is that large errors accumulate through the
stages in this region when fitting the GAMs. This is particularly the case for ADP V1,
when the rule is built with only a sample of 1000 values. As such, the approximated
ω0,i(x0), i ∈ {1, 2, . . . , 6} from the ADP V1 algorithm are useless. However, recall that
ADP V1 is a first step in producing the rule. Performance improves considerably in
ADP V2 and ADP V3. Moreover, as shown in Table 11.7, when estimated through
simulated trials, the expected loss associated with the ADP with GAM rule is in the
region we would expect, and comparable to that of the CRM. This suggests that errors
at the extremes of the state space do not have a marked effect on the peformance of
the ADP with GAM algorithm overall, perhaps because these states are unlikely to
occur. However, there is scope to investigate this further to improve the approximation
for larger trials. For example, we could look at whether performance improves if we
augment the sample used to build the ADP with GAM rules with states from this area
of the state space. We could also consider initialising the algorithm by using a larger
sample at each stage, say 5000. In this case, the full state space would be used for the
first three stages of the trial.

The size of the sample used to build an ADP with GAM rule affects the time taken to
fit the GAMs. We could explore whether there is a sample size after which performance
of the algorithm does not seem to improve and employ thinning, as discussed in Section
11.4.2. We could also look at methods for fitting GAMs to large data sets. Further, as
previously stated, the code to compute ωj,i(xj) for each i ∈ {1, . . . ,m} for each j < J

is not parallelised (steps three and seven in the algorithm in Section 11.3). This is
the part of the code that takes the longest thus parallelising here could be useful. In
addition, at each stage of the algorithm, the six models could be fit in parallel.

Lastly, we note that although running time of the ADP with GAM algorithm for larger
trials is not in the order of minutes, time is not prohibitive. However, in the current
implementation RAM does become prohibitive. The rules for J > 9 were produced
using a desktop computer with 32GB of RAM as they could not be run on a laptop
with 8GB of RAM. Producing a rule for a trial with 20 cohorts of three took about 45
minutes for the loss function with penalty and 90 minutes for the standard loss function.
This difference is because fewer states are visited in simulations when using a rule built
for the loss function with penalty and thus, the sample size used to build the ADP V3
rule is smaller than the sample size used for the standard loss. An avenue for further
work is thus an analysis of where the code could be optimised with respect to memory
usage.
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11.7 Related work

The decision problem of finding the optimal dose escalation scheme for an FIH trial
is a sequential experimental design problem. Huan and Marzouk (2016) employ an
approximate DP algorithm with some similar principles to the algorithm presented here,
to produce the optimal policy for a general sequential experimental design problem.

Huan and Marzouk (2016) work in a Bayesian framework, updating their beliefs about
the underlying parameter based on data observed after each stage of their problem. The
authors approximate the resulting posterior density function with a finite dimensional
discretisation. Recall that for the purposes of approximating the expected loss at
out-of-sample states, in this work, we approximate the posterior density function with
a gamma distribution. However, for the purposes of integration we also employ a finite
dimensional discretisation of the posterior density function.

For the loss function at the final stage of the trial, Huan and Marzouk (2016) choose the
Kullback-Leibler divergence from the final posterior after all data have been collected,
to the prior. Thus the authors seek to maximise this divergence such that the data
collected over the course of the sequential experiments maximise learnings about the
parameter values to aid inference.

Huan and Marzouk (2016) state that they use regression to approximate their value
function, which is equivalent to βj(xj) in this work. The authors represent the value
function as a weighted sum of basis functions. They mention that choosing basis
functions that are relevant to the dependence of the value function on the state can
improve accuracy of the approximation but do not discuss the choices they made in
detail. The authors restrict the set of possible basis functions for a particular stage to
polynomial functions of the mean and log-variance of the posterior density function for
the unknown parameters at that stage and of the current state of the system. This is a
similar idea to fitting GAMs. However, in fitting a GAM we employ a more flexible
class of basis functions. The shape of the fitted models shows that in our problem, the
richer class of functions is necessary to adequately capture the non-linear relationship
between ωj,i(xj) and the mean and variance of the approximating gamma distribution
for the posterior density function given xj . Moreover, Huan and Marzouk (2016) model
the equivalent of βj(xj), which is the maximisation over a set, of the equivalent of our
{ωj,i(xj)}, i ∈ {1, 2, . . . , 6}. As such, the function that Huan and Marzouk (2016) fit a
model to is not a smooth function. We believe that this will introduce error, particularly
at the boundary lines where the value of βj(xj) changes from one element of the set
{ωj,i(xj)}, i ∈ {1, 2, . . . , 6} to another.

Huan and Marzouk (2016) approximate their value function by regression at a sample
of the state space. The authors use an iterative process to define a sample and refine
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the approximation to the optimal policy. The method involves simulating possible
trajectories through the problem using different policies. We employ a similar idea to
define a sample. As described in Section 9.2.2 we simulate trials using an ADP rule
then augment the sample with states xj that were visited in the simulated trials.

The work of Huan and Marzouk (2016) produces an approximate DP algorithm with
more of a focus on developing general methodology than obtaining a solution for a specific
application. There are some conceptual similarities with the work presented in this
thesis. However, the examples presented are less concrete compared to the application
to an FIH trial. Moreover, the examples presented concern decision problems with at
most four stages, and thus do not truly demonstrate that their approximation conquers
the curse of dimensionality.

On the other hand, Bartroff and Lai (2010) do consider the application of approximate
DP to FIH trials. Similarly to Huan and Marzouk (2016), Bartroff and Lai (2010) model
the quantity equivalent to βj(xj) in this work rather than {ωj,i(xj)}, i ∈ {1, 2, . . . , 6}.
The authors employ linear regression splines as their basis functions. In addition,
Bartroff and Lai (2010) utilise the concept of rollout which approximates the future
states in the optimal policy required to calculate the conditional expected loss of
proceeding optimally given a non-final state by a known base policy. This known base
policy could be a myopic strategy such as the CRM of O’Quigley et al. (1990) or EWOC
of Babb et al. (1998). The rollout process can be iterated and tends towards the optimal
policy. This concept resembles the iteration over samples of the full state space that
we perform to improve the approximation to the optimal policy produced by the ADP
algorithm. It would be particularly similar if we were to create the initial sample of
1000 by simulating trials using the CRM instead of the method described in Section
9.2.1.

The work of Bartroff and Lai (2010) focusses on the two-parameter logistic model and
in particular on producing a design that is a hybrid of the EWOC design of Babb
et al. (1998) and c-optimal design of Haines et al. (2003), in order to address the
joint aim of dosing subjects at the best estimate of the MTD and learning about the
model parameters. As such, it seems the authors deviate from working strictly with an
approximate DP algorithm — in part because of difficulties introduced by working with
more than one parameter. By choosing a problem that we can solve using DP, namely
by using a one-parameter model, as well as employing the gamma approximation to the
posterior to render the space of posterior density functions two-dimensional instead of
infinite-dimensional, we have produced a more general framework that can be easily
adjusted to meet the aims of a specific trial. Moreover, we believe modelling each
{ωj,i(xj)}, i ∈ {1, 2, . . . , 6} separately instead of modelling βj(xj) directly is a better
choice because it means modelling smooth functions, which means accuracy will be
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higher.

11.8 Summary and extensions

We have now presented two algorithms that are an approximation to the DP algorithm
to find the optimal dose escalation scheme for an FIH trial with one binary safety
endpoint and a fixed set of dose levels. Both the nearest neighbour ADP algorithm
and the ADP with GAM algorithm operate on a sample of the full state space at each
stage of a trial. Further, both methods approximate the loss at out-of-sample states
based on neighbouring states. In order to approximate the expected loss, βj(xj) at an
out-of-sample state, xj , the ADP with GAM approach applies a smoothing over the
region of the state space close to xj . That is, the ADP with GAM approach estimates
the value of each {ωj,i(xj)}, i ∈ {1, 2, . . . , 6} by averaging over the values of {ωj,i(xj)}
at points in the region of gamma-space local to xj , for each i. Then βj(xj) is computed
as the minimum over the set {ωj,i(xj)}, i ∈ {1, 2, . . . , 6}. In contrast, the NN ADP
algorithm approximates βj(xj) by taking the value of βj(x̂j) where x̂j is the nearest
neighbour to xj . Thus, in some cases the ADP with GAM algorithm produces a better
approximation of βj(xj) than the NN ADP algorithm. In particular, the ADP with
GAM algorithm is better at dealing with situations where the sample is a bit too sparse
in the region of gamma-space close to the out-of-sample xj or when xj is close to a
boundary where the decision changes from one dose to another.

We explored this alternative formulation of an approximate DP algorithm as a proof of
concept for considering the problem of finding an optimal dose escalation scheme for
a trial with two binary endpoints; one safety, one efficacy. We shall move on to this
problem in the next chapter. The performance of the NN ADP algorithm relied on
in-sample points close to the out-of-sample points that arise. This meant that although
the NN ADP algorithm operates on a greatly reduced sample size compared to the full
DP algorithm, performance of the approximation, compared to the full DP, improves as
the sample size used to build the rule increases. A trial with a binary efficacy endpoint
as well as a binary safety endpoint would involve a larger state space than a trial with
one binary safety endpoint, and at least one additional parameter. Finding the nearest
neighbour in a higher dimensional space is likely to be a more difficult problem and
require a larger percentage of the full state space.

In Tables 11.1 and 11.2 we observe that the performance of the ADP with GAM
algorithm is similar when the size of the sample used to build the rule varies. In contrast
to this, we did not present the results but we found that the performance of the NN
ADP rule built on the ADP V1 or ADP V2 sample was not as good as the performance
when the NN ADP rule was built using the larger ADP V3 sample. Thus, by employing
a more careful treatment of the in-sample data, that is, by fitting a model, the ADP
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with GAM algorithm is less dependent on the size of the sample of the state space
used to build the rule than the NN ADP algorithm. The ADP with GAM algorithm is
also less computationally expensive and thus quicker to run. This suggests the ADP
with GAM algorithm is better placed to be extended to an FIH trial with two binary
endpoints (one safety, one efficacy) than the NN ADP algorithm.

We have applied the ADP with GAM method using the standard loss function, Equation
(3.8), and the loss function with penalty for overdosing, Equation (3.10). However, we
are yet to implement the ADP with GAM algorithm with respect to the loss function
that restricts the choice of doses that can be recommended as the MTD at the end of
a trial to the set of doses that has been allocated to subjects during the trial. Let us
consider the simpler case in which the choice is restricted to dose levels less than or
equal to the highest allocated dose. In this case, at the final stage of the trial, when
the decision is which dose to recommend as the MTD, we need to partition the sample
of data sets used to build the rule based on the highest dose in the data set. Then
we would fit GAMs to the sample of ωJ,i(xJ), i ∈ {1, 2, . . . , 6} within each partition.
We would need to ensure that each partition of the sample of final stage data sets is
sufficiently large to provide a good enough fit. Define ω̃J,i(xJ , h(xJ)) where h(xJ) is the
highest dose level in the data set xJ and defines the category for the partitions. That
is, h(xJ) = argmax

i ∈{1:6}
ni,J ≥ 0. Thus, each ω̃J,i(xJ , h(xJ)) is then ωJ,i(xJ) if i ≤ h(xJ) or

some large positive constant if h(xJ) < i which acts as a penalty such that dose i does
not minimise the posterior expected loss given xJ . Thus, in each partition we do not
need to fit models for the cases in which i > h(xJ).

At non-final stages, the decision to be made is which dose to allocate to the next cohort
in order to proceed optimally. The set of possible actions is the set of available dose
levels, since the restricted choice penalty only applies directly at the final stage. Thus
we proceed in the same manner as for the ADP with GAM method using the standard
loss function. At each stage j, 0 < j < J , for which there are more than 1000 possible
states, we fit a GAM to the samples of ωj,i(xj), i ∈ {1, 2, . . . , 6}, to obtain one model
associated with choosing each dose level. At stage J − 1, the values of βJ(xJ) that
we read in will be obtained from the ωJ,i(xJ , h(xJ)), i ∈ {1, 2, . . . , 6}, that is, the
appropriate values based on the highest dose level in xJ . With more partitions we could
generalise this set-up to the case in which a dose can only be recommended if it has
been allocated in the trial.

Further, we have not incorporated the restriction that dose levels cannot be skipped
during the trial. This requires a similar treatment to that of the restricted choice loss
function, however, in this case we must fit separate models depending on the highest
dose used so far at every stage of the trial that we address by fitting GAMs. That
is, all stages j, 0 < j ≤ J , for which the number of possible data sets is larger than
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our chosen sample size of 1000. We could also simulate trials with the ADP rule built
without this restriction but in cases where the recommended dose to allocate to the
next cohort is more than one level above the highest dose used so far, override the rule
to allocate the dose level one above the highest dose used so far. With this method the
rule is not optimised with respect to the constraint that forbids dose jumping. However,
such simulations perhaps reflect the influence of a data monitoring committee on the
dose allocations in a trial. As such, these simulations could provide useful insight. In
addition, the rule optimised for the standard loss with the dose jumping restriction
(DP-SL-DJ) will have lower expected loss than the rule produced by optimising without
the restriction and adding the restriction during simulations (DP-SL-DJsim). Further,
the rule optimised for the standard loss with no restrictions (DP-SL) will have lower
expected loss than the DP-SL-DJ rule. Thus, if performance of DP-SL-DJsim is similar
to DP-SL then we can assume DP-SL-DJ has similar operating characteristics to DP-SL
and do not need to perform the optimisation.
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CHAPTER 12

The two-endpoint problem: one safety endpoint, one efficacy endpoint

12.1 Introduction

As mentioned, FIH trials focus primarily on safety. However, the time consuming and
costly nature of clinical trials means there is always a desire to expedite the process
where possible. One method for doing so is combining the traditional phases. For
example, looking at efficacy as well as safety in the first trial rather than waiting until
Phase II to consider whether the IMP provides therapeutic benefit. FIH trials are
usually short, at least in comparision to the trials that follow. It is common that the
primary efficacy endpoint, the one that will be used to make key decisions, can only be
observed after a long time period, months or years, rather than hours during a clinic
visit. For this reason, when considering an efficacy endpoint for an FIH trial, we are
usually referring to a surrogate endpoint. This will be a measurement thought to be
indicative of the treatment effect on the primary endpoint, but measurable in a shorter
time frame. It could be a pharmacodynamic biomarker that signifies whether the IMP
has reached a target in the body that it is required to hit in order to create the desired
therapeutic effect. Pharmacodynamics refer to the effect a drug has on an organism and
the term biomarker encompasses any measurable indicator in the body, from heart rate
to the expression levels of a particular protein. Often these data are routinely collected
as part of clinic visits for a traditional FIH trial based on safety, for monitoring purposes.
It could therefore be argued that it is unethical not to use the data because we should
be making the most of it. Incorporating an efficacy endpoint in a Phase I trial may lead
to a more informed set of doses for a Phase II study, increasing the probability of success
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of the trial. Even if an FIH trial incorporating an efficacy endpoint cannot provide
strong evidence that the IMP will have therapeutic benefit, it is likely that it will be
able to indicate whether the IMP definitely will not work because it is not hitting a
necessary part of the required pathway. This is also very important information because
both the financial and time commitments increase through the phases of clinical trials.
This means that killing the development of an IMP early in the process can save a lot
of both time and money. It also enables the company developing the IMP to prioritise
other compounds in their pipeline which may have a greater chance of success.

In this chapter we shall consider extending the DP framework presented in the previous
chapters to FIH trials with two binary endpoints. That is, one binary safety endpoint
and one binary efficacy endpoint. Our focus remains on promoting specification of the
aims of the trial upfront and obtaining the dose escalation scheme that is optimal with
respect to those aims.

12.2 Relevant literature

The literature on Phase I trials incorporating an efficacy endpoint is less developed
than the literature concerning Phase I trials with a single binary safety endpoint, it
is an emerging research area. As such, there is less of a consensus on how an FIH
trial with two endpoints, one safety and one efficacy, should be run. It seems to be
generally considered more appropriate to model safety and efficacy separately and use a
utility function to bring the results together rather than combine the two endpoints into
one. Amongst others, the following propose designs for Phase I trials with an efficacy
endpoint as well as a safety endpoint.

Thall and Russell (1998) form an ordinal response variable with three levels that
combines the safety and efficacy responses. Braun (2002) proposed a bivariate version
of the CRM. This design requires specification of a model for the relationship between
dose and a binary efficacy variable, another model for dose and a binary toxicity
variable and also the joint distribution between the two binary variables to account for
within-subject correlation. Liu and Johnson (2016) employ a Bayesian dynamic model
for the probability of efficacy as well as for the probability of toxicity. The probability
of a response at the current dose is the probability of response at the next lowest dose
plus a positive random variate from a scaled beta distribution. These models produce
non-parametric dose-response curves. However, the hyperparameters for each beta
distribution, that is, given each dose level and each response variable, must be specified.
Liu and Johnson (2016) assume that the two responses are independent. The authors
combine the probability of an efficacy response and the probability of a toxicity response
at a given dose level through a utility function that quantifies the trade-off between
efficacy and toxicity. The optimal dose is the dose with the highest utility. Yeung et al.
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(2017) use a two-parameter model to define the dose-toxicity relationship. Efficacy
responses are only considered if no DLE is observed. The mean efficacy response at
each dose level is modelled using a second-order random walk model. This specifies a
relationship between neighbouring dose levels. Once again, the authors employ a utility
function (which they refer to as a gain function) to define the trade-off between efficacy
and toxicity. Some designs, such as those of Whitehead et al. (2004) and Zhou et al.
(2006), combine safety and efficacy data through modelling the probability that the
IMP is efficacious conditional on the absence of a DLE. Whitehead et al. (2004) model
both toxicity and the conditional probability of a positive efficacy response given no
DLE through two-parameter logistic models. The authors employ a gain function based
on minimising the variance of the output of the trial.

In the oncology setting, efficacy is often assumed to increase as toxicity increases. This
is the rationale for selecting the MTD and aiming to allocate the MTD to subjects in
the trial in order to provide therapeutic benefit. However, another common scenario,
particularly for molecularly targeted agents (MTAs) is that efficacy plateaus rather
than continues to increase as the dose is increased (Riviere et al. (2018)). In this case,
the aim is to find the lowest dose amongst those that are safe and provide maximal
efficacy. That is, the dose at the start of the plateau, providing it is safe. The following
designs consider this scenario. Shen et al. (2020) propose the Safe Efficacy Exploration
Dose Allocation (SEEDA) algorithm which allocates doses to maximise patient efficacy
responses whilst ensuring safety constraints are met. This algorithm considers the
trial as a multi-arm bandit problem. The authors model the dose-toxicity relationship
using (1.1) as used by O’Quigley et al. (1990) and doses are considered unsafe if the
posterior probability of a DLE associated with them exceeds a target θ. No model is
imposed upon the dose-efficacy relationship, however the probability of each dose level
causing a positive efficacy response is updated after each cohort. Riviere et al. (2018)
utilise a logistic model with an additional plateau parameter to capture the dose-efficacy
relationship and a two-parameter logistic model for the dose-toxicity relationship. After
an initial start-up phase, the design proposed by Riviere et al. (2018) updates the model
parameters after each cohort, and assigns the next cohort to the dose with the highest
probability of efficacy amongst those that are considered safe. Moreover, if multiple
doses are deemed equally efficacious, the one with the lowest associated toxicity is
chosen.

Our focus here is an extension of the DP framework that we developed for the
one-safety-endpoint problem. Thus, the key ideas from the literature that we take
forward are the concepts of modelling the safety and efficacy responses separately and
combining them through an objective function. Moreover, we shall assume independence
between the toxicity and efficacy responses from an individual, following Liu and
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Johnson (2016). In Section 12.3.3 we shall comment on why this is reasonable even if
the assumption does not hold. Once again, we shall stress the concept of defining an
objective function that encompasses all of the trial aims upfront and then finding the
dose escalation scheme that is optimal with respect to that objective function. Since
the endpoints now include something we wish to maximise, namely, efficacy, we shall
formulate utility functions rather than loss functions.

12.3 The two-endpoint problem (one safety, one efficacy)

12.3.1 Problem formulation

Consider an FIH trial with two endpoints, one binary safety endpoint and one binary
efficacy endpoint. We shall once again explore the problem of finding an optimal dose
escalation scheme for a trial with J cohorts of nc subjects and m fixed dose levels. As
we did for the one-safety-endpoint version of the problem we shall work primarily in the
space of Bayesian model-based trial designs. Thus, to define this problem we require:

• a model for the relationship between the toxicity endpoint and dose,

• a model for the relationship between the efficacy endpoint and dose,

• a model for the relationship between toxicity and efficacy,

• the definition of the trial output,

• a utility function combining safety and efficacy.

A key lesson from our work on the one-safety-endpoint problem is that when constructing
a utility function to quantify what makes a design optimal, we should take care to
incorporate all goals that we want to see being met. Further, we need to define any
additional constraints, such as whether dose jumping is permitted.

Recall that the traditional output of a Phase I trial is the MTD. This quantity acts as a
ceiling for dosing in Phase II trials in which the aim is to select the optimal efficacious
dose. We need to consider what the next step would be from a trial incorporating an
efficacy endpoint. In a rare disease setting, trials tend to be smaller and there is often an
unmet medical need. In this situation it is desirable to expedite the drug development
process in some way in order to make a treatment available for patients sooner. It
is also likely that the Phase I trial will be conducted in patients rather than healthy
volunteers, in which case the situation lends itself to a Phase I trial based on both safety
and efficacy. In order to reduce the total number of subjects required throughout the
development process, the next step in this scenario may be a Phase III trial, skipping
a traditional Phase II trial. For this to be feasible, the Phase I trial would need to
demonstrate that the IMP is safe as well as providing strong evidence about the dose
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level at which the IMP will provide therapeutic benefit. It could be argued that more
stringent conditions are required to define an output that will be a basis for a Phase
III trial than for an output used in Phase II. It may also be the case that a couple of
dose levels would be taken forward into an adaptive Phase III trial with the option to
drop one dose at an interim analysis. In the area of infectious diseases it is also not
uncommon for the dose that will be used in a confirmatory trial to be selected in the
first trial, that is, the development progresses straight to Phase III from Phase I.

In other cases investigators may wish to include an efficacy endpoint in an FIH trial
simply to strengthen the evidence obtained. In this case the FIH trial may be followed
by a traditional Phase II dose-finding study. Incorporating efficacy could lead to a
more suitable range of doses for the subsequent Phase II trial to consider. In addition,
it could enable better estimates of the probability of success of the Phase II trial. If
the probability of success is low, the outcome of the Phase I trial could be to halt
development of the IMP.

The definition and interpretation of the output of an FIH trial with a safety and an
efficacy endpoint depends on both the utility function and what will happen next in the
development plan. Liu and Johnson (2016) simply refer to the most desirable dose using
both toxicity and efficacy information. Similarly, Padmanabhan et al. (2012) state that
their goal is to identify the dose that is most efficacious whilst still being safe. Yeung
et al. (2017) propose a design that has the dual-objective of estimating the MTD and
the optimal safe dose which is a safe dose that gives maximum gain. Asakawa et al.
(2014) use the term recommended dose to define the dose that meets minimum efficacy
and maximum toxicity requirements. Whitehead et al. (2004) discuss designs for which
the output is a therapeutic window of doses that have sufficiently high probability of
a positive efficacy response whilst also having sufficiently low probability of causing a
DLE.

In order to use one term to cover a range of utility functions we shall refer to the output
of the trial as the recommended dose if it is one dose level and the recommended dose
interval in the case that the output is an interval. In the case in which the set of actions
is a set of available dose levels, the recommended dose (RD) is thus the dose level that
maximises the utility function. If the set of actions consists of dose intervals then the
output of the trial is the dose interval that maximises the utility.

12.3.2 The state space for the two-endpoint (one safety, one efficacy)
problem

Recall that with the one-safety-endpoint problem we describe a state after j subjects
have been allocated a dose and their responses observed, by the data set xj =
{n1,j , n2,j , . . . , nm,j , v1,j , v2,j , . . . , vm,j} where m is the number of dose levels available
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Table 12.1: Number of data sets per stage

Stage One Endpoint Two Endpoints
1 24 96
2 282 4134
3 2180 106040
4 12573 1820709
5 58140 22404312

for the trial, ni,j is the number of cohorts, in the first j, that are allocated to dose i
and vi,j is the number of DLEs experienced by those allocated to dose level i. With a
binary efficacy endpoint as well as the binary safety endpoint, a data set additionally
consists of (w1,j , w2,j , . . . , wm,j) where wi,j is the number of efficacy responses observed
at dose level i.

For each stage j dose allocation, (n1,j , n2,j , . . . , nm,j), there are ∏i=1,...,m(ni,jnc + 1)
possible DLE profiles, since 0 to nc DLEs can occur for each cohort allocated to a dose
level. Thus, with an additional binary efficacy endpoint there are (∏i=1,...,m(ni,jnc+1))2

possible data sets for each stage j dose allocation, 0 < j ≤ J . That is, the number
of response profiles is squared compared to the one-safety-endpoint problem. This
drastically increases the size of the state space and the rate at which it increases as
another cohort is added to the trial. Table 12.1 demonstrates this, showing that as the
number of cohorts in the trial increases, the state space quickly becomes too large for
the full DP algorithm, as formulated for the one-safety-endpoint problem, to be feasible.

The number of data sets wth J = 4, nc = 3 and d = 6 for two endpoints (one safety,
one efficacy) is comparable to the magnitude of the number of data sets with J = 8,
nc = 3 and d = 6 with one binary safety endpoint (1.8 million versus 2.3 million).
For the one-safety-endpoint problem we have applied the full DP algorithm for a trial
with nine cohorts of three and six dose levels to choose from. This suggests that by
employing the same speed-up techniques to the algorithm for two endpoints as for the
one-safety-endpoint problem, those discussed in Chapter 4, we should be able to obtain
a fully optimal rule for a trial with four cohorts of three that allocates doses based on
two binary endpoints (one safety, one efficacy). For larger trials we shall consider an
approximate DP algorithm.

12.3.3 Model formulation

Let Y = 1 correspond to a DLE being observed and Z = 1 to a positive efficacy
response being observed. Thus, the desirable response is (Y,Z) = (0, 1). We shall
employ separate models for the relationship between dose and probability of observing
a DLE, and the relationship between dose and the probability of observing a positive
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efficacy response. We shall continue to use the one-parameter model used in O’Quigley
et al. (1990). Given dose level i, the probability of observing a DLE is given by:

P (Y = 1|Dose level = i; a) = pT (i, a) =
(tanh(dosei) + 1

2

)a
.

Similarly, with parameter b, the probability of an efficacy response at dose level i is
given by:

P (Z = 1|Dose level = i; b) = pE(i, b) =
(tanh(dosei) + 1

2

)b
.

Once again we shall force the model parameters to be positive and place an exponential
prior on the model parameters, π(a) ∼ Exp(1) and π(b) ∼ Exp(1).

Following Liu and Johnson (2016), we shall assume independence between the toxicity
and efficacy responses for an individual subject. Liu and Johnson (2016) show that
extending their model to incorporate an association parameter does not improve the
performance of the resulting trial designs when the sample size on each dose is small, as
tends to be the case in FIH trials. Moreover, Liu and Johnson (2016) find that when
a joint model for toxicity and efficacy is employed, misspecification of the functional
form of the correlation can lead to incorrect dose recommendations. This is investigated
more closely by Cunanan and Koopmeiners (2014). The authors state that copula
models are often used to specify the joint distribution of safety and efficacy endpoints.
A two-dimensional copula is a distribution function on the unit square with marginals
that are uniformly distributed on [0, 1]. A copula function specifies the correlation
structure between the two random variables, thus linking them together. This is how
the copula model gets its name, from the latin for link. In general, a copula model
defines transformations for each variable to map the range of values it can take to
[0, 1]. Thus, the joint distribution of the two variables can be derived via an inverse
transformation.

Cunanan and Koopmeiners (2014) compare two copula models and a model for which
the two endpoints are assumed to be independent, through simulation. The authors
assess cases in which data are simulated from the two copula models. Evaluation of
the probability of correctly identifying the optimal dose and the number of subjects
treated at the optimal dose, when each of the three models is fitted to each data sample,
showed the independence model to perform similarly, if not better, under most of the
test scenarios.

Under this independence assumption, the posterior density for a will be computed using
only the toxicity data and equivalently, the posterior density for b will only take efficacy
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data into account. This means that rather than introducing bias we are simply not
using all available information to update the distribution for each parameter which may
result in some loss of efficiency.

The likelihood of the trial resulting in data

Xj = xj = {n1,j , n2,j , . . . , nm,j , v1,j , v2,j , . . . , vm,j , w1,j , w2,j , . . . , wm,j}

under particular a and b is defined similarly to the likelihood for the one-safety-endpoint
problem. If we generalise the trial to include cohorts of nc subjects then the toxicity
response for the jth cohort is yj ∈ {0, 1, . . . , nc} with zj defined similarly. Then, similarly
to the argument used in Section 3.3, using the fact that the response from the jth cohort
is conditionally independent of the response at previous cohorts given the design, and
collecting terms corresponding to the same dose level, we can write down the likelihood
function as follows:

L(xj ; a, b) =
J∏
j=1

(
nc
yj

)(
nc
zj

)
m∏
i=1
pT (i, a)vi,j (1− pT (i, a))ncni,j−vi,j×

pE(i, b)wi,j (1− pE(i, b))ncni,j−wi,j .

(12.1)

It is important to note that the likelihood can be factorised with respect to the
unknown parameters a and b. To do so, define the toxicity related data as xj,T =
{n1,j , n2,j , . . . , nm,j , v1,j , v2,j , . . . , vm,j}, the number of subjects on each dose level and
the corresponding toxicity responses. Similarly, define the efficacy related data as
xj,E = {n1,j , n2,j , . . . , nm,j , w1,j , w2,j , . . . , wm,j}, the dose allocation and corresponding
efficacy responses. Then we can define

f(xj,T ; a) =
J∏
j=1

(
nc
yj

)
m∏
i=1

pT (i, a)vi,j (1− pT (i, a))ncni,j−vi,j , (12.2)

and similarly

g(xj,E ; b) =
J∏
j=1

(
nc
zj

)
m∏
i=1

pE(i, b)wi,j (1− pE(i, b))ncni,j−wi,j , (12.3)

in order to write the likelihood function as:
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L(xj ; a, b) =
( J∏
j=1

(
nc
yj

)
m∏
i=1

pT (i, a)vi,j (1− pT (i, a))ncni,j−vi,j

)
×

( J∏
j=1

(
nc
zj

)
m∏
i=1

pE(i, b)wi,j (1− pE(i, b))ncni,j−wi,j

)
=f(xj,T ; a)g(xj,E ; b).

(12.4)

As a result, combined with independent priors, the posterior density functions for a
and b are also independent. Thus, πA,B|Xj

= πA|Xj,T
πB|Xj,E

which means we can work
with πA|Xj,T

and πB|Xj,E
separately:

πA,B|Xj
(a, b;xj) = πA(a)πB(b)L(xj , a, b)∫

a′
∫
b′ πA(a′)πB(b′)L(xj , a′, b′) db′da′

= πA(a)f(a, xj,T )∫
a′ πA(a′)f(a′, xj,T ) da′

πB(b)g(b, xj,E)∫
b′ πB(b′, xj,E)g(b′) db′

= πA|Xj,T
(a;xj,T )πB|Xj,E

(b;xj,E).

(12.5)

This property greatly simplifies the computation of the joint posterior density function
for a and b because it removes the need for two-dimensional numerical integration.

12.3.4 Optimality criterion

When considering toxicity and efficacy together we have a trade-off between maximising
efficacy and minimising toxicity. The underlying assumption is that both increase
monotonically with dose.

Let us start by defining a simple trade-off utility for dose level i:

U(i, a, b) = pE(i, b)− δpT (i, a). (12.6)

where δ is a weight for the toxicity penalty. The optimal choice of dose is that which
maximises this utility. The parameter δ can be tuned to reflect the aims of the trial.
Simulation can be used to assess how the operating characteristics of a DP design
change, when optimising for Equation (12.6) with different δ.

To better understand this utility function we shall present an image of the relevant area
of the a-b plane divided into regions for which each of the six dose levels maximises the
simple trade-off utility function given by Equation (12.6). Recall that the smaller the
value of a, the more toxic the compound. Similarly, the smaller the value of b, the more

229



12.3. The two-endpoint problem (one safety, one efficacy)

efficacious the compound is. Thus, the most desirable region of the a-b plane is the
bottom right region, in which a is large and b is small.

Before looking at how the utility function divides the a-b plane, Figure 12.1 aims to
define regions of the a-b plane that correspond to scenarios of interest. Primarily, we
highlight the extremes of the space. Within the region left white, some doses are
efficacious, some are safe, and some are both. This is just one interpretation based on
the set of six dose levels used in this thesis and the following interpretation of high and
low toxicity and efficacy.

• Highly toxic corresponds to the probability of the lowest dose causing a DLE being
more than 0.3. This region defines very small values of a.

• Not efficacious corresponds to the probability of a positive efficacy response at the
highest dose level being less than 0.5. This region defines very large values of b.

• Very safe corresponds to the probability of the highest dose causing a DLE being
less than 0.3. This means that the probability of toxicity associated with all doses
considered is suitably low. This region defines very large values of a.

• Very efficacious corresponds to the probability of the lowest dose causing a positive
efficacy response being more than 0.5, and thus all doses used are considered
efficacious. This region defines very small values of b.

These thresholds can be adapted to suit the context of a specific trial. The following
regions are highlighted in Figure 12.1.

• The region with very small a and very large b represents the scenario in which
the IMP is highly toxic and not efficacious. This is a clear No-Go region in terms
of whether or not the compound should progress through the drug development
plan. This region is indicated with a solid red box.

• The region of the space with very large b is unlikely to be desirable even if toxicity
is not very high as it means the IMP is not efficacious, even if it is safe. This
region is indicated with a red striped box.

• Similarly, the region of the space with very small a is unlikely to be desirable
even if efficacy is very high as it means the IMP is highly toxic. This region is
indicated with a red crosshatched box.

• The purple striped region indicates the region in which the IMP is very efficacious;
with very small b. Note that in this region not all doses are safe.

• The blue crosshatched region shows the region in which the IMP is safe at all
dose levels and thus not very toxic. This is the region with very large a. Not all
doses are efficacious in this region.

• The cross-section of the above, the region with very large a and very small b
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represents the scenario in which the IMP is very safe and highly efficacious and
thus, a clear “Go” decision can be made. This region is indicated with a solid
green box.

• In an oncology setting, another scenario of interest is the region with low a and
low b, which corresponds to the IMP being highly toxic but also highly efficacious.
However, because this senario encompasses a trade-off between competing interests
of wanting to maximise efficacy whilst minimising toxicity there is not one clear
definition of this region and it is very dependent on the dose levels chosen. Thus,
as a broad indication, rather than clear-cut region of interest, in Figure 12.1 we
use a yellow circle to highlight a region which could be investigated more closely
in this scenario.
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Figure 12.1: This Figure highlights regions of the a-b plane that correspond to different
scenarios of interest. The red region is a clear No-Go zone and the green region is a clear Go
zone. The red striped area at the top of the plot highlights the region in which none of the dose
levels is efficacious, whilst the purple striped region at the bottom of the plot is the region in
which all doses are efficacious. The red crosshatched region on the left-hand side of the plot is
that in which none of the dose levels is safe and the blue crosshatched region on the other side is
the region in which all doses are safe. The yellow circle roughly indicates a region that might be
of interest in oncology trials; where both toxicity and efficacy are high.

Figure 12.2 shows the regions of the a-b plane for which each of the six dose levels
maximises the simple trade-off utility function given by Equation (12.6). In Figure 12.2
we observe that, with all values of δ that we consider, some parameter combinations
with very small a lead to the highest dose level being the optimal dose. This happens
because the probability of toxicity is one at every dose level and thus the dose with the
highest efficacy maximises the utility. This suggests that a different utility function
may be more appropriate.

Liu and Johnson (2016) add another term to the utility function in Equation (12.6) to
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Figure 12.2: These plots show the regions of the a-b plane for which each dose maximises the
simple trade-off utility in Equation (12.6).

further penalise doses with associated probability of toxicity greater than the target
rate of DLEs, η (e.g. η = 0.3):

U(i, a, b) = pE(i, b)− δ1pT (i, a)− δ2pT (i, a)1{pT (i, a) > η} (12.7)

where δ1 and δ2 are fixed weights which can be chosen with the help of simulation.

Alternatively, we may consider that a dose is only a viable choice if the probability of
toxicity is below a specified threshold, ηT , and the probability of efficacy also exceeds
a different specified threshold, ηE . In this case, we should incorporate this aim into
the utility function. We can do so via an indicator function. We increase the utility as
probability of efficacy increases above ηE and as the probability of toxicity decreases
below ηT :

U(i, a, b) = 1{pE(i, b) ≥ ηE and pT (i, a) ≤ ηT }(1+δ1(pE(i, b)−ηE)+δ2(ηT −pT (i, a))).
(12.8)

The parameters δ1 and δ2 can be tuned to reflect the aims of the trial. Once again, we
suggest that simulation can be used to choose appropriate values.

Figure 12.3 shows the optimal choice of dose according to Equation (12.8) with thresholds
ηE = 0.5 and ηT = 0.3, evaluated at each (a, b) pair in the grid. When the utility is
zero at every dose level, the optimal choice is coded with zero and represents stopping
development. This is the grey region of the plot. We observe that the region where
none of the dose levels satisfies the constraint induced by the thresholds is fairly large.

It may be reasonable to employ a less strict boundary to assign positive utility to cases
with slightly higher probability of toxicity if the probability of efficacy is very high,
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Figure 12.3: These plots show the regions of the a-b plane for which each dose maximises
Equation (12.8). If no dose meets the thresholds defined by the indicator function then the utility
is zero at every dose level. In this case we define the optimal choice as dose 0 which corresponds
to stopping development of the IMP. This is indicated by the grey region of the plot.

for example. However, at this point we wish to remain in the class of utility functions
for which the posterior expected utility can be obtained without performing double
integrals. We shall discuss how Equation (12.8) fits into this class in Section 12.4.2.

Now that we have defined the state space, the dose-response models and a utility
function, we can describe the DP algorithm for the problem of finding the optimal dose
escalation scheme for an FIH trial with a binary safety and a binary efficacy endpoint.

12.4 The dynamic programming algorithm with two
binary endpoints

12.4.1 Formulation

Although we are modelling the endpoints independently, the problem remains
two-dimensional since the decision of which dose to allocate concerns both endpoints.
It is not the case that we are separately collecting data on safety and data on efficacy.
Here we shall describe the application of DP to finding an optimal dose escalation
scheme for an FIH trial with a binary safety endpoint and a binary efficacy endpoint,
under the assumption of independent responses. The assumption of independence
between the safety and efficacy endpoints means that the methodology employed for
the one-safety-endpoint problem carries over to the two-endpoint problem in a fairly
straightforward manner. However, the DP approach could still be applied without
the independence assumption. The state space remains the same but the integrals
required become two-dimensional and thus complexity and the computational demand
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is increased.

The first stage of the algorithm is concerned with the final stage, stage J , of the trial.
For now we suppose that the only possible actions are to recommend one of the available
dose levels. For each possible data set, xj , we calculate the RD, d∗j (xj), from the set of
possible dose levels, D = {dose1, . . . ,dose6}.

Proceeding with the simple trade-off utility function, Equation (12.6), the posterior
expected utility of dose level i is given by

EπA,B|Xj
[U(i, a, b)] =

∫
a

∫
b
πA,B|Xj

(a, b;xj)[pE(i, b)− δpT (i, a)] db da.

Since a and b are independent, we can remove the double integral as follows:

EπA,B|Xj
[U(i, a, b)] =

∫
a

∫
b
πA|Xj,T

(a;xj,T )πB|Xj,E
(b;xj,E)[pE(i, b)− δpT (i, a)] db da

=
∫
a

∫
b
πA|Xj,T

(a;xj,T )πB|Xj,E
(b;xj,E)pE(i, b) db da−

δ

∫
a

∫
b
πA|Xj,T

(a)πB|Xj,E
(b)pT (i, a) db da

=
∫
a
πA|Xj,T

(a;xj,T )da
∫
b
πB|Xj,E

(b;xj,E)pE(i, b) db−

δ

∫
a
πA|Xj,T

(a;xj,T )pT (i, a)da
∫
b
πB|Xj,E

(b;xj,E) db

=
∫
b
πB|Xj,E

(b;xj,E)pE(i, b) db− δ
∫
a
πA|Xj,T

(a;xj,T )pT (i, a) da.

(12.9)

Here we have used the fact that when integrated over its full support, the integral of
the posterior density function evaluates to one.

Hence, the optimal choice of dose to recommend at the end of the trial with data
XJ = xJ is given by

d∗J(xJ) = argmax
i:dosei∈D

EπA,B|xJ
[U(i, a, b)]. (12.10)

The corresponding posterior expected utility for data xJ is

βJ(xJ) = max
i:dosei∈D

EπA,B|xJ
[U(i, a, b)]. (12.11)

Recall that in the context of the ADP algorithm with GAMs we define

βJ(xJ) = max
i:dosei∈D

ωJ,i(xJ).
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Thus, here we have ωJ,i(xJ) = EπA,B|xJ
[U(i, a, b)].

For the following stages of the algorithm, which correspond to stages j = J−1, J−2, . . . , 1
of the trial, the optimal decision for a given data set is to choose the dose that maximises
the posterior expected utility conditional on proceeding optimally at the remaining
stages of the trial. Here we shall use the ωj,i(xj) notation introduced in Chapter
11 from the outset, neglecting γ(xj , i) that we used in Chapter 3. Similarly to the
one-safety-endpoint formulation, let ωj,i(xj) be the posterior expected utility conditional
on starting at state xj at stage j of the trial, allocating dose level i to cohort j + 1
and proceeding optimally thereafter. The utility associated with proceeding optimally
from state xj is a weighted sum of the posterior expected utility associated with states
at stage j + 1, xj+1, that the system can move to from xj if allocating dose level i to
cohort j + 1. The weights are given by the probability of moving to a particular data
set, xj+1, under the posterior given xj . Thus to define ωj,i(xj) we first need to define
the transition probabilities.

Once again, let Bxj ,i be the set of states the system can move to at stage j + 1 from
state xj at stage j when allocated dose level i. The size of Bxj ,i is naturally larger when
working with two endpoints compared to one. We must consider both the number of
DLEs occurring and the number of efficacy responses, both of which can take values
k ∈ {0, . . . , nc}. Since we are treating the toxicity and efficacy responses as independent
we can consider the probability of k DLEs occurring at dose level i separately to the
probability of efficacy responses occurring at dose level i. This means that once again,
we can separate the parts of the integrand that depend on a from the parts that depend
on b and reduce the double integral to a product of two one-dimensional integrals.

Define the probability that k subjects in the next cohort experience a DLE if allocated
dose level i, given dose-toxicity model parameter a, by

ξT (k, i, a) =
(
nc
k

)
pT (i, a)k(1− pT (i, a))nc−k.

Similarly define the probability of k subjects in the cohort experiencing an efficacy
response by

ξE(k, i, b) =
(
nc
k

)
pE(i, b)k(1− pE(i, b))nc−k.

Thus, the probability of moving to xj+1 from xj given dose level i and model parameters
a and b can be defined as follows:

q(xj+1|xj , i, a, b) = ξT (kT , i, a)ξE(kE , i, b),

where kT is the number of DLEs experienced by cohort j + 1 and kE is the number
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of positive efficacy responses observed in cohort j + 1. That is, kT = vi,j+1 − vi,j and
kE = wi,j+1 − wi,j .

It follows that for stage j data set xj , 0 < j < J , which we can write as xj = {xj,T , xj,E},
we have:

ωj,i(xj) = EπA,B|Xj

( ∑
xj+1∈Bxj ,i

q(xj+1|xj , i, a, b)βj+1(xj+1)
)

(12.12)

= EπA,B|Xj

( ∑
xj+1∈Bxj ,i

ξT (kT , i, a)ξE(kE , i, b)βj+1(xj+1)
)

(12.13)

=
∫
a

∫
b
πA|XT

(a;xT )πB|XE
(b;xE)

∑
xj+1∈Bxj ,i

ξT (kT , i, a)ξE(kE , i, b)βj+1(xj+1) db da

(12.14)

=
∑

xj+1∈Bxj ,i

βj+1(xj+1)
∫
a
πA|Xj,T

(a;xj,T )ξT (kT , i, a) da
∫
b
πB|Xj,E

(b;xj,E)ξE(kE , i, b) db.

(12.15)

Note that, in the above equation, we have already calculated βj+1(xj+1) in the previous
stage of the DP algorithm. Once again, the separability of the integrand by parameter
is important because it reduces the calculation from double integrals to single integrals,
greatly reducing computational complexity.

The optimal decision of which dose to allocate to the next cohort is given by

d∗j (xj) = argmax
i:dosei∈D

ωj,i(xj), (12.16)

with
βj(xj) = max

i:dosei∈D
ωj,i(xj). (12.17)

The final stage of the DP algorithm concerns ‘stage 0’ of the trial which is before the trial
starts. At this point the expectations are taken over the priors for the model parameters
instead of the posteriors, since data are yet to be collected. That is, X0 = {∅}. The
decision to be made is which dose to start the trial with. The optimal starting dose is
thus given by d∗0(x0) and the associated value of the utility, β0(x0), is the value of the
utility obtained under the optimal policy.
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12.4.2 Implementation

There are two pivotal elements that have enabled us to implement the DP algorithm
to find an optimal dose escalation scheme for an FIH trial which has a binary efficacy
endpoint as well as a binary safety endpoint. Firstly, continuing to use one-parameter
models for dose-response relationships and secondly, the assumption of independence
between the efficacy and toxicity responses and thus the parameters that describe the
system. This means that we can compute the posterior density functions for a and b at
each state of the system, at each stage j of the trial, 0 ≤ j ≤ J , with the method of
numerical integration used for the one-safety-endpoint problem (see Section 4.6.4). A
two dimensional integral would require the function to be integrated to be evaluated at
every (a, b) coordinate of a two-dimensional grid. Compared to evaluating the function
at a vector of a values this would square the computational cost associated with this
aspect of the calculation for each state, xj , 0 < j ≤ J . Instead, an extra parameter
doubles the work required per integration compared to the one-safety-endpoint problem.
This is a more managable addition. With safety and efficacy endpoints, the size of the
state space is greatly increased compared to the one-safety-endpoint problem. This
additional computational burden per state would render the implementation unfeasible.

Further, so that the integral to compute the posterior expected utility is also
one-dimensional we have chosen a utility function that is a sum of efficacy terms and
toxicity terms. This is effectively maintained with Equation (12.8) despite the indicator
function constraint containing both pE(i, b) and pT (i, a) because the condition in the
indicator function gives a threshold for a and b at each dose level for which the equation
is non-zero. For each dose level i, there are values ai and bi for which the condition
in the indicator function is met for all a : ai < a < ∞ and for all b : 0 < b < bi.
This means the equation for ωJ,i(xJ) can be written without the indicator function
by changing the limits of integration. Subsequently, the equation can be written
with one-dimensional integrals. We use a different integration mesh for each dose
level i ∈ {1, 2, . . . , 6} in the calculations with respect to a and for each dose level in
those with respect to b. For each ai and bi, i ∈ {1, 2, . . . , 6} we obtain the mesh by
augmenting the one-size-fits-all mesh defined in Section 4.6.4 with the ai or bi value.
We then truncate the mesh at this value, such that ai is the smallest value in the mesh
and bi the largest. Subsequently, we add the midpoints of each pair of neighbouring
points to define the integration grid and calculate the integration weights for use in the
composite Simpson’s rule. It is important to note that in calculating the denominator
of the posterior density functions for a and b we require the full one-size-fits-all mesh as
the integration range for this remains (0,∞). Further, since this method means we are
not integrating the posterior over its full support, we cannot simplify the calculation as
we did in Equation (12.9). Instead we work with the expression in the penultimate line
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of Equation (12.9).

12.5 Evaluating the dynamic programming design for
the two-endpoint (one safety, one efficacy) problem
through simulation

12.5.1 Simulation scenarios

Mirroring our method of analysing performance of the DP design for the
one-safety-endpoint problem, we shall simulate trials with one binary efficacy
endpoint and one binary safety endpoint, allocating doses according to the output from
applying DP to the two-endpoint problem. Efficacy responses are sampled similarly to
toxicity responses. Given the size of the state space with two endpoints, with a cohort
size of three, we are limited to performing the full DP algorithm for a trial with four
cohorts.

The metrics of interest for design evaluation are the same as for the one-safety-endpoint
problem, with the addition of the efficacy response rate and the fact that we are
interested in maximising a utility function rather than minimising a loss function. That
is: the average utility associated with a design; the percentage of simulated trials
that correctly recommended the dose that maximises the utility; the percentage of
experimentation at each dose level; the percentage of toxicity events; and the percentage
of efficacy events. Results presented in this section are from one million simulated trials
for each scenario.

Here we shall look at the relationship between the dose-toxicity and dose-efficacy curves
under several combinations of a and b values. In each case we shall look at which dose
level maximises the value of the simple trade-off utility, Equation (12.6), with different
δ. For the simple trade-off utility let us consider three values of δ:

• δ = 1 in which case we maximise the distance between probability of efficacy and
probability of toxicity.

• δ = 2 in which case we put a greater penalty on toxicity. Efficacy must be greater
to outweigh the negative effects of toxicity. Perhaps this would be suitable for
medication for something like the common cold.

• δ = 0.5 in which case we downweight the effect of toxicity on the utility, placing
more importance on efficacy. This could be appropriate in a situation where the
efficacy response offers great benefit such that side effects can be tolerated.

We shall consider three sets of true parameter combinations, all of which correspond to
the probability of efficacy being greater than the probability of toxicity. Recall that for
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both endpoints, the probability of an event is greater with a smaller parameter value.
Thus the most desirable region of the space is that in which a is large and b is small.
Note that all three combinations considered fall into the white region in Figure 12.1. We
shall refer to the parameter combinations considered as scenarios one, two and three:

1) a = 1, b = 0.5

2) a = 2, b = 0.5

3) a = 2, b = 1.

The dose-response curves for these scenarios are shown in Figure 12.4. Table 12.2 shows
the true optimal choice of dose under each parameter scenario according to Equation
(12.6) with each of the three δ values considered. Figure 12.5 shows how the utility
changes across the dose levels under each parameter value.

Table 12.2: True optimal dose with each δ under each a and b combination.

Scenario

δ 1 2 3

0.5 6 6 6
1.0 4 4 5
2.0 1 4 3

When δ = 0.5 and efficacy is more important, the optimal choice of dose is the highest
available dose. When δ = 1, the optimal dose is either dose four or five. When, δ = 2,
which prioritises reducing toxicity, the optimal choice when the toxicity curve is steepest,
in scenario one, is the lowest available dose. In scenario two the optimal choice is dose
four and in scenario three when the efficacy effect is less than it is in scenario two,
the optimal choice is dose three. Thus, we see that a greater probability of efficacy is
required to outweigh the probability of toxicity at higher dose levels.

In some cases we see that there is very little difference between the value of the simple
trade-off utility (Equation (12.6)) at two of the dose levels. For example, in scenario
one, when a = 1 and b = 0.5 and δ = 1 the utility at dose three is 0.2472 and 0.2477 at
dose level four.

239



12.5. Evaluating the dynamic programming design for the two-endpoint (one safety, one efficacy) problem
through simulation

Scenario 1
a = 1 b = 0.5
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Figure 12.4: This figure shows the dose-response relationship with three combinations of values
for a and b. Recall that smaller a corresponds to greater toxicity and smaller b corresponds to
greater efficacy.

Scenario 1
a = 1 b = 0.5

Scenario 2
a = 2 b = 0.5

Scenario 3
a = 2 b = 1

1 2 3 4 5 6 1 2 3 4 5 6 1 2 3 4 5 6
−0.6

−0.3

0.0

0.3

0.6

Dose Level

U
til

ity

δ 0.5 1 2 Not RD RD

Figure 12.5: Utility profiles for each parameter combination (a, b) using the simple trade-off
utility, Equation (12.6), with each chosen δ. The dose that maximises the utility, the RD, is
identified with a cross. In some cases the utility at two dose levels is very close.
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Figure 12.6 shows the value of the utility function that incorporates toxicity and efficacy
thresholds at each dose level under each scenario and for each combination of δ1 and δ2

that we consider. Here we see that with these parameter combinations, many of the
dose levels do not meet the thresholds. In scenario one, none of the dose levels meets
the thresholds thus the utility is zero at every dose level. In this case, it is not clear
what the optimal choice of dose should be. We may feel like it should be the lowest
dose level, however this information is not incorporated into the utility function. In
the presence of ties, the R function which.max chooses the maximum from a vector
according to the tied value with the lowest index (R Core Team, 2019). Thus in this
case the R code selects the lowest dose level as the optimal dose. Arguably these are not
the most informative choices of parameter combinations. However, we have simulated
trials under these scenarios in order to compare the dose allocation profiles under a
DP design with respect to this utility compared to the simple trade-off utility function.
Further, it shows that the same scenario is treated differently when the aims differ.
That is, when a different utility function is employed.

For the utility function with thresholds we shall consider three additional pairs of a and
b values in order to look at the behaviour of the design when the utility is positive at
more of the dose levels. The utility profiles for these combinations are shown in Figure
12.7. All three of these scenarios fall into the purple striped region in Figure 12.1, thus
all doses are efficacious but not necessarily safe. Scenario five is within the yellow circle,
thus corresponds to a scenario with high toxicity and high efficacy and is thus perhaps
representative of an oncology setting.
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Scenario 1
a = 1 b = 0.5
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Figure 12.6: Utility profiles for each parameter combination and δ1, δ2 pair using the utility
function wth thresholds for toxicity and efficacy, Equation (12.8). The dose that maximises
the utility, the RD, is identified with a cross. We observe that with a = 1 and b = 0.5 none of
the dose levels has associated probability of toxicity and probability of efficacy that is inside the
thresholds given by ηT = 0.3 and ηE = 0.5. For the other two combinations, many dose levels do
not satisfy the constraint.

However, our aim here is not to choose the best utility function but to provide a proof
of concept that we can use DP to find the dose escalation scheme that is optimal with
respect to a given utility function, for a trial with two binary endpoints; one efficacy
and one safety. An appropriate utility function should be developed through discussion
with the trial team, combining scientific expertise and exploration through simulation
in order to tune the parameter combinations.

In addition to the scenarios given by the pairs of a and b mentioned above, we shall also
simulate trials drawing a and b from their priors for each replicate. This enables us to
investigate the average operating characteristics for a design. We shall now proceed to
the results of the simulation study. First, we shall consider the DP design with respect
to the simple trade-off utility and secondly, the DP design with respect to the utility
function with thresholds for toxicity and efficacy, Equation (12.8).

12.5.2 Simulation results

12.5.2.1 Simple trade-off utility

In this section we shall evaluate the operating characteristics of the DP design with
respect to the simple trade-off utility, which we shall henceforth refer to as DP-ST.
Once again, we shall commence with the percentage of trials in which each dose level
was recommended in order to evaluate how often the correct dose is chosen. Figure 12.8
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Scenario 4
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Scenario 5
a = 0.8 b = 0.1

Scenario 6
a = 3 b = 0.2

1 2 3 4 5 6 1 2 3 4 5 6 1 2 3 4 5 6

0.0

0.5

1.0

1.5

Dose Level

U
til

ity

δ1 = 0.5 , δ2 = 1

δ1 = 1 , δ2 = 0.5

δ1 = 1 , δ2 = 1 Not RD RD

Figure 12.7: Utility profiles for three additional parameter combinations with the same δ1,
δ2 pairs for the utility function wth thresholds for toxicity and efficacy, Equation (12.8). The
dose that maximises the utility, the RD, is identified with a cross. In these cases the utility is
non-zero at more dose levels than with the initial three parameter combinations for which the
utility profiles are shown in Figure 12.6. Here, the choices of δ1 and δ2, the parameters in the
utility, influence which dose is the optimal choice.

shows the percentage of simulated trials using the DP-ST design in which each dose
level was selected as the RD. The design correctly recommends the dose that maximises
the utility function in cases in which the utility is well separated between dose levels.
However, it does not differentiate between dose levels when several are much closer
to each other than to the other dose levels in terms of the utility they provide. That
is, when δ = 2 for scenarios two (a = 2, b = 0.5) and three (a = 2, b = 1). We should
note that there are only four cohorts in these trials. We would expect performance to
improve as the sample size increases. On the other hand, it is arguable that when the
utility at two, or more, dose levels is equal to three decimal places or more, then either
choice of dose is as good as the other.

Next, we shall look at the percentage of experimentation across the dose levels at
each stage of the simulated trials. This is shown in Figure 12.9. The top figure shows
the spread of experimentation when trials are simulated using the DP-ST design with
δ = 0.5, when minimising toxicity is regarded less important than maximising efficacy.
The middle figure presents the case in which δ = 1 and the bottom figure relates to
δ = 2. Similarly to the one-safety-endpoint problem we see experimentation is spread
across the dose levels rather than focussed at the RD. Note that the simple trade-off
utility function does not have a penalty for DLEs as such. We observe a greater number
of subjects allocated to the highest dose level when δ = 0.5 compared to δ ∈ {1, 2}.
However, overall more lower doses than high doses are allocated when δ = 0.5, despite
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Figure 12.8: This figure shows the percentage of one million simulated trials in which each
dose level is selected as the RD at the end of the trial. The dark blue column indicates the dose
level that gives the maximum utility under the combination of a, b and δ.

dose six being the RD. We observed similar behaviour, of doses being recommended
at the end of the trial but not allocated during the trial, in the one-safety-endpoint
setting. On the other hand, since efficacy is also assumed to increase with dose, setting
δ = 2 to say that toxicity is more important than efficacy also pushes the allocation
towards higher dose levels compared to when δ = 1. Dosing is most spread out when
δ = 1 which is when efficacy and toxicity are treated equally.

Next we consider the operating characteristics of the designs by looking at the results of
simulated trials in which a and b are drawn from their priors for each replicate. Table
12.3 shows the expected utility of the DP-ST design with each choice of δ, as well as
the optimal choice of starting dose. These values are presented to provide context for
the problem and will be useful when we come to compare different designs with respect
to the same utility function in the coming sections. The intention is not to compare the
rows of this table to each other, as the different parameter values correspond to trials
with different aims.
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Figure 12.9: This figure shows the spread of experimentation across the dose levels at each
stage of the one million trials simulated according to the DP-ST design with each value of δ and
each (a, b) parameter scenario.
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Table 12.3: This table shows the expected utility of the optimal policy with respect to the simple
trade-off utility function (Equation (12.6)) under different δ values. The starting dose is the
dose allocated to the first cohort under the optimal policy.

δ Expected Utility Starting Dose

0.5 0.385 1
1.0 0.099 3
2.0 -0.213 3
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Figure 12.10: Distribution of toxicity counts in simulated trials using the DP-ST design, with
a and b drawn from their priors, for each δ value.

We are also interested in the expected toxicity and efficacy rates in the trials. Though,
once again we note that this utility function does not specifically target particular
response rates. Figure 12.10 shows the distribution of the number of DLEs in simulated
trials. There are more toxicities when δ = 2 and fewest when δ = 0.5. This may be on
the contrary to what we would expect, given that δ = 2 is enforcing a larger reduction
in utility given a certain probability of toxicity, compared to δ = 0.5. However, the form
of utility only directly affects the decision at the final stage, which dose to recommend,
rather than imposing specific measures on the allocation over the course of the trial.
Since the utility does not feature an explicit penalty on the number of DLEs it could
be that the effect of the inclusion of a larger δ in the simple trade-off utility function is
more allocation at higher dose levels as the design seeks to explore higher doses in order
to find a dose with a higher level of efficacy to increase the utility. Though Figure 12.10
corresponds to different data compared to Figure 12.9, that is simulations in which a
and b are drawn from their priors on each replicate rather than fixed, the figures are in
agreement: Figure 12.9 shows subjects are more often allocated to higher doses than
low when δ = 2, and Figure 12.10 shows a higher toxicity rate when δ = 2.

Figure 12.11 shows the distribution of the number of positive efficacy responses observed
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in simulated trials. We see marginally higher efficacy when δ = 2 compared to when
δ ∈ {0.5, 1}.
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Figure 12.11: Distribution of efficacy response counts in simulated trials using the DP-ST
design, with a and b drawn from their priors, for each δ value.

Table 12.4 summarises the toxicity and efficacy response distributions through the mean
and median. Both are presented because the distribution is skewed. Recall that there
are only 12 subjects in these trials thus the differences in the averages with different δ
values correspond to less than one person.

Table 12.4: This table shows the average toxicity and efficacy rates in the simulated trials
using the DP-ST design with each value of δ. The standard errors of the means presented are
less than or equal to 0.0004. Both the mean efficacy rate and mean toxicity rate is highest when
δ = 2.

δ

Mean
toxicity
rate

Median
toxicity
rate

Mean
efficacy
rate

Median
efficacy
rate

0.5 0.37 0.33 0.38 0.33
1.0 0.37 0.25 0.38 0.33
2.0 0.42 0.42 0.41 0.33

Lastly we shall look at the percentage of simulated trials, with a and b drawn from
their priors for each replicate, for which the RD was the dose that maximises the utility
given the sampled a and b. This is shown in Table 12.5. In addition, we present the
number of simulated trials in which the utility associated with the RD is close to the
utility associated with the dose that maximises the utility. There are two things to
note here. Firstly, the percentage of correct decisions is very close to the percentage of
trials in which the RD is a dose level with utility within 10−5 or 10−3. This suggests
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that in most cases the utility does separate the dose levels. Secondly, the percentage
of correct decisions is fairly low. However, these trials only have twelve subjects. We
would expect performance to improve as more data are collected.

Table 12.5: This table shows the percentage of simulated trials that correctly selected the RD
as the dose with the highest utility. It also shows the percentage of trials that recommended a
dose with associated utility within a small ε of the highest utility over the dose levels.

Percentage of trials in which the absolute difference between
utility at the RD and the maximum utility is

δ 0 < 10−5 < 10−3 < 10−1

0.5 81.9 81.9 82.6 99.1
1.0 66.2 66.3 67.6 95.2
2.0 75.1 75.1 75.5 94.5

These results give an initial idea of the effect the trade-off between efficacy and toxicity
has on the design of an FIH trial. Moreover, these results highlight the importance of
carefully defining the utility function to ensure that the design meets the aims of the
trial. Simulation is a key tool in constructing an appropriate utility function. We shall
now move on to analysing the operating characteristics of the DP design with respect
to the utility function with toxicity and efficacy thresholds.

12.5.2.2 Utility with toxicity and efficacy thresholds

Now we shall look at the operating characteristics of the DP design with respect to the
utility with toxicity and efficacy thresholds (Equation (12.8)), which we shall refer to
as DP-T. We set the thresholds as ηT = 0.3 and ηE = 0.5 thus to have positive utility a
dose level i must satisfy the following constraint:

1{pE(i, b) ≥ ηE and pT (i, a) ≤ ηT }.

The set of available actions in this setting is the six dose levels used throughout this
thesis. We have not included the option to recommend stopping development of the
IMP. Once again, we shall start by looking at the distribution of the number of trials
in which each dose was selected as the RD. This is shown in Figure 12.12.

Recall that the utility at each dose level with each combination of a, b and δ1, δ2 is
shown in Figures 12.6 and 12.7. In Figure 12.12 the dose that maximises the utility
with thresholds, the true RD, for each combination of a, b and δ1, δ2 is highlighted in
dark blue. In most of the simulated trials the RD is either the dose with the highest
utility or a dose level with associated utility that is close to the highest utility. However,
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Figure 12.12: This plot shows the percentage of one million simulated trials in which each
dose level was selected as the RD at the end of the trial. The true RD, the dose that maximises
the utility function with toxicity and efficacy thresholds (Equation (12.8)), under each parameter
combination is highlighted in dark blue. In scenario one the utility is zero at every dose level
thus none of the dose levels is identified as the true RD.

in some cases a dose with zero utility is selected despite the fact that another dose
level has utility greater than zero. In scenario 1, when a = 1 and b = 0.5, none of the
dose levels satisfies the constraints given by the thresholds. In this scenario we see that
recommendation is spread across several dose levels. However, we have not included
the option of stopping the trial instead of recommending a dose level when none of the
dose levels meets the threshold constraints. It would be interesting to incorporate this
restriction and see whether the most recommended option is stopping the trial in cases
where none of the dose levels meets the restriction. Further, it may reduce the number
of cases in which a dose level with zero utility is recommended in the other scenarios.

Figure 12.13 shows the distribution of experimentation across the available dose levels at
each stage of the simulated trials for scenarios one to three. The most striking property
is that the experimentation is spread across the dose levels. When a = 1 and b = 0.5
none of the dose levels meets the criteria defined by the thresholds. The choice of δ1

and δ2 therefore have little influence on the allocation profile. In scenarios two and
three, the choice of δ1 and δ2 seems to have more of an influence.

Figure 12.14 shows the distribution of experimentation across the available dose levels
at each stage of the simulated trials for the additional combinations of a and b with
which the utility was positive at more dose levels. In scenario four (a = 1 and b = 0.2)
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Figure 12.13: This plot shows the distribution of experimentation across the dose levels at
each stage of the trials simulated according to the DP-T design with each combination of δ1 and
δ2 and the chosen a and b. The true RD, the dose with the highest utility under each of the
parameter combinations, is highlighted in dark blue.
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and scenario five (a = 0.8 and b = 0.1) dose levels four, five and six do not meet the
thresholds. In scenario six, when a = 3 and b = 0.2, it is just dose six that has zero
utility. We observe that there is less allocation to dose levels with zero utility now
that more dose levels have positive utility. On the other hand, some subjects are still
allocated to those dose levels.

At this point we progress to considering the operating characteristics of the DP-T
designs averaged over the priors for a and b. That is, we evaluate the performance of
the DP-T designs over one million simulated trials in which the dose-response model
parameters, a and b, are drawn from their priors for each replicate. Table 12.6 shows
the expected utility associated with the policy according to the DP-T design, as well as
the starting dose given by the optimal policy.

Table 12.6: This table shows the expected utility of the optimal policy given by the DP-T design
with each combination of δ1 and δ2 in Equation (12.8). The starting dose is the dose allocated
to the first cohort under the optimal policy.

δ1 δ2 Expected Utility Starting Dose

0.5 1.0 0.318 3
1.0 1.0 0.345 3
1.0 0.5 0.324 3
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Figure 12.14: In this plot we consider an additional three combinations of a and b values for
which the utility function with toxicity and efficacy thresholds (Equation (12.8)) is non-zero
at more dose levels than in scenarios one to three (see Figure 12.13). This plot shows the
distribution of experimentation across the dose levels at each stage of the simulated trials using
the DP-T designs. Once again, the true RD, the dose with the highest utility under each of the
parameter combinations, is highlighted in dark blue.
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Recall Figure 12.3 which shows the region of the a-b plane in which none of the dose
levels satisfies the condition in the indicator function in Equation (12.8) when ηT = 0.3
and ηE = 0.5. In 71% of simulated trials in which a and b were sampled from their
priors for each replicate, the sampled a and b were such that the utility was 0 at every
dose level. In this scenario it is not clear which dose level should be selected as the RD.
As such, Table 12.7 presents the percentage of the remaining 29% of the one million
simulated trials in which the correct dose was recommended. In addition, it shows the
percentage of these trials in which the utility at the chosen RD was within ε of the
highest utility over the dose levels. This table shows that four cohorts is not sufficient
to reliably determine the RD with this utility function.

Table 12.7: This table considers only those simulated trials in which the sampled a and b were
such that at least one of the dose levels had positive utility. This means that, given the a and
b, at least one dose level meets the constraint defined by the toxicity and efficacy thresholds.
Amongst these cases, this table shows the percentage of simulated trials that correctly selected
the dose with the highest utility as the RD. It also shows the percentage of these trials in which
the utility at the RD was within ε of the highest utility over the dose levels.

Percentage of trials in which the absolute difference between
utility at the RD and the maximum utility is

δ1 δ2 0 < 10−5 < 10−3 < 10−1

0.5 1.0 51.1 51.1 51.9 85.1
1.0 0.5 45.6 45.6 46.4 83.8
1.0 1.0 54.1 54.1 55.3 85.7

Lastly we consider the number of toxicity and efficacy responses in the simulated trials.
Figure 12.15 shows the distribution of the number of DLEs and Figure 12.16 shows the
distribution of the number of positive efficacy responses.

Table 12.8 summarises the distributions shown in Figures 12.15 and 12.16 by the mean
and median rates over the simulated trials. The standard error of each of the means
presented is less than or equal to 0.0004. The rates are similar for the three combinations
of utility parameters, δ1 and δ2. Notice that the mean rates for both toxicity and efficacy
responses do not satisfy the constraints introduced by the thresholds. The mean toxicity
rate is greater than 0.3 and the mean efficacy rate is lower than 0.5. We also observe
that the toxicity and efficacy rates are similar. This is once again showing that this
utility function affects the choice of dose recommended at the end of the trial, rather
than the behaviour within the trial. There is no specific penalty for DLEs or reward for
positive efficacy responses. In the one-safety-endpoint problem we observed that the
inclusion of a penalty based on the number of DLEs pushed a greater proportion of the
allocation to low dose levels and reduced the toxicity rate. As such, we would expect to
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observe similar behaviour in this context. A natural next step from this work would be
to investigate whether this is in fact the case if we include such penalties or rewards.
However, we shall not do so here.

Table 12.8: Average toxicity and efficacy rates in the trials simulated according to the DP-T
designs when a and b are drawn from their priors for each replicate. The mean and median are
shown since the distribution is skewed. Rates are very similar with each combination of δ1 and
δ2. The standard error of each of the means presented is less than or equal to 0.0004.

δ1, δ2

Mean
toxicity
rate

Median
toxicity
rate

Mean
efficacy
rate

Median
efficacy
rate

δ1 = 0.5 δ2 = 1 0.34 0.25 0.35 0.25
δ1 = 1 δ2 = 0.5 0.35 0.25 0.36 0.33
δ1 = 1 δ2 = 1 0.35 0.25 0.36 0.25
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Figure 12.15: Distribution of toxicity counts in simulated trials using the DP-T design for
each combination of δ1 and δ2 values, with a and b drawn from their priors.
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Figure 12.16: Distribution of efficacy response counts in simulated trials using the DP-T
design for each combination of δ1 and δ2 values, with a and b drawn from their priors.
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12.6 Summary

Initially, extending the use of DP to optimise the dose escalation scheme for an FIH
trial to a trial with two endpoints seemed unfeasible. This was due to the size of the
state space for the one-safety-endpoint problem and hypotheses about the number of
parameters required for the two-endpoint problem and how this would grow the state
space. However, by formulating the problem based on the assumption of independence
between the toxicity and efficacy responses and using a one-parameter model for each
of the dose-response relationships we have successfully implemented the DP algorithm
for a small version of the problem; four cohorts of three. It seems feasible that with
further development and more sophisticated computing, the algorithm could be applied
to a larger trial.

We have simulated trials using the DP-ST designs and the DP-T designs. As we did
with the one-safety-endpoint problem, we observe that the different utility functions
lead to different dose allocation patterns. The percentage of trials in which the correct
dose is selected as the output of the trial, is fairly low, particularly with the utility
function with thresholds for toxicity and efficacy. However, we are only considering
trials with four cohorts of three. That is, we only collect data from twelve subjects. We
would expect the performance to improve as the size of the trial increases. Further,
we observe that with the utility function with thresholds for efficacy and toxicity, in
cases in which several dose levels have positive utility, there are few trials in which a
dose that does not meet the thresholds is recommended. However, we observe that this
utility does not altogether prevent a dose that does not meet the thresholds from being
recommended. Perhaps employing a constant larger than one in Equation (12.8) would
lead to this behaviour, or alternatively, allowing stopping development of the IMP to
be a possible recommendation from the trial.

We have looked at two utility functions so far. Neither seems optimal. However, they
serve the purpose of enabling us to implement the DP framework for an FIH trial which
has a binary efficacy endpoint as well as a binary safety endpoint and hence we start to
get a feel for the properties. However, to further develop this methodology we would
gain from being application driven. That is, employing utility functions that describe
the aims of real trials.

It is notable that we are yet to experiment with utility functions that incorporate aims to
specifically influence the allocation of doses during the trial. This line of experimentation
would be a natural next step. That is, the utility functions that we have experimented
with so far do not include specific penalties for the occurrence of DLEs or rewards for
positive efficacy responses. Our work on the one-safety-endpoint problem, for which we
did include a penalty for DLEs, suggests that the inclusion of such a penalty, or reward
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in the context of efficacy, may influence the allocation profile and thus the expected
toxicity and efficacy rates for a trial. However, often, the underlying assumption is that
both toxicity and efficacy increase with dose. This and the fact that we collect one set of
data, rather than toxicity data and efficacy data from separate dosing schemes, means
the results may not be as clear cut with two endpoints. This is further evidence that
incorporating such terms in the utility function would provide useful insight into the
relationship between the two endpoints. Of course, whether such terms are applicable
depends on the aims of an individual trial.

In the next chapter we shall progress to applying the ADP with GAM algorithm to the
two-endpoint (one safety endpoint, one efficacy) problem in order to produce a dose
escalation scheme for trials with more than four cohorts.

256



CHAPTER 13

Approximate dynamic programming with two endpoints (one safety,
one efficacy)

13.1 Introduction

In the previous chapter we formulated the problem of finding the optimal dose escalation
scheme for an FIH trial with two binary endpoints as one that can be solved using DP.
One endpoint concerns safety and the other corresponds to efficacy. The additional
endpoint means that the size of the state space is considerably larger than the state
space for the one-safety-endpoint problem. As such, with our implementation of the
full dynamic progamming algorithm, for a trial with two endpoints and six dose levels,
we can only consider four cohorts of three. In Chapter 11 we developed the ADP with
GAM algorithm for the one-safety-endpoint problem. The primary motivation behind
doing so was to create an ADP algorithm that could be extended to two endpoints (one
safety, one efficacy). The key features that provide a rationale for extending the ADP
with GAM algorithm to the two-endpoint problem are as follows: when comparing
to the gold standard, which is the full DP algorithm, operating characteristics were
comparable and we did not observe discrepancies that increased as the number of
cohorts increased; the algorithm performs well using a small sample of the state space,
and largely, performance does not depend on the size of the sample.
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13.2 The approximate dynamic programming algorithm
for the two-endpoint (one safety, one efficacy)
problem

On the whole, the ADP with GAM algorithm for the two-endpoint (one safety, one
efficacy) problem is the same as for the one-safety-endpoint problem (see Section
11.3). Once again, the algorithm operates on a sample of the full state space. We
approximate the posterior density function for a with a gamma distribution with
parameters (kT , λT ). Separately, we approximate the posterior density function for b
with a gamma distribution with parameters (kE , λE). We model each ωj,i(xj), 0 < j ≤
J, i ∈ {1, 2, . . . ,m} (see Equations (12.9) and (12.15)) as a function of the mean and
variance of the two approximating gamma distributions using a GAM. We obtain βj(xj)
at out-of-sample states, xj , by predicting ωj,i(xj) for each i ∈ {1, 2, . . . ,m} and taking
the maximum.

For simplicity we constructed the models at each stage, and for each dose level, using
the same model formula in the call to the mgcv function gam (Wood (2017)). We found
that it is necessary to include interaction terms between terms relating to toxicity and
terms relating to efficacy. Thus the models consist of smooth terms for: the main effects
of kT /λT and kT /λ2

T ; the main effects of kE/λE and kE/λ2
E ; interaction terms between

the two toxicity related parameters, kT and λT , as well as between the two efficacy
related parameters, kE and λE ; an interaction term between the two means, kT /λT and
kE/λE ; an interaction term between the two variance parameters, kT /λ2

T and kE/λ2
E ;

and lastly, a four-way interaction term.

When developing the ADP with GAM algorithm on the one-safety-endpoint problem we
saw that performance did not improve as a function of sample size, as long as it is large
enough. As such, for the two-endpoint problem we worked with the ADP V2 sample
instead of the larger ADP V3 sample. We obtain the ADP V2 sample as follows: we
initially sample 1000 data sets using an equivalent of the method in Section 9.2.1 for two
endpoints to form the ADP V1 sample. That is, we sample a dose allocation, sample a
and b from their priors then use the dose-reponse models to sample the toxicity and
efficacy responses at each dose level given the dose allocation. We then build a rule
using the ADP with GAM algorithm applied to this sample then simulate 6000 trials
using this rule with 1000 starting at each dose level. We then augment the ADP V1
sample by the states visited in the simulated trials to form the ADP V2 sample. The
reason we still perform one iteration, that is, we produce ADP V1 then ADP V2, is
because the sample of data sets from simulated trials is likely to be more representative
than the initial random sample because it is generated by an approximately optimal
policy. With two endpoints the size of the ADP V3 sample would be large, and larger
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than necessary to fit the models.

13.3 Comparison of the policy produced by the approximation
to the optimal policy

For a two-endpoint (one safety, one efficacy) trial with four cohorts of three and six
doses available, we can obtain the optimal dose escalation scheme using the full DP
algorithm. This means that for a small trial, we have a gold standard to compare the
approximation to. We shall evaluate performance of the ADP with GAM algorithm
for the two-endpoint problem by comparing the operating characteristics of the design
it produces to those of the design produced by the full DP algorithm with respect to
the same utility function. Most importantly, we shall compare the expected utility
with each design. Subsequently we shall compare the efficacy and toxicity rates in the
simulated trials using each of the designs, as well as comparing the decisions made by
the ADP with GAM algorithm to those that would have been made by the full DP
algorithm. That is, for the data that arise in the trials simulated using the ADP with
GAM algorithm, we look up the optimal decision according to the full DP rule, d∗. As
we have done previously, we shall also consider the number of trials in which the dose
chosen by the ADP algorithm has associated utility close to the utility associated with
the dose selected by the full DP algorithm. In the tables we refer to the decision given
by the ADP rule as d̃∗, the utility associated with d∗ by βd∗ and the utility associated
with d̃∗ by βd̃∗ .

13.3.1 Simple trade-off utility

First we shall consider the DP and ADP designs with respect to the simple trade-off
utility (Equation (12.6)). Table 13.1 shows that with each version of the simple trade-off
utility function, the expected utility associated with the rule produced by the ADP
with GAM algorithm is very close to that of the optimal rule.

Table 13.2 presents the average toxicity and efficacy event rates in the simulated trials
using the rule produced by the full DP algorithm and the rule produced by the ADP
with GAM algorithm. Note that these trials only consist of 12 subjects and as such,
an event from one subject contributes 8% to the rate. Both the efficacy and toxicity
rates are slightly higher with the ADP rule compared to the full DP rule. Though the
differences are small, this suggests that the two rules allocate different doses over the
course of the trials.
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Table 13.1: This table shows the expected utility under each rule for each choice of δ in the
simple trade-off utility function. The associated standard errors are less than or equal to 0.0007.

Rule Mean utility

δ = 0.5
ADP 0.386
Full DP 0.386

δ = 1
ADP 0.099
Full DP 0.100

δ = 2
ADP -0.212
Full DP -0.211

Table 13.2: This table shows the average rate of DLEs and of positive efficacy responses in
one million simulated trials drawing a and b from their priors for each replicate. The standard
error of each of the means in this table is 0.0003 or smaller.

Rule Mean toxicity rate Mean efficacy rate

δ = 0.5
ADP 0.39 0.39
Full DP 0.37 0.38

δ = 1
ADP 0.41 0.42
Full DP 0.38 0.39

δ = 2
ADP 0.46 0.46
Full DP 0.42 0.42

Now we shall move on to comparing the decisions made at each stage of the trial by the
two rules. Tables 13.3-13.5 show the percentage of simulated trials in which the decision
made by the ADP rule is the same as the decision that would have been made by the
full DP rule. Further, as in Chapter 10, we also look at the percentage of simulated
trials in which the utility associated with the dose chosen by the ADP rule is within ε
of the utility associated with the dose recommended by the full DP rule. That is, when
|βd∗ − βd̃∗ | < ε.

When δ = 0.5, Table 13.3, the two rules recommend the same dose at the end of the
trial in the majority of cases. Recall that, as shown in Table 12.5, the full DP design
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correctly recommends the dose with the highest utility in 81.9% of simulated trials. At
earlier stages there are more discrepancies between the decisions made by the ADP
and full DP designs. On the other hand, in the majority of simulated trials, the dose
allocated to the next cohort has utility within 0.001 of the utility associated with the
dose that maximises utility. This suggests that according to this utility function, several
dose levels offer similar benefit. That is, multiple dose levels are considered useful in
learning about the parameter values.

The values in Table 13.4, which corresponds to δ = 1, are lower than those corresponding
to δ = 0.5. This is particularly the case for the percentage of trials in which the utility
associated with the recommended dose is within 0.0001 of the utility associated with the
dose that maximises utility. This suggests that the simple trade-off utility function with
δ = 1 separates the dose levels more than it does when δ = 0.5 is used. On the other
hand, the percentage of decisions at the final stage made by the ADP design that are
the same as the full DP decisions is still very high. We also observe that more data sets
were visited in the trials simulated according to the rule generated with respect to the
simple trade-off utility function with δ = 1 compared to that with δ = 0.5. Recall that,
for this scenario, the full DP design correctly recommends the dose with the highest
utility in only 66.2% of simulated trials (see Table 12.5).

For the case with δ = 2, Table 13.5, the rates at which the ADP design makes the same
decision as the full DP design for non-final stages of the trial are higher. We also note
that yet more data sets were visited in the trials simulated according to the rules built
setting δ = 2 in the simple trade-off utility function. This ADP design recommends
the same dose at the end of the trial as the corresponding full DP design in the vast
majority of cases, 99.8% of simulated trials. Table 12.5 showed that this full DP design
correctly recommended the dose which maximises the utility in 75.1% of simulated
trials.

In general, we observe that error does seem to accumulate over the stages of the
algorithm, that is, working backwards through the trial. However, in the majority of
the simulated trials the ADP rule recommends the same dose as the full DP rule would
for the same final data set. This suggests that with these utility functions, and perhaps
due to the small sample size, data observed at any dose level is informative.
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Table 13.3: Compare decisions made with ADP rule to Full DP rule - δ = 0.5

Percentage of predictions with

Correct dose |βd∗ − βd̃∗ | <

Stage Number states
visited

d∗ = d̃∗ 0.0001 0.001 0.01

1 16 41.9 90.5 94.3 100
2 135 34.7 74.8 96.1 100
3 1208 43.2 91.7 96.2 100
4 8099 99.6 99.9 100.0 100

Table 13.4: Compare decisions made with ADP rule to Full DP rule - δ = 1

Percentage of predictions with

Correct dose |βd∗ − βd̃∗ | <

Stage Number states
visited

d∗ = d̃∗ 0.0001 0.001 0.01

1 16 33.3 42.4 92.3 100
2 199 33.8 54.7 89.3 100
3 1954 40.0 59.8 94.3 100
4 13863 98.5 99.9 99.9 100

Table 13.5: Compare decisions made with ADP rule to Full DP rule - δ = 2

Percentage of predictions with

Correct dose |βd∗ − βd̃∗ | <

Stage Number states
visited

d∗ = d̃∗ 0.0001 0.001 0.01

1 16 69.3 76.9 88.7 100
2 256 51.0 77.6 97.8 100
3 2208 42.6 88.3 98.4 100
4 15971 99.8 99.8 99.8 100

13.3.2 Utility with toxicity and efficacy thresholds

In this section we shall compare the operating characteristics of the ADP design with
respect to the utility function with toxicity and efficacy thresholds (Equation (12.8)).
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We shall just present the results with trials simulated according to the rules built with
respect to this utility with δ1 = 1 and δ2 = 1. Table 13.6 presents the mean utility
associated with each design, as well as the mean event rates. In this case, the utility
associated with each design is equal. Both the toxicity and efficacy event rates are again
slightly elevated by using the ADP rule compared to the full DP rule. However, recall
that due to the small size of these trials, the difference corresponds to an increase of
less than half a subject and thus is in fact very small.

Table 13.6: This table shows the expected utility under each rule when using the utility function
with toxicity and efficacy thresholds with δ1 = 1 and δ2 = 1, as well as the mean toxicity and
efficacy event rates. The standard error of each of the mean utilities presented in this table is
less than 0.0007. The standard error of the mean event rates is less than or equal to 0.0003.

Rule Mean utility Mean toxicity rate Mean efficacy rate

ADP 0.346 0.40 0.41
Full DP 0.346 0.36 0.37

Table 13.7 compares the decisions made by the ADP rule to those that would have been
made by the full DP rule. More data sets are visited in the trials simulated according
to the rule built with respect to the utility function with thresholds compared to those
following the rule built with respect to the simple trade-off utility. The percentage of
trials using the ADP rule that recommend the same dose as the full DP rule would have
recommended is also lower when using this utility function. In addition, we observe that
error is increasing through the stages. This suggests that the approximation produced
according to the utility function with thresholds may be somewhat lacking. It is possible
that this could be due to the fact this utility is a step function. Though ωJ,i(xJ) is a
smooth function, since it is the utility function integrated with respect to the posterior,
it features areas with rapid change in gradient. It could be the case that this feature
renders fitting the GAMs difficult. However, we should also consider the fact that for a
large region of the a-b plane covered by the priors, none of the dose levels meets the
thresholds defined by ηT = 0.3 and ηE = 0.5. When this happens the utility is zero at
every dose level, thus it is not clear what the true RD is. Thus, perhaps the results
would be better if we included the option of stopping development of the IMP as a
possible action at the end of the trial. It is also important to recall that the full DP rule
for a trial of this size recommended the dose that maximised utility in only 54.1% of
the trials simulated in which it was possible to determine a dose that maximised utility
(see Table 12.7). That is, those in which at least one dose level meets the constraint
defined by the toxicity and efficacy thresholds given the sampled model parameters, a
and b, which was 29% of the one million simulated trials.
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Table 13.7: Compare decisions made with ADP rule to Full DP rule - δ1 = 0.5, δ2 = 1

Percentage of predictions with

Correct dose |βd∗ − βd̃∗ | <

Stage Number states
visited

d∗ = d̃∗ 0.0001 0.001 0.01

1 16 17.9 40.6 93.5 100.0
2 227 32.0 66.5 92.1 100.0
3 2550 29.5 69.3 87.3 100.0
4 19545 76.6 92.4 97.6 99.3

13.3.3 Discussion

With few adjustments to the one-safety-endpoint version of the algorithm, we have
adapted the ADP with GAM algorithm to the two-endpoint (one safety, one efficacy)
problem. However, we find that the approximation is not as good in this setting
compared to the one-safety-endpoint setting. This suggests that further refinement of
the GAMs may be required, particularly when using the utility function with thresholds
for toxicity and efficacy which contains an indicator function and is thus not smooth.
Alternatively, it may be the case that the problem as currently defined, is outside
the range of problems that the ADP with GAM framework is suitable for. It may be
the case that the approximation performs better if we refine the problem to better
account for scenarios in which the utility is zero at every dose level when it would be
most sensible not to progress the IMP to Phase II. Arguably, a problem formulation
that allows stopping development of the IMP to be an outcome from the FIH trial
is more realistic. Despite the limitations observed so far, we shall proceed to apply
the approximation to larger trials in order to futher develop our understanding of the
method and its limitations.

13.4 Extending the approximate dynamic programming
algorithm to larger trials with two endpoints (one
safety, one efficacy)

13.4.1 Comparison designs

For trials with more than four cohorts, J > 4, we cannot run the full DP algorithm
for comparison. Instead, we introduce two other designs to use for comparison. These
designs provide a benchmark for the ADP with GAM algorithm when considering trials
with more than four cohorts. The first design, which we shall refer to as Design A, is
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not adaptive. It corresponds to the strategy of starting the trial at the lowest dose
level and incrementing by one dose level at a time for subsequent cohorts. With more
than six cohorts this strategy needs adapting. Instead we have chosen dose allocations
that spread the allocation fairly equally across the dose levels with the given number of
cohorts. The key feature of Design A is that it does not respond to the data collected
in the trial, it uses a fixed dose allocation regardless of the observed responses. This
certainly does not seem like the most sensible design however it is a valid design and
provides a comparison for the ADP with GAM design. When J = 7 we set the dose
allocation as {1, 1, 1, 2, 1, 1}. When J = 8 we fix the dose allocation at {1, 1, 2, 2, 1, 1, }.
When J = 9 the chosen dose allocation is {2, 1, 2, 2, 1, 1} and lastly, for a trial with
ten cohorts, J = 10, we use {2, 1, 2, 2, 1, 2}. The final decision rule for Design A is the
same as for the full DP rule. That is, we evaluate the posterior expected utility given
the observed data after J cohorts at each dose level. The RD is the dose level that
maximises this posterior expected utility.

To simulate trials according to Design A we simply need to simulate the response
variables, as the dose allocation is fixed at ni,J = 1 i ∈ {1, 2, . . . , J} if J ≤ 6 and by
those given above for 7 ≤ J ≤ 10. We simulate one million pairs of model parameter
values, a and b. Subsequently we sample the responses from binomial distributions:
vi,J ∼ Bin(ni,Jnc, pT (i, a)) and wi,J ∼ Bin(ni,Jnc, pE(i, b)). For each sampled data set
xJ we evaluate the posterior expected utility at each dose level in order to select the
dose that gives the maximum utility as the RD. For each simulated trial the utility is
evaluated at the RD with the sampled a and b for that replicate. The expected utility
associated with the design is then the mean utility over the simulated trials.

Design B aims to mirror the intentions of the CRM (O’Quigley et al., 1990) by choosing
the dose that maximises the posterior expected utility at each stage. Thus, Design B is
a myopic strategy, it looks ahead only to the next stage, rather than considering what
will happen at all future stages.

To simulate trials using Design B to allocate doses we first sample a and b. The first
cohort is allocated to either the lowest dose, or the dose that maximises utility under
the prior. Then we sample the toxicity and efficacy response from the first cohort
from distributions Bin(nc, pT (i, a)) and Bin(nc, pE(i, b)), respectively, where dosei is
the starting dose. We then evaluate the posterior density functions for a and b given
the data x1,T and x1,E . The dose to allocate to cohort two is that which maximises the
posterior expected utility given x1,T and x1,E . We repeat the process of sampling the
toxicity and efficacy responses from binomial distributions, updating the posteriors and
finding the dose that maximises the posterior expected utility until responses have been
observed from J cohorts. At this point, the dose that maximises the posterior expected
utility given data xJ,T and xJ,E is the RD, the output of the trial. The expected utility
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associated with Design B is the mean of the utility associated with the RD given each
simulated data set. Again, this is calculated by evaluating the utility at the RD and
sampled a and b for each replicate. Braun (2002) presents a bivariate CRM, in which the
dose selected at each stage of the trial is that which minimises the Euclidean distance
between target toxicity and efficacy rates, (ηT , ηE), and the posterior probability of
toxicity and efficacy. Braun (2002) additionally consider a weighted Euclidean distance
in order to place greater emphasis on one of the endpoints. As well as using a different
utility function, our design differs from that of Braun (2002) in that we use the full
posterior density function to determine the expected utility at each dose level instead
of plug-in estimates of the posterior mean.

13.4.2 Results

We shall present a comparison of the operating characteristics of the ADP design, Design
A and Design B with respect to both the simple trade-off utility function and the utility
with thresholds for toxicity and efficacy. We shall present the results for a range of
trial sizes. With J = 4, we can also compare to the full DP rule. We start Design B
by allocating the first cohort to the dose that maximises the utility under the prior in
order to be most comparable with the full DP and ADP designs. We shall just present
results for δ1 = 1 and δ2 = 1 in the utility function with toxicity and efficacy thresholds,
Equation (12.8), and δ = 1 in the simple trade-off utility, Equation (12.6). In each
scenario we simulate one million trials with each design. Simulations are coupled, which
means that we use the same sample of a and b values for each rule. Moreover, we
sample J potential responses at each dose level for each a and b. This means that the
same response is used on the nth occasion each dose is allocated by each rule. Coupling
reduces the noise in the comparison between designs.

We shall commence with the simple trade-off utility with δ = 1. In this case, all doses
have the same expected utility under the prior. That is, the utility is zero at every dose
level because the same prior is placed upon both the toxicity and the efficacy parameter.
As a result, it is not clear how to start the trial at the dose which maximises the utility.
Instead, we choose to start Design B at the lowest dose level. Table 13.8 presents the
expected utility associated with each design as well as the average toxicity and efficacy
rates. Let us start by comparing the designs in terms of expected utility. Note that the
theoretical maximum for the expected value of the simple trade-off utility with δ = 1,
given the chosen dose levels and priors for the model parameters, is 0.116 (3dp). This
is theoretical as it is the utility that could be achieved if we knew the true values of a
and b. As such, as more cohorts are included in the trial, and thus more data collected,
we should tend towards this value. When J = 4, the ADP rule is close to the full DP
rule and beats the other designs. For a trial with six cohorts, J = 6, the ADP rule also
beats Design A and Design B. However, when J = 8 and J = 10 the expected utility
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associated with Design A is the same as that associated with the ADP rule.

Table 13.8: This table presents the expected value of the simple trade-off utility with δ = 1 and
event rates under each design. The standard error of the expected utility is less than 0.0007.
The standard error associated with the mean toxicity and efficacy rates is less than 0.0004.

Design Mean
utility

Mean
toxicity rate

Mean
efficacy rate

J = 4
Full DP 0.100 0.38 0.39
ADP 0.099 0.41 0.42
A 0.096 0.35 0.35
B 0.089 0.36 0.41

J = 6
ADP 0.104 0.39 0.40
A 0.102 0.45 0.45
B 0.095 0.38 0.44

J = 8
ADP 0.105 0.46 0.47
A 0.105 0.44 0.44
B 0.099 0.38 0.46

J = 10
ADP 0.107 0.43 0.43
A 0.107 0.45 0.45
B 0.101 0.39 0.47

On the whole, the average toxicity and efficacy rates are similar across designs. With
the full DP rule, the ADP rule and the fixed allocation rule (Design A) the toxicity and
efficacy rates are similar. However, with Design B, for all four trial sizes the efficacy rate
is higher than the toxicity rate. This somewhat reflects that Design B is a CRM-style,
myopic strategy and thus the utility function directly influences the doses allocated
within the trial. On the other hand, for the full DP and ADP designs, with this utility
function there is less influence on the doses allocated during the trial. The aim is simply
to learn about the parameter values in order to make the best decision at the end of the
trial. With this utility function, the myopic strategy performs worst in terms of expected
utility. This points towards there being a trade-off between learning and treatment. The
myopic strategy allocates the doses that maximise expected utility at each stage of the
trial. This corresponds to focusing on treating subjects at preferable doses. However,
it may be the case that more would be learnt about the model parameters through a
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different dosing strategy. In the latter case the recommended dose may be more accurate.
However, in order to address treatment aims with a strategy that is not myopic, specific
terms of this nature, such as a penalty for overdosing, need to be incorporated into the
utility function.

Next we shall consider the designs with respect to the utility function with thresholds
for toxicity and efficacy with δ1 = 1 and δ2 = 1. The dose that maximises the utility
under the prior is the third dose level, thus Design B allocates the first cohort in the
trial to the third dose level. Table 13.9 presents the expected utility associated with
each design alongside the average observed toxicity and efficacy rates. The theoreticial
maximum for the expected value of this utility function, given the chosen dose levels
and priors, is 0.394 (3dp). The expected utility associated with the ADP rule is equal
to that of the full DP rule when J = 4. However, with more cohorts in the trial, Design
B outperforms the ADP rule. When J ∈ {8, 9, 10} Design A also has greater expected
utility than the ADP rule. With this utility function, with all designs and all trial sizes,
the toxicity rate is similar to the efficacy rate. With the ADP rule, the event rates are
not consistent as the size of the trial increases.

268



Chapter 13. Approximate dynamic programming with two endpoints (one safety, one efficacy)

Table 13.9: This table presents the expected value of the utility with toxicity and efficacy
thresholds with δ1 = 1 and δ2 = 1 and the event rates under each design. The standard error of
the expected utility is less than 0.0007. The standard error associated with the mean toxicity
and efficacy rates is less than 0.0004.

Design Mean
utility

Mean
toxicity rate

Mean
efficacy rate

J = 4
Full DP 0.346 0.36 0.37
ADP 0.346 0.40 0.41
A 0.344 0.35 0.35
B 0.345 0.40 0.40

J = 6
ADP 0.355 0.38 0.38
A 0.353 0.45 0.45
B 0.356 0.40 0.41

J = 8
ADP 0.360 0.49 0.51
A 0.361 0.44 0.44
B 0.364 0.41 0.41

J = 9
ADP 0.363 0.38 0.38
A 0.365 0.42 0.42
B 0.367 0.41 0.41

J = 10
ADP 0.364 0.43 0.44
A 0.365 0.45 0.45
B 0.369 0.41 0.41

When choosing which dose to recommend at the end of the trial, Design A and Design B
use the full posterior density function in the calculation of the expected utility. Moreover,
the calculation is the same as that used by the full DP design. On the other hand, for
the ADP rule, we use the fitted GAM to select the recommended dose. This could be
negatively influencing the expected utility associated with this design. When using the
ADP rule we have all the information required to choose the recommended dose by
calculating the posterior expected utility at each dose level, thus, in the same way as
Design A and B. As such, to understand the limitations of the approximation we looked
at using the ADP with GAM rule just for allocation decisions. That is, using the fitted
GAMs to choose which dose to allocate to the next cohort during the trial, but at the
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final stage of the trial, performing the same calculations as Design A and B in order to
choose the RD. We shall refer to this design as ADP∗. We shall just present the results
for larger trials as this is where we observed the comparison designs outperforming the
ADP design in Table 13.9. The initial ADP with GAM rule was not constructed in this
manner because in the one-safety-endpoint setting the ADP with GAM rule provided
a good approximation to the full DP rule when using the fitted GAMs to choose the
MTD. This was shown by comparing the expected loss of the policy given by the ADP
with GAM rule to the expected loss of the policy given by the full DP rule for trials
with nine or fewer cohorts of three.

Table 13.10: This table shows the expected utility of each design for trials of different sizes.
The standard error of the expected utility is less than 0.0007. ADP∗ represents the case in which
the ADP rule is used to allocate doses during the trial but at the end of the trial the RD is
chosen by calculating the posterior expected utility at each dose level.

Design Mean
utility

J = 8
ADP 0.360
ADP* 0.360
A 0.361
B 0.364

J = 9
ADP 0.363
ADP* 0.364
A 0.365
B 0.367

J = 10
ADP 0.364
ADP* 0.366
A 0.365
B 0.369

Table 13.10 shows that performing the full calculation instead of using the fitted
GAM at the final stage provides a slight improvement. However, the ADP rule is still
outperformed by Designs A and B. This suggests that better data are obtained by the
comparison designs and that there is work to do on the approximation. On the other
hand, we can also say that the differences between the expected utility associated with
each design are small and as such, the designs are similar. This suggests that with this
utility function we learn enough from any data set that is somewhat sensible. That is,
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we would expect the results to differ if the fixed allocation used in Design A placed all
subjects on an extreme dose level instead of spreading subjects equally across dose levels.
Perhaps we would observe larger differences using a utility function that includes terms
focussed on the allocation during the trial. We would certainly hypothesise that the
ADP rule with respect to a utility function that incorporates a penalty for DLEs would
beat the fixed allocation strategy that puts two cohorts on dose six regardless of the
events observed in the trial (this is the allocation used for Design A when J = 10). In
addition, with the one-safety-endpoint problem, the expected value of the loss function
with penalty for DLEs associated with the CRM was greater than that for the DP-P
design. As such, we would expect the expected utiltity of Design B to be less than that
of an ADP rule optimised with respect to a utility function with terms influencing the
dose allocation during the trial. Thus the next course of action is to investigate the
operating characteristics using a utility function with a penalty for DLEs, but we shall
not do so here.

13.4.3 Limitations of the implementation

So far we have shown that the code for the ADP algorithm that we have produced for
the two-endpoint problem can be implemented to produce a dose escalation scheme
for a trial with ten or fewer cohorts of three. The code has not been optimised
for larger trials. However, to gain an initial understanding of the limitations of the
implementation and provide suggestions on avenues for further work, we have briefly
investigated implementing the algorithm for a trial with 12, 15 and 20 cohorts of three
using the simple trade-off utility (Equation (12.6)). Table 13.11 shows the expected
utility associated with the rules produced for trials with 12 and 15 cohorts, alongside the
expected utility associated with the CRM-style Design B for comparison. This shows
that we can successfully implement the algorithm for a trial with 12 and 15 cohorts.
The expected utility increases as more cohorts are added, as expected, and the resulting
ADP rules slightly outperform Design B in this scenario. This suggests the algorithm is
continuing to function similarly to how it functions for smaller trials.

When considering J = 20 we encountered memory problems; the current implementation
attempts to allocate a vector larger than R will tolerate. This is along the same lines
as the issue we encountered when trying to implement the full DP algorithm for the
one-safety-endpoint problem with J = 10. This shows that optimising the memory
allocation is a key direction for future work. In addition, we could investigate those
areas of improvement suggested for the one-safety-endpoint algorithm. Namely, we
could examine the performance of the algorithm at the extremes of the state space and
whether augmenting the sample in these regions improves performance. We could also
further optimise the fitting of the GAMs.
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Table 13.11: Expected value of the simple trade-off utility with δ = 1 when using the ADP rule
and the CRM-style Design B. The standard error of each of the values presented is < 0.0003.
The ADP rule performs better than Design B.

Rule Mean utility
J = 12
ADP 0.107
B 0.102

J = 15
ADP 0.109
B 0.104

Alongside the increased memory demands that come with adding the efficacy endpoint,
the ADP with GAM algorithm for the two-endpoint problem (one safety, one efficacy)
takes longer to run than the equivalent for the one-safety-endpoint problem. The ADP
algorithm considered here for the two-endpoint problem fits GAMs with more terms
than the ADP with GAM algorithm for the one-safety-endpoint problem. This is due
to the additional endpoint but also due to the incorporation of additional interaction
terms between the predictor variables. As an example, in ADP V1, so with a sample of
1000 states per stage, fitting the GAMs for stages ten, nine and eight of the trial, when
J = 10, took about 2.5 minutes for each stage for the two-endpoint version, compared
to a few seconds for the one-safety-endpoint version.

In Chapter 11 we stated that the ADP with GAM algorithm took about 2 hours to
produce a rule for the one-safety-endpoint problem with J = 9 using a laptop. This
is the running time for the ADP V3 rule, that is, using the augmented sample of the
state space to build the rule. We cannot provide a direct comparison of the running
time for the two-endpoint problem for trials with nine cohorts of three, as computation
was performed using different machines. However, Table 13.12 aims to provide a
representative example of a comparison of running times. Table 13.12 shows the time
taken to produce ADP with GAM rules for a trial with 12 cohorts and 15 cohorts using
a desktop computer. We show the times for ADP V1, ADP V2 and ADP V3 for the
one-safety-endpoint problem. For J = 15 we employed thinning with ε = 0.25 to create
the ADP V3 sample. The sample is thus not as large as it could be and therefore nor
is the running time. For the two-endpoint problem we only use one iteration due to
the larger sample size, thus we show the times for ADP V1 and ADP V2. Though the
values in Table 13.12 should only be taken as illustrative, the table clearly demonstrates
the magnitude of the increase in running time to produce an ADP rule for a trial with
two endpoints, showing the increase in computational demands.

The size of the state space used in iterations of the ADP algorithm for two endpoints
grows much faster than it does for the one-safety-endpoint problem. This is because
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Table 13.12: Running times (hours) to create ADP with GAM rules for trials with 12 and 15
cohorts on a desktop computer. This shows that it is considerably more expensive to compute a
rule for a trial that has a binary efficacy endpoint as well as a binary safety endpoint.

Running Time (Hours)
ADP V1 ADP V2 ADP V3

J = 12
Safety only 0.1 0.4 0.8
Safety and efficacy 1.2 4.7

J = 15
Safety only 0.1 0.6 0.8
Safety and efficacy 2.4 6.5

there are more possible combinations of responses and as such, more unique states
visited in the trials simulated using the ADP V1 rule. This means more states are used
to augment the initial sample of 1000 states at each stage to create the sample used to
build ADP V2. As such, it may be particularly useful to investigate whether there is
a sample size after which performance of the algorithm does not improve enough to
warrant the increase in running time. With this, we could explore thinning the sample
as we did for the one-safety-endpoint problem in Section 11.4.2.

13.4.4 Summary

In summary, we have formulated and implemented the ADP algorithm for a trial
with a binary efficacy endpoint as well as a binary safety endpoint. This produces an
approximation to the optimal dose escalation rule. Moreover, it produces the rule for
trials with more than four cohorts of three. As we would anticipate, the expected utility
associated with the ADP rules increases with the amount of data. That is, an additional
cohort provides more information with which to estimate the model parameters, a and
b, so the expected utility increases.

The ADP rule with respect to the simple trade-off utility performs better than the
ADP rule with respect to the utility with thresholds in terms of how it compares to the
performance of the comparison designs as the size of the trial increases. This may be
due to the shape of the utility with thresholds. That is, the presence of the indicator
function creates a discontinuity which may be causing error in the GAM fit. Further
work is required to understand this limitation and determine whether utility functions
that feature indicator functions fall outside of the range of utility functions that this
framework can cope with. On the other hand it may be the case that we need to look
deeper into the theory of GAMs and optimise the modelling, tuning the choice of basis
functions or predictor terms.
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In some cases, differences in performance between adaptive and non-adaptive designs
are observed primarily because the primary analysis is performed differently and in a
less sophisticated manner for the non-adaptive design. In contrast to this, we use the
same analysis for Design A, the non-adaptive design, as for the adaptive designs, Design
B and the ADP∗ design. With this, we observe that the expected utility associated
with each of the designs we implemented is similar. This suggests that, with the utility
functions we have considered, a range of data sampling strategies are equally useful.
We may see that the ADP design outperforms the comparison designs if we consider
different utility functions. In particular, utility functions with terms that influence the
allocation during the trial, such as a penalty for DLEs or reward for efficacy responses.
Application driven development of different utility functions to experiment with would
be insightful.

13.5 Possible extensions

Paramount to the framework presented in this thesis is defining the objectives of a trial
up front and combining them into a utility function. The results we have shown in the
previous sections suggest more work is required in developing a sensible utility function
for an FIH trial with an efficacy endpoint as well as a safety endpoint.

We propose that the following questions can be helpful in constructing a utility function
and enable us to think about the range of utility functions we might want to consider.

1. What type of trial will follow the FIH trial and, hence, how will the output of the
FIH trial be used?

2. What do you want to measure? What should this quantity represent?

3. How much emphasis do you want to put on subjects in the study not experiencing
DLEs?

4. Do you want to impose a rule such that doses can only be escalated one level at a
time?

5. Do you have a requirement to test a minimum number of subjects at a dose in
order for it to be recommended as the output of the trial?

The first two questions can be considered together. As we discussed briefly in Chapter
12, the output of an FIH trial with safety and efficacy endpoints is less clear cut than
the output of an FIH trial with one safety endpoint. In the most traditional drug
development process, the output of an FIH trial with one safety endpoint is the MTD.
This is an interpretable quantity that forms a ceiling for dosing in a Phase II dose-finding
study in which a range of doses less than or equal to the MTD are evaluated for evidence
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of therapeutic benefit. In fact, the interpretation of the quantity output from the trial
depends on the utility function.

Yeung et al. (2017) discuss estimating the optimal safe dose (OSD). OSD could mean
the dose with the highest associated probability of efficacy amongst those that meet the
safety criteria. Assuming that efficacy increases monotonically with toxicity this would
be the highest dose that is safe. Often this would be the MTD. However, it could be
the case that efficacy levels off to a point at which the level of extra benefit gained by
increasing the dose is deemed not worth the increase in toxicity. In this case the OSD is
below the MTD. This output could be reflected in a utility function that incorporates
a trade-off between safety and efficacy as well as a toxicity threshold. We thought
the utility function with thresholds for toxicity and efficacy, Equation (12.8), may be
appropriate. However, we observe that designs using this utility function sometimes
recommend a dose that does not satisfy the thresholds. As such, this utility function
does not create an output that necessarily corresponds to the OSD and further work is
required to define an appropriate utility function.

It may be the case that with a two-endpoint FIH trial a single dose is no longer the
most appropriate output. For example, if a Phase II dose-finding study is to follow,
then the appropriate output from an FIH trial with safety and efficacy endpoints may
be an interval of dose levels that satisfy efficacy and safety targets. That is, the interval
between the minimum efficacious dose (MED) and the MTD. The dose levels used in
Phase II should then fall within that range defined by the recommended dose interval.
If the same dose level is estimated as the MED and the MTD then, if it is possible to
develop different doses for the Phase II trial, perhaps the dose level that corresponds to
the MTD and MED, as well as a dose level between that and the dose level below, could
be tested in the Phase II trial. In this setting, the set of available actions at the final
stage of the trial is the set of intervals {(dL, dU ), dL ≤ dU , dL, dU ∈ D}. Let us index
this set by k and refer to its size with K. We would need to define a utility function
that quantifies the utility associated with each interval. To build this in to the ADP
with GAM algorithm we only need to make changes at the first stage of the algorithm,
which corresponds to the final stage of the trial. The size of the set of ωJ,k(xJ) values
that we must consider increases to K, the size of the set of intervals (dL, dU ). Thus
we would need to fit more GAMs to the sample of final stage data sets, xJ , one for
every possible action k, which is K rather than six. When building the ADP rule, to
form the samples of ωJ−1,i(xJ−1), i ∈ {1, 2, . . . , 6} at stage J − 1 that we use to fit
models, in order to obtain a relevant βJ(xJ) we must then use the K fitted models to
obtain ωJ,k(xJ), k ∈ {1, 2, . . . ,K}, and take the maximum. However, at stage J − 1
we just have six models to fit. This means that subsequent stages of the algorithm are
unchanged. As such, this appears to be a feasible extension to the methodology that
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we have presented.

An additional consideration is the scenario in which none of the dose levels meets
the aims of the trial. In this case a sensible output of the FIH trial would be to stop
development of the IMP. If none of the dose levels meets a minimum efficacy cut-off then
the most sensible decision would likely be to halt development of this compound. Thus,
the output of the FIH trial could be the decision to stop development. The alternative,
if all dose levels used in the FIH trial were deemed safe but not efficacious, would be to
return to preclinical testing and toxicology studies for higher dose levels based on the
assumption that both safety and efficacy effects increase as the dose increases. This
would be a substantial investment in a compound which may never provide therapeutic
benefit. It is likely that reinvestment elsewhere in a company’s portfolio would be more
sensible. This is especially true when the efficacy endpoint is a biomarker that shows
whether or not the IMP is hitting a particular target that is pivotal for the mechanism
of action. At the other end of the spectrum, when none of the dose levels in the FIH
trial is safe, the output of the FIH trial should also be to stop development, at least with
the current set of dose levels. If the lowest dose suggests evidence of efficacy, it might
be possible that a lower dose could be considered. Once again, depending on the range
of dose levels originally tested preclinically, this could also require further preclinical
work and investment. Therefore, whether this is feasible should be considered before
running the FIH trial. To incorporate stopping development as a possible output we
need to define a utility function that rewards stopping when none of the dose levels
meet efficacy and toxicity constraints. The change to the ADP with GAM algorithm
required to incorporate stopping is just an additional action to consider at the final
stage and hence one additional model.

The third question in the list above speaks to whether a penalty for DLEs should be
included in the objective function. We looked at this for the one-endpoint problem
with Equation (3.10) and incorporated this penalty into the one-endpoint version of the
ADP with GAM algorithm. We do so in the same way that we incorporate the penalty
into the full DP algorithm. At non-final stages of the trial we penalise future events.
As such, the first stage of the algorithm, which corresponds to the final stage of the
trial, is unchanged. Then at non-final stages, we calculate the conditional expected
loss (or utility in the two-endpoint setting) associated with choosing each dose level to
allocate to the next cohort. This is a weighted average of the loss/utility at the data
sets the system could move to, those in Bxj ,i. In doing so, when considering a specific
next stage data set, xj+1, we obtain βj+1(xj+1) and add the penalty for the number of
events we would incur by moving to xj+1 from the current xj . This is vi,j+1 − vi,j , for
a given dose level i.

The fourth question above concerns the common restriction used in FIH trials that
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dose levels cannot be skipped. This means that a cohort can only receive a dose that
is either the same, or one level higher than the highest dose allocated to a previous
cohort. It could be argued that this is inefficient in cases where there is evidence that a
higher dose level is safe. Incorporating a penalty for safety events in the utility function
naturally shifts dosing towards lower doses. Thus, if such an objective function deems
a dose level two above the highest currently tested meets the criteria then perhaps it
should be considered reasonable to skip doses. The counter argument to this is that
skipping dose levels puts a lot of trust in the model, and in a Bayesian setting, the prior.
How reasonable this is may depend on the amount of information used to choose the
model and the dose levels. This information could be data from preclinical testing or
from other studies on the same compound, in a different therapeutic area for example.
Nevertheless, we discussed how we could incorporate this restriction into the ADP with
GAM algorithm for the one-endpoint problem at the end of Chapter 11. That is, we need
to partition the sample data sets used to fit the GAMs based on the highest dose level
used and fit one model per partition. This could also be performed in the two-endpoint
setting. In Chapter 11 we also discussed how the ADP with GAM algorithm would
be adapted to incorporate the restriction that a dose cannot be recommended as the
output of the trial if it is higher than all those doses allocated during the trial.

Lastly, the utility functions for which we have implemented the full DP and ADP with
GAM algorithm in the two-endpoint setting are separable into toxicity terms and efficacy
terms. This means that we avoid the need to compute double integrals. However, a
change in the form of the utility function such that this is not possible would only
affect the calculations for the final stage of the trial. With sophisticated computing
it is likely that implementing the algorithm with double integrals at the first stage,
which corresponds to the final stage of the trial, would be feasible. This broadens the
class of utility functions that can be investigated. We have mentioned that it may be
more realistic to adapt the utility with thresholds for toxicity and efficacy such that the
boundaries are less sharp. That is, to allow for a slightly higher probability of toxicity
if the probability of efficacy is very high. In this case we may have a sliding scale for
a safety and efficacy trade-off just in one interval, for example between probability of
toxicity equal to 0.3 and 0.35. In this case the integral would only be two-dimensional
in a small range of the domain which could be a manageable increase in computation.
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CHAPTER 14

Conclusion

In this thesis we have formulated the problem of optimising an FIH trial as one that
can be solved via DP. That is, we have applied DP to obtain the dose escalation scheme
for an FIH trial that is optimal with respect to a chosen objective function. Moreover,
we have addressed the problem in both a one-endpoint (safety only) and two-endpoint
(safety and efficacy) setting.

This work tackles the formulation of an FIH trial design differently to most. We have
developed a framework that finds a dose escalation scheme that is specifically aligned
with the aims of a trial. Moreover, it addresses meeting the aims of the trial in the
most effective manner. This is in contrast to the more common approach of choosing a
design and tuning it towards a particular problem. It may be the case that the resulting
optimal dose escalation scheme has similar features to a more established design, or one
that is considered easier to implement. Thus, this work provides a method for obtaining
a benchmark. It is possible that the optimal design is not a practical design, however,
careful definition of the objective function might be able to alleviate this. This work is
therefore underpinned by the requirement to set out upfront what the aims of the FIH
trial are. This is a practice that should be encouraged and fits in with the estimands
framework that is in place for later phases of clinical trials.

The DP designs fall somewhere between a model-based and a model-assisted design.
This is because the dose escalation scheme can be completely pre-specified before the
trial starts, like a model-assisted design, however, the scheme provided by the DP
design retains the black-box flavour associated with model-based designs as it cannot be
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succinctly tabulated or summarised in terms of when to escalate and de-escalate based
on the current dose level. It seems the way the DP design could be used during a trial is
through a graphical user interface (GUI) in which the trial practitioner, or management
team, input the observed data and immediately receive the recommended dose. It could
also provide the difference in expected loss if an alternative dose is chosen to provide
more context for the practitioner. As such, the design could be considered an “online”
implementation from the point of the user as they are not presented with the full set
of rules on paper up front. However, it is primarily “offline” in terms of computation.
That is, the DP or ADP algorithm is run in advance of the start of the trial. With the
ADP algorithm a small amount of computation, either to find the nearest neighbour or
make a prediction from a fitted GAM, is performed at the point of providing a dosing
decision as, in this case, it is unnecessary to compute the optimal decision for states
not considered during the trial.

We have applied DP to a problem that initially seemed too large to be feasible. The
key to success here was the development of a numerical integration scheme that takes
advantage of the large number of common calculations in order to reduce the overall
work required to run the algorithm. We used simulation to explore the properties of
the dose escalation schemes produced by the DP algorithm with respect to different
loss functions. This showed that designs with different characteristics are produced
when different loss functions are used, showing that the framework can be used to
address different aims. With the standard loss, Equation (3.8), which focusses solely on
estimating the MTD as the dose corresponding to the target rate of DLEs, the CRM
is shown to be a close to optimal design with respect to this aim. On the other hand,
the DP design often reaches the same decision as the CRM by allocating more subjects
at lower dose levels compared to the CRM. Whether this is seen as a positive feature
depends on the context of whether the trial is conducted in healthy volunteers or patients.
Moreover, incorporating a penalty into the loss function pushes the allocation further
towards lower doses where necessary whilst maintaining the ability to recommend the
correct dose at the end of the trial. Thus, with respect to this aim, which is to estimate
the MTD whilst limiting the number of DLEs, the DP design outperforms the CRM.
We also observed that the DP design may recommend a dose as the MTD without
allocating it to any subjects during the trial. We showed that this behaviour could be
prevented if necessary by explicitly incorporating a constraint into the optimisation
framework that says that a dose cannot be recommended as the MTD unless it has
been allocated to at least one cohort, or at least two cohorts. This constraint can be
incorporated either via a penalty in the loss function or defining an admissible dose set
based on the observed final stage data, xJ , from which the MTD must be chosen.

Additionally we incorporated the constraint that dose levels cannot be skipped into
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the framework, a constraint that is often imposed in practice. As such, this framework
provides the means to investigate the operating characteristics of an FIH trial under
different scenarios. In particular, after carefully defining the aims of a trial, it can be
used to compare the performance when the specific trial is run according to a company’s
usual protocol compared to a different strategy. This can provide evidence for whether
certain constraints should be imposed or not or alternatively, in some cases, it may
objectively demonstrate that the current norm for the trial design is adequate.

The magnitude of the potential gains in using the optimal design produced by DP over
a myopic policy such as the CRM is determined by the objective function used. In
particular, whether the objective function includes terms that affect the allocation of
subjects to doses during the trial. As such, we could say that for a relevant objective
function, the larger the trial, the larger the potential benefit of using the optimal design
could be, as more subjects are affected.

With our implementation we are able to use DP to obtain the optimal dose escalation
scheme for a trial with nine cohorts of three and six dose levels from which to choose
the MTD. However, we have also developed an approximation to the DP algorithm that
enables us to extend the framework to larger trials. In the safety-only setting, when
compared to the full DP design, the approximation is shown to be accurate to 0.001 in
terms of the expected loss associated with the design. This gives us confidence that the
design produced by the ADP algorithm is close to optimal when we consider trials with
more than nine cohorts, for which we cannot run the full DP algorithm.

The approximations operate on a relatively small sample of the full state space. The
other dominant feature of the ADP algorithm is the approximation of the posterior
density functions for the model parameters with a gamma distribution. The gamma
approximation created a two-dimensional summary of a posterior density function for the
dose-response model parameter given the observed trial data. For the one-safety-endpoint
problem the gamma approximation also enabled us to visualise the output of the DP
algorithm and compare rules created with respect to different loss functions.

The first method we developed operates by approximating the expected loss for data
sets not in the sample by the nearest in-sample neighbour in gamma-space. Performance
of this rule improves as the sample used to build the rule increases. The second method
fits GAMs to separately model the expected loss associated with choosing each dose, at
each stage of the trial, as a function of the mean and variance of the gamma distribution
that approximates the posterior density function. The optimal choice of dose for a data
set is then obtained as the minimum of the six values predicted from the fitted models
for each dose. This algorithm is less sensitive to the sample size used to build the rule
compared to the nearest neighbour approximation.
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We have implemented the ADP with GAM algorithm for a trial with 20 cohorts of
three with respect to the standard loss and the loss function with penalty. We have
additionally discussed how to extend the methodology to incorporate the constraint
that prevents dose jumping and restrictions on which dose can be recommended at the
end of the trial. As such, the approximation extends the framework that we present to
larger trials.

Further, we have looked at incorporating an efficacy endpoint into the framework, the
two-endpoint problem. The pivotal property of the model used for the two-endpoint (one
safety, one efficacy) problem that made the application of DP feasible was the assumption
that the toxicity and efficacy responses for an individual subject are independent. This
enabled us to extend the DP framework developed for the one-safety-endpoint problem
to two endpoints, albeit for a trial with four cohorts of three due to the large increase in
the size of the state space that is invoked by adding an endpoint. We then extended the
ADP with GAM algorithm to provide an approximation in the two-endpoint setting in
order to produce dose escalation schemes for larger trials. The work presented is a proof
of concept that the two-endpoint version of the problem can be formulated in such a way
that we can apply DP. However, simulating trials according to a myopic strategy, as well
as a fixed allocation rule that spreads the cohorts evenly across the dose levels, shows
the approximation to the optimal design is less accurate in the two-endpoint setting. As
such, further development of the modelling underlying the ADP with GAM algorithm
needs to be explored. Moreover, we have looked at two different utility functions but
more exploration is required to generate an objective function that would be useful in
practice for an FIH trial with binary safety and efficacy endpoints.

This leads us to discuss the questions that remain. We would like to investigate how broad
the class of objective functions that the framework can extend to is. Application driven
experimentation could guide this line of exploration. We could consider incorporating
early stopping rules. We could also look at changing the output of the trial from one
dose to an interval of dose levels and including the choice to stop development of the
IMP. In addition, it remains to investigate the operating characteristics with different
cohort sizes or a different number, or set, of dose levels. On another level, we could
explore whether the framework can transfer to other drug development problems. If
the problem had a smaller state space, then perhaps the DP framework could extend to
scenarios with more model parameters.

Additionally, in this thesis we have not considered the effect that missing data might
have on implementing the DP designs. If, for example, the response from one subject in
a cohort is missing, we could provide the investigators with the optimal decision given
each possible response. If the choice of dose for the next cohort is unchanged over the
different possibilities, then perhaps it is not an issue. Alternatively, we could run the

282



Chapter 14. Conclusion

DP algorithm to compute the optimal dose escalation scheme for the remaining stages
of the trial using the current data as the prior. It may be possible to recruit another
subject for a later cohort, so that the overall sample size is unchanged. In this case,
the DP design for the remainder of the trial could perhaps be computed allowing for
a larger cohort at one stage. This should be a manageable increase on the size of the
state space. It is of course necessary to consider whether it is reasonable to assume the
missingness is not due to the treatment.

Another topic that remains an open question for further work is incorporating delayed
responses into the framework. Perhaps it would be feasible to produce a DP design in
which decisions are made with a lag. That is, could we compute the optimal dose to
allocate to cohort j + 1 based on observed data from the first j − 1 cohorts. This would
mean the trial is not delayed as much as it would need to be to observe the responses
from cohort j before enrolling cohort j + 1. The final decision would need to be made
based on data from all cohorts. Work is required to determine the state space for this
problem and whether this strategy would produce a useful design.

On a computational level, as we have previously stated, the goal in this thesis was to
optimise the code enough to produce a working implementation of DP and ADP such
that we could investigate and compare the properties of different designs. As such, we
have not focussed on producing code to a production-ready standard. There may be
more efficient methods that could be employed for sampling unique data sets in the
ADP with GAM algorithm. In addition, there is scope for further parallelisation in our
implementation of the ADP with GAM algorithm. Taking inspiration from Jacko (2019),
for the full DP algorithm, memory requirements could be optimised by considering how
many bits are used to store the optimal decision at each state. Since the decision is
an integer in the set D = {1, 2, . . . ,m}, the default 64 bits are not needed. This would
require functionality outside of base R or using a different software language. This
technique could also be considered for the storage of every possible data set during
implementation of the algorithm. This step would also be relevant to the ADP with
GAM algorithm. Lastly, for the full DP algorithm we have output the expected value
associated with the optimal decision at every state, β(xj), but this is not necessary to
implement the resulting DP designs and thus we could store the β(xj) only until they
have been used in the calculations at stage j − 1. For the ADP with GAM algorithm
we could investigate whether there is a less memory-intensive way to store large fitted
models than the default model output.

In summary, if you define the aims of your FIH trial with an objective function, as
well as any constraints that must be met, the DP framework can produce the optimal
dose escalation scheme. This can be used as a benchmark for comparison of other
designs, providing an objective comparison. The best design is that which optimises
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the expected value of the objective function. We believe that with further optimisation
of the implementation of the algorithms, the methodology could be extended to larger
trials than those we have considered in this thesis.
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