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Abstract

Echo State Networks (ESNs) are a class of single-layer recurrent neural networks with randomly generated internal
weights, and a single layer of tuneable outer weights, which are usually trained by regularised linear least squares
regression. Remarkably, ESNs still enjoy the universal approximation property despite the training procedure being
entirely linear. In this paper, we prove that an ESN trained on a sequence of observations from an ergodic dynamical
system (with invariant measure µ) using Tikhonov least squares regression against a set of targets, will approximate the
target function in the L2(µ) norm. In the special case that the targets are future observations, the ESN is learning the
next step map, which allows time series forecasting. We demonstrate the theory numerically by training an ESN using
Tikhonov least squares on a sequence of scalar observations of the Lorenz system.

Keywords: Reservoir computing; liquid state machine; time series analysis; Lorenz equations; dynamical system; delay
embedding; Ergodic theory; recurrent neural networks.

1. Introduction

Echo state networks (ESNs) are a class of single layer
recurrent neural networks introduced at the turn on the
millennium independently by Jaeger (2001) and Maass et al.
(2002). These relatively simple neural networks have been
used to solve a range of machine problems where the in-
put data is a time series, including speech recognition
(Skowronski and Harris, 2007), learning the rules of gram-
mar (Tong et al., 2007), financial time series prediction
(Ilies et al., 2007), (Lin et al., 2009), short term traffic fore-
casting (Ser et al., 2020), placing UAV base stations (Peng et al.,
2019) and learning about the behaviour of seals (Ser et al.,
2020). ESNs are also a plausible model for the infor-
mation processing of biological neurons (Gürel and Egert,
2010). In this paper, we will present just enough defini-
tions and theory to make sense of our results, but encour-
age the interested reader to read the recent review paper by
Tanaka et al. (2019) who cover recent developments and
open questions in the field of reservoir computing, a field
of which ESN comprise a subset. The ESN is defined by

the recursion relation

xk+1 = σ(Axk + Czk + b)

where the xk are T dimensional state vectors, σ : RT → R
T

is the activation function, A is the T ×T reservoir matrix,
representing the connection weights between neurons, C is
the T×d input matrix connecting the d-dimensional inputs
zk to the reservoir matrix A, and b ∈ R

T is a bias vector.
The reservoir matrix A, input matrix C and bias vector b
are initialised randomly and remain unchanged. The ESN
can be trained to approximate a sequence of target scalars
uk by solving the regularised linear squares problem

min
W

ℓ−1
∑

k=0

‖W⊤xk − uk‖2 + λ‖W‖2

where λ > 0 is the Tikhonov regularisation parameter. If
the target scalars uk are equal to the observations zk, then
the ESN is being trained to predict the future. To see
this, we can set up a sequence of scalars vk defined by the
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recurrent relation

vk+1 = W⊤sk

sk+1 = σ(Ask + Cvk+1 + b) (1)

and we then hope that vk ≈ uk for sufficiently many future
values of k. We can view sk as the state of a discrete time
autonomous dynamical system which we will call the ESN
autonomous phase. In this paper, we will suppose zk are
a sequence of sequential observations from an ergodic dy-
namical system, with invariant measure µ. We will go on
to prove that ESNs trained by least squares can approxi-
mate arbitrary target functions (including one that returns
future observations) of the ergodic dynamical system in
the L2(µ) norm. This theorem is closely related to recent
work by Verzelli et al. (2020) discussing the connection
between ergodic dynamical systems and feasible learning.
The result also explains the remarkable success of ESNs
trained on dynamical systems explored numerically by, for
example, Jaeger (2001), Xi et al. (2005), Schrauwen et al.
(2007), Shi and Han (2007), Yong Song et al. (2010), Yildiz et al.
(2012), Pathak et al. (2017), Løkse et al. (2017), Yeo (2019),
Chattopadhyay et al. (2019), Vlachas et al. (2019), Hart et al.
(2019).

The remainder of the paper is organised as follows.
In section 2 we define an ergodic dynamical system and
present Birkhoff’s ergodic theorem. Next, in section 3, we
introduce the major result of this paper (Theorem 3.6),
stating that an ESN trained on a sequence of observations
from an ergodic dynamical system using Tikhonov least
squares will L2(µ) approximate an arbitrary target func-
tion. This arbitrary target function could be the next step
map used for forecast the future of the time series. Fur-
thermore, we discuss the central limit theorem for ergodic
dynamical systems in connection with the number of data
points that are required for a good approximation.

In section 4 we present the work of Luzzatto et al. (2005)
culminating in a proof that the Lorenz attractor is stably
mixing, hence ergodic - explaining the success of so many
authors using an ESN to forecast the trajectory of the
Lorenz system.

In section 5 we numerically simulate a trajectory of
the Lorenz system. We observed the x-component of the
system (which we called ξ to avoid notational clash) and
assigned the z components (which we denote ζ) as targets.
We explored how the approximation of the targets ζk given
the observations ξk improved as the number of data points
(ξk, ζk) grew. Finally, in section 6 we summarise the paper
and discuss ideas for future work.

2. Preliminaries on Ergodic Theory

We require that the underlying dynamical system is
ergodic so that minimising the mean square differences
between observations and targets does not create a bias
toward areas with lots of training data. The ergodicity

ensures that that training data generated from a trajec-
tory initialised at almost any point m0 ∈ M will represent
all dynamics on M . To make this formal, we will intro-
duce the definition of ergodicty and the celebrated ergodic
theorem.

Definition 2.1. (Generic Point) Suppose φ : M → M
is a measure preserving map with respect to the measure
space (M,Σ, µ). Then m0 ∈ M is called a generic point if
the orbit of m0 is uniformly distributed over M according
to the measure µ.

Proposition 2.2. Suppose φ : M → M is a measure pre-
serving map with respect to the probability space (M,Σ, µ)
and s ∈ L1(µ). Suppose m0 is a generic point in M then

lim
ℓ→∞

1

ℓ

ℓ−1
∑

k=0

s ◦ φk(m0) =

∫

M

s dµ.

Definition 2.3. (Ergodic) Let φ : M → M be a mea-
sure preserving transformation on the probability space
(M,Σ, µ). Then φ is ergodic if for every σ ∈ Σ with
φ−1(σ) = σ either µ(σ) = 0 or µ(σ) = 1.

Theorem 2.4. (Ergodic Theorem (Birkhoff, 1931)) Sup-
pose φ : M → M is ergodic with respect to the probability
space (M,Σ, µ) and s ∈ L1(µ). Then µ-almost all m0 ∈ M
are generic hence for µ-almost all m0 ∈ M

lim
ℓ→∞

1

ℓ

ℓ−1
∑

k=0

s ◦ φk(m0) =

∫

M

s dµ. (2)

The left hand side of (2) is called the time average
taken from initial point point m0 ∈ M , and the right hand
side called the space average. The ergodic theorem then
states that the time average taken from almost all initial
points equals the space average.

3. A Training Theorem for Echo State Networks

3.1. Preliminaries

Suppose we have have an ergodic dynamical system
φ : M → M , and we can observe the dynamics via an
observation map g : M → R

T and target map u : M → R.
A trajectory originating from a generic point m0 ∈ M will
ergodically explore the space M and yield a sequence of
observations g ◦ φk(m0) and targets u ◦ φk(m0) for k =
0, 1, 2, ..., ℓ.

Suppose we compute the vectors Wℓ ∈ R
T minimising

the regularised least squares difference between the map-
ping of the observations W⊤g ◦ φk(m0) and the targets
u ◦ φk(m0). We prove in the next lemma that as the num-
ber of data points ℓ grows large, the least squares solution
Wℓ minimises the ergodic average difference between the
mapping on the observations W⊤g ◦ φk(m0) and the tar-
gets u ◦ φk(m0).

2



Lemma 3.1. Let (M,Σ) be a measurable space, and sup-
pose that φ : M → M is ergodic with invariant measure µ.
Let m0 be a generic point in M . Let g ∈ L2(µ)(M,RT ) be
an observation function and suppose that u ∈ L2(µ)(M,R)
is a target function we wish to approximate.

Let λ > 0. Define the sequence (Wℓ)ℓ∈N such that, for
each ℓ ∈ N, the vector Wℓ ∈ R

T is the unique minimiser
of the regularised least squares difference

1

ℓ

( ℓ−1
∑

k=0

‖W⊤g ◦ φk(m0)− u ◦ φk(m0)‖2+λ‖W‖2
)

.

Then, the sequence (Wℓ)ℓ∈N converges to

W∞ =

(
∫

M

g(m)g(m)⊤ dµ(m) + λI

)−1

×
∫

M

u(m)g(m) dµ(m)

which is the unique minimiser of

‖W⊤g − u‖2L2(µ) + λ‖W‖2.

Proof. Consider the map Ψ : RT → R defined

Ψ(W ) = ‖W⊤g − u‖2L2(µ) + λ‖W‖2

=

∫

M

‖W⊤g(m)− u(m)‖2 dµ(m) + λ‖W‖2.

The minimiser of Ψ satisfies DΨ = 0 where D is the deriva-
tive operator, so we consider

0 = (DΨ)(W )

= D

(
∫

M

‖W⊤g(m)− u(m)‖2 dµ(m) + λ‖W‖2
)

=

∫

M

D‖W⊤g(m)− u(m)‖2 dµ(m) + λD‖W‖2

=

∫

M

2(W⊤g(m)− u(m))g(m)⊤ dµ(m) + 2λW⊤

=

∫

M

(W⊤g(m)− u(m))g(m)⊤ dµ(m) + λW⊤

= W⊤
∫

M

g(m)g(m)⊤ dµ(m)−
∫

M

u(m)g(m)⊤ dµ(m)

+ λW⊤I

= W⊤
(
∫

M

g(m)g(m)⊤ dµ(m) + λI

)

−
∫

M

u(m)g(m)⊤ dµ(m),

which upon rearrangement yields

W =

(
∫

M

g(m)g(m)⊤ dµ(m) + λI

)−1

×
∫

M

u(m)g(m) dµ(m).

Since this is the unique solution to 0 = DΨ(W ), this sta-
tionary point is unique, and we will denote it W∞. We can
see it is a minimum because the Hessian HΨ is positive
definite. Next, define the map

Φ : {y ∈ C1(RT ,R) | y has a unique minimum} → R
T

as the mapping on the C1 functions with a unique minu-
mum that returns their unique minimum. We can see that
Φ is continuous with respect to the C1 topology and stan-
dard topology on R respectively. We consider the family
of functions yℓ ∈ {y ∈ C1(RT ,R) | y has a unique mini-
mum}

yℓ(W ) =
1

ℓ

( ℓ−1
∑

k=0

‖W⊤g ◦ φk(m0)− u ◦ φk(m0)‖2+λ‖W‖2
)

,

so that by definition Wℓ = Φ(yℓ(W )) and hence

lim
ℓ→∞

Wℓ = lim
ℓ→∞

Φ(yℓ(W ))

= Φ

(

lim
ℓ→∞

yℓ(W )

)

= Φ

(

‖W⊤g − u‖2L2(µ) + λ‖W‖2
)

= W∞.

where we have used, respectively, continuity of Φ and the
Ergodic Theorem.

3.2. Echo State Networks

An Echo State Network is a special case of a more
general system called a state space system, or reservoir
system. These are maps of the form F : RN × R

d → R
N ,

which admit an ESN as a special case when

F (x, z) = σ(Ax+ Cz + b).

If a state space system is contracting in the state variable,
i.e there exists a c ∈ [0, 1) such that

‖F (x, z)− F (y, z)‖≤ c‖x− y‖,

and the inputs uk are the observations of a dynamical
system i.e uk = ω ◦ φk(m0) then there is a continuous
map f ∈ C0(M,RN ) synchronising the dynamics of φ
on M to the dynamics of the reservoir states xk. The
map f is called a state synchronisation map (SSM) and
is a generalised synchronisation in the sense described by
Kocarev and Parlitz (1996). We can guarantee that an
ESN is state contracting by bounding the 2-norm of the
reservoir matrix ‖A‖2 < 1. An important existence result
for SSMs is the following theorem, due to Grigoryeva et al.
(2020).

Theorem 3.2. (Grigoryeva et al., 2020) Let M be a topo-
logical space, φ ∈ Hom(M) be a dynamical system, and
ω ∈ C0(M,Rd) an observation function. Suppose that the
state space system F : RN ×R

d → R
N is state contracting,

i.e there exists a c ∈ [0, 1) such that

‖F (x, u)− F (y, u)‖≤ c‖x− y‖.

3



Then there exists a unique f ∈ C0(M,RN ) called the state
synchronisation map (SSM) such that, for any m0 ∈ M
and x0 ∈ R

N the sequence

xk+1 = F (xk, ω ◦ φk(m0))

originating at x0 converges to f ◦ φk(m0) as k → ∞.

In order to approximate the arbitrary dynamics of φ
via the observation function ω using state space systems,
we require that the state space maps F possess some sort
of universal approximation property. Thus, we will define
a class of linear universal approximators with respect to an
arbitrary complete norm ‖·‖. Every class of linear univer-
sal approximators contains maps, which after composition
with another suitable map, forms a state map.

Definition 3.3. Let F be a sequence of maps {FT } : RN×
R

d → R
T . Let C ⊂ R

N and K ⊂ R
d be vectors and let

Ω(C×K,R) be a Banach space of real valued functions on
C×K, with norm denoted ‖·‖Ω. If, for any g ∈ Ω(C×K,R)
and any ǫ > 0 there exists an T0 ∈ N such that for any
T > T0 there exists a W∗ ∈ R

T such that

‖W⊤
∗ FT − g‖Ω< ǫ

then we say that F is a class of linear universal approxi-
mators on Ω(C ×K,RN × R

d).

A widely used class of linear universal approximators is
the class of Echo State Networks with randomly initialised
internal weights, as shown by the following result.

Theorem 3.4. Let F denote the sequence of maps {FT } :
R

N × R
d → R

T defined by

FT (x, z) = σ(Ax + Cz + b)

where

• σ ∈ C1(R) is 1-finite (see Hornik et al. (1990) for
the definition of ℓ-finite)

• A is a T ×N random matrix, where T > N and the
first N rows of A form an N ×N random submatrix
with 2-norm less than 1 almost surely. The jth row of
A (where j > N), denoted Aj , is a random variable
with full support on (RN )⊤

• C is a T × d random matrix with jth row Cj, a ran-
dom variable with full support on (Rd)⊤

• b is a random T -vector with jth entry bj, a random
variable with full support on R.

Let C × K be an arbitrary compact subset of R
N × R

d.
Then, almost surely, F is a class of linear universal ap-
proximators on L2(C ×K,R).

Proof. Fix g ∈ L2(C × K,R) and ǫ > 0. Then for any
α ∈ (0, 1), it follows from the Random Universal Approxi-
mation Theorem (Hart et al., 2019, Theorem 2.4.5.)) that

there exists a T0 ∈ N such that for any T > T0, with
probability at least α,

‖W⊤FT − g‖L2< ǫ,

hence F is a class of linear universal approximators. Since
F is a class of linear universal approximators for any α ∈
(0, 1), F is almost surely a class of linear universal approx-
imators.

To construct such an ESN in practice, we create a reser-
voir system F : RT × R

d → R
T by defining

F (x, z) = σ
(

[A, 0]x+ Cz + b
)

where [A, 0] is the T ×T matrix where the first N columns
form the matrix A and the remaining columns are 0. Sup-
pose we truncate at N the state vectors x ∈ R

T by ap-
plying the canonical projection π : RT → R

N , and denote
the truncation π(x) = x̄ ∈ R

N . The dynamics of the trun-
cated vectors x̄ are given by the (state contracting) state
space system π ◦ FT : RN × R

d → R
N , which is also an

ESN as is defined by

π ◦ FT (x̄, z) = σ(Āx̄+ C̄z + b̄).

Here, the N×N reservoir matrix Ā is created by truncating
at N the rows and columns of A. The N × d input matrix
C̄ is created by truncating at N the rows of C. The N -
vector b̄ is created by truncating at N the entries of b. We
conclude that Echo State Networks with (appropriately
chosen) randomly generated internal weights are a class
of linear universal approximators that each give rise to a
state synchronisation map.

We demanded that the T × T reservoir matrix take
the form [A, 0], whereas in practice, the reservoir matrix
does not have this structure. We imposed this condition
to simplify the proofs, but we believe, based on numerical
evidence in the literature, that this choice of shape is not
necessary.

There is one more technical lemma we will include here
before presenting the main theorem (Theorem 3.6) of the
paper. Recall that topological spaces have a natural Borel
sigma algebra and are therefore measurable spaces. On
such spaces we can integrate real valued functions. If A
and B are homeomorphic topological spaces, then integra-
tion on A is essentially the same as integration on B. We
use this observation in Theorem 3.6 to move between inte-
gration on the topological space M to integration on the
image f(M). This demands the highly non-trivial assump-
tion that the SSM f is a homeomorphism. The observation
is made formal in the following lemma.

Lemma 3.5. (Change of variables) Let A,B be homeo-
morphic topological spaces and suppose y ∈ Hom(A,B).
The topologies on A,B induce Borel Sigma algebras A ,B
on A,B respectively. Let µA be a measure on A and µB

a measure on B (called the pushforward measure) defined

4



µB(b) = µA(y
−1(b)) for all b ∈ B. Then for any µB mea-

surable function g : B → R

∫

A

g ◦ y dµA =

∫

B

g dµB.

Proof. This is a special case of Theorem 3.6.1 in Bogachev
(2007).

3.3. A Training Theorem For ESNs

Before we finally plunge into the statement and proof
of the main theorem, we will describe the result in words.
Suppose we have an ergodic dynamical system φ : M → M ,
which we observe via the function ω : M → R

d and that
our goal is to approximate a target function u : M → R.
Suppose we have at our disposal a class F of linear univer-
sal approximating state maps. For example, F could be
a collection of arbitrarily high dimensional ESNs. Make
the additional (and non trivial) assumption that the state
maps give rise to an SSM that is homeomorphic onto its
image. Suppose then that the state map F is driven with
observations of a trajectory zk = ω ◦ φk(m0) originating
from a generic point m0. This creates a sequence of reser-
voir states xk that satisfy

xk+1 = F (xk, zk).

We also assemble a sequence of scalar targets u ◦ φk(m0).
Suppose we use regularised least squares regression to

minimise the difference between the linear mapping on the
observations W⊤xk and the targets u ◦ φk(m0). Then we
can conclude that the ergodic average difference between
the mapping on the data and the target map u can be made
smaller than the arbitrary threshold ǫ. This requires that
the trajectory length ℓ and state map dimension T are suf-
ficiently large, while ensuring the regularisation parameter
λ > 0 is sufficiently small.

We remark that a notable weakness of Theorem 3.6 is
its non-constructive natue, because the actual values for ℓ,
T and λ are not computed in terms of ǫ.

Theorem 3.6. Let M be a topological space, and suppose
that φ ∈ Hom(M) is ergodic with invariant measure µ. Let
m0 be a generic point in M . Let ω ∈ C0(M,Rd) be the
observation function and suppose that u ∈ L2(µ)(M,R) is
a target function we wish to approximate.

Suppose that F is a class of linear universal approxima-
tors on L2(C ×K,R) on every compact C ⊂ R

N ,K ⊂ R
d.

Let (sT )T∈N : R
T → R

N be a sequence of maps. Sup-
pose (for each large enough T ) the state map sT ◦ FT :
R

N × R
d → R

N admits an SSM f ∈ Hom(M, f(M)). For
each T, ℓ ∈ N, and λ > 0 let Wℓ ∈ R

T be the vector ob-
tained by minimising the regularised least squares differ-
ence

ℓ
∑

k=0

‖W⊤FT (f ◦ φk−1(m0), ω ◦ φk(m0))− u ◦ φk(m0)‖2

+λ‖W‖2.

Then, for any ǫ > 0, there exists λ∗ > 0 and ℓ0, T0 ∈ N

such that for all λ ∈ (0, λ∗) and ℓ > ℓ0, T > T0

‖W⊤
ℓ FT (f ◦ φ−1, ω)− u‖2L2(µ) < ǫ.

Proof. Let y : M → y(M) ⊂ (RN × R
d) be defined by

y(m) = (f ◦ φ−1(m), ω(m)) ∀m ∈ M

and note that FT (f ◦ φ−1, ω) = FT ◦ y and that y ∈
Hom(M, y(M)) because f ∈ Hom(M, f(M)). Now fix
ǫ > 0. Let µ′ be a measure defined on y(M) ⊂ (RN × R

d)
by µ′(σ) = µ(y−1(σ)) for all measurable subsets σ of f(M).
Using the assumption that F is a class of linear universal
approximators, we can choose T0 sufficiently large that for
any T > T0 there exists W∗ ∈ R

T such that

‖W⊤
∗ FT − u ◦ y−1‖2L2(µ′) <

ǫ

3
,

hence (by lemma 3.5)

‖W⊤
∗ FT ◦ y − u‖2L2(µ) = ‖W⊤

∗ FT − u ◦ y−1‖2L2(µ′) <
ǫ

3
.

Now let

λ∗ =
ǫ

3‖W∗‖2

and λ ∈ (0, λ∗). Define the sequence (Wℓ)ℓ∈N such that,
for each ℓ ∈ N, the vector Wℓ ∈ R

T is the unique minimiser
of the regularised least squares difference

1

ℓ

( ℓ−1
∑

k=0

‖W⊤FT (f ◦ φk−1(m0), ω ◦ φk(m0))− u ◦ φk(m0)‖2

+λ‖W‖2
)

.

By lemma 3.1, (Wℓ)ℓ∈N converges as ℓ → ∞ to W∞ which
minimises

‖W⊤FT (f ◦ φ−1, ω)− u‖2L2(µ) + λ‖W‖2.

Now we choose ℓ0 such that for all ℓ > ℓ0

‖WT
ℓ FT (f ◦ φ−1, ω)−WT

∞FT (f ◦ φ−1, ω)‖2L2(µ)<
ǫ

3
.
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Now the proof proceeds directly

‖WT
ℓ FT (f ◦ φ−1, ω)− u‖2L2(µ)

=‖WT
ℓ FT (f ◦ φ−1, ω)−WT

∞FT (f ◦ φ−1, ω)

+WT
∞FT (f ◦ φ−1, ω)− u‖2L2(µ)

≤‖WT
ℓ FT (f ◦ φ−1, ω)−WT

∞FT (f ◦ φ−1, ω)‖2L2(µ)

+‖WT
∞FT (f ◦ φ−1, ω)− u‖2L2(µ)

<
ǫ

3
+ ‖WT

∞FT (f ◦ φ−1, ω)− u‖2L2(µ)

≤ ǫ

3
+ ‖WT

∞FT (f ◦ φ−1, ω)− u‖2L2(µ) + λ‖W∞‖2

≤ ǫ

3
+ ‖WT

∗ FT (f ◦ φ−1, ω)− u‖2L2(µ) + λ‖W∗‖2

<
ǫ

3
+

ǫ

3
+ ‖WT

∗ FT (f ◦ φ−1, ω)− u‖2L2(µ)

=
ǫ

3
+

ǫ

3
+ ‖WT

∗ FT ◦ y − u‖2L2(µ)

<
ǫ

3
+

ǫ

3
+

ǫ

3
= ǫ.

Theorem 3.6 guarantees an approximation in the L2(µ)
norm, which is sadly weaker than the C1 norm. That is
to say, a sequence which converges in C1 also converges
in L2(µ), but the converse does not hold in general. This
distinction is particularly relevant when the problem is
chaotic time series forecasting. In this case, the target
function is the next step map u = ω ◦ φ, and we recur-
sively feed predictions into the state space map to create
a trajectory into the future. An example is the ESN au-
tonomous phase (equation (1)). A weakness of using ESN
autonomous dynamics for time series forecasting is that
small approximation errors accumulate resulting in a pre-
dicted trajectory that diverges from the true trajectory in
the far future. That said, Hart et al. (2019) show that un-
der certain conditions (crucially that the next step map
u = ω ◦ φ is well approximated in the C1 norm) the ESN
autonomous phase will adopt dynamics that are topologi-
cally conjugate to the original dynamical system.

We must conclude that least squares regression does
not guarantee a topologically conjugate autonomous phase,
but we note that real data sets are contaminated by noise
and finite precision arithmetic where an L2(µ) approxi-
mation may be most suitable. Moreover, computing the
(regularised) least squares solution using the SVD decom-
position, or some other algorithm, is much faster than
minimising the maximal pointwise distance, which may
be necessary to yield a good C1 approximation. Indeed,
despite the theoretical limitations of the regularised least
squares approach it seems to work well in practice. In fact
we can interpret bad C1 approximations in the parlance
of machine learning as overfitted solutions, as they fit the
training data well, in exactly the terms that we define a
good fit, but may fail to make good predictions about the
unseen future.

3.4. Convergence rate of the time average to the space av-
erage

Theorem 3.6 guarantees, under appropriate conditions,
that with sufficiently many neurons T and a sufficiently
many training data ℓ we can obtain an arbitrarily good
L2(µ) approximation of a target function u. It is natural
to wonder how many training data is required to achieve
a given L2(µ) approximation. To answer this, we turn our
attention to the convergence rate of the time average to
the space average

lim
ℓ→∞

1

ℓ

ℓ−1
∑

k=0

s ◦ φk(m0) =

∫

M

s dµ (2)

as the timespan over which training data is collected grows.
We want a uniform estimate for the rate of convergence
for s over all ergodic maps φ. Unfortunately, no such es-
timate can possibly exist. Kachurovskii (1996) presents
negative results that (in the author’s words) leave no hope
that estimates of the rate of convergence depending only
on the averaged function s can be obtained in ergodic the-
orems. The negative results presented by Kachurovskii
(1996) prove that the amount of training data required is
strictly dependant on the dynamical system.

Though we cannot say exactly how many data points
we need for a good L2(µ) approximation, the central limit
theorem for ergodic dynamical systems suggests that for an
initial point chosen uniformly over the invariant measure
of φ, the difference between the finite time average and
space average converges to a mean 0 normal distribution
with standard deviation 1/

√
ℓ. This is made precise by

the central limit theorem for ergodic dynamical systems.
Before we state the theorem, we recall the definition of
Hölder continuity.

Definition 3.7. (Hölder continuous) Let (M,d) be a met-
ric space. A map s : M → R is called Hölder continuous
if there exist constants p ∈ (0, 1] and K > 0 such that

‖s(m)− s(m′)‖ ≤ Kd(m,m′)p

for all m,m′ ∈ M .

Theorem 3.8. (Central limit theorem for ergodic dynam-
ical systems) Let φ : M → M be ergodic with respect
to the probability space (M,Σ, µ). Let X0 be a uniform
random variable with respect to the space (M,Σ, µ). Let
s ∈ L1(µ)(M,R) be Hölder continuous and denote the
space average of s by

E[s] :=

∫

M

s dµ.

Let the random variables Xj := s◦φj(X0) for j = 0, . . . , ℓ−
1 and denote the partial sum Sℓ = X0 + · · ·+Xℓ−1. Then,
for some σ > 0, the partial sum Sℓ satisfies the central
limit theorem:

lim
ℓ→∞

µ

({

Sℓ − ℓE[s]√
ℓ

≤ z

})

=
1

2πσ

∫ z

−∞
e−

τ
2

2σ2 dτ
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almost surely, or in other words (Sℓ− ℓE[s])/
√
ℓ converges

in law to N (0, σ2).

Proof. Camí (2010).

To see the connection between the central limit theo-
rem and the work in this paper, suppose we choose a map
s that returns the matrix vector pair

s(m0) =

(

[

f(m0)f
⊤(m0) + Iλ

]

, f(m0)u(m0)

)

=: (Σ0, v0),

and define a sequence of pairs with ℓth pair

(Σℓ, vℓ) :=
1

ℓ

ℓ−1
∑

k=0

s ◦ φk(m0).

Then it follows that

Wℓ = Σ−1
ℓ vℓ

is the linear readout layer obtained by regularised least
squares regression using ℓ data points. Furthermore, it
follows from the central limit theorem that for random
initial points m0 (distributed uniformly with respect to the
invariant measure µ) the sequence (Σℓ, vℓ)ℓ∈N converges in
law to a (multivariate) normal distribution, with variance
converging with order 1/ℓ, and mean (Σ, v) which satisfies

W∞ = Σ−1v.

We note that the convergence of (Σℓ, vℓ)ℓ∈N to (Σ, v) with
order 1/

√
ℓ does not necessarily imply that (Wℓ)ℓ∈N con-

verges to W∞ at the same rate.

4. The Lorenz attractor is stably mixing

We have shown that we can approximate, in the L2(µ)
sense, any target function on an ergodic dynamical system
using an ESN and Tikhonov least squares. This partially
explains the success enjoyed by Jaeger (2001), Xi et al.
(2005), Schrauwen et al. (2007), Shi and Han (2007), Yong Song et al.
(2010), Pathak et al. (2017), Løkse et al. (2017), Yeo (2019),
Chattopadhyay et al. (2019), Vlachas et al. (2019), and Hart et al.
(2019). Many authors including Chattopadhyay et al. (2019)
successfully predict the future observations of the Lorenz
system, while Pathak et al. (2017), Vlachas et al. (2019),
and Hart et al. (2019) additionally recover topological in-
variants including Lyapunov exponents, fixed point eigen-
values and homology groups. The authors are successful in
their numerical experiments because the Lorenz attractor
is mixing which implies it is ergodic, suggesting the con-
ditions Theorem 3.6 hold and we can L2(µ) approximate
target functions on the Lorenz attractor.

Proving that the Lorenz attractor is mixing was a tremen-
dous achievement, built upon the works of Afraimovich et al.
(1977), Guckenheimer and Williams (1979), Pesin (1992),

Williams (1979), and Tucker (1999) culminating with the
seminal paper by Tucker (2002), which resolved Smale’s
14th problem ‘Is the dynamics of the ordinary differential
equations of Lorenz (1963) that of the geometric Lorenz at-
tractor of Williams, Guckenheimer and Yorke? ’ (Smale,
1998). To formalise some of these ideas, we will begin with
the definition of a mixing dynamical system.

Definition 4.1. (Mixing) Let φ : M → M be a measure
preserving transformation on the measure space (M,Σ, µ)
with µ(M) = 1. Then φ is mixing if for any A,B ∈ Σ

lim
ℓ→∞

µ
(

A ∩ φ−ℓ(B)
)

= µ(A)µ(B).

Lemma 4.2. (Mixing implies ergodic) Let φ : M → M be
a measure preserving transformation on the measure space
(M,Σ, µ) with µ(M) = 1. Suppose φ is mixing, then φ is
ergodic.

Proof. Suppose φ is mixing and A,B ∈ Σ. Then

lim
ℓ→∞

µ
(

A ∩ φ−ℓ(B)
)

= µ(A)µ(B)

=⇒ lim
ℓ→∞

1

ℓ

ℓ−1
∑

k=0

µ
(

A ∩ φ−k(B)
)

= µ(A)µ(B)

=⇒ lim
ℓ→∞

1

ℓ

ℓ−1
∑

k=0

µ
(

A ∩ φ−k(A)
)

= µ(A)2. (3)

Now suppose µ(A) = µ
(

φ−1(A)
)

. Then (3) reduces to
µ(A) = µ(A)2 hence µ(A) = 1 or µ(A) = 0, so φ is ergodic.

Definition 4.3. (Stably mixing) Let φ : M → M be a
measure preserving transformation on the measure space
(M,Σ, µ) with µ(M) = 1. Then φ is stably mixing if suffi-
ciently small C1 perturbations of φ are mixing.

Theorem 4.4. The Lorenz (1963) system

ξ̇ = σ(υ − ξ)
υ̇ = ξ(ρ− ζ)− υ

ζ̇ = ξυ − βζ

(4)

with parameters σ = 10, β = 8/3, ρ = 28 admits a robust
attractor that is stably mixing.

Proof. Luzzatto et al. (2005)

Since the Lorenz attractor is stably mixing, so is any
sufficiently good C1 approximation to the evolution op-
erator φ, obtained by numerical methods. Consequently,
a numerically approximated Lorenz system is ergodic, by
Lemma 4.2. Thus, we expect that an ESN, trained using
Tikhonov least squares, on a sequence of observations of a
numerically integrated trajectory of the Lorenz attractor
will L2(µ) approximate arbitrary target functions on the
attractor.
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Figure 1: A typical trajectory of the Lorenz system (4) computed for
4000 timesteps, represented by the individual dots at time intervals
τ = 0.01. Colour indicates the direction of travel along the trajectory:
darkest colours (blue) at the earliest times and lighest colours at the
most recent times (yellow).

5. Numerical experiments

Our goal is to use an ESN to learn a mapping from
the ξ component of the Lorenz attractor to the ζ compo-
nent. We will sample data from a single trajectory of the
Lorenz attractor. To this end, let φ : R3 → R

3 denote a
discretisation of the Lorenz system (4) with time step τ i.e
effectively a discrete-time map of the form

φ(ξ, υ, ζ) = (ξ, υ, ζ) +

∫ τ

0

(ξ̇, υ̇, ζ̇) dt.

We set the timestep τ = 0.01 and initial condition (ξ0, υ0, ζ0) =
(0, 1.0, 1.05). For these initial conditions and the param-
eter values as in 4.4, we computed a trajectory for a 40
time units (i.e. 4000 timesteps), illustrated in Figure 1.

We select observation and target functions to be the
first and third components of the Lorenz system, i.e. we
choose the function ω(ξ, υ, ζ) = ξ so that the observations
zk are the ξ components of the trajectory at the sampled
time points t = kτ , so that

zk = ω ◦ φk(ξ0, υ0, ζ0)).

We select the target function to be ω(ξ, υ, ζ) = ζ so the
targets uk are the ζ components of the trajectory:

uk = u ◦ φk(ξ0, υ0, ζ0)).

The trajectories of these two components of observations
and targets are shown in Figure 2(a) and (b), respectively.

Our goal is to use an ESN to predict the targets based
on the observations. So, we set up an ESN with the fol-
lowing parameters:

• Reservoir size: T = 300,

• Activation function: σ = tanh,

0 5 10 15 20 25 30 35 40
−20

−10

0

10

20

(a) The ξ-component of the Lorenz trajectory (vertical axis) plotted against
time (horizontal axis).

0 5 10 15 20 25 30 35 40
0

20

40

(b) The ζ-component of the Lorenz trajectory (vertical axis) plotted against

time (horizontal axis). The black line at the kth timestep indicates the

approximation to this target time series given by W⊤

∞
xk.

Figure 2: Observations zk and targets uk drawn from the Lorenz
trajectory.

• Input matrix C and bias vector ζ: i.i.d uniform ran-
dom variables ∼ U [−0.05, 0.05],

• Reservoir matrix A: i.i.d uniform random variables
rescaled so that ‖A‖2 = 1,

• Regularisation parameter λ = 10−9.

Iterating the ESN with observations zk creates a discrete-
time sequence of reservoir states xk, illustrated in Figure 3,
which shows a projection of the reservoir states onto their
first the principal components. We then solved the least
squares problem

min
W

ℓ−1
∑

k=0

‖W⊤xk − uk‖2 + λ‖W‖2

to determine the output layer W using the SVD. This of-
fline learning method is described by Hansen et al. (2006).
Our aim here is to understand how increasing the num-
ber of data points ℓ improves our approximation of the
target function u. So we repeated this process with fewer
observation-target pairs, from 300 in increments of 100 up
to 4000. For each value of ℓ, we compute the best-fit read-
out layer W . We repeated this process once more for a
20,000 time step (i.e. 200 time unit) trajectory and com-
puted the readout layer which for this case we denote by
W∞, assuming that it is extremely close to the readout
layer we would obtain in the limit of infinitely many time
steps. For each readout layer W obtained using fewer data
points (300 ≤ ℓ ≤ 4000) we estimated the error on the
readout layer which we denote by WE:

WE =
‖W −W∞‖

‖W∞‖ ,
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Figure 3: Illustration of the reservoir states of the ESN driven by
inputs zk being the discrete-time samples observed from a trajectory
of the Lorenz system. The figure shows the projection of the reservoir
states onto their first 3 principal components.

and the root mean square error (RMSE) between the tar-
gets and the approximation for the entire 20,000 point tra-
jectory

RMSE =

√

√

√

√

1

20000

20000−1
∑

k=0

‖W⊤xk − uk‖2.

We expect that as the the number of data points ℓ grows
the WE and RMSE will converge. The central limit theo-
rem suggests that the matrix vector pairs (Σℓ, vℓ)ℓ∈N

(which
satisfy the Gauss normal equations ΣℓWℓ = vℓ) will con-
verge in law to a multivariate normal distribution, with
standard deviation converging with order 1/

√
ℓ; as the

number of data points ℓ tends to infinity. This suggests
(but does not strictly imply) that the WE and RMSE
might converge at a similar rate. We have been unable
to derive expressions for the convergence of the RMSE
and WE and remark that the need to compute W via a
least-squares fit means it is not obvious that these would
share the convergence rate of Σℓ and vℓ. Typical numeri-
cal results for the convergence of the RMSE and WE are
illustrated in Figure 4.

The figures reveal that the convergence of the RMSE
and WE is complicated. We observe sudden jumps which
appear when the Lorenz trajectory switches to a differ-
ent wing in the attractor, at such times presumably the
ESN rapidly acquires new independent information which
improves the fit. Furthermore, the convergence at least
over this range of trajectory lengths does not (convinc-
ingly) converge with order 1/

√
ℓ. Since the sudden jumps

occur on a timescale intrinsic to the dynamical system φ
we conclue that the internal structure of the attractor and
its dynamics plays an important role in the evolution of
the error; appealing to the asymptotic behavior may not
always be useful.

We pushed the numerics further, hoping to detect an
asymptotic regime by repeating the numerical experiments

103

100

7×10−1
8×10−1
9×10−1

(a) Log–log plot of the error on the linear readout layer W (vertical axis)
against number of data points (horizontal axis) used to train the readout

layer W . The line y = 45/
√
ℓ is plotted in black as a guide to the eye.

103

101

(b) Log–log plot of the root mean square error (RMSE) (vertical axis)
against number of data points (horizontal axis) used to train the readout

layer W . The line y = 150/
√
ℓ is plotted in black as a guide to the eye.

Figure 4: Convergence of the error on the readout layer (WE) and
convergence of the root mean square error (RMSE) displayed in log–
log plots. Black lines indicate convergence with order 1/

√

ℓ and
are shown in order to compare the convergence to what might be
expected if a central limit theorem applied.

103 104 105
10−2

10−1

100

101

Figure 5: The error on the readout layer (WE) (vertical axis) shown
against the number of data points ℓ (horizontal axis). The black
line has equation y = 45/

√

ℓ as a guide to the eye. Results for 10
separate realisations of an ESN are shown.

with a much longer trajectory. We computed W∞ for a
100 000 point trajectory and compared this to the W ob-
tained for shorter time series of lengths ℓ = 1000, 2000, . . . , 98000.
For each ℓ we computed the WE with 10 randomly gen-
erated realisations of the ESN. The results are shown in
Figure 5 and are also (sadly) inconclusive; there is no ob-
vious regime over which the error decreases as a power
law. Sudden decreases as the trajectory switches lobes on
the attractor are still visible, and the rate of convergence
remains complicated.

6. Conclusions and future work

The main result of this paper (Theorem 3.6) states that
an ESN trained on a sequence of observations from an
ergodic dynamical system (with invariant measure µ) us-
ing Tikhonov least squares will L2(µ) approximate any
target function u. We then summarised the result by
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Luzzatto et al. (2005) which implies the Lorenz attractor
exists and is mixing, hence ergodic. This allowed us to
conclude that an ESN trained on a sequence of scalar ob-
servations taken from the Lorenz system using Tikhonov
least squares should L2(µ) approximate the dynamics in
the attractor. In section 5 we simulated the Lorenz system
ourselves and designated the ξ and ζ components observa-
tions and targets respectively. We confirmed that as the
number of data points (ξk, ζk) grew, the approximation
of the target function improved. A good approximation
was reached before the number of data points was large
enough for the central limit theorem to (perhaps) become
relevant. This suggests that (perhaps unfortunately) this
asymptotic result may have limited practical use.

We discussed in section 2 that the L2(µ) norm is weaker
than the C1 norm, in the sense that convergence in C1 im-
plies convergence in L2(µ), while the converse does not
hold. This is somewhat unsatisfying, because (topolog-
ically conjugate) time series forecasting requires the au-
tonomous phase of the ESN to be a C1 approximator of
the embedded (structurally stable) dynamics.

It may be a fruitful to develop a training method be-
yond Tikhonov least squares that guarantees a C1 approx-
imation. Alternatively, it may be intriguing to explore
under what conditions Tikhonov least squares does pro-
vide a sufficiently good C1 approximation, which appears
to happen frequently in simulations. Authors including
Pathak et al. (2017), Vlachas et al. (2019), and Hart et al.
(2019) have demonstrated that an ESNs trained with Tikhonov
least squares can replicate topological invariants of dynam-
ical systems like Lyapunov exponents, fixed point eigenval-
ues, and homology groups, suggesting a sufficiently good
C1 approximation was achieved.

Though the L2(µ) approximation may not be sufficient
for topological results, it may be powerful enough to prove
interesting results about ESNs applied to control problems.
We can view a control system as a dynamical system, for
which we have at every state x ∈ M a set of actions a ∈ A
available to us. Then we seek a map π : M → A, called an
optimal controller (in control theory), or an optimal policy
(in reinforcement learning), which maximises some reward
function. To determine the value of a policy π it suffices
to determine the value function u : M → R which, we can
in principal approximate with an ESN from only partial
observations of the control system. Developing algorithms
to find the optimal controller/policy may be a rewarding
direction of future work.

We also believe much of the theory presented here could
be generalised or modified for other recurrent neural net-
works such as long short term memory networks (LSTMs).
LSTMs are used extensively in industry and perform very
well at context dependant time series problems. These are
problems where events that happened a long time in the
past may suddenly become important in the present. The
ESN is not well suited to such problems, because the im-
portance of events necessarily decays (at least) exponen-
tially quickly as we move further into the past, while the

structure of an LSTM sidesteps this problem. A detailed
explanation of the architecture is provided by Gers (1999).
Equations for a peephole LSTMS are listed below

fk = ϕg(Afck +W in
f uk)

ik = ϕg(Aick +W in
i uk)

ok = ϕg(Aock +W in
o uk)

ck = fk ⊙ ck−1 + ik ⊙ ϕc(W
in
c uk)

hk = ϕh(ok ⊙ ck)

where fk, ik, ok, ck, hk ∈ R
n are the vectors of the forget

gate, input gate, output gate, cell state, and hidden state
(also known as the output state) associated to the LSTM
at time k. Next, uk ∈ R is the scalar input of the LSTM
at time k and ϕg : Rn → R

n is a componentwise sigmoid
function, ϕc : Rn → R

n is the componentwise tanh func-
tion, and ϕh : Rn → R

n is some function that is usually
the identity map. Af , Ai, Ao, Ac are n × n matrices and
W in

f ,W in
i ,W in

o ,W in
c are 1×n matrices. Finally, the symbol

⊙ here represents the Hadamard product (taking compo-
nentwise product of 2 vectors).

We can see that LSTMs admit ESNs as a special case
by fixing Af = 0, W in

f = 0, bf = 0, bi = 0, bc =

arc tanh(1/2), W in
c = 0. It may therefore interest the aca-

demic community studying LSTMs, as well as those with
industrial applications in mind, to generalise the theory of
ESNs presented here and elsewhere to LSTMs.

One shortcoming of Echo State Networks (that is typi-
cal for a machine learning paradigm) is that physical infor-
mation about the underlying dynamical system is typically
ignored. The question of how one might integrate some
basic knowledge of the underlying dynamical system into
the ESN architecture was recently explored numerically by
Huhn and Magri (2020) and Doan et al. (2020). Develop-
ing their ideas further may be an intriguing direction of
future work.
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