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Abstract

Background Recording from the peripheral nervous system is key in the development
of implantable neural interfaces. Despite a long history of using implantable electrodes
for neuro-stimulation, it is difcult to make recordings from the nerves as signal ampli-
tudes are often too small to be detected. Methods exist that are suitable for recording
evoked potentials, but these require artificial stimulation of the nerve and thus have
limited use in implanted neural interfaces.

New Method In order to address these issues new methods are developed to analyse
spontaneously occurring action potentials by extending an approach called velocity
selective recording, which uses longitudinally spaced electrodes to record action po-
tentials as they propagate. The new methods using image processing techniques to
automatically identify and classify action potentials without any prior knowledge of
their morphology.

Results Simulations are developed to test the methods, and a detailed experimen-
tal validation is performed using in-vivo recordings from the L5 dorsal rootlet of rat.
Results show that this new approach can discriminate action potentials from both sim-
ulated and real recordings and the experimental validation demonstrates an ability to
detect dermal stimulation by changes in the firing patterns of different axons.

Comparison to existing methods This framework, unlike existing methods, is in-
trinsically suitable for recordings of spontaneous neural activity. Further it improves
upon both the computational complexity and the overall performance of existing meth-
ods.

Conclusion It is possible to perform on-line discrimination and identification of
action potentials without any prior knowledge of their morphology using new image
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processing inspired methods.

Keywords: neural interfaces; velocity selective recording; neural recording; spike
sorting.

1. Introduction

Neural interfaces are important not only for fundamental biological science and
electrophysiology, but also for the development of medical devices and neural pros-
theses. Interfaces that can both record from and stimulate the nervous system are of
particular interest; however, the challenges faced with neural recording have severely
limited progress.

Recordings of the electrical signals - the action potentials (APs) - from the periph-
eral nervous system are uncommon for many reasons. The primary reasons are very
low signal amplitudes (typically, using cuff electrodes, on the order of 10 µV) [1, 2],
and the inherent mechanical fragility of small nerves. The low signal amplitudes, cou-
pled with little inter-axon variation in AP morphology generally precludes the use of
the traditional spike sorting techniques that are used in recordings from the brain.

The ideal peripheral neural interface would allow recording from and stimulation
of each individual axon within the nerve; it would be chronically stable in time and
would pose no long term risk to the nerve itself. It would permit the online analysis
of any particular target organ system, providing, for example, a real time measurement
of the fullness of the urinary bladder. However, before such physiological labels could
be attached it is necessary to record, identify and classify the APs (afferent or efferent)
within each individual axon.

1.1. Current Recording Approaches
There are several approaches to recording from peripheral nerves using electrodes

that do not penetrate the epineurium (extraneural electrodes), and many make use of
quite different electrode geometries. In order to provide an overview of the most preva-
lent electrical recording approaches it is necessary to identify these different geome-
tries, as they generally dictate the signal processing methods that can be applied. Elec-
trodes can be grouped to form point measurements (single channel), one-dimensional
linear arrays, or two-dimensional cylindrical linear arrays. While the linear property is
widespread it is not generally a fixed requirement but rather it exists for convenience.

• Point measurements are those made using an electrode geometry that produces
one recording channel, i.e an observation at a single spatial location. This is by
far the most common recording approach and lends itself to a wide array of sig-
nal processing techniques, these techniques generally fall into the broad class of
Spike Sorting methods. Spike sorting is a wide-spread and ubiquitous approach
to the identification, extraction, and classification of APs (often called spikes).
There is considerable literature covering spike sorting, and many advancements
have been made over the past few decades [3]. Fundamentally, spike sorting
relies on the fact that APs recorded from different neurons will show morpho-
logical variation, thus the APs may be classified (grouped) based on similarity
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of shape. Spike sorting typically does not rely on prior knowledge about the AP,
and modern implementations have been made very computationally efficient.

Matched filtering was one of the first approaches used to classify APs based
on morphology, and requires templates of the expected AP waveforms. These
templates are convolved with the observed signals from a single recording site,
the result being that when a template matches an AP the resulting signal exhibits
peak Signal to Noise Ratio (SNR) for that template.

In recordings made from the brain the differences in AP morphology primar-
ily arise from the location of the recording electrode relative to multiple source
neurons [4]. However, in peripheral nerve recordings the electrodes are typi-
cally located close to the axons of the source neurons, and any difference in the
AP morphology will likely arise as a result of the recording configuration (the
transfer function of a dipole or tripole).

• Temporal Classification relies on the fact that in peripheral nerve recordings
the propagation of the AP may be observed by placing a one-dimensional array
of electrodes longitudinally along the length of the nerve. Different properties
of the APs, such as their conduction velocity (which is proportional to axon
diameter), may then be used to discriminate APs from individual axons [5, 6].
These approaches do not typically require any prior knowledge about the AP
morphology or properties, and many can improve the SNR of the recording by
averaging over the recording channels.

• Spatial Classification relies on the fact that a one-dimensional array of elec-
trodes placed circumferentially around a nerve can selectively identify activity
from within different fascicles. Passive recording approaches include source lo-
calisation and types of beamforming, many of which do not require prior knowl-
edge about the AP but do require high SNRs in order to localise activity to indi-
vidual fascicles [7].

Active approaches include Electrical Impedance Tomography (EIT), in which an
externally applied sinusoidal waveform is used to measure the electrical impedance
over a cross-section of the nerve[8] [9]. These measurements can be used to re-
construct images (activity maps) of the nerve that show relative activity within
each fascicle. No prior knowledge of the AP is needed, but the image reconstruc-
tion process is computationally intensive and may not be fast enough to image
activity from fast APs. This approach may also be more sensitive to movement
or changes in impedance from vascular activity (in large nerves) than other ap-
proaches.

• Spatiotemporal Classification combines both circumstantially and longitudi-
nally spaced electrodes to form a cylindrical electrode structure to observe prop-
agating APs in both space and time [10]. This has the advantage that in theory
APs can localised in both domains and averaging could be used to improve the
performance in low SNR situations. Classification can be performed using tem-
plates, or by training a Convolutional Neural Network (CNN) to recognise the
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spatiotemporal patterns associated with specific neural activity [11, 12]. This ap-
proach requires a large number of electrodes (approximately 52) and some prior
knowledge of the expected patterns in order to train the classifier.
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Figure 1: (a) An example of an eCAP, the left panel shows the time domain propagation (and dispersion)
of the eCAP along a recording array. The eCAP is formed by the summation of a large number of lower
amplitude APs that constructively interfere. Also present, but less clear, is a second slower eCAP that occurs
approximately 1 ms after the first. The right panel shows the IVS computed from the same recording using
the delay-and-add process, showing the two velocity peaks that correspond to each eCAP. (b) An example
of spontaneous neural activity, which by contrast with the eCAP contains individual APs (with much lower
amplitudes) propagating and overlapping (but not dispersing) along the recording array.

Discrimination by velocity using a !D array has several key advantages: increased
signal amplitudes through averaging (an improvement in the SNR of approximately√

N [13], where N is the number of electrodes), the ability to separate signals based
on direction, and no prior knowledge of the AP waveform is required. Thus, it is the
velocity discrimination approach that is further developed in this paper.

1.2. Velocity Selective Recording

The first demonstrations of velocity selective recording were made using electrical
stimulation to recruit large amplitude evoked Compound Action Potentials (eCAPs), in
worm [6], frog [14, 5], pig [15] and rat [16].

The eCAP is produced when a large number of axons generate APs simultaneously
at the point of stimulation, their individual APs superimposing to produce a handful
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of large amplitude eCAPs. For large nerves there are often 2 or more eCAPs with
different velocities, likely caused by multi-modal fibre-diameter distributions (see [17]
and Fig.1a for an exemplar recording). A process called delay-and-add is used to
provide a spectral representation of eCAP recordings, where the spectrum is presented
with respect to velocity rather than frequency [13]. This spectrum is called the intrinsic
velocity spectrum (IVS) and it illustrates the maximum magnitude of the recording
at different velocities. Fig. 1a shows both a time domain eCAP recording and the
corresponding IVS.

However, in the analysis of spontaneous neural activity APs occur as discrete events
in continuous patterns, and are not necessarily coincident. Thus the overall recorded
amplitudes are significantly reduced compared to the case of the eCAP and the ve-
locity spectrum, whilst a good tool for the analysis of eCAPs, is not suitable for the
problem of naturally occurring (spontaneous) neural signals. The first successful at-
tempt at recording spontaneous APs using this method was made by Metcalfe et al.
using hook electrodes in rat [16]. This work was further developed by recording respi-
ration afferents from a much larger nerve (the right cervical vagus) in pig using a nerve
cuff [1]. Fig. 1b illustrates an exemplar recording of spontaneous neural activity and
demonstrates the stark contrast to the eCAP of Fig. 1a.

This existing work developed basic methods for identifying individual action po-
tentials in spontaneous neural recordings - such as the velocity spectral density (VSD)
approach [16]. However this existing method has a number of shortcomings that are
directly addressed in this work, namely the computational complexity and the poor
performance with low SNRs. These disadvantages are made clear using comparative
simulations.

1.3. Electrode Arrays

The most basic velocity selective recording array can be constructed from wire
hooks, with typically between 5 and 10 electrodes [16, 14], these are easy to fabricate
and can be made by hand with limited tooling. However, hooks are only suitable for
acute experiments and, due to their hand assembly, there is often a large variation in
the actual electrode spacing.

An alternative array can be formed using a Multiple Electrode Cuff (MEC). These
are comprised of a conformable substrate (such as silicone or PTFE), embedded in
which are annular electrodes formed from a conductor such as PtIr or Au. MECs are
wrapped around the entire nerve, and can be self-closing or may be glued or sutured
closed. Cuffs are suitable for chronic implantation and can be manufactured either by
hand [18], or by a number of different microfabrication techniques [19].

A schematic representation of a simple three electrode array (in this case a cuff)
fitted to a nerve is shown in Fig. 2, the overall cuff length is L, and the absolute elec-
trode spacing as measured from the centre of the first electrode is un where n represents
the nth electrode. Typically L will be on the order of centimetres and un+1−un on the
order of millimetres. The number of electrodes N varies depending on the available
space for the implant, but typically will be about 10 [17]. The length of the cuff, the
number of electrodes, and the electrode positions will all affect the ability of the array
to discriminate different velocities.
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Figure 2: Example layout of a three electrode MEC with circumferential electrodes spaced equidistant along
a cuff of length L. The electrode positions (un) are measured relative to the first electrode. The length
of the cuff, the number of electrodes, and the electrode positions will all affect the ability of the MEC to
discriminate different velocities.

More broadly velocity selective techniques may readily be applied to any recording
interface that provides, or that could provide, multiple recording sites distributed along
the length of the nerve. Both Longitudinal Intrafascicular Electrodes (LIFEs) and
Transversal Intrafascicular Multichannel Electrodes (TIMEs) could be used if multiple
such electrodes were inserted at known distances, creating a structure similar to Fig. 2
but with penetrating electrodes [20]. Alternatively book electrodes such as those com-
monly implanted on the sacral roots in humans could be extended to a larger number
of electrodes [21]. The methods developed in this work would be directly applicable to
any such interface.

1.4. Contributions

The paper presents a new signal processing framework that is designed specifically
for the analysis of spontaneous neural recordings (as opposed to eCAPs) made us-
ing multiple electrode arrays. The method of velocity selective recording is extended
using a new methodology based on image processing. The proposed framework au-
tomatically identifies APs and classifies them based on both conduction velocity and
direction without any prior knowledge of the AP morphology. Further a formal statis-
tical analysis is introduced in order to understand the performance of the framework in
the presence of noise.

Section 2 considers the signal processing theory, including the modifications and
new methods necessary for AP extraction. Section 3 demonstrates the methods on sim-
ulated data and introduces new statistical tools while section 5 validates the methods
using experimental data recorded from a rat. Finally, section 6 provides a critical dis-
cussion and evaluation of the work in the context of the other approaches described in
section 1.1.

2. Theoretical Methods

2.1. Velocity-Selective Array Processing

The concept of velocity discrimination is founded on the fact that the conduction
velocity of an AP is a function of the axon properties, all of which are assumed to be
either time invariant (e.g myelin thickness, diameter, membrane properties) or tightly
regulated (e.g. temperature, ionic concentrations) [22]. The axon diameter and the
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presence (or not) of myelin are the main factors that determine the difference in conduc-
tion velocity from one axon to another. In conventional methods the signals recorded
from each electrode are delayed relative to one another by an interval that corresponds
to the conduction velocity of interest and then summed together [6]. The velocity-
domain data representation is formally computed by

V (v, t) =
N−1

∑
n=0

Vn (t− τn) (1)

where v is velocity, t is time, Vn is the signal from the nth electrode,

τn (v) = un/v (2)

are the time delays applied to each electrode for velocity selection, and un is the posi-
tion of the nth electrode [13]. In total there are N electrodes.

The spectrum of a signal recorded using this technique is given by Y ( f ,v), which is
a function of both frequency and velocity and can be obtained by treating the process
as a linear time-invariant system such that,

Y ( f ,v) = G( f ,v) ·H( f ,v) ·A( f ) (3)

where A( f ) is the spectrum of the transmembrane action potential (TMAP), H( f ,v) is
the transfer function of the recording configuration (e.g monopolar, bipolar, tripolar),
and G( f ,v) is the transfer function of (1) at a matched velocity (i.e when τn is matched
to the natural conduction delay). Further information on this process can be found in
[13].

For the practical analysis of eCAPs the maximum value of (1) is taken over time for
each velocity resulting in the intrinsic velocity spectrum (IVS), which is only a function
of velocity [13]. An example of this process is shown in Fig. 1(a), in which a 9 channel
recording containing 2 eCAPs is transformed into the velocity domain to produce the
IVS. In this example the second eCAP is barely visible but occurs approximately 1 ms
after the first. The peaks in the IVS correspond to the conduction velocities of the 2
eCAPs. The frequency response of (3) is often neglected in the analysis of eCAPs; for
spontaneous APs it can be shown that simplifying the frequency response by using a
narrow band filter can increase the velocity selectivity - i.e the ability of the processing
to discriminate similar velocities from one-another [13].

2.2. Improved Velocity-Selective Array Processing
An eCAP recording is typically very short (10 - 20 ms), however recordings of

spontaneous APs can often last many minutes or hours, and contain thousands of indi-
vidual APs rather than a handful of eCAPs [1].

Computing (1) in the time domain becomes difficult for long recordings (many
minutes or hours) because for each velocity it is necessary to store in memory a delayed
copy of N−1 channels, each with a different delay. These copies need to be the same
length before they are summed, and this is typically achieved by padding the arrays
with zeros. This process is both memory intensive and computationally inefficient,
with processing speed of approximately N2. Further (1) is limited in resolution by

7



the sampling rate and can vary only in discrete steps. However, the memory usage, the
computational efficiency, and the velocity resolution can all be improved by computing
the delay in the frequency domain by

Vn (t− τn) =
∫

∞

∞

[∫
∞

∞

Vn (t)e− jωt dt
]

e− jωτne jωt dω (4)

where ω is the angular frequency and all other variables are the same as in (1). The
inner integral is the continuous time Fourier transform of Vn(t), which is multiplied by
a shift to perform the delay. The outer integral is the inverse Fourier transform. Further
efficiency savings are possible by observing that the forward Fourier transform need
only be performed once for the entire recording regardless of the number of velocities
to be considered. In practical realisations the Discrete time Fourier Transform is used
in place of the continuous time transform. Computing V (t,v) in this way leads to a
processing speed of N

√
N versus N2 for the time domain approach.

2.3. Automated Action Potential Detection
After the delay-and-add process (using either (1) or (4)) the data has been trans-

formed into the velocity-time domain, where V (v, t) is a function of velocity and time.
The next step is to identify individual APs within the recording. The novel approach
taken here is to treat V (v, t) as a v by t image and then to use image processing tech-
niques to identify the APs. A visual representation of the process is provided in Figs. 3a
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Figure 3: An example of the array processing and segmentation process on simulated data; (a) five APs in
the time domain with conduction velocities of 15, 30, 25, 20 and -22 m/s from left to right respectively; (b)
velocity-time domain representation, the darker areas indicate stronger correlation (the image is presented
in dB relative to 1 µV); (c) the islands created by segmentation, the markers indicate the identified time and
slowness of each AP. The AP with negative conduction velocity is automatically rejected for positive values
of slowness.

and 3b that show a time domain recording containing five APs and the corresponding
image formed by V (v, t) respectively.
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Once the recording has been transformed the next step is to apply a threshold func-
tion to remove noise, here the threshold is computed relative to a 1 µV signal, such
that,

V (v, t)

{
V (v, t), 20log10 (|V (v, t)|/1µV )≥ θ

0, 20log10 (|V (v, t)|/1µV )< θ
(5)

where θ is the threshold in dB. This threshold is a free parameter and its importance is
explored further in Section 3. The reason for choosing 1 µV as the threshold reference
is that the noise floor for typical neural recording systems is approximately this level
[16].

One of the significant advantages of velocity based discrimination is the ability
to discriminate APs that are either fully or partially overlapping in time. This is a
common occurrence in spontaneous neural recordings and causes significant problems
with conventional processing methods that rely on the morphology of the APs (spike
sorting techniques). Traditional methods often seek to identify such events and exclude
them from further analysis [23]. However, within the recording array any overlapping
APs will separate in time and space as they propagate so long as they have sufficiently
different conduction velocities. This is illustrated in Fig. 3b & Fig. 3c, where two
partially overlapping APs (t = 13 ms) have been successfully separated due to the fact
that the degree of overlap changes as they propagate through the array.

Once the APs have been isolated it is necessary to find the peak of each AP, this
peak is the largest value of V (v, t) for that AP and corresponds to the most likely ve-
locity and time of occurrence. Note that the time of occurrence for each detection will
be aligned to the first recording channel. In order to find the peaks a conventional wa-
tershed transform is used to segment continuous regions of interest into distinct events
(the shaded area in Fig. 3 (c) [24]. The watershed transform is a common image
processing technique that finds ”catchment basins“ in an image by interpreting it as a
surface where light pixels represent high elevations and dark pixels represent low el-
evations. It was implemented using the Fernand Meyer algorithm with 8-dimensional
connectivity. The timing and velocity for each detected AP is then found by locating
the maximum value in each given shaded region (the peak).

The final step in the process is to produce a spike train that is simply a list of
detected APs with associated time indices and velocities.

An example of the complete array processing and segmentation process on sim-
ulated data is shown in Fig. 3, in this example there are five APs with conduction
velocities of 15, 30, 25, 20 and -22 m/s respectively. The velocity and the time of each
simulated AP was defined manually within the stimulation in order to construct a repre-
sentative illustration. Fig. 3(a) shows the time domain recording, 3(b) the velocity-time
domain, and 3(c) the result of the segmentation process, where the markers indicate
the detected time and velocity of each AP. The figures are plotted in terms of slowness
(the reciprocal of velocity) in order to linearise the logarithmic scale for presentation
purposes. Note that the AP with negative conduction velocity is not detected, this is
because for positive slowness values there is minimal correlation, this demonstrates the
ability of the process to separate afferent versus efferent APs; there is still some corre-
lation due to the second positive phase of this AP, and so perfect directional selectivity
is not always possible.
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Table 1: Actual and detected time and velocity of simulated APs in Fig. 3.

AP Index 1 2 3 4 5
Actual Velocity (m/s) 15.00 30.00 25.00 15.00 -22.00

Detected Velocity (m/s) 14.59 31.76 23.48 14.59 -
∆ Velocity (m/s) 00.01 -01.76 01.52 00.01 -

Actual Time (ms) 02.00 08.00 12.00 12.40 20.00
Detected Time (ms) 02.48 08.32 12.36 12.88 -

∆ Time (ms) -00.48 -00.32 -00.36 -00.48 -

A comparison of the true and estimated AP velocities and time of arrivals is shown
in Table 1, the largest error occurs for the partially overlapping APs. The actual time
of arrival is based on occurrence of the AP at the first recording channel, the estimated
time of arrival is delayed by approximately the propagation delay of the AP along the
array.

3. Simulated Results

In order to understand and characterise the performance of the methods proposed
in Section 2 a set of simulation studies were performed using MATLAB (Mathworks,
Massachusetts, US).

3.1. Simulation Model

The simulation model consisted of an artificial recording array that was 5 mm in
length and contained six electrodes equidistantly spaced by 1 mm connected in a bipo-
lar fashion. Each simulated recording was tmax = 10 seconds in duration and contained
M = 1000 APs with velocities v ∼ U[10, 30] and time of occurrence t0 ∼ U[0, tmax].
The sampling rate was 50 kHz. These parameters were chosen to be consistent with
the configuration and observations from the experimental work in Sections 4 and 5.

Each AP was formed using a conventional TMAP model that, for simplicity, does
not include the transfer function of the cuff (H( f ,v)). The TMAP model is given by

a(t, t0) = max
(

A(t− t0)ne−B(t−t0),0
)

(6)

where t0 is the time of occurrence and A = 2.2e7, B = 7.2e3 and n = 3. This model yields
a unipolar AP with total duration 2 ms and peak amplitude 80 µV [25]. Each bipolar
channel was then constructed by summing delayed APs using

sn(t) = ∑
∀M

a(t,τn) (7)

and
Vn(t) = (sn(t)− sn+1(t))+n(t) (8)
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where n(t) is band-pass filtered (100 Hz - 1 kHz) white noise with controllable variance.
In all simulations the SNR was estimated using the Peak-SNR (PSNR) given by:

PSNR = 20log10

 max(s(t))√
1

tmax
(s(t)−V0(t))2

 (9)

The PSNR was chosen as a more accurate representation of the SNR for a signal con-
taining non-periodic action potentials, and is the ratio between the maximum possible
power of a single action potential and the power of the corrupting noise that affects the
fidelity of its representation.

3.2. Statistical Performance Analysis

The model described in section 3.1 was used to perform a statistical analysis of the
detection and classification performance of the proposed array processing technique.
Detection and classification are different tasks and they were assessed independently.
The model parameters (such as sample rate, number of APs, range of velocities etc)
were kept constant, while the noise and the detector threshold were varied.

3.2.1. Detection Performance
The balanced F-measure (the F1 score) was used to assess AP detection perfor-

mance, predominantly because it does not consider true negatives, which are problem-
atic to define in this application. The F1 score is formally defined as the harmonic mean
of precision p and recall r and is given by,

F1 = 2 · p× r
p+ r

(10)

where precision is the number of correct detections divided by the number of all de-
tections, and recall is the number of correct detections divided by the actual number
of APs [26]. The F1 score reaches its best value at 1 (perfect precision and recall) and
worst at 0. Fig. (4) shows the F1 score as a function of detector threshold and PSNR.
For high PSNR (> 40 dB) there exists a large operating window where near perfect
detection is possible. The reason that the F1 score does not reach 1 is because not all
overlapping APs will be successfully identified, even as PSNR→ ∞. For low PSNR
the operating window reduces until the peak F1 score drops, indicating that for low
PSNR situations the choice of detector threshold becomes critical.

The shape of the F1 curve can be explained by the overlapping of the underlying
precision and recall curves. Too high a detector threshold and most APs are missed,
and too low a detector threshold and the false positive rate dominates.

3.2.2. Classification Performance
Classification performance was assessed using four multi-class tools: confusion

matrices, precision, recall, and accuracy.
Confusion matrices are a form of contingency table and in this situation they relate

actual velocity versus detected velocity for each detected AP [26]. Two examples are
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Figure 5: Confusion matrices with PSNR = ∞ dB (left) and 30 dB (right), in both cases the detector threshold
was 30 dBµV, the intensity of the shading is proportional to the number of APs in each category. A perfect
detector should only have entries along the diagonal, but in this case the detector performance degrades as
the velocity increases.

presented in Fig. (5) for the cases where PSNR = ∞ dB and 30 dB, in both cases the
detector threshold was held constant at 30 dbµV. This threshold was determined by the
detector performance assessment in subsection 3.2.1, which showed that a threshold of
30 dbµV provides peak F1 score over the broadest range of PSNR. Within Fig. (5) the
intensity of the shading is proportional to the number of APS within that classification
bound.

When the PSNR = ∞ dB an ideal classifier should only contain entries along the
diagonal of the confusion matrix, however in Fig. (5) it is clear that the classification
performance reduces with increasing velocity, even when PSNR = ∞ dB. This is a well
know characteristic of velocity discrimination systems - at high velocities the time
delays between each channel become progressively smaller, effectively limiting the
velocity resolution that is obtainable. This effect can be mitigated by either increasing
the sampling rate or by increasing the inter-electrode spacing.

When the PSNR = 30 dB (a case for which the detector F1 score is still approxi-
mately 0.6) the classification performance has begun to degrade, with a larger number
of off-diagonal entries in the confusion matrix. The degradation follows the pattern of
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Table 2: Classification performance for varying PSNR with constant detector threshold (30 dbµV).

PSNR (dB) This Work VSD[16]
Precision Recall Accuracy Precision Recall Accuracy

∞ 0.83 0.79 0.790 0.64 0.53 0.533
60 0.84 0.80 0.796 0.67 0.55 0.553
50 0.83 0.79 0.792 0.68 0.54 0.538
40 0.74 0.71 0.706 0.45 0.28 0.278
30 0.54 0.53 0.530 0.28 0.10 0.100
20 0.32 0.28 0.281 0.20 0.14 0.135
10 0.22 0.17 0.171 0.21 0.15 0.155
0 0.21 0.16 0.162 0.21 0.16 0.162

-10 0.20 0.17 0.171 0.22 0.16 0.163

poor high-velocity performance and indicates that the relative loss of performance is
equal over the full range of velocities.

In order to quantitatively assess the classification performance of the proposed
methods, and to compare this performance to the existing VSD method, multi-class
precision (p), recall (r), and accuracy metrics were defined. Precision and recall were
defined as

p =
1

∑l∈L |ŷl |∑l∈L

|ŷl ||yl ∩ ŷl |
|yl |

(11)

and

r =
1

∑l∈L |ŷl |∑l∈L

|ŷl ||yl ∩ ŷl |
|ŷl |

(12)

where y and ŷ are the are the detected and actual time-velocity pairs, L is the set of
labels, and yl is the subset of y with label l. The weighting factor in (11) and (12)
weights the scores based on the number of pairs with each label, so that more emphasis
is given to those labels that occur more frequently.

The multi-class accuracy was computed using the un-weighted averages of the Jac-
card similarity coefficient score, given by

J(yi, ŷi) =
|yi∩ ŷi|
|yi∪ ŷi|

(13)

where yi and ŷi are the individual detected and actual time-velocity pairs.
Table 2 illustrates the multi-class precision, recall, and accuracy for the method

proposed in this work and the existing VSD method [16]. Results are presented for a
range of PSNRs from ∞ dB to -10 dB with a constant threshold of 30 dBµV applied in
both cases. Accuracy values below 0.1 are indicative of random classification (i.e that
the classifier is no better than a random class generator), and can be used as a measure
for the limit of detection. It is clear from the results that the methods proposed in this
work are superior not only in terms of maximum accuracy (0.79 at ∞ dB) but also the
limit of detection (20 dB versus 40 dB).
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4. Experimental Methods

In order to validate the proposed methods they were applied to experimental data
obtained from an array implanted on the L5 dorsal root of a rat.

4.1. Surgical Procedure

An adult female Sprague Dawley rat (250 grams) was anaesthetised with 1.5 g/kg
urethane (Sigma) administered by the intraperitoneal route. The dorsal spinal cord
was exposed via a laminectomy of three of the lumbar spinal vertebrae. The skin was
sutured to an over-hanging rectangular bar, creating a contained pool into which non-
conductive mineral oil was poured.

The dorsal roots were exposed by incision through the dura and the left fifth lum-
bar dorsal root was micro-dissected into fine rootlets/fascicles with fine glass pulled
pipettes, in a method described previously [27, 28, 29]. The dorsal root was chosen
for a number of reasons. Firstly it is long enough to fit in a multiple electrode array;
secondly it is amenable to the micro-dissection technique, and finally it is exclusively
sensory. During the course of the experiment, modulation of the neural signals within
the rootlet was elicited by stimulating the L5 dermatome manually (via direct cuta-
neous touch). One fascicle, approximately 100 µm in diameter, was placed within a
multiple electrode recording array before recording commenced.

The recording array contained ten hooks joined to an insulating bar that was sup-
ported by a clamp stand. Each hook was formed from 0.2 mm diameter tungsten wire
fed through a polyurethane tube of 0.4 mm (internal) diameter. The approximate spac-
ing between each hook was 0.5 mm and total length of the electrode array was 5 mm.
The electrodes were arranged in a shared bipolar configuration whereby five channels
were recorded from ten independent but commonly-referenced amplifiers.

The amplifiers were connected to the recording set-up (Digitimer, UK) and the ani-
mal was suitably electrically grounded to the recording equipment and the surrounding
Faraday cage. The total system gain was 80 dB and all signals were band pass filtered
at 300 - 5,000 Hz. Data acquisition was performed using a bank of high speed data
converters (National Instruments DAQ9222) with a sampling rate of 50 kHz.

5. Experimental Results

Two classes of data were created from the experiments, one without any cutaneous
stimulation (herein known as resting) and a second with cutaneous stimulation via
stroking of the L5 dermatome (herein known as stimulation). In each class, ten in-
dependent recordings were made from the five channels in the array, each recording
lasting 250 ms.

5.1. Array processing

Each data set was processed using the velocity-selective array processing tech-
niques described in Section 2. An exemplar recording taken from the stimulation
data set is shown in Fig. 6 a), the time domain input-referred noise floor ranged from
4.00 µVRMS to 8.31 µVRMS in each channel. The peak-to-peak signal values for a
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Figure 6: Detected single APs (not compound APs) during an exemplar 250 ms recording from the L5 dorsal
root; (a) the time domain recording of 5 channels showing individual APs; (b) the detected afferent APs
indicated by a vertical marker; (c) the detected efferent APs. The shaded area indicates modulation by
tapping of the dermatome, clearly visible during stimulation is an increase in the number of afferent APs. As
the root was purely sensory the efferent APs are artefacts, the relatively low number of which demonstrates
good directional selectivity.

single AP were in the range 34.95 µVpp to 86.46 µVpp corresponding to an SNR of
12.5 dB to 26.7 dB. The range of velocities to consider in the analysis was informed
by prior experience, and was selected to be vmin = 3 m/s and vmax = 30 m/s, with a step
size of 0.1 m/s. As the recording was made from a very finely teased fascicle these APs
are single events, not compound APs. This can be further ascertained by noting that
when inspected closely there is no dispersion over the length of the recording array
(compound APs formed from axons with disparate conduction velocities will disperse
as they propagate away from the point of stimulation) [30].

The threshold is to some extent a free parameter, and was chosen to be 38 dB
relative to 1 µV. The SNR measurements above indicate that the smallest APs should
have peak SNRs of 37.8 dB relative to 1 µV after the delay-and-add process (a

√
(N)

increase where N = 5). Referring to the F1 score plot in Fig. 4 this should yield an F1
score of approximately 0.6. The same detector threshold was used in all cases.
The result of the array processing is shown in Fig. 6b (afferent) and Fig. 6c (efferent),

this raster plot is also known as a spike train. Each marker indicates the time and
velocity of a detected AP, the onset and duration of a dermal stimulation event (tapping)
is indicated by the shaded box. The separation of afferent versus efferent propagation
was achieved by reversal of the delay inserted in Eq. 4. Clearly visible is an increase
in spike frequency during the stimulation event. There are only six detected efferent
APs - the dorsal root was expected to be purely afferent, and so these efferent APs are
likely to be artefacts. Presenting the data in this way provides a new insight into the
firing patterns of axons with different conduction velocities.
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Figure 7: Histograms of AP velocities made with and without stimulation of the L5 dermatome. In both
cases the bars indicate the mean over the data sets and the error bars indicate the 25th and 75th percentiles.
The fully shaded bars indicate velocities for which the null hypothesis was rejected.

5.2. Statistical Analysis

In order to assess the changes in the firing patterns over all recordings array pro-
cessing was applied to each of the 20 data sets and the mean number of APs over all
recordings of each type were used to construct the histograms shown in Fig. 7. In each
histogram the solid bars indicate the mean number of APs at each conduction velocity
over all 10 data sets, the error bars indicate the 25th and 75th percentiles. There is a
clear increase in the overall number of APs when dermal stimulation is applied along-
side a significant change in the shape of the distribution. The largest changes appear
around 10 m/s and 3 m/s, which correlates with the changes in the spike train of Fig.
6b.

In order to identify the statistical significance of these changes a paired t-test with
a threshold of 5% was performed on these distributions, the null hypothesis being that
there was no significant change in the velocity distributions between the resting and the
stimulation case. The solid bars indicate velocities at which a statistically significant
difference was observed, i.e the cases in which the null hypothesis was rejected. This
result confirms that the most significant changes occurred around 10 m/s and 3 m/s.

6. Discussion

6.1. Contributions

The recording of spontaneously occurring APs from the peripheral nervous system
remains a significant challenge in the development of new neural prostheses. This
paper has advanced the state of the art by developing a new processing framework
for the velocity-discrimination of spontaneous neural activity recorded using a linear
electrode array. This new approach is enabled by considering the velocity-time domain
as an image, and applying some standard image processing techniques. Importantly,
this new approach opens avenues to apply more sophisticated techniques that can be
directly translated from existing work in both array processing and image processing.
For example, the CLEAN algorithm could be used to identify and remove APs from
the velocity-time domain as they are detected in a multi-pass approach, this would
likely improve the detection of slower APs and would provide the basis for an adaptive
threshold [31].
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The new framework introduced in this paper has been validated using both simu-
lated data and experimental data recorded from an in-vivo model in rat, demonstrating
the direct applicability to neural recordings. The significance of this work is that it
enables on-line discrimination and identification of APs based on conduction veloc-
ity and direction, in a way that inherently boosts SNR, rejects artefacts and separates
overlapping APs.

6.2. Comparison to other approaches

As described in Section 1.1 there are many different approaches to recording and
classifying APs from the peripheral nervous system. The data and results presented
in this work were obtained using a one-dimensional linear array of electrodes placed
longitudinally along the length of the nerve (an array of hooks). This approach provides
multiple observations of the propagating APs and so provides more information than
point measurements, but less than a two-dimensional array. As the signal processing
methods are tightly coupled to the electrode configuration it is not possible to directly
apply any of the alternative processing approaches to the data-set in this work - with
the exception of those based on point measurements.

Spike sorting could be applied to a single channel (or to each channel consecu-
tively) in a linear array. The morphology of each AP is determined by (3), and assum-
ing that the spectrum of the TMAP is identical for all axons then the primary factor
affecting the morphology is the velocity dependence of H( f ,v). For the case of a
bipolar configuration this is the source of the morphological variation seen in Fig. 3.
In this sense spike sorting may indirectly classify APs based on conduction velocity,
however this classification would be done by inference and would give no objective
measurement of velocity for comparison.

6.3. Considerations for implantable devices

Considering the requirements of an implantable (and potentially closed-loop) neu-
romodulation system it is important to understand the relative advantages and disad-
vantages of the different recording approaches.

Point measurements have the advantage of requiring only a single channel, thus
minimising the total size of the electrode array, the number of amplifiers required, and
the storage memory of the processing device. Spike sorting is a well optimised process,
and can be adapted for near real time operation. However, this approach requires that
the SNR of the recording be� 0 dB, and that there be clear morphological variation
between APs from different axons. Further, it provides no direct objective measure-
ment of either conduction velocity or source location within the nerve.

Two-dimensional electrode structures (either with longitudinal or circumferentially
distributed electrodes) require multiple channels, thus leading to an increased number
of electrodes (typically about 10) and amplifiers. This increases both the size and power
requirements, but can provide a more detailed measurement that can be robust to noise.
They can also provide objective measurements of either conduction velocity or source
localisation within the nerve. Velocity based methods have the potential to achieve
much higher accuracy than point-measurements due to both the natural improvement
in SNR caused by averaging, and the ability to deal with overlapping APs that are
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problematic in conventional spike sorting. The signal processing required is typically
still quite basic, and pales in comparison to that readily performed in high density
arrays such as are used in medical ultrasound where both frame rates and resolution
may be very high [32]. Active methods such as EIT have the most complex processing
requirements and may also have higher power requirements due to the need to supply
an excitation waveform to the nerve.

Cylindrical electrode structures require the most electrodes (52 in one application),
and accordingly have the highest demands on both space and power. The signal pro-
cessing can be similar to that of one-dimensional arrays but the scale is increased with
the number of electrodes. These approaches offer the best performance in terms of ob-
jective measurement of both conduction velocity and source localisation, but the high
number of electrodes and amplifiers required may be problematic for implantation.

Most the methods described can operate at, or near, real-time. The analysis per-
formed in this paper was applied to data that had been pre-recorded and stored offline.
However, this requirement has been imposed for convenience rather than necessity.
The methods described could readily operate in near real-time and are capable of gen-
erating spike trains such as Fig. 6 during an acute in-vivo procedure. The processing
method introduced in this work is based on the concept of delay-and-add, and this pro-
cess has been further developed by computation in the frequency domain, lowering the
computational complexity from N2 to N

√
N. There is no requirement for prior knowl-

edge about the AP morphology. The main limitation is likely to be the desired frame
rate - i.e. the temporal resolution required by the particular application. Observation
of slow moving physiological processes (such as respiration) will require longer time
windows for accurate measurement, but there is no reason that APs could not be ex-
tracted in near real time and the information (velocity and time of each detected AP)
stored for later analysis.

6.4. Parameter selection
The accuracy of the proposed methods is closely linked to the parameters of the

recording system, the number of electrodes, the sampling rate, the SNR, etc. Unlike
recordings of the eCAP that can be validated with histology and morphometry, it is
more difficult to quantitatively assess the performance of classifiers for spontaneous
neural activity. There are a number of processing parameters that must be optimised for
a specific recording, such as the noise threshold and the range of velocities - however
the rules of thumb presented in this work provide a good starting point for estimating
these parameters.

In a real-time (or near real-time) application the threshold could be computed adap-
tively, and considering that the velocity-time domain can be treated as an image (with
APs as the foreground and noise as the background) then many of the existing methods
from image processing could be used [33]. A good starting point relies on an under-
standing of the noise floor of the recording system, which might be approximately 1
nV/
√

Hz for modern amplifiers, but is often variable based on the electrode impedance
where current noise may dominate. One possible method would be to base the thresh-
old on a statistical property of the signal, such as the median signal level, or if an
algorithm such as CLEAN was implemented then the threshold could be iteratively
reduced until the noise floor is reached.
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6.5. Results

Detailed statistical analysis performed using simulations has shown that the new
methods lower the effective limit of detection from 40 dB to 20 dB PSNR when com-
pared to the existing VSD method for AP classification based on velocity.

The histograms extracted from the experimental data set clearly show a statistically
significant change in the number of axons firing in response to mechanical stimulation
of the skin. The teased fascicle from which the data sets were recorded is expected
to be entirely sensory (a dorsal root), and the most likely axon type to have produced
these APs is the type III or (Aδ ) thinly myelinated axons, which have a conduction ve-
locity of approximately 3 - 30 m/s [34]. It is probable that these axons were responsible
for cutaneous touch and pressure sensing at free nerve endings. Thus, the identified
APs and their conduction velocities are well correlated with what is expected from the
neurophysiology of these roots.

In the future it will be important to develop more detailed models of the signalling
pathways within peripheral nerves, as well as new testing and validation methodologies
for the classifiers. The work presented in this paper demonstrates that it is possible to
separate overlapping APs so long as the propagation velocities are sufficiently different.
Consequently, this technique will prove vital when recordings are made from larger
nerves that contain a greater number of axons, as these are more likely to produce
overlapping APs that traditional (single channel) methods cannot classify.

7. Conclusions

This paper has advanced the state of the art of neural recordings by developing a
new processing framework for the velocity-discrimination of spontaneous neural activ-
ity. This original contribution has been validated using both simulated and experimen-
tal data recorded from the L5 dorsal root of rat. The significance of this work is that
it enables on-line discrimination and identification of APs based on conduction veloc-
ity and direction, in a way that inherently boosts SNR, rejects artefacts and separates
overlapping APs. This improves on existing methods by both lowering the limit of
detection and significantly reducing the computational complexity.

The results demonstrate that it is possible to extract spike trains from in-vivo record-
ings automatically over a wide range of velocities. This framework, unlike existing
methods, is intrinsically suitable for the challenging task of identifying overlapping
action potentials. This work is directly applicable to any recording made with a lin-
ear array of longitudinally spaced electrodes, and forms the basis for a new range of
analysis techniques that are based on the familiar concept of array processing. Impor-
tantly, this work has been designed with physiological neural recording in mind, and
it produces spike trains that will be familiar to anyone who has worked with cortical
recordings.
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