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Summary 
 

Our genomes are not linear. They are instead a millefeuille of overlapping layers of 

information. By ignoring this layered structure, we risk misinterpreting patterns of 

genome evolution but also misidentifying the molecular bases of disease. In this 

thesis, I have studied a particular aspect of such multiple coding, namely, overlaps 

between coding sequence (CDS) and regulatory elements (notably splice signals). I 

have asked two major questions. Firstly, could CDS evolution be constrained not only 

by the need to preserve regulatory information but also by the need to avoid 

inappropriate signals? I hypothesized that intronless genes could be under selection to 

avoid exonic splice enhancers (ESEs) to prevent inappropriate processing of the 

mRNA. Surprisingly, not only did I find no evidence of avoidance, ESEs in intronless 

genes are rather selectively maintained, underlining the splicing-independent roles of 

these motifs. I then broadened my investigations to a large set of motifs that had been 

shown experimentally to be recognized by various RNA-binding proteins (RBPs) in 

humans. I indeed found that whereas target motifs to some RBPs (notably exonic 

binders) were conserved in human CDSs, others were avoided in CDS evolution 

(notably intronic and UTR binders). Therefore, it appears that avoidance of regulatory 

signals indeed constrains CDS evolution. Secondly, I asked how frequent functional 

ESEs were in human CDSs. No previous evolutionary studies had explicitly provided 

this estimate, as they had not disentangled the frequency of functional motifs from the 

strength of the selection that maintains them. Using a variety of approaches, I 

determined that roughly 15-20% of human four-fold degenerate sites overlap with a 

functional ESE, with most of them under unexpectedly strong selection. The need to 

preserve ESEs thus severely constrains a considerable proportion of CDS. 
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Chapter 1 
 

 

Introduction 
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1. The onion-genome 

 

Classically, eukaryote genomes were thought of as linear, with different kinds of 

information separated into different genomic compartments. Notably, the functional 

distinction between protein structural and regulatory information was believed to be 

echoed in a spatial division of genes into coding and promoter regions. This neat 

picture of genomic organization has been progressively whittled away at over the past 

couple of decades. Successive discoveries have revealed an onion-genome, which 

instead of discrete compartments is made up of overlapping layers of information, 

each one competing for its say in directing the evolution of the sequence (e.g. 

Birnbaum et al. 2014; Cakiroglu et al. 2016; Chamary and Hurst 2005; Cohen et al. 

2017; Fairbrother et al. 2004b; Falanga et al. 2014; Gu et al. 2014; Lam and Hertel 

2002; Liu et al. 2015; Reyna-Llorens et al. 2018). This structure is blatant in compact 

viral genomes, where different coding regions frequently overlap (Barrell et al. 1976; 

Belshaw et al. 2007; Chirico et al. 2010; Firth 2014; Normark et al. 1983), but is also 

present in eukaryotic genomes, notably in the form of regulatory signals overlapping 

other types of sequence information (Itzkovitz et al. 2010; Lin et al. 2011; 

Makalowska et al. 2005; Michel et al. 2012; Pancsa and Tompa 2016; Sanna et al. 

2008; Shabalina et al. 2013; Veeramachaneni et al. 2004). 

 

This onion-like architecture, or the multiple coding of information, is perhaps most 

tantalizing when it involves overlaps between coding sequence (CDS) and regulatory 

signals. Because of such overlaps, it is possible that the structure of our proteins is 

constrained by evolutionary pressures acting on the overlapping regulatory 

information. There is indeed evidence that the need to accommodate exonic splice 

information might affect protein evolution (Falanga et al. 2014; Parmley et al. 2007), 

notably by promoting intrinsic structural disorder in protein regions that overlap such 

signals (Macossay-Castillo et al. 2014; Smithers et al. 2015) (although note that the 

direction of causality is currently unclear: it is also possible that the localization of 

splice information is constrained by pre-existing pressures on protein structure). A 

further implication of the multiple coding of regulatory and coding information is that 

synonymous sites do not necessarily evolve neutrally: although a mutation at a 

synonymous site will not affect the amino acid sequence, it might disrupt an 

overlapping regulatory element. A large number of studies have now indeed 
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demonstrated that vertebrate synonymous sites can be functional (e.g. Chen et al. 

2010; Eory et al. 2010; Hurst and Pál 2001; Keightley et al. 2011; Lawrie et al. 2013; 

Lin et al. 2011; Racimo and Schraiber 2014; Shabalina et al. 2013). 

 

Many different types of regulatory signals have been proposed to overlap eukaryotic 

CDSs. For instance, there is evidence that transcription factor binding sites (TFBSs) 

are sometimes embedded within open reading frames (ORFs) (Birnbaum et al. 2014; 

Stergachis et al. 2013), although other studies have deemed this phenomenon to be 

rare at best (Agoglia and Fraser 2016; Xing and He 2015). Empirical support is 

stronger, however, for functional microRNA (miRNA) target sites occurring within 

CDSs (Fang and Rajewski 2011; Forman et al. 2008; Hausser et al. 2013; Hurst 2006; 

Lewis et al. 2005; Liu et al. 2015). Yet other examples of overlapping elements 

include functional RNA secondary structures (Chamary and Hurst 2005; Meyer and 

Miklos 2005; Pedersen et al. 2006; Smith et al. 2013) or signals that affect the 

elongation rate of RNA Polymerase II (RNA Pol II) (Cohen et al. 2017). However, 

the best described and likely most important layer of regulatory information within 

ORFs consists in signals necessary for correct pre-mRNA processing, notably 

splicing. It is this class of regulatory elements that was the focus of this thesis. In the 

remainder of the Introduction, I will first provide a brief overview of exonic splice 

control. I will then summarize the work that I have carried out over the course of the 

thesis in order to better understand how the need to maintain correct RNA processing 

constrains the evolution of CDSs. 

 

2. Defining an exon 

 

Eukaryotic genes have, what is at first sight, a truly baffling structure. The CDS, 

which specifies the amino acid sequence of the corresponding protein, is interrupted 

by long stretches of seemingly nonsensical non-coding DNA (Berget et al. 1977; 

Chow et al. 1977). A crucial stage in gene expression is therefore splicing, the process 

by which the intervening sequences (introns) are removed from the RNA molecule, 

and the remaining regions (the exons) are ligated back together by a dynamic 

molecular machinery made up of hundreds of proteins and RNAs. The breakpoints 

between exons and introns are marked by short consensus sequences, which are 

recognized by the splicing machinery (Lee and Rio 2015; Sperling 2017). 
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In many organisms, however, the information at the exon-intron junctions alone does 

not seem sufficient to reliably distinguish between exonic and intronic sequence (Lim 

and Burge 2001). This includes humans but also other species that, like humans, have 

long and frequent introns (Lim and Burge 2001; Warnecke et al. 2008; Wu et al. 

2013).  The past couple of decades have seen a flurry of studies into phenomena that 

correlate with exon-intron architecture and that might therefore help define the 

boundaries of exons and introns. Such potential sources of information include the 

elongation speed of RNA Pol II (Fong et al. 2014; Gomez Acuna et al. 2013; Saldi et 

al. 2016), the guanine-cytosine (GC) content differential between exons and introns 

(Amit et al. 2012), the positioning of nucleosomes (Amit et al. 2012; Andersson et al. 

2009; de Almeida and Carmo-Fonseca 2014; Fong et al. 2014; Gomez Acuna et al. 

2013; Saldi et al. 2016), and the frequency of histone modifications (Andersson et al. 

2009; Kolasinska-Zwierz et al. 2009) and CpG methylation (Chodavarapu et al. 2010; 

Laurent et al. 2010; Lev Maor et al. 2015; Wan et al. 2013; Yearim et al. 2015). 

Which of these phenomena play a causal role in splice regulation and which are a 

consequence of splicing is not yet fully understood. 

 

In this thesis, I have focused on another covariate of exon-intron architecture, for 

which there is ample evidence for a causal role in splice control. Namely, our exons 

contain short sequence motifs that either promote (exonic splice enhancers or ESEs) 

(Blencowe 2000; Cáceres and Hurst 2013; Lee and Rio 2015) or inhibit (exonic splice 

silencers or ESSs) (Lee and Rio 2015; Wang et al. 2004) the inclusion of that exon 

into the final transcript. My work has primarily focused on ESEs, which mostly 

function as binding sites to various splice regulatory proteins (Lee and Rio 2015). 

Previous work has established that ESEs are under purifying selection (Cáceres and 

Hurst 2013; Carlini and Genut 2006; Fairbrother et al. 2004a; Ke et al. 2008; Parmley 

et al. 2006; Parmley et al. 2007; Ramalho et al. 2013; Sterne-Weiler et al. 2011) and 

that their disruption can lead to disease (e.g. Collin et al. 2008; Lim et al. 2011; 

Moseley et al. 2002; Ramser et al. 2005; Sterne-Weiler et al. 2011). 

 

Using ESEs as a model system, I have asked two questions. Firstly, can sequence 

evolution be constrained not just by the need to preserve necessary regulatory signals 

but also by the need to avoid inappropriate ones? And secondly, can we move from 
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qualitative demonstrations of constraint to quantification, and determine what 

proportion of our coding nucleotides are under selection because they overlap with 

ESEs? The first of these problems will be addressed in chapters 2 and 3, and the 

second in chapters 4 and 5. Finally, in the last two chapters, I will consider multiple 

coding from a more applied perspective. Firstly, in Chapter 6, I will address the 

problem of disease-causing splice mutations being misanalysed as classical nonsense 

mutations because of a failure to take into account the dual coding of splice and 

protein structure information. Secondly, in Chapter 7, I will step back from splicing 

and ask whether the GC content in human CDSs could also be under selection, and 

whether a better understanding of the selective pressures involve could improve 

methods of transgene design. 

 

3. Avoidance of motifs as a constraint on CDS evolution 

 

The first of the two broad questions investigated in this thesis is whether CDS 

evolution could be constrained not just by the need to maintain but also by the need to 

avoid splice regulatory information in certain contexts. Selection to avoid certain 

genomic elements has been demonstrated in many genomes. For example, genes co-

expressed with a particular miRNA, but not under selection to be regulated by it, are 

depleted in target sites to that miRNA (Bartel and Chen 2004; Chen and Rajewsky 

2006; Farh et al. 2005; Stark et al. 2005), although see Iwama et al. (2007). Similarly, 

codons that are a single substitution away from a stop are avoided, probably to 

increase robustness to transcriptional or translational error (Cusack et al. 2011). Other 

groups have demonstrated selection against spurious TFBSs (Babbitt 2010; Hahn et 

al. 2003), against mononucleotide repeats (Ackermann and Chao 2006; Gu et al. 

2010; Itzkovitz et al. 2010) and against misplaced Shine-Dalgarno sequences (Diwan 

and Agashe 2016; Hockenberry et al. 2018; Li et al. 2012; Yang et al. 2016).  

 

I hypothesized that such selection could also act against ESEs in certain contexts. 

Concretely, I hypothesized that ESEs might be avoided within intronless genes, as 

inappropriate ESEs could theoretically activate cryptic splice sites and lead to the 

production of a malformed mRNA. I therefore studied the frequency and conservation 

of ESEs within intronless and intron-containing CDSs (Chapter 2). Although ESEs 

are indeed less frequent and faster-evolving in intronless than in intron-containing 
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sequences, this seems to largely be due to the differing nucleotide composition of 

these two classes of genes, as intronless genes tend to have a particularly high GC 

content and ESEs are AT rich. After controlling for this artefact, intronless genes 

were found to be enriched in ESEs when compared to nucleotide-controlled null. 

More importantly, the ESEs were found to be under purifying selection. In other 

words, genes that do not undergo splicing seem to nevertheless be under selection to 

preserve splicing enhancers. 

 

This, at first sight counterintuitive, result becomes less surprising if one considers the 

evidence that ESEs and the proteins that most likely bind them (serine-arginine rich 

proteins (Howard and Sanford 2015)) are known to have roles in processes other than 

splicing. These include transcriptional elongation (Ji et al. 2013; Lin et al. 2008; Paz 

et al. 2014), the nucleo-cytoplasmic export of mRNAs (Huang et al. 2003; Huang and 

Steitz 2001; Lai and Tarn 2004; Müller-McNicoll et al. 2016) and translational 

regulation (Bedard et al. 2007; Maslon et al. 2014; Michlewski et al. 2008; Sanford et 

al. 2004; Sato et al. 2008). It therefore appears that any selection against splice 

promoting motifs in intronless genes is outweighed by the pressure to maintain the 

non-splicing functions of these k-mers in intronless genes. Although it was known 

previously that serine-arginine rich proteins have functions in processes beyond 

splicing, the high similarity in ESE-related constraints between intronless and intron-

containing genes that was observed in this work demonstrates that these other roles 

are not merely anecdotal or secondary but rather a major source of purifying selection 

on ESEs. By determining which ESEs in particular were responsible for the ESE 

enrichment in intronless genes, it was possible to show the existence of two separate 

classes of ESEs, one that I hypothesized to be more specialized to splicing and one 

that is more likely to be multi-functional. These findings are currently being verified 

experimentally by collaborators seeking to improve transgene efficiency by removing 

inappropriate ESEs. 

 

This first project, although it led to interesting findings, failed to uncover evidence of 

avoidance. In a second project, I therefore expanded my focus and undertook a broad 

screen of RNA-binding protein (RBP) target motifs in human CDSs. This screen 

included all proteins for which I could find binding motif information in the databases 

I consulted, including both splice factors and proteins with no known role in splicing. 
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I hypothesized that there could be active selection against some of these proteins 

binding within CDSs, if their functions were mediated through binding in introns 

and/or untranslated regions (UTRs). I constructed a large set of sequence motifs that 

had been shown experimentally to be recognized by various RBPs and investigated 

their frequency and rate of evolution in human CDSs (Chapter 3). 

 

I discovered RBP motif enrichment scores to distribute bimodally, with a subclass 

that was enriched and a subclass that was depleted in CDSs when compared to chance 

expectations. Importantly, motif occurrence patterns correlated with species 

divergence: enriched motifs also tended to be conserved, whilst depleted motifs were 

selectively avoided, demonstrating the functional relevance of the patterns that were 

observed. In addition, a correlation was observed with experimental RNA-protein 

interaction data: the motifs putatively targeted by exon-binding RBPs tended to be 

enriched, while those recognized by intronic or UTR binders tended to be depleted. It 

therefore appears that the evolution of our CDSs is constrained not just by the need to 

preserve interactions with exonic binders but also by pressure to actively avoid being 

bound by intronic and UTR binders. This means that, paradoxically, CDS evolution 

can be constrained by the binding preferences of a protein that does not functionally 

bind within CDS, because the pressure to prevent CDS binding will limit the 

sequence space available. 

 

4. Quantification: painting the landscape of splice constraint on CDSs. 

 

The second leading question of this thesis is one of quantification: how to move 

beyond qualitative affirmations of constraint and to quantify its prevalence and 

strength? This question was inspired by the observation that experimental and 

evolutionary analyses aimed at elucidating the frequency of splice regulatory 

information in exons produced drastically different estimates. The results from 

evolutionary studies based on excess conservation within splice regulatory elements 

suggested only a few per cent of CDS to be functional splice regulatory sequence 

(Cáceres and Hurst 2013; Parmley et al. 2006; Savisaar and Hurst 2017). On the other 

hand, mutagenesis studies were finding evidence that anywhere from a fifth to nearly 

all exonic sites were involved in splicing (Julien et al. 2016; Ke et al. 2018; Mueller et 

al. 2015; Pagani et al. 2005). 
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Chapter 4 is a review paper that discusses potential reasons for this discrepancy. 

Regarding the experimental studies, we note that it is unclear how their results 

generalize to the genome, given that the exons chosen for the analyses are often 

unusual in several respects. Most notably, the exons tend to be shorter than average 

for the human genome. This is an important bias, as splice information is more 

common towards the end of the exon, and the shorter the exon, the greater the 

proportion that is exon end. The experimental studies therefore probably study 

sequence that is unusually dense in splice information. A further problem is that the 

experimental studies can only detect which mutations cause a change in splice 

isoform ratios. They cannot detect whether this change matters − it is likely that our 

cells can handle missplicing to a certain extent. The evolutionary methods, on the 

other hand, would only be sensitive to splice disruption that affects organismal fitness 

sufficiently to be visible to natural selection. 

 

There are also problems with interpreting the evolutionary studies. These studies are 

based on k-mer searching. The effects that can be detected are therefore limited by the 

set of motifs used. For the most part, the motif sets are intentionally chosen to be 

conservative, potentially leading to a high false negative rate. In addition, the results 

of these studies are difficult to interpret, as they do not explicitly disentangle the 

frequency of splice regulatory information from the strength of the selection acting on 

it. The results are compatible both with a scenario of widespread weak selection, as 

well as with rare strong selection. Distinguishing between these two possibilities is 

crucial, not only because it will allow for better estimation of the frequency of 

functional sites but also to better understand disease-causing splice mutations. 

Notably, ESE-disrupting mutations are likely to be frequent causes of single-locus 

disease only if strong selection to preserve ESEs can be detected. 

 

In Chapter 5, I set out to solve this latter problem of distinguishing the frequency of 

functional splice regulatory sites from the strength of the selection acting on the 

elements. To do so, it was necessary to determine the distribution of fitness effects 

(DFE) at ESE sites. The DFE is the distribution of selective coefficients for incoming 

mutations at a set of sites (Eyre-Walker and Keightley 2007). Computational methods 

for determining the DFE usually make use of species divergence data, population 
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polymorphism data or a combination of both. Different DFEs will leave different 

traces in such data. Hence, one aims to reverse engineer the most likely DFE from 

such traces. As an example, increasingly strong negative selection will lead to a 

concomitant decrease in minor allele frequencies (MAFs), until selection becomes so 

strong that variants become largely undetectable in population samples.  

 

A large variety of methods exist for determining the DFE (Barton and Zeng 2018; 

Boyko et al. 2008; Eyre-Walker et al. 2006; Gronau et al. 2013; Keightley et al. 2016; 

Keightley and Halligan 2011; Kim et al. 2017; Lawrie et al. 2013; Loewe et al. 2006; 

Nielsen and Yang 2003; Piganeau and Eyre-Walker 2003; Racimo and Schraiber 

2014; Schneider et al. 2011; Tataru et al. 2017; Wilson et al. 2011; Yampolsky et al. 

2005), however, they all have caveats and limitations. I therefore adopted the 

approach of using several different methods that are expected to also have different 

caveats. The results from these methods were largely consistent, suggesting that 

roughly a third of ESE sites were functional. Most functional ESEs are under strong 

selection, with potentially a minority of sites also under weak selection. There was no 

evidence for positive selection. Therefore, a conservative estimate puts the proportion 

of all fourfold degenerate sites that overlap with functional ESEs at about 4-6%. A 

consideration of the DFE therefore does not help to close the gap with experimental 

estimates for the frequency of splice regulatory information. 

 

However, it was discussed above that another potential reason for the low frequency 

estimates obtained by evolutionary analyses is their reliance on small, high quality 

sets of motifs. The use of conservative motif sets has the benefit of decreasing the 

false positive rate but is expected to increase the false negative rate. I therefore 

repeated the analysis on a larger set of motifs, formed by pooling several smaller, pre-

existing sets. I expected to capture more sequence but a lower proportion of 

functional sites among motif hits, as the larger set was expected to be of lower quality 

than the very conservative set of motifs used initially. Surprisingly, this latter 

expectation was false: the larger set did not exhibit lower evolutionary constraint than 

the smaller set, which was believed to be more conservative. Similarly to the smaller 

set, about a third of the motif hit sites were found to be under selection, with the 

primary mode of selection strong negative. However, because the larger set overlaps 

with a bigger fraction of fourfold degenerate sites, we obtain a final estimate of 15-
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20% for the proportion of fourfold degenerate sites that are part of a functional ESE 

motif. This estimate overlaps with the lower end of experimentally-derived figures. It 

therefore appears that the use of small sets of motifs in evolutionary analyses was a 

major reason for the discrepancy between results from evolutionary and mutagenesis 

studies. 

 

More importantly, the fact that we detect widespread strong negative selection at ESE 

sites means that selection to preserve ESEs plays an important role in directing CDS 

evolution, and is most likely the major source of constraint at synonymous sites. In 

addition, the finding that ESE disrupting mutations mostly seem to have large fitness 

effects suggests that they might have high relevance to single-locus disease.  

 

5. Multiple coding research in the service of practical applications. 

 

The two chapters that follow (Chapter 6 and Chapter 7) are somewhat further 

removed from the two core problems of avoidance and quantification explored over 

the first four chapters. These final chapters also address problems of multiple coding 

but they do so with a more applied outlook, thus demonstrating how a deeper 

understanding of multiple coding is desirable for reasons other than the purely 

academic. 

 

Chapter 6 reports preliminary results from an on-going collaboration with Liam 

Abrahams. The conceptual starting point for the project is that in addition to selection 

on gene sequence to maintain binding sites to RBPs, perhaps there could also be 

selection on the RBPs themselves to match their binding preferences to the properties 

of the sequence regions they bind. This is especially relevant in light of Chapter 2 

where I showed that selection acts not only to maintain appropriate binding but also to 

prevent inappropriate binding. Tuning the target motifs of RBPs to the nucleotide 

composition of, say, exons rather than introns, would be another way to promote such 

selectivity. In the case of the CDS, it is expected that the proteins that bind it would 

be under pressure not to recognize stop motifs, as these should be depleted in ORFs 

(in one reading frame out of three). This might indeed be the case: data from Liam 

Abrahams shows that ESEs contain fewer stops than expected from their dinucleotide 

composition. 
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An implication of the stop depletion in ESEs is that mutations that create stops might 

also be likely to disrupt ESEs. As a result, there may be disease-causing nonsense 

mutations that have their deleterious effect not through nonsense-mediated decay 

(NMD) or protein truncation but rather through splice disruption. This phenomenon 

has indeed been documented numerous times (e.g. Aznarez et al. 2007; Barny et al. 

2018; Caputi et al. 2002; Chemin et al. 2010; Di Blasi et al. 2001; Dietz and Kendzior 

1994; Dietz et al. 1993; Endo et al. 1995; Gersappe and Pintel 1999; Gibson et al. 

1993; Hoffmeyer et al. 1998; Hull et al. 1994; Laimer et al. 2008; Lenassi et al. 2014; 

Littink et al. 2010; Mazoyer et al. 1998; Meldau et al. 2018; Melis et al. 1998; 

Mendive et al. 2005; Messiane et al. 1997; Pagani et al. 2003; Pasmooij et al. 2004; 

Peterlongo et al. 2015; Shiga et al. 1997; Stasia et al. 2005; Valentine 1998; Valentine 

and Heflich 1997; Vuoristo et al. 2004; Wang et al. 2002a; Wang et al. 2002b; 

Zatkova et al. 2004) and is commonly referred to as nonsense-associated altered 

splicing (NAS). Despite this abundance of single-gene studies, to my knowledge, 

there are no published genome-wide investigations into the phenomenon. It is 

therefore not known how common NAS is in humans or how frequently disease-

causing mutations are misanalysed as a result. 

 

In Chapter 6, we conducted the first genome-wide investigation of the prevalence of 

NAS in the human population. We found that nonsense mutations associate with 

increased exon skipping significantly more than expected from their nucleotide 

composition and that this effect is not an artefact of NMD. The effect also appears to 

be reading frame independent, suggesting that it is due to splice motif disruption, 

rather than a translation-like mechanism that specifically detects nonsense codons and 

leads to the splicing out of the exon in which they are contained (a prominent 

alternative theory in the literature (Dietz and Kendzior 1994; Gersappe and Pintel 

1999; Mendell et al. 2002; Wang et al. 2002a; Wang et al. 2002b)). However, for the 

most part, the effects are too small to have biological relevance. Among the 557 

nonsense mutations studied, for 31 there is a greater than 5% increase in exon 

skipping rates with the mutation. Several of these large splice effect nonsense 

mutations have known disease associations. 
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Importantly, the work reported in Chapter 6 was carried out using data on natural 

human variation. Very deleterious variants are unlikely to appear in such a sample. 

The real problem of interest is the frequency of NAS among known pathological 

mutations, and the extent to which such splice mutations are miscategorised as 

classical nonsense mutations in current databases. This is the focus of the next stage 

of the project, currently on-going. 

 

In Chapter 7, I will look beyond exonic splice regulation to further instances of 

multiple coding. Namely, in addition to pressure to conserve particular sequence 

motifs, selection could also act more generally on the nucleotide composition of 

human CDSs. GC content is known to vary in structured ways between genes and 

between different gene regions. Notably, several authors have shown a gradient of 

decreasing GC content as one moves from the transcription start site (TSS) further 

into the gene body (Zhang et al. 2004; Zhang 1998; Zhu et al. 2009). A major 

hypothesis attributes this pattern to biased gene conversion (BGC): a mutational 

process that leads to higher GC content in regions with higher recombination rates 

and appears to be more common around the promoter than in the gene body (Glemin 

et al. 2014; Mugal et al. 2015; Ressayre et al. 2015; Serres-Giardi et al. 2012; 

Stoletzki 2011). Experimental evidence, however, suggests that GC content variation 

both between and within genes can have an impact on gene expression and might 

therefore be functional (Kudla et al. 2006; Stachyra et al. 2016; Tuller and Zur 2014). 

Whether or not these patterns of GC content variation are functional has important 

practical implications, given that if the patterns can be linked to differences in gene 

expression, it might be possible to use this knowledge to construct more efficient 

transgenes for medical and scientific use. 

 

I therefore asked whether patterns of GC content variation within and between genes 

could be explained by BGC alone or whether there was a possibility that other, 

adaptive processes were at play. I first replicated the finding of a high GC content 

gradient emanating from the TSS (Zhang et al. 2004), consistent with the effect of 

BGC. However, I also found that earlier exons in a gene tended to have higher 

fourfold degenerate GC content (GC4) than later ones, and that this effect could not be 

explained simply by differing distance from the TSS. It therefore appears that GC 

content and splicing are linked in ways other than the known GC differential between 
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exons and introns (Amit et al. 2012), and that BGC is unlikely to explain all of the GC 

content variation along genes. Such a link is also suggested by the significant negative 

correlation between exon number and GC4 (Figure 1 in Chapter 1), which also 

appears to be an independent effect that cannot simply be explained by the TSS 

gradient and the exon rank effects.  

 

Does the presence of an association between splicing and GC content imply selection 

on the latter? To find out, I studied functional human protein-coding genes that result 

from retrotransposition. A retrotransposition event is a natural experiment of instantly 

converting a multi-exon gene into a single-exon one. If the negative correlation 

between exon number and GC4 results from different selection on GC content in 

genes of differing exon number, then a retrotransposition event should lead to a 

change in selective pressures and ultimately, a change in GC content. The results were 

consistent with such a scenario: the intronless retrocopies had significantly higher GC 

content than their intron-containing parent genes, especially towards the beginning of 

the ORF. This suggests that the relationship between GC4 and splicing is likely to be 

an adaptive one, although neutral processes cannot be excluded entirely. For instance, 

there could be a bias towards retrocopies preferentially inserting into genome regions 

with higher recombination rates and thus higher BGC. 

 

In conclusion, I found that the variation in GC content between and within human 

genes is unlikely to be explained by BGC alone, and that it is possible that some of 

these patterns are adaptive and relevant to gene expression. My work has not 

elucidated the mechanistic basis for any of the patterns observed and it is thus 

difficult to evaluate their relevance to transgene design. However, these analyses were 

performed as part of a broader project in collaboration with the Grzegorz Kudla and 

Martin Taylor groups at the University of Edinburgh. Our collaborators are taking this 

investigation further by studying the effect of GC content at different stages of gene 

expression, both based on genome-wide expression patterns and on experiments with 

designed minigenes. This work is elucidating the mechanistic basis of the GC patterns 

described in Chapter 7, and will hopefully lead to methods of transgene design that 

have a stronger scientific grounding. 
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Supplement to Chapter 2 
 

 

 

 

 

 

The Supplementary Spreadsheets can be found on the attached CD-ROM. 
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Supplementary material 

Supplementary Spreadsheets 

 

Supplementary Spreadsheet 1: genes considered as broad set retrocopies, strict set 

retrocopies and the strict retrocopies set after removal of paralogs. 

 

Supplementary Spreadsheet 2: ESEs considered as high GC, low GC, high purine or 

low purine. 

 

Supplementary Spreadsheet 3: Results from a Spearman rank correlation between 

normalized/raw ESE density and mean intron size for different subsets of ESEs. 

 

Supplementary Spreadsheet 4: Raw density of different ESE motifs in genes binned 

according to their mean intron size (hg38). 

 

Supplementary Spreadsheet 5: Normalized density of different ESE motifs in genes 

binned according to their mean intron size (hg38). 

 

Supplementary Spreadsheet 4: Raw density of different ESE motifs in genes binned 

according to their mean intron size (mm10). 

 

Supplementary Spreadsheet 5: Normalized density of different ESE motifs in genes 

binned according to their mean intron size (mm10). 

 

Supplementary Spreadsheet 8: ESE motifs the normalized density of which is 

significantly correlated with mean intron size bin indices, along with the associated 

correlation coefficients and p-values. 

 

Supplementary Spreadsheet 9: Results from a partial Spearman correlation between 

normalized ESE density, mean exon size and mean intron size.  
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Supplementary Text 1 

 

After the several steps of filtering described in the Materials and Methods, we 

obtained a set of 18 putative intronless retrocopies and the CDS of their likely intron-

containing parents. We then proceeded to characterize these sequences with hopes of 

gaining insight into the fate of ESEs in a gene that suddenly finds itself deprived of its 

introns. Because of the very small sample size (n = 18), however, we prefer to provide 

only a description of the dataset and to refrain from making inferences. 

 

Median ESE density was found to be only marginally lower in the retrocopies than in 

their parents (≈0.165 vs ≈0.167; Supplementary Figure 4), although the difference is 

greater after normalization (≈0.260 in the retrocopies versus ≈0.285 in parents). The 

latter is true despite the higher median GC4 of the retrocopies (≈0.576 versus ≈0.496). 

We also calculated the percentage of ESEs in the retrocopies that were within 50 bp 

of where we presume the old exon-exon junction to have been (see Materials and 

Methods for details) and the same for their parents and their actual exon-exon 

junctions. The median value obtained was, expectedly, higher in the parents (≈0.670) 

than in the retrocopies (≈0.595). 
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Supplementary Text 2 

 

We hypothesized that if the ESEs in intronless protein-coding genes were mainly 

involved in nuclear processes, they should also be enriched in intronless long non-

coding (lnc)RNAs. Conversely, if their roles were mainly translation-related, no 

enrichment should be observed in intronless genes that do not encode for proteins. 

ESEs are known to be under purifying selection in multi-exonic lncRNAs (Schüler et 

al., 2014) but to our knowledge, there has been no work on ESE motifs in intronless 

lncRNAs. 

 

To test this hypothesis, we retrieved the set of intergenic lncRNAs published in 

Hangauer et al. (2013) (dataset S6) and kept only those records for which information 

was available as to the strand of transcription. We then divided the set of putative 

lncRNAs into two based on whether or not the proposed genes contained introns and 

for either subset, clustered the transcripts into paralogous families as had been done 

for protein-coding genes. In addition, because of concerns that many of the proposed 

intronless lncRNAs could merely be products of spurious transcription, we also 

applied two different conservation filters to the full set of intronless lncRNAs, thus 

creating two smaller subsets that were more conserved and presumably more likely to 

be functional. The first filter isolated those lncRNAs whose mean phastCons score 

(obtained from the UCSC Genome Browser Conservation track and averaged over the 

length of the gene) was higher than or equal to the lowest mean phastCons score 

observed in our set of intronless CDS (without broad set retrocopies) (Siepel et al., 

2005). We will refer to this subset as conserved (CDS). The second subset − 

conserved (3’) − was made up of those intronless lncRNAs that presented a mean 

phastCons score that was greater than that of an equally sized region directly 3’ of the 

purported transcript.  

 

The median ESE density in each set was then calculated and the significance of the 

estimate determined as described for CDSs. Surprisingly, not only was there no 

enrichment of ESEs in any of the datasets, the full set of intronless lncRNAs was 

actually found to be significantly depleted in ESEs, with the two conserved sets also 

exhibiting depletion, although without quite reaching significance (see Supplementary 

Table 8).  
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At first sight, these results could be taken to imply that the ESEs in intronless genes 

are acting in a translation-related role, however, this conclusion is most likely 

premature. Distinguishing between functional lncRNAs and those that are merely 

spurious results of pervasive transcription is not a trivial task and might be even more 

difficult in the case of intronless transcripts. In order to assess the probability that the 

intronless lncRNAs were functional, we randomly picked 949 regions of 1kb from 

anywhere in the human genome, with the sole condition that they could not contain N 

bases, and determined ESE density and phastCons scores also for this set. We found 

that the dataset of presumed intronless lncRNAs was indistinguishable from the 

random set both in terms of ESE density (Supplementary Table 8) and in terms of 

conservation (or, to be more exact, the random set actually had higher mean 

phastCons scores, suggesting that the presumed lncRNAs were evolving faster; 

median of mean scores for putative intronless lncRNAs: ≈0.039, median of mean 

scores for random regions: ≈0.056, p-value from Mann-Whitney U-test: ≈3.643 * 10-

5). We therefore conclude that we cannot draw inferences as to the function of ESEs 

in intronless protein-coding genes from this analysis because we cannot have 

confidence that at least a significant proportion of our intronless lncRNAs are 

functional. Because of the similarity between the results obtained with the full set and 

the two conserved subsets in terms of ESE density, we prefer not to draw conclusions 

from the conserved subsets either. 

 

There remains nevertheless the problem of how to interpret the fact that ESEs appear 

to be depleted in random genomic regions. Crucially, we observe not a simple lack of 

enrichment but rather that the motifs are significantly less common than would be 

expected given the underlying nucleotide composition. A full investigation of the 

issue is outside the scope of this paper but we have nevertheless taken a few 

preliminary steps to better understand the problem. 

 

We first hypothesized that the depletion could reflect a methodological artifact of 

some sort inherent in the density calculations. This, however, seems unlikely as the 

effect is not observed for completely random hexamers (Supplementary Figure 10) or 

for random hexamers constructed to match the genome mononucleotide composition 

(Supplementary Figure 11), both of which seem to distribute according to random 

expectations. Moreover, the depletion in ESEs is observed more or less consistently 
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across many different sets of random regions (Supplementary Figure 12). It therefore 

appears that the depletion is genuine. 

 

Our second hypothesis was that perhaps, the depletion was not particular to ESEs and 

was rather a reflection of more general differences in, say, trinucleotide composition 

between coding regions and the rest of the genome. In this case, not only ESEs but 

most hexamers commonly found in protein-coding regions should be depleted in 

random regions. This prediction turned out to be incorrect: sets of random hexamers 

picked from inside coding regions tend to be either enriched (when compared to a 

nucleotide-controlled control) in random regions or to occur at levels corresponding 

to random expectations (Supplementary Figure 13). The depletion is therefore likely 

specific to ESE hexamers. 

 

We next sought to determine whether the depletion could be particular to specific 

subregions of the genome, for instance those deriving from transposable elements. We 

found that although random regions sampled from retrotransposons (Supplementary 

Figure 14) were indeed depleted in ESEs, random non-N-containing regions from the 

RepeatMasked genome (Smit et al., 2013-2015), that should be mostly devoid of 

retroelements, also exhibited a lower than expected density (Supplementary Figure 

15), suggesting that the effect was not specific to transposable elements. Finally, we 

asked whether the depletion could be specific to intronic regions, as one could 

imagine how for certain splice factors, extensive binding to introns could interfere 

with splice regulation. This prediction also proved inaccurate: both intergenic and 

intronic regions are significantly depleted in ESEs, with intergenic regions showing a 

significantly stronger effect (p ≈ 5.936 * 10-16 from Mann-Whitney U-test comparing 

median ND values between 100 sets of random regions sampled from either the 

intergenic or the intronic parts of the genome; Supplementary Figure 16). These 

results would imply that the ESE depletion is a general property of non-exonic 

regions rather than a phenomenon that is specific to particular subregions. 

 

In conclusion, it therefore seems that the under-representation of ESEs that we have 

observed in random genomic regions is a genuine biological phenomenon, that it is 

particular to ESEs and that it is a global property of the non-exonic part of the 

genome (or at least that we have not been able to find evidence of certain regions 
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being more concerned than others). Explaining this surprising finding is a difficult 

task. That the binding of certain RNA-binding proteins to spurious transcripts could 

be deleterious is not inconceivable. For instance, varying the quantities of various 

RNA-binding proteins in particular cell types at particular times seems to be a 

mechanism for alternative splicing regulation (Grosso et al., 2008; Han et al., 2011; 

Hanamura et al., 1998). In this context, it is easy to imagine how products of spurious 

transcription, were they to sequester away significant quantities of such a protein, 

could perturb splice regulation. However, it is harder to conceive that a single ESE in 

a weakly transcribed intergenic region of the genome could have a sufficient effect on 

the availability of its binding partner that the deleterious consequences would be so 

pronounced as to be visible to selection, especially given the low effective population 

size in humans (Lynch and Walsh, 2007). It therefore seems unlikely that the pattern 

of depletion observed could have been created through selection acting on point 

mutations across the genome. 

 

We therefore propose an alternative explanation: the depletion of ESEs in random 

genomic regions could derive not from selection acting on intergenic/intronic regions 

but rather on the RNA-binding proteins themselves. Namely, proteins that would 

chiefly be expected to bind in exons could have been selected to recognize motifs 

which happened to be particularly common in exonic regions (perhaps because they 

represented hexamers that coded for common pairs of amino acids) and particularly 

uncommon elsewhere so as to minimize the extent of unnecessary binding to products 

of spurious transcription. This would also have an added benefit: if the binding of a 

protein is to help define a particular region as being exonic, tuning the binding 

preferences of the protein to pre-existing sequence biases of exonic regions would 

help prevent potentially deleterious binding to introns. 

 

It should be stressed that the likelihood of this scenario has not been tested in any way 

and that it therefore remains highly hypothetical. It should also be noted that this 

hypothesis, if true, could explain the ESE enrichment in intronless genes − if the 

hexamers that, say, SR proteins bind to were enriched in exons even before they 

became target motifs for the protein then there is no reason to expect that they would 

not be enriched also in single-exon genes. However, it could not explain the purifying 
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selection that we observe in ESEs in intronless genes. An explanation evoking 

functional significance therefore still remains necessary. 
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Supplementary Figures 

 

Supplementary Figure 1 
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Supplementary Figure 2 
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Supplementary Figure 3 
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Supplementary Figure 4 
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Supplementary Figure 5 
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Supplementary Figure 6 
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Supplementary Figure 7 
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Supplementary Figure 8 
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Supplementary Figure 9 
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Supplementary Figure 10 
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Supplementary Figure 11 
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Supplementary Figure 12 
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Supplementary Figure 13 
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Supplementary Figure 14 
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Supplementary Figure 15 
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Supplementary Figure 16 
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Supplementary figure legends 

 

Supplementary Figure 1: Distribution of median densities obtained with 10,000 sets of 

simulated ESE motifs. The arrow shows the density of real ESEs. a) human intronless genes 

b) human intron-containing genes c) mouse intronless genes d) mouse intron-containing 

genes. 

Supplementary Figure 2: Normalized ESE density (ND) in genes with different numbers of 

exons. 

Supplementary Figure 3: ESE density (A: raw, B: normalized), rate of evolution at 

synonymous sites (C: raw values, D: normalized values (= !"#$ !! – !"#$%&'() !"#$!%#
!"#$%&'() !"#$!%#

)) and 

SNP density (E: raw values, F: normalized values (= !"#$ !"#$%&' – !"#$%&'() !"#$!%#
!"#$%&'() !"#$!%#

)) at 

fourfold degenerate sites in ESEs, calculated using the broad set retrocopies, sequences not 

included in the broad retrocopies set and the full set of intronless genes. The asterisks in A, C 

and E represent empirically derived probabilities that an ESE density this high or higher, or a 

dS score/SNP density this low or lower could have been obtained by chance and therefore do 

not pertain to any comparisons between the sets of genes. ns: p ≥ 0.05; *: p < 0.05; **: p < 

0.01; ***: p < 0.001. There are no error bars in the bar plots as all intronless gene ESEs were 

pooled to estimate the dS scores/SNP densities reported (see Materials and Methods). The bar 

plots therefore represent single values and not distributions. 

Supplementary Figure 4: a) raw ESE density b) ND and c) GC content in putative retrocopies 

(light blue) and their likely parents (black). The dot representing each retrocopy is linked to 

the dot corresponding to its presumed parent by a line. 

Supplementary Figure 5: As Figure 5 a) and b) but with broad set retrocopies excluded from 

the dataset. 

Supplementary Figure 6: raw ESE density and ND in the first 69, middle 69 and final 69 base 

pairs of multi-exon gene exons. p-values were obtained from pairwise Wilcoxon signed rank 

tests and were Holm-corrected for multiple testing. ns: p ≥ 0.05; *: p < 0.05; **: p < 0.01; 

***: p < 0.001. 

Supplementary Figure 7: The top panel shows the normalized density of different ESEs in the 

69 upstream-most base pairs of 4613 internal coding exons. The blue rectangle highlights the 

ten most frequent motifs. The shape and colour of the dot give information on the correlation 
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between the normalized density of that motif and mean intron size bin indices. Grey circle: no 

significant correlation; black circle: significant positive correlation; black star: significant 

negative correlation. The bottom panel is identical, except that instead of the upstream-most 

69 base pairs, it is 69 base pairs in the middle of the exon that are considered. 

Supplementary Figure 8: a) A content, b) T content, c) C content and d) G content in genes 

with different numbers of exons. 

Supplementary Figure 9: The distribution of dN/dS ratios for human/macaque pairs of 

orthologs. For human genes with several possible macaque orthologs that passed the 

dS filter of 0.2, the alignment that produced the lowest ratio was considered for 

making the plot. 

 

Supplementary Figure 10: The distribution of median motif densities, median ND 

values and enrichment p-values obtained by scanning a set of 100 random 1kb-long 

genomic regions with a different set of 84 random hexamers each time over 100 

iterations. 

 

Supplementary Figure 11: The distribution of median motif densities, median ND 

values and enrichment p-values obtained by scanning a set of 100 random 1kb-long 

genomic regions with a different set of 84 hexamers each time over 100 iterations, 

each set of motifs having been randomly sampled from the human genome 

mononucleotide composition. 

 

Supplementary Figure 12: The distribution of median motif densities, median ND 

values and enrichment p-values obtained by scanning a different set of ca. 100 

random 1kb-long genomic regions with INT3 ESEs each time over 100 iterations. 

 

Supplementary Figure 13: When 84 random 6-basepair regions are picked from 

within coding regions and defined as a set of motifs, they are usually found to be 

enriched in random genomic regions rather than depleted. The figure shows the 

distribution of median motif density, median ND and enrichment p values resulting 

from 100 such simulations where a different set of 84 motifs was picked each time 

and scanned for in a set of 100 random genome regions of 1kb length. 
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Supplementary Figure 14: The distribution of median ESE densities (INT3 set), 

median ND values and enrichment p-values obtained by scanning a set of ca. 1000 

random 300 bp long genomic regions from either LINE, SINE or LTR elements. 

 

Supplementary Figure 15: As Supplementary Figure 12 but with the random regions 

sampled from a repeatmasked genome. 

 

Supplementary Figure 16: The distribution of median ESE densities (INT3 set), 

median ND values and enrichment p-values obtained by scanning a set of ca. 100 

random 1kb-long genomic regions from either intergenic, intronic, exonic or coding 

regions. Note that the exonic regions are taken here to include coding regions, 

meaning that the grey and the black distribution are not independent. 
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Supplementary Tables 

 

Supplementary Table 1 

 

Base Frequency in the INT3 set of ESEs 

A ≈0.466 

T ≈0.099 

C ≈0.117 

G ≈0.317 

 

Supplementary Table 2 

 

 Single-exon Multi-exon 

Median raw ESE density ≈0.131 ≈0.178 

Median ND ≈0.162 ≈0.213 

p-value ≈9.999 * 10-5 ≈9.999 * 10-5 

 

Supplementary Table 3 

 

 Full dataset  Without 

broad set 

retrocopies 

Median raw ESE 

density 

≈0.131 ≈0.122 

Median ND ≈0.251 ≈0.233 

p-value ≈0.004 ≈0.014 
 

  



 

 

83 

Supplementary Table 4 

 

 Full dataset Without 

broad set 

retrocopies 

Broad set 

retrocopies only 

Real dS ≈0.051 ≈0.052 ≈0.055 

Mean simulated dS ≈0.065 ≈0.064 ≈0.063 

Normalized dS ((real – 

simulated)/simulated) 

≈-0.208 ≈-0.189 ≈-0.129 

p-value ≈2.000*10-4 ≈0.003 ≈0.085 

Sample size 157 122 50 

 

 

Supplementary Table 5 

 

 Full dataset Without 

broad set 

retrocopies 

Broad set 

retrocopies 

only 

SNP density in real ESEs ≈0.044 ≈0.038 ≈0.057 

Mean SNP-density in simulated 

ESEs 

≈0.046 ≈0.044 ≈0.052 

Normalized SNP density 

(!"#$ – !"#$%&'()
!"#$%&'()

)) 

≈-0.028 ≈-0.142 ≈0.102 

p-value from empirical distribution ≈0.395 ≈0.092 ≈0.763 

Sample size 157 122 50 
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Supplementary Table 6 

 

 Full dataset Without 

retrocopies 

(strict set) 

Without 

retrocopies 

(broad set) 

SNP density in real ESEs ≈0.044 ≈0.040 ≈0.038 

Normalized SNP density 

(!"#$ – !"#$%&'()
!"#$%&'()

) 

≈-0.023 ≈-0.085 ≈-0.104 

p-value from empirical distribution ≈0.440 ≈0.204 ≈0.171 

 

 

Supplementary Table 7 

 

 Intronless Intron-containing Total 

Initial number of 

CDS 

2253 148633 150886 

After verifying 

exon number 

1225 147670 148895 

After verifying 

reading frame 

integrity and length 

1142 56859 58001 

After keeping only 

one CDS per gene 

1118 19005 20123 

After verifying 

conservation 

344 10337 10681 

Number of data 

points after 

clustering into 

paralogous families 

157 5845 6002 
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Supplementary Table 8 

 

 All intronless 

lncRNAs 

conserved 

(3’) 

conserved 

(CDS) 

random 

genomic 

regions 

median raw 

density 

≈0.084 ≈0.118 ≈0.118 ≈0.118 

mean simulated 

density 

≈0.101 ≈0.132 ≈0.129 ≈0.138 

median ND ≈-0.15 ≈-0.124 ≈-0.133 ≈-0.138 

enrichment p-

value 

≈0.991 ≈0.941 ≈0.864 ≈0.996 

sample size 157 

datapoints  

(262 genes) 

69 datapoints 

(102 genes) 

41 datapoints 

(70 genes) 

949 

datapoints 

(949 genes - 

no clustering 

into families 

was 

performed) 
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Supplementary table legends 

Supplementary Table 1:  Base composition of the INT3 set of ESEs used in this study (see 

Materials and Methods for more details on the set of motifs) 

Supplementary Table 2: raw and normalized ESE density, using the empirical 

distribution derived from predicting hits to ESEs in 10,000 simulated versions of the 

single-exon/multi-exon dataset where the codons had been shuffled within each CDS 

(see Methods for further details). 

 

Supplementary Table 3: raw and normalized ESE density with and without the putative 

retrocopies, using only 1000 simulants to calculate ND and the p-value.  

Supplementary Table 4: Rate of evolution at synonymous sites in ESEs in the full set of 

intronless genes and in the two retrocopyless sets. 

Supplementary Table 5: SNP density at fourfold degenerate sites in ESEs in the full set of 

intronless genes, the broad set retrocopies and in other intronless sequences. 

Supplementary Table 6: SNP density at fourfold degenerate sites in ESEs in the full set of 

intronless genes, the broad set retrocopies and in other intronless sequences, using only 1000 

simulants to calculate ND and the p-value. 

Supplementary Table 7: number of CDS remaining in the dataset after the various filtering 

steps. 

Supplementary Table 8: Density of ESE hexamers and associated statistics, calculated 

in putative intronless lncRNAs or randomly selected 1kb regions from anywhere in the 

genome. 
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Supplement to Chapter 3 
 

 

 

 

 

 

Further additional files and Spreadsheets can be found on the attached CD-ROM. The 
following text corresponds to Additional File 5 in the original publication. 

  



 

 

107 

Supplementary Material 

 

Additional Files 

 

Additional File 1: The RBP motifs used in human and mouse. The human data also has 

information on whether the motif set passed the information content threshold for 

inclusion in the analysis of individual motif sets. 

 

Additional File 2: Putative non-singleton paralogous families of human intron-

containing CDSs (based on Ensembl relese 78). Putative non-singleton paralogous 

families of mouse intron-containing CDSs. 

 

Additional File 3: Putative non-singleton paralogous families of human intronless CDSs 

(based on Ensembl release 78). 

 

Additional File 4: The supplementary spreadsheets. 

 

Additional File 5: This file. Overview of the additional files and spread sheets. 

Supplementary Texts. Supplementary Figures. 

 

Supplementary Spread Sheets 

 

Supplementary Spread Sheet 1: Density parameters of RBP motifs in human intron-

containing CDSs (one data point per gene). 

 

Supplementary Spread Sheet 2: Density parameters of RBP motifs in human intron-

containing CDSs (one data point per RBP). 

 

Supplementary Spread Sheet 3: Density parameters of random motifs in human intron-

containing CDSs (one data point per RBP). 

 

Supplementary Spread Sheet 4: Conservation parameters of RBP motifs in human 

intron-containing CDSs (one data point per RBP). 
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Supplementary Spread Sheet 5: The experimentally determined binding preferences of 

RBPs. 

 

Supplementary Spread Sheet 6: Results from the analysis of human-macaque 

divergence at human fourfold degenerate sites that are a single base substitution away 

from a putatively avoided motif (one data point per RBP). 

 

Supplementary Spread Sheet 7: Density parameters of RBP motifs in human intronless 

CDSs (one data point per gene). 

 

Supplementary Spread Sheet 8: Density parameters of RBP motifs in human intronless 

CDSs (one data point per RBP). 

 

Supplementary Spread Sheet 9: Conservation parameters of RBP motifs in human 

intronless CDSs (one data point per RBP). 

 

Supplementary Spread Sheet 10: Density parameters of RBP motifs in mouse intron-

containing CDSs (one data point per gene). 

 

Supplementary Spread Sheet 11: Density parameters of RBP motifs in mouse intron-

containing CDSs (one data point per RBP). 

 

Supplementary Spread Sheet 12: Conservation parameters of RBP motifs in mouse 

intron-containing CDSs (one data point per RBP). 

 

Supplementary Spread Sheet 13: Density parameters of RBP motifs in human 5’UTRs 

(one data point per sequence). 

 

Supplementary Spread Sheet 14: Density parameters of RBP motifs in human 3’UTRs 

(one data point per sequence). 
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Supplementary Spread Sheet 15: Density parameters of RBP motifs in human introns 

(one data point per sequence). 

 

Supplementary Spread Sheet 16: Density parameters of RBP motifs in human intronic 

regions immediately upstream from an exon (one data point per sequence). 

 

Supplementary Spread Sheet 17: Density parameters of RBP motifs in human intronic 

regions immediately downstream from an exon (one data point per sequence). 

 

Supplementary Spread Sheet 18: Expression parameters of human intron-containing 

genes. 

 

Supplementary Spread Sheet 19: The sizes of individual RBP motif sets in both human 

and mouse. 
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Supplementary Texts 

 

Supplementary Text 1: Estimating RBP motif conservation separately for each 

dinucleotide. 

 

The RBP motif conservation reported in section 1.2. of Results is highly dependent on 

the success of our procedure for controlling for dinucleotide content. If certain highly 

mutable dinucleotides (such as CG) were systematically over-represented in simulants 

when compared to the true motifs, then this could artifactually cause RBP motifs to 

appear slow-evolving. To ascertain whether the decrease in evolutionary rates in RBP 

motifs was a systematic effect that concerned more or less all dinucleotides, rather than 

simply a reflection of the over-representation of certain highly unstable dinucleotides in 

the simulants, we assessed conservation separately for each dinucleotide. We divided all 

the fourfold degenerate sites in our CDSs into two classes (using one randomly picked 

gene from each paralogous family) – those that overlapped with hits to RBP motifs and 

those that did not. Within either category, we then further grouped the sites based on the 

dinucleotide that they were part of (counting each site twice, once for the dinucleotide 

in which it was the second base and once for the dinucleotide in which it was the first 

base). Finally, for each such subgroup of sites, we asked how frequently the base 

observed at the orthologous position in macaque was different from that present in 

human, thereby obtaining an estimate for the rate of evolution at fourfold degenerate 

sites (d4) for each dinucleotide at both motif sites and non-motif sites. We found that for 

the majority of dinucleotides (12/16), d4 was lower at sites overlapping RBP motifs than 

at other sites. This proportion is significantly greater than expected by chance (χ2 ≈ 4, p 

< 0.05). We also obtain a significant result when we compare the values using a paired 

one-tailed Wilcoxon signed rank test (p ≈ 0.017). These results indicate that the 

reduction in evolutionary rates is unlikely to be driven solely by a few unusual 

dinucleotides that would be both over-represented in simulants when compared to true 

motifs and particularly fast-evolving. 

 

To obtain an estimate for the global reduction in d4 in RBP motifs, we can average the 

rates obtained across all dinucleotides at either motif or non-motif sites, weighting each 

dinucleotide by its frequency at motif sites (thereby controlling for differences in 
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dinucleotide frequencies between motif and non-motif). This produces an average d4 of 

≈0.0087 for motif sites and of ≈0.0089 for the rest of the sequence, a difference of about 

1.78%. This is a weaker effect than that obtained when considering dS rates. This 

indicates that the decrease in dS in RBP motifs might indeed partially be due to 

imperfections in the process of generating simulants, although note that our method of 

calculating d4 lacks the sophistication of the Goldman and Yang (1994) method used for 

dS, which may also explain part of the discrepancy (for example, we apply no correction 

for multiple hits). Note also that the effect is locally stronger in exonic sub-regions that 

can be hypothesized to be particularly relevant for splicing (a decrease of ca. 4.62% is 

observed when only the 5’ flanks of exons are considered). 

 

Supplementary Text 2: RBP-related constraints appear no weaker in intronless than in 

intron-containing genes, underlining the importance of splicing-independent factors in 

shaping RBP motif usage. 

 

We hypothesized that because intron-containing genes would have a greater need to 

interact with splice factors than intronless ones, their evolution would be under stronger 

RBP-related constraints. We therefore assembled a set of 344 intronless genes and 

clustered them into paralogous families, resulting in 157 data points (Supplementary 

File 3). We then proceeded to calculate the density and synonymous rate of evolution of 

RBP motifs also in the CDSs of these genes (Supplementary Spread Sheet 7). Contrary 

to our expectations, we found both enrichment and conservation to be stronger in 

intronless than in intron-containing CDSs (Table 1), and the over-all reduction in dS 

across full sequences to round up to ≈3.3%. There is therefore no evidence for weaker 

RBP-related constraints in genes that lack introns. This finding might suggest that a 

sizable fraction of the functional interactions occurring between CDSs and RBPs are 

relevant to processes other than splicing. 
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 intronless CDSs intron-containing CDSs 

raw motif density ≈0.571 ≈0.573 

ND ≈0.153 ≈0.115 

enrichment p ≈0.001 ≈0.001 

raw dS ≈0.065 ≈0.064 

normalized dS ≈−0.058 ≈−0.041 

conservation p ≈0.001 ≈0.003 

over-all reduction in dS ≈−0.033 ≈−0.024 

Table 1: Statistics of motif density and conservation in intronless and intron-containing genes 
(one data point per gene). 
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Table 2: Statistics of motif density and conservation in intronless and intron-containing genes 
(one data point per RBP motif set). 

In addition to calculating the over-all constraint, we can also compare the distributions 

of enrichment and conservation estimates obtained by predicting hits to individual RBP 

motif sets grouped based on the RBP predicted to recognize them (Supplementary 

Spread Sheets 8 and 9). There are no significant differences between intronless and 

intron-containing sequences with regards to any of the parameters of density or of 

evolutionary rate considered in our analysis, and all of these statistics are significantly 

correlated between intronless and intron-containing sequences (Table 2). Moreover, of 

the 81 motif sets analysed, about equal numbers showed greater ND in intron-

containing than in intronless CDSs (44 motif sets), and the other way around (37) (χ2 ≈ 

0.605, p > 0.95). Similarly, there are 43 sets that have lower normalized dS in intron-

containing CDSs and 38 that show the opposite pattern (χ2 ≈ 0.389, p > 0.95). The data 

 intronless CDSs intron-containing 

CDSs 

significance of 

the difference 

from a paired 

two-tailed 

Wilcoxon 

signed rank test 

Spearman 

rank 

correlation 

between 

intronless 

and 

intron-

containing 

median raw 

density 

≈0.003 ≈0.003 ≈0.343 ρ ≈ 0.931, 

p < 2.2 * 

10-16 

median ND ≈−0.077 ≈−0.008 ≈0.678 ρ ≈ 0.833, 

p < 2.2 * 

10-16 

median raw dS ≈0.068 ≈0.062 ≈0.105 ρ ≈ 0.506, 

p ≈ 1.406 

* 10-6 

median 

normalized dS 

≈0.021 ≈−0.032 ≈0.880 ρ ≈ 0.454, 

p ≈ 2.069 

* 10-5 
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from individual motif sets therefore also suggests that RBP motifs show no tendency to 

be either less strongly enriched or less conserved in intronless CDSs than in intron-

containing ones. 

 

In conclusion, RBP-related constraints appear just as relevant to intronless as they are to 

intron-containing CDSs. We note that this effect is unlikely to be due to the presence of 

retrotransposed duplicates of intron-containing genes in our dataset, as intronless CDSs 

mimic intron-containing ones not only in terms of their patterns of k-mer enrichment 

but also with regards to k-mer conservation, suggesting that the two types of sequences 

are under broadly similar functional constraints. This might imply that splicing-

independent factors play an important role in shaping the RBP motif patterns within 

CDSs. 

 

Supplementary Text 3: Could differences in stop codon content between motif sets 

explain some of the variation in ND? 

 

If certain motifs contain the trinucleotide TGA, TAA or TAG, then it would be expected 

that they would be less frequent than simulants in coding sequences, simply because of 

the definitional lack of in-frame stop codons within coding regions. Because the 

simulant motifs were generated based on the dinucleotide rather than the trinucleotide 

content, they might not contain the stops present in the real motifs and would therefore 

have a higher frequency, leading to low ND. Similarly, if other motif sets have a high 

AT content but do not contain stops, this might inflate our estimate of enrichment as 

stops might easily occur in the simulants. Could this factor explain some of the 

variation in ND and, potentially, the extreme distribution of p-values? 

 

To test this hypothesis, we classed the motif sets into two groups based on whether or 

not any of the motifs in the set contained a stop. The two classes of motif sets presented 

similar raw density values in intron-containing CDSs (p ≈ 0.542, one-tailed Mann-

Whitney U-test), however, the stop-containing sets exhibited lower ND (median 0.021 

vs −0.092), a difference that is nearly significant (p ≈ 0.068, one-tailed Mann-Whitney 

U-test, Supplementary Figure 1 A). The possibility that differences in stop codon 

content could be contributing to the enrichment/depletion patterns observed therefore 
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cannot be excluded. This can either be a trivial methodological observation or it could 

be telling us something interesting about the evolution of RBP sequence specificities, 

namely that those proteins that function by binding within coding sequences have been 

selected to recognize motifs that do not contain stops. If the latter is true, then the 

differences in ND should be primary to the stop content, that is to say, the stop-

containing sets should have lower ND regardless of the fact that they contain stops. 

 

We therefore again scanned intron-containing protein-coding genes but first removed all 

those motifs that contained a stop codon. We also constrained the process of generating 

simulants so as not to allow simulant motifs that contained stops, thereby removing all 

effect of stop codon content. We then compared ND in those motif sets that had 

previously contained stops to those that had not. There was no significant difference (p 

≈ 0.258, one-tailed Mann-Whitney U-test; Supplementary Figure 2 B), suggesting that 

the near-significant effect detected before the removal of stops was primarily 

methodological. Importantly, however, even after the removal of stops from both the 

real motifs and the simulants, the tendency for extreme p-values remained 

(Supplementary Figure 2): the ratio of p-values below 0.1 or above 0.9 to those less 

extreme was still significantly greater than in random motifs (χ2 ≈ 124.981, p < 0.001; 

see main text for further details). The same was true for the ratio of p-values above 0.9 

to all others (χ2 ≈ 295.530, p < 0.001). Differences in stop codon content between motifs 

and simulants may therefore contribute somewhat to determining ND values but do not 

explain the over-all pattern. 
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Supplementary Figures  

 

 

Supplementary Figure 1: d4 of different dinucleotides at sites that either do (blue) or do not 
(black) overlap RBP motifs. 

 

 

Supplementary Figure 2: A. The raw and normalized densities (ND) of RBP motifs grouped by 
the RBP predicted to recognize them. Red: at least one of the motifs in the set contains a stop 
codon. Blue: none of the motifs in the set contain a stop codon. B. As A., except that motifs that 
contain stops have been removed and no stops were allowed in simulant motifs. The colour-
coding is based on whether the original motif sets contained a stop or not (that is to say, it is 
based on identical data to the colour-coding in A). 
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Supplementary Figure 3: As Figure 1A in the main text but with all motifs that contained a stop 
codon removed and without allowing stops in the simulants. 
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Supplementary Figure 4: the correlation between a motif set's normalized dS and its enrichment 
Z-score. The Z-scores were calculated by subtracting the true density from the mean simulated 
density and dividing the difference by the standard deviation of simulated densities. 
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Supplementary Figure 5: As Figure 2A in the main text, but with each data point labelled with 
the HGNC symbol of the gene encoding for the protein that is predicted to recognize the motifs. 
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Abstract 

 

What proportion of our coding sequence nucleotides have roles in splicing and how 

strong is the selection that maintains them? Despite a large body of research into exonic 

splice regulatory signals, these questions have not been answered. This is because, to 

our knowledge, previous investigations have not explicitly disentangled the frequency 

of splice regulatory elements from the strength of the evolutionary constraint under 

which they evolve. Current data are consistent both with a scenario of weak and diffuse 

constraint, enveloping large swathes of sequence, as well as with well-defined pockets 

of strong purifying selection. In the former case, natural selection on ESEs might 

primarily act as a slight modifier of codon usage bias. In the latter, mutations that 

disrupt ESEs are likely to have large fitness and, potentially, clinical effects. To 

distinguish between these scenarios, we have used several different methods to 

determine the distribution of selection coefficients for new mutations within exonic 

splice enhancers. The analyses converge to suggest that roughly 15-20% of fourfold 

degenerate sites are part of functional exonic splice enhancers. Most of these sites are 

under strikingly strong evolutionary constraint. Therefore, exonic splice regulation does 

not simply impose a weak bias that gently nudges coding sequence evolution in a 

particular direction. Rather, the selection to preserve these motifs is a strong force that 

severely constrains the evolution of a substantial proportion of coding nucleotides. Thus 

synonymous mutations that disrupt ESEs should be considered as a potentially common 

cause of single-locus genetic disorders. 

 

Introduction 

 

Coding sequences (CDSs) have functions beyond coding. For example, they can 

harbour binding sites for transcription factors (Stergachis et al. 2013; Birnbaum et al. 

2014; Blumberg et al. 2014; Reyna-Llorens et al. 2018) (although see (Xing and He 

2015; Agoglia and Fraser 2016)) or microRNAs (Lewis et al. 2005; Hurst 2006; Forman 

et al. 2008; Fang and Rajewski 2011; Hausser et al. 2013; Akhtar et al. 2015; Liu et al. 

2015). In mammals, a prominent regulatory layer within the CDS consists of exonic 

splice regulatory (ESR) signals, such as exonic splice enhancers (ESEs) (Blencowe 

2000; Cáceres and Hurst 2013; Lee and Rio 2015) and silencers (ESSs) (Wang et al. 
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2004; Lee and Rio 2015). The existence of ESR has been known about for decades 

(Somasekhar and Mertz 1985; Reed and Maniatis 1986; Watakabe et al. 1993), and a 

wealth of research has accumulated showing that these elements are under purifying 

selection (Fairbrother et al. 2004a; Carlini and Genut 2006; Parmley et al. 2006; 

Parmley et al. 2007; Ke et al. 2008; Sterne-Weiler et al. 2011; Cáceres and Hurst 2013; 

Ramalho et al. 2013) and that, at least in some instances, their disruption can cause 

disease (Lim et al. 2011; Sterne-Weiler et al. 2011; Sterne-Weiler and Sanford 2014; 

Supek et al. 2014; Xiong et al. 2015; Scotti and Swanson 2016; Takata et al. 2016; Wu 

and Hurst 2016). The conventional wisdom according to which all mammalian 

synonymous sites are non-functional and neutrally evolving has thus been put to rest. 

 

However, despite numerous studies that have demonstrated that exonic splice regulatory 

elements are under purifying selection (Fairbrother et al. 2004a; Carlini and Genut 

2006; Parmley et al. 2006; Parmley et al. 2007; Ke et al. 2008; Sterne-Weiler et al. 

2011; Cáceres and Hurst 2013; Ramalho et al. 2013), to our knowledge, none have 

attempted to determine the strength of this selection. Typically, studies measure the 

decrease in divergence/polymorphism rates within ESRs when compared to a putatively 

neutral baseline. This decrease depends both on the strength of selection and on the 

frequency of functional elements, without disentangling these two factors. As a result, 

current work is consistent both with a scenario of weak and diffuse selection, 

enveloping a large proportion of sequence but imposing only slight evolutionary 

constraint, as well as with well-localized pockets of strong selection. In the former case, 

selection to conserve ESRs would primarily have the effect of imposing a slight bias on 

codon usage. In the latter case, ESR-disrupting mutations would have large fitness 

effects that might frequently be clinically relevant.  In determining whether, for 

example, a synonymous mutation within an ESE is a likely cause of a single locus 

disease, it is thus important to be able to distinguish between these two possibilities.   

 

Although we are not aware of attempts to distinguish between these two scenarios at 

ESRs, such studies do exist for selective constraints at synonymous sites more 

generally. These studies could provide an upper bound − the frequency of synonymous 

sites that function in splicing cannot exceed the frequency of functional synonymous 

sites in general. Similarly, strong selection to preserve ESRs is unlikely if none is 
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detected at synonymous sites more broadly. Several earlier papers concluded that 

selection at synonymous sites was weak at best − a mere bias on the largely neutral 

turnover of silent sites (Lu and Wu 2005; Williamson et al. 2005; Comeron 2006; 

Kondrashov et al. 2006; Racimo and Schraiber 2014). Other authors, however, have 

uncovered evidence for strong negative selection at 22% and 11% of synonymous sites 

in Drosophila and in human, respectively (Keightley and Halligan 2011; Lawrie et al. 

2013), and have claimed that certain earlier studies were methodologically biased 

towards discovering weak selection alone (Lawrie et al. 2013; Machado et al. 2017). It 

is unknown whether or not selection on splice regulatory elements is a major contributor 

to this strong selection in human. In Drosophila, Machado et al. (2017) found that 

alternatively spliced genes contributed more to the signal of strong selection at 

synonymous sites than did constitutively spliced genes. However, this effect was 

dwarfed by a much greater effect of codon optimality. It is unclear what the expected 

pattern is in human, given that evidence for selection for codon optimality is much 

weaker than in Drosophila (Akashi 1995; Moriyama and Powell 1997; Urrutia and 

Hurst 2001; dos Reis et al. 2004; Lavner and Kotlar 2005; Kotlar and Lavner 2006; 

Waldman et al. 2010; Shabalina et al. 2013; Gingold et al. 2014). 

 

In this paper, we aim to determine both the frequency of functional ESEs in human 

CDSs as well as the strength of the selection that maintains them. We will only be 

considering fourfold degenerate sites. This removes the confound of selection on 

protein structure and also makes our work relevant to the broader problem of selection 

at synonymous sites. In order to disentangle site frequency from strength of selection, 

we must elucidate the distribution of fitness effects (DFE) at these positions (Eyre-

Walker and Keightley 2007). The DFE specifies the distribution of selective 

coefficients for incoming mutations at a set of sites. Many methods exist for 

determining this distribution (Nielsen and Yang 2003; Piganeau and Eyre-Walker 2003; 

Yampolsky et al. 2005; Eyre-Walker et al. 2006; Loewe et al. 2006; Boyko et al. 2008; 

Keightley and Halligan 2011; Schneider et al. 2011; Wilson et al. 2011; Gronau et al. 

2013; Lawrie et al. 2013; Racimo and Schraiber 2014; Keightley et al. 2016; Kim et al. 

2017; Tataru et al. 2017; Barton and Zeng 2018). All of these methods come with 

particular caveats and can produce misleading results in certain circumstances (for 

instance, in the presence of positive selection or very weak negative selection). We will 
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therefore use several complementary approaches to obtain information about the DFE, 

so that the conclusions we draw are supported by several different types of analysis. 

 

We will first study the INT3 set of ESEs from Cáceres and Hurst (2013) − a high 

quality set of 84 hexamers that was obtained by taking the intersection of several 

previously existing lists of ESEs. This analysis will likely inform us on the properties of 

a core set of particularly important ESEs (because these motifs have been repeatedly 

detected using different methodologies). However, INT3 is probably not just low false 

positive but also high false negative. In the second part of this paper, we will therefore 

work with a much larger set of ESEs, obtained by combining pre-existing individual 

sets, to see how the properties of INT3 generalize to ESEs more generally.  
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Results 

 

1.1. Analysis of nucleotide divergence suggests that at least 20-30% of INT3 ESE 

sites are under selection. 

 

A first approach to determining the frequency of functional elements is to compare rates 

of synonymous substitution between ESE and control sites. The excess conservation at 

ESE sites is taken to reflect the proportion of motif hits that are selectively maintained 

and hence functional. The remainder would simply represent the chance occurrence of 

k-mers. Based on the frequency of the motifs, it is then possible to calculate the 

proportion of all coding nucleotides that are splice regulatory. This type of analysis has 

been performed before (Parmley et al. 2006; Cáceres and Hurst 2013; Savisaar and 

Hurst 2017a) and will only be repeated briefly here. 

 

We aligned human CDSs to orthologous macaque sequences and determined the rate of 

evolution at synonymous sites (dS) for either ESE sites or roughly nucleotide-matched 

control sites. Sites predicted to have been CpG/GpC in the human-macaque most recent 

common ancestor (MRCA) were ignored to eliminate biases due to CpG 

hypermutability (Sved and Bird 1990). To quantify constraint, we used a measure that 

we term normalized dS (𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑 𝑑𝑆 = !"! !! ! !"#$%"& !!
!"#$%"& !!

), which is expected to be 

roughly 0 under neutral evolution and below 0 under purifying selection. We obtained a 

normalized dS of ≈−0.300 (ESE dS ≈ 0.038; control dS ≈ 0.054; one-tailed empirical p ≈ 

0.001; see Methods for details; see also Supplemental Fig S1 and Supplemental 

Spreadsheet S3). This initial analysis would therefore suggest that around 30% of ESE 

motif occurrences are functional, whilst the remainder are simply noise. Note that it is 

possible that this method over-estimates levels of conservation by about a third because 

of a failure to control for mutational biases acting at the di- or trinucleotide level (see 

Supplemental Text S2 for full details). A more conservative estimate would therefore 

put the proportion of functional ESE sites at roughly 20%. 

 

An important caveat is that we have ignored ESE degeneracy. For instance, an A to T 

mutation at the last position in the ESE GAAGAA should be neutral with regards to ESE 

function because GAAGAT is also an ESE. Such sites might be functional, yet 
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nevertheless accumulate substitutions. Their presence could therefore lead us to 

underestimate levels of purifying selection. To determine the extent of ESE degeneracy, 

we repeated the analysis ignoring those human-macaque divergences that merely 

converted one ESE to another (Supplemental Text S3). This procedure removed about a 

quarter of the substitutions (ESE dS decreased from ≈0.038 to ≈0.029). However, after 

controlling for the number and nucleotide composition of the discarded sites 

(Supplemental Text S3), we found that effects on conservation were slight (control dS ≈ 

0.044, normalized dS ≈ −0.336). We tested for an effect of degeneracy also when 

conducting the other analyses reported in this manuscript (Supplemental Text S3). In all 

cases, there was only a slight effect on the results. Therefore, it appears that most of the 

time, an ESE is not interchangeable with another ESE at the same position. 

 

Finally, because ESEs tend to be more frequent towards exon ends (Fairbrother et al. 

2004a; Cáceres and Hurst 2013), it is possible that we have sampled motif sites 

primarily from the exon end and control sites more from the exon core. If exon ends are 

more conserved than cores for ESE-independent reasons (Cáceres and Hurst 2013), this 

could artefactually lead to a signal of purifying selection on the motifs. We therefore 

repeated the normalized dS analysis on sequence from the 5’ ends of exons only (first 69 

base pairs). The results were very similar to those obtained for full CDSs (ESE dS 

≈0.035; control dS ≈0.051; normalized dS ≈−0.312), suggesting that the purifying 

selection we detect is not an artefact of sampling motif and control sites from different 

exon regions. 

 

To sum up, the nucleotide divergence analysis suggests that ≈20-30% of ESE sites are 

functional. ESE motifs make up ≈18.3% of CDS. Therefore, ≈3.5−5.5% of all fourfold 

degenerate sites would overlap with functional ESEs. This result is in accordance with 

previous analyses of this kind (Parmley et al. 2006; Cáceres and Hurst 2013). However, 

the analysis is problematic because it does not explicitly disentangle the frequency of 

selected sites from the strength and mode of selection. As a result, the estimate for site 

frequency could be incorrect. Specifically, if there are functional sites where the 

negative selection is so weak that substitutions are still observed, then this analysis will 

underestimate the proportion of selected sites. In addition, if the data includes fast-

evolving positively selected sites (as detected for ESEs in Ke et al. (2008) and for 
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synonymous sites more generally in Resch et al. (2007)), their faster evolution might 

cancel out some of the signal for purifying selection. In the sections to come, we will 

turn to more complex approaches, which will allow us to address both of these issues.  
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1.2. INSIGHT finds no evidence for positive selection, and reports strong negative 

selection at about a quarter of ESE sites. 

 

We next turned to an approach that is capable of distinguishing between positive and 

negative selection, and that can also give more detailed information on the negative 

DFE. Namely, we used the INSIGHT method developed by Gronau et al. (2013). 

INSIGHT is a method for analysing patterns of selection within non-coding genomic 

elements. It is based on the assumption that distinct selective modes will affect patterns 

of polymorphism and divergence differently. According to the INSIGHT model, sites 

that are under strong negative selection display neither divergence nor polymorphism, 

those under weak negative selection are also non-divergent but can be polymorphic 

(although with lower minor allele frequencies than neutrally evolving sites), and 

positively selected sites can be divergent but cannot harbour polymorphisms.   

 

The method works by comparing patterns of divergence and polymorphism between 

elements of interest and control sites. In our case, the elements of interest are fourfold 

degenerate ESE positions and the control sites are fourfold degenerate non-ESE 

positions picked from within the same gene. INSIGHT uses a maximum likelihood 

based approach to fit three parameters: ρ (the fraction of sites under any kind of 

selection), η (scaling factor on the divergence rate at selected sites; expected to be 0 if 

no positive selection is present) and γ (scaling factor on the site frequency spectrum at 

selected sites). Based on η and γ, INSIGHT also computes α (the fraction of divergences 

driven to fixation by positive selection) and τ (the fraction of polymorphisms under 

weak negative selection). The method cannot determine the relative proportions of sites 

under strong or weak negative selection but it can indicate whether there is any 

evidence at all for weak negative selection.  

 

The fact that INSIGHT also relies on polymorphism data means that the CpG-filtering 

method used above is not necessarily appropriate anymore. Earlier, we filtered out only 

those positions where we predicted that the human-macaque MRCA had CpG 

(ancestral filtering). However, CpGs that have arisen since the human-macaque split 

might also be enriched in polymorphisms. An alternative strategy, better adapted for 

polymorphism-based methods, is to simply remove all positions where the human 
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reference sequence has CpG (human filtering). With INSIGHT, we would expect 

ancestral filtering to be better suited for primarily divergence-based estimates (η and α), 

whilst human filtering should be the better correction method for primarily 

polymorphism-based estimates (γ and τ) (note that this is a rough heuristic − all 

estimates are expected to be sensitive to both divergence and polymorphism to some 

extent). It is unclear what would be the best approach for ρ. 

 

To test these assumptions, we performed a negative control. We shuffled ESE and 

control sites within each gene, and ran INSIGHT on the shuffled data. This procedure 

was repeated 100 times (Figure 1; Supplemental Spreadsheet S4). As predicted, human 

filtering gave the lower false positive rate for τ (Dunn-Bonferroni test p < 2 * 10-16 for 

comparison with ancestral filtering and 0.3 for comparison with no filtering), whereas 

ancestral filtering performed better for α (Dunn-Bonferroni test p ≈ 1.9 * 10-7 for 

comparison with human filtering and ≈0.231 for comparison with no filtering). In 

addition, human filtering had the lower false positive rate for ρ (Dunn-Bonferroni test p 

< 2 * 10-16 for comparison with ancestral filtering and ≈7.4 * 10-8 for comparison with 

no filtering). Additionally, we carried out a positive control using non-synonymous 

sites. As expected, INSIGHT detected a mixture of strong and weak selection to 

preserve protein structure (Supplemental Text S4; Figure 2.A). 

 

Figure 1: Distribution of INSIGHT statistics from 100 negative control runs using different 

methods of CpG-filtering (N: no filtering, H: human filtering, A: ancestral filtering). Human 

filtering has the lowest false positive rate for ρ (the fraction of sites under selection; panel A) 

and for τ (the fraction of polymorphisms under weak negative selection; panel C). Ancestral 
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filtering performs best for α (the fraction of divergences driven to fixation by positive selection; 

panel B). 

We next ran the analysis on fourfold degenerate ESE positions, using roughly 

nucleotide-matched fourfold degenerate non-ESE positions as control (Figure 2B; 

Supplemental Spreadsheet S5). Both CpG-filtering methods agreed that there was no 

evidence for positive selection. Ancestral filtering predicted a higher percentage of sites 

under selection than human filtering (≈51.6% vs ≈25.1%; empirical p-values ≈0.010 for 

both). This might be due to it detecting greater levels of weak negative selection 

(percentage of polymorphisms under weak negative selection ≈34.5% vs ≈11.8%; 

empirical one-tailed p-values for decreased allele frequencies at selected sites ≈0.010 vs 

≈0.079, respectively). Indeed, when INSIGHT is run with the assumption of no weak 

negative selection (γ fixed at 0), ancestral filtering returns an estimate for the percentage 

of selected sites that is nearly identical to that obtained with human filtering (≈25.9%). 

Given that in our negative control, ancestral filtering had a tendency to over-estimate 

levels of weak negative selection (Figure 1), we consider that the human filtering results 

are more likely to be accurate. We also considered the possibility that the differences 

between ancestral and human filtering results could be due to the use of different sets of 

genes, however, further analysis reveals this to be unlikely (Supplemental Text S4).  

 



 

 

153 

 

Figure 2: INSIGHT estimates for non-synonymous (A) and for fourfold degenerate (B) ESE 

sites. ρ: fraction of sites under selection; α: fraction of divergences driven to fixation by positive 

selection; η: scaling factor on the divergence rate at selected sites; τ: fraction of polymorphisms 

under weak negative selection; γ: scaling factor on the site frequency spectrum at selected sites. 

Human CpG-filtering is expected to be more reliable for ρ, τ and γ; ancestral CpG-filtering is 

expected to perform better for α and η. For the positive control (A), INSIGHT detects 

significant evidence for negative selection, including weak negative selection. At fourfold-

degenerate ESE sites, INSIGHT reports negative selection, which is likely mostly strong, as 

there is little to no significant evidence for weak negative selection with the more reliable 

human CpG-filtering method. 

In conclusion, INSIGHT finds no evidence for positive selection at ESE sites. This 

suggests that the normalized dS statistic determined in the previous section reflects the 

effects of negative selection alone. In addition, about a quarter of ESE sites were found 

to be under selection. This is fairly close to the results obtained above using divergence 

data alone. Most, if not all, of these sites appear to be under strong negative selection, 

suggesting that mutations within functional ESEs are likely to have large fitness, and 

potentially clinical, effects. However, such inferences regarding the shape of the 

negative DFE must be treated with caution. This is because the INSIGHT model also 

assumes that even weak negative selection must be strong enough to effectively 

preclude substitutions, which, as discussed above, is not necessarily the case. We might 
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therefore still be underestimating the proportion of functional sites. We therefore next 

turn to methods that make no assumptions as to the effects of very weak negative 

selection on nucleotide divergence. 

 

1.3. Polymorphism data suggests that the primary mode of selection is strong and 

constrains about a third of ESE sites. 

 

Another approach to learning about the DFE is to study polymorphism data alone. Such 

data contains two primary kinds of information that can be useful for detecting 

purifying selection. Firstly, if mutations are strongly selected against, they will most 

likely be unable to spread beyond very low frequencies in the population and will 

eventually be lost. As a result, they are less likely to occur in a population sample. 

Lower than expected numbers of segregating sites are therefore a signal of strong 

negative selection. With weak negative selection, on the other hand, mutations can 

spread further in the population but will still tend to remain at lower frequencies than 

the neutral expectation. As a result, segregating sites may be just as common as under 

effective neutrality but minor allele frequencies (MAFs) will be decreased. This effect 

should theoretically occur also for deleterious mutations with non-negligible fixation 

probabilities. Assuming that we have enough power, we should therefore be able to 

detect even very weak negative selection.  

 

We devised two tests based on this reasoning. The first was to determine the proportion 

of polymorphic sites among ESE sites and to compare this ratio to that observed at 

control positions using a χ2 test. The second was to compare MAFs of segregating sites 

between ESE and control sites using a one-tailed Mann-Whitney U-test. Because these 

methods are based on polymorphism data alone, the preferred method for removing 

CpG sites should be human filtering (although, as can be seen in Table 1, ancestral 

filtering gives qualitatively similar results). Importantly, as here it was preferable to 

match ESE and control site numbers, we switched back to the sampling-with-

replacement based method of picking control sites that we used for normalized dS. 

 

As a positive control, we performed both tests using non-synonymous ESE sites as hits 

and fourfold degenerate ESE sites as control, as in the previous section. This analysis 
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should provide strong evidence for both strong and weak negative selection. This was 

indeed the case: both the proportion of polymorphic sites as well as MAF were 

significantly lower at non-synonymous than at fourfold degenerate sites (Table 1). We 

then performed the analysis on fourfold degenerate ESE sites and controls. We found a 

significant decrease in both the fraction of polymorphic sites as well as in MAFs when 

comparing ESEs to control sites (Table 1). However, the effect was much more 

significant for the fraction of polymorphic sites, suggesting that the primary mode of 

selection is strong. These results are consistent with the INSIGHT results reported 

above, which also suggest that although a minority of sites may be under weak negative 

selection, the primary mode of selection is strong. The fact that the comparison of 

MAFs and INSIGHT lead to such similar results suggests that the weak negative 

selection that is reported is unlikely to be sufficiently weak to allow for substitutions, as 

selection this weak should only be detected by the former. 
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CpG 

filtering 

method 

set of sites polymorphic 

sites/total sites 

(hits) 

polymorphic 

sites/total sites 

(controls) 

χ2 (p) p from 

MWU test 

comparing 

MAFs 

human 

filtering 

non-

synonymous 

ESE sites 

(positive 

control) 

16126/973657 

(≈0.017) 

26622/973079 

(≈0.027) 

≈4264.852 

(≈0.000) 

≈3.880 * 

10-160 

 

4-fold 

degenerate 

ESE sites 

2364/104679 

(≈0.023) 

2762/104532 

(≈0.026) 

≈59.979 

(≈9.589 * 

10-15) 

≈0.039 

ancestral 

filtering 

non-

synonymous 

ESE sites 

(positive 

control) 

11694/698981 

(≈0.017) 

21003/698549 

(≈0.030) 

≈4263.099 

(≈0.000) 

≈2.523 * 

10-80 

 

4-fold 

degenerate 

ESE sites 

1721/75289 

(≈0.023) 

2216/75208 

(≈0.029) 

≈114.905 

(≈8.255 * 

10-27) 

≈3.440 * 

10-4 

Table 1: Polymorphic sites are significantly less frequent within ESEs than at control sites. 

Minor allele frequencies (MAFs) are also significantly lower within ESEs, although this effect 

is weaker (notably with human CpG filtering, the preferred method for polymorphism-based 

analysis). At non-synonymous sites (positive control), both effects are very strong. This 

suggests that functional ESE sites are primarily under strong negative selection, with weak 

negative selection less common. 

In order to turn these qualitative statements into population-scaled selective coefficient 

(Nes) estimates, we used the multiDFE method developed in Kousathanas and Keightley 

(2013) (an expansion of the older DFEalpha programme (Keightley and Eyre-Walker 

2007)). multiDFE uses Fisher-Wright transition matrix methods to generate the 

expected allele frequencies in a population under the assumption that incoming 

mutations are sampled from a particular distribution of selective coefficients. A 



 

 

157 

maximum likelihood based procedure then fits the parameters of the distribution so as 

to minimize the discrepancy between this allele frequency vector and the true site 

frequency spectrum observed in the population.  

 

Many different computational methods exist for determining the DFE (Nielsen and 

Yang 2003; Piganeau and Eyre-Walker 2003; Yampolsky et al. 2005; Eyre-Walker et 

al. 2006; Loewe et al. 2006; Boyko et al. 2008; Keightley and Halligan 2011; Schneider 

et al. 2011; Wilson et al. 2011; Lawrie et al. 2013; Racimo and Schraiber 2014; 

Keightley et al. 2016; Kim et al. 2017; Tataru et al. 2017; Barton and Zeng 2018). We 

have chosen to use multiDFE in particular primarily for three reasons. Firstly, unlike 

methods that assume a particular kind of distribution beforehand (e.g. Piganeau and 

Eyre-Walker 2003; Keightley and Eyre-Walker 2007; Tataru et al. 2017), one can try 

out a long list of types of distributions, including uni- and multimodal ones, as well as 

parametric and non-parametric distributions, and pick the one that gives the best fit to 

the data. This is important because if the true distribution is substantially different than 

the distribution that is being assumed, this can lead to erroneous conclusions regarding 

the properties of the DFE (Kousathanas and Keightley 2013). Secondly, the method 

explicitly accounts for population change in the past.  multiDFE can be run in one of 

two modes, one assuming that the population size has been constant and the other 

allowing for a step change t generations in the past. Although accounting for 

demography has become commonplace (Eyre-Walker et al. 2006; Boyko et al. 2008; 

Lawrie et al. 2013; Kim et al. 2017; Tataru et al. 2017), multiDFE (and earlier iterations 

of the method (Keightley and Eyre-Walker 2007)) has the particularity of estimating 

demographic and selection parameters simultaneously. Thirdly, multiDFE (like its 

predecessor (Keightley and Eyre-Walker 2007)) considers not only the frequency 

spectrum of segregating sites but also the proportion of monomorphic sites, enabling it 

to more readily detect strong negative selection (similarly to Lawrie et al. (2013), who 

discuss this problem in more detail). To our knowledge, no other method has all three of 

these properties (with the potential exception of Kim et al. (2017)). 

 

When interpreting the multiDFE output, we will follow Yampolsky et al. (2005). We 

will thus assume that mutations are effectively neutral if the associated population-

scaled selective coefficient (Nes) is below ≈0.25. We will also assume that the 
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probability of fixation becomes negligible above ≈2Nes (weak negative selection), 

whilst contribution to polymorphism becomes negligible above ≈10Nes (strong negative 

selection). Mutations that are under negative selection that is too weak to prevent 

fixation should therefore be associated to a Nes value between roughly 0.25 and 2 (very 

weak negative selection). Given results obtained above, we would expect about a 

quarter of mutations to have a Nes above 10 and the remaining three quarters a Nes 

below 2. However, the weakly significant drop in MAF, as well as the near-significant 

evidence for weak negative selection obtained by INSIGHT, suggest that a minority of 

mutations might also fall within 0.25<Nes<10. Note that because positive selection is 

not considered, we only use positive Nes values and consider that increasing Nes 

signifies increasingly strong negative selection. Importantly, multiDFE returns the 

distribution of selective coefficients for incoming mutations, not for sites. However, 

given that ESE degeneracy seems to be rare, we can ignore this distinction and consider 

the proportion of incoming mutations that are under selection as a proxy for the 

frequency of functional sites. We will limit the polymorphism data used to the Yoruban 

subsample of the 1000Genomes dataset, as methods such as multiDFE are susceptible 

to become unreliable if the sample is large (Kim et al. 2017). 

 

Regarding the handling of CpGs, human filtering is expected to be the most appropriate 

because multiDFE is purely polymorphism-based. We nevertheless performed 100 

negative control runs to determine the false positive rate for the two methods 

(Supplemental Text S5; Supplemental Spreadsheet S7). To our surprise, ancestral CpG 

filtering achieved a substantially lower false positive rate than human filtering. With 

human filtering, only 15% of runs exhibited more than 80% of the density below Nes = 

0.1, whereas this percentage was 71% for the ancestral filtering (Figure 5, leftmost 

plot).  

Because of these results, we will largely rely on the ancestral filtering method when 

drawing conclusions from the multiDFE analysis. One must nevertheless bear in mind 

that even with ancestral filtering, 29% of runs located at least 20% of the density above 

Nes = 0.1. The negative control also demonstrates the drastic importance of accounting 

for demographic history, as ignoring it leads to a large increase in the false positive rate 

(see Supplemental Text S5 for details). As with INSIGHT, we also performed a positive 

control by analysing non-fourfold degenerate ESE sites, with fourfold degenerate non-
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ESE sites as controls (Supplemental Text S5; Figure 3). Reassuringly, our protocol for 

running multiDFE appears capable of detecting both strong and weak negative 

selection. 

 

 

 

Figure 3: Positive control. Distribution of fitness effects (DFE) for non-fourfold degenerate ESE 

sites, using fourfold degenerate non-ESE sites as control. Blue zone: effective neutrality; light 

yellow zone: very weak negative selection; dark yellow zone: weak to strong negative selection. 

“no filtering”, “human filtering” and “ancestral filtering” refer to different methods for filtering 

out CpG dinucleotides (see main text for more details). 

We then ran multiDFE on our data of interest − fourfold degenerate ESE sites with 

nucleotide-matched fourfold degenerate non-ESE sites as control. The best-fit model 

with ancestral filtering was a two-spikes model with population size change in the past. 

multiDFE indicated about 63% of the density to lie within effective neutrality and about 

37% of mutations to be under very strong negative selection (with Nes roughly around 

100; Figure 6, top left plot; Supplemental Spreadsheet S8; see Supplemental Text S5 for 

results obtained with other CpG-filtering methods). multiDFE thus provides no 

evidence for substantial levels of very weak negative selection at fourfold-degenerate 

ESE positions − mutations are either effectively neutral (about two thirds) or 

sufficiently deleterious that their fixation is extremely unlikely (about a third). We also 

detect no density between Nes 2 and 10. This would suggest that deleterious mutations 

are under such strong selection that polymorphisms can only occur at very low 

frequencies and are thus unlikely to be sampled. This is inconsistent with the INSIGHT 

results, as well as the comparison of MAFs performed above, which provided (near-
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)significant evidence for weak negative selection. This could be explained by the use of 

a smaller sample for the polymorphism data, which can lead to over-estimation of the 

prevalence of strong negative selection (Kim et al. 2017) at the detriment of weaker 

selection. 

 

To conclude, taken together, the various analyses performed so far converge to suggest 

that about a quarter to a third of fourfold degenerate INT3 ESE positions are functional, 

while the remainder are primarily noise − nothing more than hexamers occurring by 

chance, or perhaps sites within functional hexamers that are themselves not under 

selection. Given the decrease in MAFs within ESEs, it is possible that some very 

weakly negatively selected sites are present, which would increase the proportion of 

functional sites. However, any such increase is unlikely to be substantial because of the 

weakness of the evidence for weak negative selection and because of the similarity 

between the results obtained using INSIGHT and in the MAF comparison test. Note 

also that if our failure to control for contextual mutation biases indeed leads to an over-

estimation of about a third (as suggested in section 1.1. of the Results), the functional 

fraction decreases to about a fifth to a quarter of the sites. Given that only about 18% of 

coding nucleotides are part of an ESE, this would mean that over-all, roughly 4-6% of 

fourfold-degenerate sites would be constrained because of the need to preserve INT3 

motifs. However, the selection acting at most of these sites would be strong, and 

mutations are thus likely to have phenotypic and clinical relevance. 

 

2. Expanding the motif set 

 

The analysis presented above comes with a major caveat. INT3, the set of ESE motifs 

used, was consciously crafted to be a conservative, low false positive dataset (Cáceres 

and Hurst 2013). Hence, by using INT3, it is possible that we are enriching for a core 

set of particularly constrained ESE motifs. Do the results obtained with INT3 generalize 

to ESEs more generally? INT3 is composed of motifs that appeared in at least 3 out of 4 

previously published sets of ESEs (Cáceres and Hurst 2013). We can therefore expand 

our motif set by taking not the intersection but the union of the four sets. These motif 

sets will be referred to as ESR (Goren et al. 2006), PESE (Zhang and Chasin 2004), 

RESCUE (Fairbrother et al. 2002; Fairbrother et al. 2004b) and Ke (Ke et al. 2011) (for 
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Ke, only the 400 motifs with the strongest evidence for being an ESE will be 

considered). We refer the reader to Cáceres and Hurst (2013) for more information on 

the origin and properties of each set. 

 

Before taking the union of the sets, it was important to verify that none showed signs of 

positive selection, as this could mislead the majority of the analyses we perform (Tataru 

et al. 2017). We therefore ran INSIGHT on each of the motif sets. We found that the 

only dataset to show any evidence for positive selection was the Ke set (Figure 4; 

Supplemental Spreadsheet S15). This is consistent with the results from Cáceres and 

Hurst (2013), where this set also exhibited unusual properties: it was fast- rather than 

slow-evolving, and it was enriched in exon cores over exon flanks. To prevent the 

positive selection from misleading any further analyses, we constructed the combined 

set of motifs by merging all sets except for Ke. This resulted in a final combined set of 

2528 unique motifs (468 hexamers and 2060 octamers).  

 

The three sets other than Ke, including the combined set, behaved fairly similarly to 

INT3 (Figure 4). None showed evidence for positive selection. This contradicts the 

results from Ke et al. (2008), who combined PESE and RESCUE, and reported positive 

selection at the hit sites. A possible explanation is that Ke et al. (2008) studied 

constitutively and alternatively spliced exons separately, and only found positive 

selection for the former. As we are not making this distinction, any signs of positive 

selection present in constitutively spliced exons alone might be undetectable in the 

over-all signal. The percentage of sites under selection was estimated to be between 

≈15.5% and ≈25.3% for all sets, with the combined set at ≈18.6%. ESR and PESE 

differed from the others because they exhibited significant evidence for weak negative 

selection. However, none is observed for the combined set, suggesting that although 

some ESEs might indeed be under weak negative selection, this is a minority, and the 

primary mode of selection is strong. It therefore appears that, contrary to our 

expectations, the INT3 set is not exceptional in its evolutionary properties. The effect of 

merging the sets appears therefore to be one of simply including more sites rather than 

one of qualitatively altering the DFE. Note that just like above for INT3 alone, we are 

basing our conclusions on human CpG-filtering for ρ, γ and τ (primarily polymorphism-

based estimates) and on ancestral filtering for η and α (primarily divergence-based 
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estimates). This is because this approach is expected to lead to the lowest false positive 

rate for all sets (Supplemental Spreadsheets 10-14). 

 

How does considering a larger set of ESEs affect our estimate for normalized dS? To 

find out, we calculated normalized dS for each of the individual sets and the merged set. 

The results were again consistent between sets, with all normalized dS values roughly in 

the −0.3 − −0.2 range (Table 2; see Supplemental Spreadsheet S9 for negative control). 

Ke was once again an outlier, as it exhibited a positive normalized dS of ≈0.148, 

consistent with widespread positive selection. We considered the possibility that this 

signal of fast evolution could be due to sampling ESE and control sites from different 

parts of the exon. Alternatively, it could be driven by unusual Ke motifs that have a 

stronger splice enhancer effect when placed in the exon core.  However, additional 

analyses found support for neither of these two hypotheses (Supplemental Text S6). 

 

When all the sets (excluding Ke) are combined, this results in a final motif density of 

≈0.692 and a normalized dS of ≈−0.304 (≈−0.250 when the effect of ESE degeneracy is 

eliminated). If we consider that our estimate is potentially inflated because of context-

dependent mutational biases (Supplemental Text S2), we can conclude that ESE 

preservation causes a decrease of roughly 15-20% in over-all human dS. This would 

suggest that around one in five fourfold-degenerate bases overlap with a functional 

ESE, although this might be an under-estimate if polymorphism-based analyses reveal 

the presence of very weak negative selection. We note that this conclusion is not 

qualitatively altered by the exclusion of the ESR set, which was defined partially based 

on motif conservation (Supplemental Text S6). It thus appears that our initial 

conclusion of functional ESEs being rare was greatly biased by our use of a set of 

motifs with a low false positive rate but a high false negative rate. 
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Figure 4: INSIGHT estimates for different sets of ESE motifs. ρ: fraction of sites under 

selection; α: fraction of divergences driven to fixation by positive selection; η: scaling factor on 

the divergence rate at selected sites; τ: fraction of polymorphisms under weak negative 

selection; γ: scaling factor on the site frequency spectrum at selected sites. Human CpG-filtering 

is expected to be more reliable for ρ, τ and γ; ancestral CpG-filtering is expected to perform 

better for α and η. A star (*) indicates an empirical one-tailed p-value of < 0.05. There are no p-

values for α and τ. NB! For visualization purposes, the η and γ values for Ke (ancestral CpG 

filtering) have been capped at 1. The true values are η ≈ 10.625 and γ ≈ 28.543. 
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motif set density hit dS control dS normalized dS 

(empirical 

one-tailed p) 

overall 

decrease 

(density * 

normalized 

dS) 

INT3 ≈0.183 ≈0.038 ≈0.054 ≈−0.300 

(≈0.001) 

≈−0.055 

ESR ≈0.526 ≈0.041 ≈0.058 ≈−0.287 

(≈0.001) 

≈−0.151 

RESCUE ≈0.321 ≈0.041 ≈0.051 ≈−0.200 

(≈0.001) 

≈−0.064 

PESE ≈0.307 ≈0.043 ≈0.055 ≈−0.221 

(≈0.001) 

≈−0.068 

Ke ≈0.333 ≈0.057 ≈0.050 ≈0.148 

(1.000) 

≈0.049 

merged (no 

Ke) 

≈0.692 ≈0.043 ≈0.062 ≈−0.304 

(≈0.001) 

≈−0.210 

Table 2: For all the different sets of ESEs (except for the Ke set), motif hit sites are about 20-

30% slower-evolving than control sites. When all the sets except for Ke are combined, the 

selection to preserve the motifs leads to a drop in human dS of about 21%. 

We next repeated the polymorphism-based analyses to check for evidence of very weak 

negative selection on the larger ESE set. Both individual sets and the combined set 

displayed significantly decreased polymorphism frequencies. All of the individual sets, 

except for ESR and Ke, also showed a significant decrease in MAF. However, this was 

not the case for the combined set, and for all sets, the evidence for decreased MAF was 

considerably weaker than the evidence for decreased polymorphism rates (Table 3). 

This supports the earlier conclusion that the primary mode of selection at ESE sites is 

strong negative selection. Interestingly, the Ke set also displays decreased 

polymorphism frequencies. However, given the normalized dS and INSIGHT results, it 
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is likely that this reflects reduced variation caused by recent fixation of positively 

selected variants more so than purifying selection. 

 

motif set polymorphic 

sites/total sites 

(hits) 

polymorphic 

sites/total sites 

(controls) 

χ2 (p) p from MWU 

test comparing 

MAFs 

INT3 2364/104679 

(≈0.023) 

2762/104532 

(≈0.026) 

≈59.979 (≈9.589 * 10-

15) 

≈0.039 

ESR 9760/397873 

(≈0.025) 

10651/397271 

(≈0.027) 

≈79.269 (≈5.421 * 10-

19) 

≈0.342 

RESCUE 4229/184820 

(≈0.023) 

4783/184519 

(≈0.026) 

≈67.634 (≈1.968 * 10-

16) 

≈0.002 

PESE 5755/237714 

(≈0.024) 

6133/237338 

(≈0.026) 

≈25.121 (≈5.384 * 10-

7) 

≈0.021 

Ke 5056/216356 

(≈0.023) 

5709/215998 

(≈0.026) 

≈78.827 (≈6.779 * 10-

19) 

≈0.298 

merged (no 

Ke) 

12911/524448 

(≈0.025) 

14146/523090 

(≈0.027) 

≈117.201 (≈2.593* 

10-27) 

≈0.436 

Table 3: All ESE sets display decreased polymorphism frequencies but not all have decreased 

minor allele frequencies (MAFs). Decreased polymorphism frequencies are a sign of strong 

negative selection, whereas decreased MAFs are evidence for weak negative selection. 

Finally, we ran multiDFE on all individual sets and the combined set (Figure 6; 

Supplemental Spreadsheet S18). We only used ancestral CpG filtering, as the negative 

control once again demonstrated this method to have the lower false positive rate for all 

sets (Figure 5; Supplemental Spreadsheets 16-17). ESR and RESCUE behaved similarly 

to INT3: multiDFE predicted a two-spike distribution of selective coefficients with a 

smaller peak (≈20-30% of the density) within the zone of strong negative selection and 

a larger peak within effective neutrality. No purifying selection was detected for the Ke 
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dataset. The results for PESE were more surprising: multiDFE located all of the density 

within a single peak just below Nes = 1.5. This would suggest that all PESE motif hits 

are under very weak negative selection. This scenario is clearly unrealistic. It is also 

inconsistent with the results from the other analyses: both INSIGHT and polymorphism 

frequencies indicated the presence of strong negative selection. We noticed during the 

preparation of this manuscript that when presented with a large set of motifs that is 

likely to be heterogeneous in terms of the selective modes involved (the RBP motifs 

dataset from Savisaar and Hurst (2017a)), multiDFE was unable to tease apart the 

different selective modes and predicted a single peak within the region of very weak 

negative selection (data not shown). It is possible that a similar situation is occurring 

with PESE. Note that PESE stands out from the other sets in that it is the only one that 

is composed of octamers rather than hexamers. This peculiarity, however, does not 

explain the multiDFE results: when we compiled a new motif set out of all those 

hexamers that appeared at least seven times in the PESE set (akin to the procedure used 

in Cáceres and Hurst (2013)) and ran multiDFE on the resulting hit sites, the best-fit 

DFEs were qualitatively similar to those obtained with the octamers (Supplemental 

Spread Sheet 18). 

 

Figure 5: Negative control. Proportion of Nes below 0.1 over 100 control simulations, for the 

different motif sets and for human (H) and ancestral (A) CpG-filtering. Ancestral filtering 

consistently delivers a lower false positive rate (less density at the bottom). 

The best-fit model for the combined set was also a two-spikes distribution with ≈16.8% 

of the density at a high Nes value of ≈122.474 and the remainder at ≈0.275 − just above 

our fairly arbitrary cut-off between effective neutrality and very weak negative selection 

at 0.25 (a similar distribution is obtained when ESE degeneracy is accounted for − see 
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Supplemental Text S3). Taken at face value, this result would indicate that there are no 

neutrally evolving ESE sites. Given the rest of the results presented in this manuscript, 

this clearly seems unlikely. In the negative control, our setup of multiDFE mistook 

effective neutrality for very weak negative selection on about a third of the runs 

(Supplemental Spreadsheets 7 and 16). This could also be happening here. 

Alternatively, the first peak could be an amalgam of effective neutrality and very weak 

negative selection. However, the three-spikes model (that has a slightly higher AIC than 

the two-spikes model − 52179.41 vs 52175.41) did not tease this single peak apart either 

− it placed a first spike with ≈57.5% of the density at Nes ≈ 0.250 and a second spike 

with ≈16.6% of the density at Nes ≈ 0.360. In addition, this signal for very weak 

negative selection appears to be due entirely to the inclusion of the PESE set. When this 

set is excluded, the combined set displayed a large peak (≈68.7%) well within effective 

neutrality (Nes ≈ 3.124 * 10-12) and the remainder within strong negative selection (Nes 

≈ 58.572). Given that multiDFE does not seem to be able to tease apart the different 

selective modes acting on the PESE motifs, the inclusion of this set might also be 

introducing noise into the analysis of the full set. 
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Figure 6: Distribution of fitness effects (DFE) for incoming mutations at ESE sites, using 

different motif sets. Ancestral CpG-filtering was used in all cases. Blue zone: effective 

neutrality; light yellow zone: very weak negative selection; dark yellow zone: weak to strong 

negative selection. Note that although the distribution obtained for RESCUE looks different 

from that obtained for INT3 or ESR, all three convey very similar information (the majority of 

mutations within effective neutrality and a minority within strong negative selection). The 

visual difference is due to the fact that for RESCUE, the best fit was a beta distribution, whereas 

for the other two it was a two-spikes distribution. 

To sum up, once a larger set of ESEs is considered, it becomes apparent that a 

substantial proportion of fourfold degenerate coding bases − approximately every fifth 

− is part of a functional ESE motif. Remarkably, the majority of these sites are likely 

under strong purifying selection, bringing the local divergence and polymorphism rates 

to 0 for all practical purposes. There were also indications in our data that certain sites 

might be under weak negative selection. We are not able to estimate how frequent such 



 

 

169 

sites may be. However, considering the results as a whole, it seems likely that this is a 

minority of sites.  
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Discussion 

 

1. Strong selection on ESEs. 

 

It has been known for over a decade that human ESEs are under purifying selection 

(Fairbrother et al. 2004a). In this work, we have, for the first time, determined the 

strength of this selection. Strikingly, we have found that most functional ESE sites are 

under strong selection (50<Nes<150). Moreover, this strong selection concerns a 

considerable proportion of CDS: roughly 15-20% of fourfold degenerate bases are part 

of a functional ESE (this percentage might be slightly higher if some of the weak 

negative selection that has been detected is weak enough to allow for substitutions). 

Therefore, ESE-related selection should not be conceptualized as merely a weak bias, a 

gentle nudging of codon usage. Rather, it severely constrains CDS evolution. This helps 

explain why ESEs seem to leave such strong footprints on sequence evolution. For 

instance, many species show clear ESE-associated biases in nucleotide and amino acid 

composition towards exon ends (Parmley and Hurst 2007; Parmley et al. 2007; 

Warnecke et al. 2008), and the proportion of CDS close to exon ends (within 70bp) is a 

strong predictor of protein evolution rates, of the same magnitude as expression level 

(Parmley et al. 2007).  

 

Importantly, our results imply that mutations that disrupt ESEs usually have large 

fitness consequences, and might therefore often be pathogenic. This conclusion is 

coherent with a large body of work showing a link between disruption of splice 

regulatory elements and disease (Sterne-Weiler and Sanford 2014; Supek et al. 2014; 

Xiong et al. 2015; Scotti and Swanson 2016; Takata et al. 2016; Livingstone et al. 2017; 

Soemedi et al. 2017).  Indeed, known pathogenic SNPS are strongly enriched at exon 

ends where ESEs are enriched (Wu and Hurst 2016). 

 

2. Bridging experimental and evolutionary estimates for the prevalence of exonic splice 

information. 

 

The present work was motivated by a discrepancy between results from genome-wide 

studies of ESE conservation and mutagenesis studies of model exons. The former have 
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found only a few per cent of CDS to be functional ESE, whereas the latter have returned 

estimates ranging from about a fifth to nearly the entirety of the sequence. We discussed 

this problem at length in Savisaar and Hurst (2017b). Among many other factors, we 

noted that the conservation-based estimates could not be used to reliably determine the 

frequency of functional sites without knowing the DFE for incoming mutations. In this 

publication, we have used various methods to determine this distribution. As a result, 

we have produced an estimate for the frequency of functional ESE sites (15-20% of 

sites) that is in line with the lower experimentally derived figures. However, it was not 

the elucidation of the DFE that allowed for the gap to be bridged, as most of the 

selection acting at ESE sites is strong and would largely preclude substitutions. Rather, 

the determining factor was that we expanded the set of motifs analysed. Therefore, an 

important reason why previous conservation-based estimates were so low is that small 

and conservative sets of motifs were considered. Surprisingly, our large merged set does 

not seem to have a higher false positive rate than even the very restrictive INT3 set. The 

gap between experimental and conservation-based estimates decreases even further if 

one also accounts for the fact that the experimental studies used short exons and thus 

enriched for exon end nucleotides, which are particularly dense in splice information 

(Savisaar and Hurst 2017b). 

 

Nonetheless, it is likely that even the union set does not include all functional ESE 

motifs. Moreover, not all of the exonic splice regulatory information in the exon can be 

captured simply via k-mer searching with no regard to factors like the pre-mRNA 

secondary structure (Li et al. 2010), or interactions between splicing, chromatin and the 

process of transcription (Gomez Acuna et al. 2013; de Almeida and Carmo-Fonseca 

2014). However, the frequency of selected ESE sites cannot exceed the frequency of 

selected synonymous sites overall, and by most estimates this is about a quarter of sites 

at most (Eory et al. 2010; Pollard et al. 2010; Keightley and Halligan 2011) (though see 

Racimo and Schraiber (2014) and Price and Graur (2016)). It is therefore likely that we 

are indeed capturing most exonic splice information. Note, however, that the selection 

acting on ESEs also includes selection for the splicing-independent roles of these motifs 

(Pozzoli et al. 2004; Sanford et al. 2004; Taniguchi et al. 2007; Maslon et al. 2014; 

Bradley et al. 2015; Savisaar and Hurst 2016). It is unclear what proportion of the 

functional ESE sites that we observe are maintained for splicing-independent reasons 
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but our earlier work suggests that it might be substantial (Savisaar and Hurst 2016). 

However, because of the intricate interactions between splicing and other processes in 

gene expression, it might not be possible to make a neat separation (Moore and 

Proudfoot 2009; de Almeida and Carmo-Fonseca 2014). 

 

3. Selection on ESEs in the broader context of selection at synonymous sites. 

 

The DFE that we have obtained for ESEs resembles the DFE obtained for synonymous 

sites more generally. Both in human (Keightley and Halligan 2011) and in Drosophila 

(Lawrie et al. 2013), previous studies have reported synonymous sites to be made up of 

a large class of neutrally evolving sites and a smaller class of strongly selected sites. 

The proportion of strongly selected sites was reported as ≈11% in human by Keightley 

and Halligan (2011) and as ≈22% in Drosophila by Lawrie et al. (2013), although in 

Drosophila, a subsequent higher-powered study also found evidence for a third class of 

sites that are under weak negative selection (Machado et al. 2017). Our estimate for the 

frequency of strongly selected ESE sites is close to the 11% estimate for the frequency 

of strongly selected synonymous sites over-all (Keightley and Halligan 2011) (more 

precisely, our estimate is higher, likely because of methodological differences between 

the studies). This may suggest that the majority of synonymous constraint in humans 

can be accounted for by accounting for selection on ESEs. In Drosophila, Machado et 

al. (2017) found that the major driver of selection at synonymous sites was codon usage 

bias, whereas splice control was found to be the second-most important factor. 

However, unlike Drosophila, human has large and frequent introns (Zhu et al. 2009) − a 

gene architecture that is associated with a greater density of exonic splice regulatory 

information (Warnecke et al. 2008; Wu and Hurst 2015). In addition, evidence for 

codon usage bias (in the sense of codon usage preferences correlating with tRNA 

abundances) is weaker in humans than in Drosophila (Akashi 1995; Moriyama and 

Powell 1997; Urrutia and Hurst 2001; dos Reis et al. 2004; Lavner and Kotlar 2005; 

Kotlar and Lavner 2006; Waldman et al. 2010; Shabalina et al. 2013; Gingold et al. 

2014). 

 

4. A very unusual subset of ESEs appears to be under positive selection. 
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A striking finding from the present work is that a particular subset of ESEs (Ke et al. 

2011) appears to be under vastly different evolutionary pressures compared to the 

others. This dataset was among those analysed in Cáceres and Hurst (2013), and found 

to differ from the other motif sets. It was fast- rather than slow-evolving, and enriched 

in exon cores rather than flanks. Here, we have found further evidence that this ESE set, 

unlike the others considered, is under positive selection. It is not surprising that there 

might be a distinct class of ESEs that differs from others in its distribution along exons 

and in nucleotide composition. It is unclear, however, why these properties should 

correlate with positive selection. Note that the original Ke et al. (2011) paper did report 

both higher species conservation and lower polymorphism frequencies within their set 

of splice enhancers. Of these findings, we could only replicate the latter. However, 

given that the rest of our results, as well as those obtained in Cáceres and Hurst (2013), 

are more consistent with positive than with negative selection, we interpret the 

polymorphism depletion in the set as reflecting recent fixation events due to positive 

selection.  

 

An interesting problem is whether this positive selection is primarily to gain new motifs 

where there were none before or simply to swap one motif for another. We have 

performed a preliminary analysis where we repeated the normalized dS analysis with 

these motifs but only considered substitutions that turned a motif into a non-motif 

(using the same methodology as in Supplemental Text S3). If the selection is to gain 

motifs, normalized dS should increase. If it is to change one motif for another, it should 

decrease. The answer is the former: normalized dS sharply increased from ≈0.148 to 

≈0.296. It therefore appears that our CDSs are under selection to gain new ESE motifs 

from the set defined in Ke et al. (2011). The reasons for this selective pressure remain to 

be elucidated. 
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Methods 

 

General 

 

Almost all analysis was conducted with the help of custom Python 3.4.2. scripts (code 

available at https://github.com/rosinaSav/DFE_paper_repo; last accessed 5 June 2018) 

using standard libraries, NumPy 1.9.1. (van der Walt et al. 2011) and Biopython 1.64 

(Cock et al. 2009). Perl v5.22.2 scripts were used for interacting with the Ensembl API. 

R version 3.2.1. (R Core Team 2013) was used for plotting and for certain statistical 

tests. Bedtools 2.19.1 (Quinlan and Hall 2010) was used for operations on sequence 

coordinates.  

 

Sequences and motif searching 

 

All analysis was performed on a high-quality filtered subset of all GRCh38 CDSs 

(Ensembl release 85; Cunningham et al. (2015)). The filtering procedure, as well as the 

subsequent clustering into paralogous families, was identical to that used in Savisaar 

and Hurst (2016). Our final set contained 10879 genes, which clustered into 6101 

families, 1229 of which non-singleton. The macaque sequences used for calculating 

normalized dS  (see main text for more details) were derived from assembly MMUL1, 

with the annotations from Ensembl release 85. The orthology relations were also 

obtained from the Ensembl database. If a given human gene had several macaque 

orthologs, the match with the lowest dS in the human-macaque alignment was kept (see 

Savisaar and Hurst (2016) for further details on the alignment procedure). Supplemental 

Text S1 contains details on the extraction of 5’ flank and core exonic regions. The ESE 

set used was the INT3 intersection set described in Cáceres and Hurst (2013). The other 

motif sets used were obtained similarly to Cáceres and Hurst (2013). For Ke motifs (set 

of ESE motifs obtained in Ke et al. (2011)), only the 400 showing the strongest 

evidence for splice enhancer activity were retained. In order to determine which Ke 

motifs were more active in the exon core than the flank, we retrieved Supplementary 

Table 1 from Ke et al. (2011) and compared the LEIsc score obtained in context HA to 

that obtained in context HM. Only motifs where the former was at least 0.5 units greater 

than the latter were retained.  
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Controlling for nucleotide composition 

 

Full details can be found in Supplemental Text S1. Briefly, within each gene, we picked 

a set of four-fold degenerate control sites that matched the nucleotide composition of 

four-fold degenerate ESE sites. For normalized dS (simple comparison of nucleotide 

divergence rates between ESEs and controls), as well as for simple tests based on 

polymorphism data, we obtained an exact match by sampling with replacement to match 

each ESE site with a control site of the same nucleotide composition. For the other 

analyses, the match was approximate, as for these methods, it was preferable to obtain 

more control sites than ESE sites. We therefore used an optimization method to obtain 

both a close match in terms of nucleotide composition and to maximize the number of 

control sites (see Supplemental Spreadsheets S1-2 for details on the number and 

nucleotide composition of control sites). 

 

Filtering out CpG sites 

 

We used one of three strategies for handling CpG-dinucleotides. The first strategy, 

termed no filtering, was to do no CpG-based filtering at all. The second strategy, termed 

human filtering, was to remove those sites that overlapped with a CpG/GpC 

dinucleotide in the human reference sequence. The third strategy, termed ancestral 

filtering, was to remove those sites that overlapped with a probable CpG/GpC 

dinucleotide in the human-macaque most recent common ancestor (MRCA; note that 

when filtering CpGs for the INSIGHT analysis, the human-chimpanzee MRCA was 

used instead). 

 

Concretely, for the third strategy, we used a custom Perl script to fetch the 8-primate 

EPO multiple sequence alignment for our CDSs from a local installation of release 85 

of the Ensembl Compara (Herrero et al. 2016) database and API. Only CDSs where a 

full alignment for the whole CDS and for all 8 species could be obtained were kept. We 

then used the phyloFit programme (Siepel and Haussler 2004; Hubisz et al. 2011) to 

calculate the posterior probabilities for the dinucleotides present at the sites in our 

sequences in the human-macaque MRCA (with the flag --scale-only turned on, with 
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subst-mod set to U2S and init-model downloaded from 

ftp://hgdownload.cse.ucsc.edu/goldenPath/hg38/phastCons100way/hg38.phastCons100

way.mod (Last accessed: 14 February 2017)). Sites where the posterior probability of 

overlapping with CpG/GpC exceeded 0.5 were removed. 

 

Polymorphism data 

 

Tabix version 0.2.5 (r1005) (Li 2011) was used to obtain 1000 Genomes Phase 3 data 

for genomic regions overlapping our CDSs (files for the different chromosomes 

obtained from 

ftp://ftp.1000genomes.ebi.ac.uk/vol1/ftp/release/20130502/ALL.chrN.phase3_shapeit2_

mvncall_integrated_v3plus_nounphased.rsID.genotypes.GRCh38_dbSNP_no_SVs.vcf.

gz; last accessed 19th April 2017). VCFtools 0.1.15 (Danecek et al. 2011) was used to 

subset so as to only keep data on Yoruban individuals for the multiDFE analysis (panel 

file from 

ftp://ftp.1000genomes.ebi.ac.uk/vol1/ftp/release/20130502/integrated_call_samples_v3.

20130502.ALL.panel; last accessed 20th of April 2017). Positions with polymorphisms 

other than biallelic SNPs or where the reported ancestral allele differed from the base in 

the reference genome at that position were filtered out and not used in any fully or 

partially polymorphism-based analyses. 

 

Normalized dS 

 

In order to calculate normalized ds, fourfold-degenerate ESE position coordinates were 

expanded to form full codons, concatenated and aligned to macaque sequences 

according to the protocol described in Savisaar and Hurst (2016). Control sites were 

processed similarly. The PAML codeml (Yang 2007) programme (via Biopython 

wrapper (Talevich et al. 2012; seqtype = 1, runmode = 0, model = 0, NSsites = [])) was 

used to determine the dS of both the hit and the control sequence. Normalized dS was 

then calculated using the equation reported in the main text. In order to obtain a p-value, 

we performed 1000 simulations where each time we shuffled the motif hit and control 

positions within each gene (preserving the number of motif and control positions), 

repeated the analysis with the shuffled positions and used the resulting distribution of 
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normalized dS values to calculate an empirical p-value (𝑝 = ! ! !
! ! !

, where n is the 

number of simulants presenting a normalized dS as low as or lower than the true value 

and m is the number of simulants). This simulation is expected to eliminate systematic 

differences in selective constraint between hits and controls. Indeed, the simulated 

normalized dS values clustered symmetrically around 0 (Supplemental Fig S1; 

Supplemental Spreadsheet S3). 

 

INSIGHT 

 

We used the same set of CDSs for the INSIGHT analysis as for the normalized dS 

analysis but excluded sequences on the sex chromosomes. It would have been 

preferable to define the ESE and control positions within each gene as one block (in the 

sense of Gronau et al. (2013)). However, this would have resulted in too few control 

positions. Hence, we defined each chromosome as one block, the ESE sites on the 

chromosome as element sites and the control sites as flanking sites (see Supplemental 

Spreadsheet S1 for numbers of hit and control positions). The analysis was then run 

roughly in accordance with the procedure used in Gronau et al. (2013) (see 

Supplemental Text S1 and Supplemental Spreadsheet S6 for full details). 

 

multiDFE 

 

The multiDFE programme was downloaded from 

https://bitbucket.org/a_kousathanas/multidfe (Last accessed: 14 June 2017). SNP data 

was obtained and filtered as described above, and used to calculate site frequency 

spectra for fourfold degenerate sites overlapping either hit or control positions. 

multiDFEest was run assuming a series of different distributions (lognormal, gamma, 

beta, spike and step models with 2-5 spikes/steps and the fixed six spikes model). All 

models were run assuming either a constant population size or a change in population 

size (parameter conpop set to 0 or 1). For the step and spike models, 10 repetitions were 

performed. fold_SFS was always set to True. Following Kousathanas and Keightley 

(2013), the log-likelihood returned by MultiDFE was converted into Akaike’s An 

Information Criterion value (𝐴𝐼𝐶 =  2𝑘 −  2𝑙𝑜𝑔𝑙, where k is the parameter number 

and logl is the log likelihood), with a difference of two units in AIC considered as 
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significant. If the best-fit model was a two-steps model and the second best fit within 2 

AIC units was a two-spikes model, the two-spikes model was considered instead, as it is 

easier to visualize. In order to calculate Nes values, the selective coefficients returned by 

the programme were multiplied by the weighted population size Nw. 

 

Data access 

 

Custom code used for analysis can be downloaded from 

https://github.com/rosinaSav/DFE_paper_repo. 
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Supplement to Chapter 5 
 

 

 

 

 

 

The additional spreadsheets can be found on the attached CD-ROM. 

  



 

 

188 

Supplemental data 

 

1. Supplemental Figure 1: Distribution of negative control values for normalized 
dS. Supplemental Figures 2, 3 and 4 are included in Supplemental Texts 3 and 5. 

2. Supplemental Text 1: Supplemental Methods. 
3. Supplemental Text 2: Context-dependent mutational biases. 
4. Supplemental Text 3: ESE degeneracy. 
5. Supplemental Text 4: Additional analyses (INSIGHT). 
6. Supplemental Text 5: Additional analyses (multiDFE). 
7. Supplemental Text 6: Additional analyses (normalized dS). 
8. Supplemental Spreadsheets (see separate file) 

1. Supplemental Spreadsheet 1: Number of ESE and control sites per 
chromosome, as used for INSIGHT (INT3). 

2. Supplemental Spreadsheet 2: Nucleotide composition comparison 
between ESE and control sites, optimization-based method (INT3). 

3. Supplemental Spreadsheet 3: Normalized dS negative control (INT3). 
4. Supplemental Spreadsheet 4: INSIGHT negative control (INT3). 
5. Supplemental Spreadsheet 5: Full INSIGHT results (INT3). 
6. Supplemental Spreadsheet 6: The effect of varying the threshold between 

high and low frequency minor alleles on the INSIGHT analysis (human 
filtering; INT3). 

7. Supplemental Spreadsheet 7: multiDFE negative control (INT3). 
8. Supplemental Spreadsheet 8: Full multiDFE results (INT3). 
9. Supplemental Spreadsheet 9: Normalized dS negative control (other 

motif sets). 
10. Supplemental Spreadsheet 10: INSIGHT negative control (ESR). 
11. Supplemental Spreadsheet 11: INSIGHT negative control (RESCUE). 
12. Supplemental Spreadsheet 12: INSIGHT negative control (PESE). 
13. Supplemental Spreadsheet 13: INSIGHT negative control (Ke). 
14. Supplemental Spreadsheet 14: INSIGHT negative control (combined). 
15. Supplemental Spreadsheet 15: Full INSIGHT results (other motif sets). 
16. Supplemental Spreadsheet 16: multiDFE negative control, ancestral CpG 

filtering (other motif sets). 
17. Supplemental Spreadsheet 17: multiDFE negative control, human CpG 

filtering (other motif sets). 
18. Supplemental Spreadsheet 18: Full multiDFE results (other motif sets). 
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Supplemental Figure 1: Distribution of negative control values for normalized dS. The values 
have been sorted from most negative to most positive. 

Supplemental Text 1: Supplemental Methods. 

 

Extracting	core	and	flank	sequences	

Exon	core	and	flank	sequences	were	obtained	from	the	CDSs	that	were	used	for	the	

rest	 of	 the	 analysis.	 The	 procedure	 for	 extracting	 the	 sequence	 regions	 used	 for	

comparing	the	rate	of	evolution	of	Ke	motifs	in	exon	flanks	and	cores	can	be	found	

in	the	Materials	and	Methods	section	in	(Savisaar	and	Hurst	2017)	(although	note	
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that	in	that	publication,	Ensembl	release	78	was	used	rather	than	85).	The	set	of	5’	

flank	sequences,	that	was	used	in	analyses	where	exon	cores	were	not	taken	into	

consideration,	was	extracted	similarly,	except	that	the	minimum	exon	length	was	

142	bp,	rather	than	211.	

	

	

INSIGHT	

As	discussed	in	the	main	Methods,	we	defined	each	chromosome	as	one	block,	the	

ESE	 sites	 on	 the	 chromosome	 as	 element	 sites	 and	 the	 control	 sites	 as	 flanking	

sites.	 We	 then	 used	 a	 custom	 Perl	 script	 to	 fetch	 the	 8-primate	 EPO	 multiple	

sequence	 alignments	 for	 the	 corresponding	 CDSs	 from	 a	 local	 installation	 of	

release	85	of	 the	Ensembl	Compara	(Herrero	et	al.	2016)	database	and	API.	Only	

Homo	sapiens,	Pan	troglodytes,	Pongo	abelii	 and	Macaca	mulatta	 sequences	were	

retained.	CDSs	where	a	 full-length	alignment	was	not	present	 for	all	 four	species	

were	 discarded	 (see	 Supplemental	 Spreadsheet	 S1	 for	 numbers	 of	 remaining	

sites).	Two	phylip	files	were	then	prepared.	The	first	contained	a	concatenation	of	

the	 4-species	 multiple	 sequence	 alignment	 for	 both	 ESE	 and	 control	 sites	

combined,	with	the	human	sequence	replaced	with	N-bases.	This	file	was	given	as	

input	to	the	phyloFit	programme	(Hubisz	et	al.	2011;	Siepel	and	Haussler	2004)	to	

calculate	the	conditional	probabilities	for	the	nucleotide	at	each	of	the	ESE/control	

sites	 in	 the	 human-chimpanzee	most	 recent	 common	 ancestor	 (with	 the	 flags	 --

post-probs,	 --no-rates,	 --no-freqs	 turned	 on,	 with	 subst-mod	 set	 to	 JC69	 and	 init-

model	 downloaded	 from	

ftp://hgdownload.cse.ucsc.edu/goldenPath/hg38/phastCons100way/hg38.phastC

ons100way.mod	 (Last	 accessed:	 14	 February	 2017)).	 The	 second	 phylip	 file	

contained	a	concatenation	of	control	site	nucleotides	alone.	Human	sequence	was	

left	intact.	This	file	was	used	to	determine	the	block-specific	neutral	scaling	factor	

for	divergence	(Gronau	et	al.	2013),	again	using	phyloFit	(with	the	flag	--scale-only	

turned	 on,	 with	 subst-mod	 set	 to	 JC69	 and	 init-model	 as	 above).	 Finally,	 we	

calculated	 the	 block-specific	 neutral	 polymorphism	 rate	 as	 specified	 in	 the	

supplement	to	Gronau	et	al.	(2013).	
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The	data	was	formatted	as	INSIGHT	(Gronau	et	al.	2013)	input	files	and	input	into	

runINSIGHT-EM.sh	 (INSIGHT	 v.1.1.,	 downloaded	 from	

http://compgen.cshl.edu/INSIGHT;	 last	 accessed:	9	December	2016)	using	a	L/H	

frequency	 cut-off	 of	 15%	 and	 default	 values	 for	 all	 parameters	 (choosing	 a	

different	 L/H	 cut-off	 has	 little	 effect	 on	 the	 results	 (Supplemental	 Spreadsheet	

S6)).	

	

Note	 that	 the	 false	 positive	 rates	 that	 we	 obtain	 with	 INSIGHT	 (see	 main	 text,	

notably	Figure	1)	 tend	 to	be	higher	 than	 those	 reported	 in	Gronau	et	 al.	 (2013).	

This	 is	 probably	 due	 to	 the	 fact	 that	 we	 are	 using	 a	 smaller	 and	 hence	 noisier	

dataset.	 As	 a	 safety	 measure,	 we	 have	 therefore	 not	 used	 likelihood	 ratio	 tests	

(LRTs)	 to	 evaluate	 the	 significance	 of	 INSIGHT	 estimates	 (unless	 explicitly	

indicated),	 as	 was	 done	 in	 the	 original	 paper.	 We	 have	 rather	 calculated	 an	

empirical	 one-tailed	 p-value	 based	 on	 where	 the	 LRT	 statistic	 (twice	 the	 log-

likelihood	 difference	 between	 the	 full	 model	 and	 a	 model	 where	 the	 relevant	

statistic	 has	 been	 fixed	 at	 0)	 falls	 in	 the	 distribution	 of	 equivalent	 statistics	

obtained	in	the	negative	control	described	in	the	main	text	(𝑝 = ! ! !
! ! !

,	where	n	 is	

the	number	of	simulants	presenting	a	statistic	as	high	or	higher	than	the	true	value	

and	m	is	the	number	of	simulants).	
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Controlling	for	nucleotide	composition	biases	

We	 use	 different	methods	 of	 picking	 control	 positions	 for	 the	 two	model-based	

methods	(INSIGHT	and	multiDFE)	analysis	and	for	everything	else.	This	is	because	

for	INSIGHT	and	multiDFE,	it	is	better	to	have	as	many	control	sites	as	possible	so	

as	to	be	able	to	estimate	neutral	parameters	with	confidence.	With	normalized	dS	

and	 the	 comparison	 of	 polymorphism	 frequencies/MAF,	 on	 the	 other	 hand,	 it	 is	

preferable	to	match	numbers	of	focal	and	control	sites.	

	

With	 both	 methods,	 we	 start	 by	 dividing	 the	 fourfold	 degenerate	 sites	 in	 our	

sequences	into	two	groups	depending	on	whether	they	overlap	an	ESE	motif	(motif	

sites	 and	 non-motif	 sites).	 Sites	 that	 overlap	 (certain)	 CpG-dinucleotides	 are	

removed	from	both	groups	(see	below	for	details).	Within	each	CDS	(the	full	CDS,	

that	is	to	say,	from	the	start	to	the	stop	codon),	we	then	pick	a	subset	of	sites	from	

among	 the	 non-motif	 sites	 in	 such	 a	 way	 as	 to	 match	 their	 mononucleotide	

composition	to	that	of	the	ESE	fourfold	degenerate	sites.	In	the	equal	site	numbers	

strategy,	this	is	achieved	simply	by	sampling	with	replacement	from	the	non-motif	

sites	to	pick	the	same	number	of	each	base	as	in	the	set	of	motif	sites	(except	in	the	

unlikely	case	that	a	particular	base	appears	solely	among	the	motif	sites,	in	which	

case,	obviously,	that	base	will	have	a	frequency	of	0	among	the	control	sites	picked	

from	that	CDS).		

	

In	the	second	strategy,	used	for	INSIGHT	and	multiDFE,	we	aim	not	only	to	match	

the	nucleotide	composition	of	the	hit	and	control	sites	(though	only	roughly	in	this	

case)	 but	 also	 to	 obtain	 as	many	 control	 sites	 as	 possible.	 To	do	 this,	we	use	 an	

optimization	 strategy	 to	 decide	 how	 many	 sites	 of	 each	 nucleotide	 to	 include.	

Specifically,	we	 use	 the	optimize.basinhopping()	 function,	method	L-BFGS-B	 from	

the	scipy	0.14.1	Python	 library	 (Jones	et	al.	2001)	with	500	 iterations	and	a	 step	

size	of	10.	The	error	 function	to	minimize	 is	 the	absolute	difference	between	the	

control	nucleotide	frequencies	and	the	motif	site	nucleotide	frequencies.	Note	that	

the	 optimizer	 returns	 floats,	 which	 we	 round	 to	 the	 nearest	 integer	 when	

evaluating	the	error	function.	
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We	do	not	explicitly	penalize	runs	that	pick	low	numbers	of	sites	but	we	promote	

the	 inclusion	of	many	sites	by	choosing	 large	 initial	guesses.	Concretely,	we	rank	

the	four	nucleotides	based	on	how	frequent	they	are	at	hit	sites	in	a	given	CDS.	For	

the	 most	 frequent	 nucleotide	 we	 set	 the	 initial	 guess	 to	 the	 total	 number	 of	

occurrences	of	that	base	among	the	non-motif	sites.	For	the	second	most	frequent,	

we	set	 it	 to	 three	quarters	of	 its	 frequency	at	non-motif	 sites.	For	 the	 third	most	

frequent,	we	set	 it	to	a	quarter	of	 its	frequency	at	non-motif	sites.	Finally,	 for	the	

least	 frequent	we	set	 it	 to	0.	Such	a	strategy	was	 found	 to	be	successful	both	 for	

matching	 well	 the	 nucleotide	 composition	 and	 for	 obtaining	 a	 large	 number	 of	

control	sites.	Once	we	have	decided	on	how	many	of	each	nucleotide	to	pick	for	the	

control	 sites	 in	 a	 particular	 CDS,	 we	 select	 the	 sites	 by	 sampling	 without	

replacement	from	among	the	non-motif	sites.	
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Supplemental Text 2: Context-dependent mutational biases. 

 

Mutational biases are known to depend on the identity of the adjacent bases (Hess et al. 

1994). The method that we use for controlling for nucleotide composition does not 

account for this fact. We therefore also implemented a second control method. For all 

non-ESE fourfold degenerate positions within our coding sequences (CDSs), we 

recorded their trinucleotide context, that is to say, the identity of the nucleotide itself, as 

well as of the immediately preceding and following nucleotide (no CpG-filtering was 

performed). For each fourfold degenerate ESE position, we then sampled with 

replacement a control position that had the same trinucleotide context. Note that with 

the mononucleotide-based control, we always sampled the control site from the same 

CDS as the hit site, whereas with the trinucleotide-based method, we sampled from 

across all our CDSs. 

 

We then calculated normalized dS within INT3 motifs using this new control. The effect 

was drastic: normalized dS increased from ≈−0.273 (normalized dS obtained with the 

mononucleotide method with no CpG-filtering) to ≈−0.099 (hit dS: ≈0.054; control dS: 

≈0.060). This could mean that the much greater conservation observed using the 

mononucleotide-based method is really just due to our failure to account for di- or 

trinucleotide-level mutational biases. However, an alternative explanation is that by 

requiring not just one but three nucleotides that match the hit position, we are enriching 

for control sites that are part of motifs that are very similar to the ESE motifs on our list. 

Many such motifs might actually have ESE activity and have perhaps been left off our 

list of motifs in error. 

 

In order to see whether this error could be affecting our results, we located all fourfold 

degenerate positions that were part of a hexamer that differed from an INT3 motif only 

by a single substitution (neighbour sites). We then picked control sites once again but 

this time did not allow them to overlap neighbour sites. With this new set of control 

sites, we obtained a normalized dS of  ≈−0.171 (hit dS: ≈0.054; control dS: ≈0.065). Our 

best guess at the moment is therefore that the mononucleotide-based method is over-

estimating the extent of conservation within ESEs by (very roughly) a third. 
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However, this result was obtained without filtering out CpGs. We therefore repeated the 

trinucleotide control but this time excluded ancestral CpGs, as in the main text. This 

resulted in a normalized dS of  ≈−0.080 (hit dS: ≈0.038; control dS: ≈0.041). As before, 

we then proceeded to also exclude neighbour sites. The result was a truly baffling 

normalized dS of  ≈−0.715 (hit dS: ≈0.038; control dS: ≈0.133). We hypothesized that 

this very high value could simply be due to a large proportion of potential control sites 

being excluded (almost 60% of potential control positions are removed), resulting in 

sampling from a very limited population. We therefore performed a simulation where 

on each of 50 runs, we randomly replaced each neighbour site with a randomly sampled 

non-ESE fourfold degenerate position. We then repeated the normalized dS analysis 

excluding pseudo-neighbour sites from the set of possible control sites. The resulting 

distribution of normalized dS values was centred around a mean of ≈−0.292, with a 

range from ≈−0.326 to ≈−0.255. It therefore seems that simply removing sites cannot 

recreate the very high normalized dS value obtained with the true data. This suggests 

that it is specifically the removal of neighbour sites that leads to this effect. 

 

Despite strenuous efforts, we have failed to understand why trinucleotide-based 

sampling with removal of neighbour sites leads to such a high normalized dS value once 

ancestral CpG positions have been removed. Given the consistency of the results 

presented in the rest of the manuscript, as well as earlier publications on ESE 

conservation, this result appears unlikely. It is therefore probably due to some sort of a 

methodological issue that we have not been able to discover. We therefore conclude that 

the findings from the trinucleotide control are ambiguous. However, the results obtained 

without CpG-filtering nevertheless suggest that a di- or trinucleotide-level sequence 

bias might indeed be skewing the results reported in the main text, perhaps causing 

normalized dS to be under-estimated by about a third. 

 

Supplemental Text 3: ESE degeneracy. 

 

As discussed in the main text, a potential complication to the analysis is ESE 

degeneracy − a given substitution may simply exchange one ESE for another. If these 

two ESEs are functionally interchangeable, then there should be no more selection 

against the new variant than against a neutral variant at a non-functional site. We would 
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therefore be classifying a functional ESE position as non-functional. This problem 

could potentially mislead all of the analyses performed in this paper. In divergence-

based analyses, it might decrease the difference in substitution rate between hits and 

controls. In polymorphism-based analyses, it could make us underestimate decreases in 

polymorphic site frequency and in MAF at ESE sites (because some of the alleles 

observed segregating at functional sites would be neutral). 

 

In order to overcome this issue, we re-encoded our data so as to only include 

substitutions/polymorphisms that were ESE-disruptive, that is to say, that turned an ESE 

into a non-ESE. Concretely, we checked all human-macaque differences at fourfold 

degenerate ESE positions in human. If the change was not ESE-disruptive (i.e. it simply 

swapped one ESE for another), we changed the macaque allele so that it was identical to 

the human allele. If this introduced a premature stop codon into the macaque sequence, 

we replaced both the human and the macaque codon with hyphens so as to discard the 

codon. For INSIGHT, we proceeded similarly and re-encoded every ESE site allele in 

the alignment that differed from the human allele as the human allele if the difference 

was not ESE disruptive. For polymorphism-based analyses, we discarded all SNPs that 

were not ESE-disruptive.  

 

In order to generate a control, we first scanned all fourfold degenerate ESE positions 

(independently of whether or not they were divergent) and checked which of the three 

possible substitutions at that site would be ESE-disruptive. From this, we could 

calculate a probability that any particular nucleotide substitution (for instance, a change 

from an A to a T) would be ESE-disruptive. For each control site, we then randomly 

assigned each of the three possible substitutions as either disruptive or not disruptive, 

with the probability of being assigned as disruptive identical to the probability of such a 

change being disruptive at true ESE sites. We then modified control data in the same 

way as we had modified the true data, leaving only those divergences/polymorphisms 

that had been assigned as disruptive. 

 

As discussed in the main text, the degeneracy-based filtering of divergences had a 

detectable but small effect on the relative divergence rate within INT3 set ESEs 

compared to control sites (the same was true for the combined motif set, see main text). 
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We also performed INSIGHT using the degeneracy-filtered data and similarly found 

relatively little difference when compared to the original dataset (Supplemental Figure 

2). 

 

 

Supplemental Figure 2: Filtering out non-degenerate substitutions/polymorphisms has little 
effect on INSIGHT results. See legend to Figure 2 in the main text for explanation of symbols. 

 

 

Relative polymorphism frequencies (compared to control) and MAF were also largely 

unaffected (Supplemental Table 1). 
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 polymorphic 

sites/total sites 

(hits) 

polymorphic sites/total 

sites (controls) 

χ2 (p) p from MWU test 

4-fold 

degenerate ESE 

sites 

(degeneracy-

filtering) 

1951/104679 

(≈0.019) 

2300/104532 (≈0.022) ≈55.079 (≈1.158 

* 10-13) 

≈0.050 

 

4-fold 

degenerate ESE 

sites (no 

degeneracy-

filtering) 

2364/104679 

(≈0.023) 
2762/104532 (≈0.026) ≈59.979 (≈9.589 

* 10-15) 
≈0.039 

Supplemental Table 1: Frequency of polymorphic sites and minor allele frequencies (MAF) 
within and outside ESEs, with degeneracy-filtered and non-degeneracy-filtered data. Only 
human CpG-filtering results are shown. 

Finally, we also repeated the multiDFE analysis with degeneracy-filtered data and, once 

again, observed only slight differences compared to non-degeneracy-filtered data 

(Supplemental Figure 3). The same was true when we used the combined motif set. 
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Supplemental Figure 3: Distribution of fitness effects (DFE) for INT3/combined set motifs with 
either degeneracy-filtered or non-degeneracy-filtered data. Only ancestral CpG-filtering based 
results are shown. 

 

Supplemental Text 4: Additional analyses (INSIGHT). 

 

Positive control 

The goal of performing a positive control for the INSIGHT analysis was to make sure 

that we were able to detect negative selection to preserve amino acid sequence. We 

aimed to conduct this analysis with data that was as similar as possible to the data used 

in the ESE analysis in terms of site numbers, nucleotide composition and method of 

picking controls. We therefore focused exclusively on non-fourfold degenerate sites that 

overlapped with ESEs. We then picked roughly nucleotide-matched control positions 

from among non-ESE fourfold degenerate positions (similarly to the procedure used in 

the main INSIGHT analysis). All CpG filtering methods gave similar results, indicating 
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about 80% of sites to be under selection. There was significant evidence for weak 

negative selection (p ≈ 0 from LRT), with around 60% of polymorphisms predicted to 

be under weak negative selection (Figure 2.A in main text). Unlike in previous studies 

(e.g. Boyko et al. 2008; Bustamante et al. 2005), we found no evidence for positive 

selection. This might be due to the fact that we only considered positions within ESEs, 

where the amino acid content appears to be more constrained than elsewhere (Parmley 

et al. 2006). In other respects, our results are roughly similar to those from previous 

studies of selection at non-synonymous sites (Boyko et al. 2008; Eyre-Walker et al. 

2006; Keightley and Eyre-Walker 2007; Racimo and Schraiber 2014; Yampolsky et al. 

2005). These results confirm that the low site numbers and the protocol used for picking 

control sites are not preventing INSIGHT from detecting high levels of negative 

selection. 

 

Controlling for the use of different gene sets in human and ancestral filtering 

In theory, any differences in results obtained using ancestral or human filtering could be 

due to the use of different sets of genes. In order to determine which sites are ancestrally 

CpG, genes are filtered to only leave those that have a complete primate multiple 

sequence alignment throughout the CDS. Only the most conserved genes are therefore 

considered. We repeated the analysis of fourfold degenerate ESE sites using human 

filtering but this time only considered those genes that were included in the ancestral 

filtering analysis. This led to the removal of ≈48.9% of the genes. The results obtained 

were nearly identical to those obtained with the full set of genes (ρ ≈ 0.268; τ ≈ 0.137; α 

≈ 0.001). It is therefore unlikely that the differences between filtering methods are 

simply a result of the use of different gene sets. 

 

Supplemental Text 5: Additional analyses (multiDFE). 

 

Negative control and comparison of CpG-filtering methods 

We performed a negative control where we randomly shuffled hits and controls over 

100 iterations and ran multiDFE on the shuffled data (Supplemental Spreadsheet S7). 

Rather than try out all the possible models and pick the best fit, as for real data, we used 

the same fixed model in all iterations, namely a beta model with a change in population 

size. Our statistic was the value of the cumulative distribution function (CDF) of the 



 

 

201 

estimated DFE at Nes = 0.1. multiDFE should not be detecting selection in the negative 

controls. Hence, this number should be very close to 1 over most runs. To our surprise, 

ancestral CpG filtering achieved a substantially lower false positive rate than human 

filtering. With human filtering, only 15% of runs exhibited more than 80% of the 

density below Nes = 0.1, whereas this percentage was 71% for the ancestral filtering 

(Figure 5 in main text, leftmost plot). We also performed a two-tailed Mann-Whitney 

U-test to compare the CDF(0.1) values of the DFE and found them to be significantly 

higher with ancestral filtering (p ≈ 4.524 * 10-9).  

 

Could the lower false positive rate obtained with ancestral filtering be due to the use of 

more conserved genes (see Supplemental Text 4 for more details)? We repeated the 

simulation with human filtering but only included genes that were included in the 

ancestral filtering. The resulting smaller gene set indeed led to a lower false positive 

rate (33% of runs with more than 80% of the density below Nes = 0.1). However, 

CDF(0.1) values were still significantly higher with ancestral filtering (p ≈ 0.006; two-

tailed Mann-Whitney U-test). It therefore appears that it is genuinely the method of 

CpG-filtering rather than the choice of genes that is leading to the lower false positive 

rate with ancestral filtering. A possible explanation is that sites that were CpG in the 

human-macaque MRCA are more likely to have undergone a recent substitution than 

other sites (because they are hypermutable). A substitution would have momentarily 

wiped out variation at the site. Any SNPs that are observed in the modern population 

would therefore necessarily be recent and thus rare, potentially giving the impression of 

weak purifying selection in sequences that have more ancestral CpG than controls. 

 

The effect of failing to account for demography 

In all of the multiDFE analyses reported in this manuscript, by far the best predictor of 

the goodness of model fit (based on Akaike’s An Information Criterion (AIC)) was 

whether or not we allowed for a change in population size (e.g. Supplemental 

Spreadsheet S8). We repeated the negative control with ancestral CpG-filtering but this 

time performed each simulation twice, once assuming population size change and once 

assuming a constant population size. As can be seen in Supplemental Figure 4, failing to 

account for a change in population size leads to a dramatic increase in the false positive 

rate. When we assumed a constant population size, not a single negative control run 
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located the majority of the density below Nes = 0.1 (p-value ≈ 2.786 * 10-13 from two-

tailed Wilcoxon signed-rank test comparing CDF values at Nes = 0.1 in the two 

conditions). Accounting for changes in population size is therefore crucial, and has 

fortunately become routine in analyses of this kind (Boyko et al. 2008; Eyre-Walker et 

al. 2006; Lawrie et al. 2013; Tataru et al. 2017). 

 

Supplemental Figure 4: multiDFE was run 100 times. Each time, motif hit and control positions 
were shuffled within each gene, abolishing systematic differences in selective constraints. A 
large proportion of the density should therefore be below Nes = 0.1 on such a run. This is the 
case on most runs if one allows for a step change in population size in the past. However, if a 
constant population size is assumed, multiDFE systematically reports selection where it should 
be reporting effective neutrality. 

Positive	control	

For	the	positive	control,	we	analysed	non-fourfold	degenerate	ESE	sites	with	non-

ESE	 fourfold	 degenerate	 sites	 as	 control	 (identically	 to	 the	 positive	 control	

reported	for	INSIGHT	in	Supplemental	Text	4;	see	also	Figure	3	in	main	text).	With	

all	CpG-filtering	methods,	the	best-fit	model	(based	on	AIC)	was	a	two-spike	model	

with	a	step	change	in	population	size	in	the	past	(all	models	were	run	both	under	

the	assumption	of	a	 constant	population	size	and	allowing	 for	size	change	 in	 the	

past).	All	CpG-filtering	methods	reported	either	about	a	half	or	about	two	thirds	of	

incoming	mutations	to	be	under	strong	negative	selection.	With	human	filtering	or	

when	 no	 filtering	 was	 performed,	 the	 remainder	 were	 found	 to	 be	 under	 very	

weak	negative	selection.	With	ancestral	 filtering,	 the	smaller	peak	was	 located	at	

Nes	 ≈	 0.226	 −	 right	 next	 to	 our	 (fairly	 arbitrary)	 boundary	 for	 distinguishing	

between	 effective	 neutrality	 and	 very	 weak	 negative	 selection	 (at	 Nes	 =	 0.25).	
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Given	the	 tendency	of	human	 filtering	 to	over-estimate	 the	amount	of	very	weak	

negative	selection,	the	most	likely	interpretation	of	the	results	is	that	the	majority	

of	 incoming	mutations	are	strongly	deleterious,	whilst	a	 substantial	minority	are	

either	 effectively	 neutral	 or	 very	 weakly	 deleterious.	 The	 latter	 two	 groups	 are	

teased	apart	better	 if	we	 run	a	 three-spikes	model	 rather	 than	a	 two-spikes	one	

(although	 this	 is	 a	 slightly	 worse	 fit	 to	 the	 data:	 AIC	 =	 56957.73	 vs	 56961.73).	

multiDFE	now	finds	a	smaller	peak	(≈8.23%	of	 the	density)	at	Nes	≈	1.322	*	10-7	

and	 a	 larger	 peak	 (≈25.0%	 of	 the	 density)	 at	 Nes	 ≈	 0.300.	 Reassuringly,	 our	

multiDFE	 setup	 therefore	 appears	 capable	 of	 detecting	 both	 very	weak	 negative	

selection	 and	 strong	 negative	 selection	 (although	 note	 the	 risk	 for	 false	 positive	

signals	of	very	weak	negative	selection	 that	was	uncovered	 through	the	negative	

control	analysis).	

	

Other	CpG-filtering	methods	

In	 the	 main	 text,	 we	 have	 only	 detailed	multiDFE	 results	 for	 ancestral	 filtering.	

Here,	we	briefly	report	the	results	for	the	main	analysis	(using	fourfold	degenerate	

ESE	sites	as	focal	sites	and	fourfold	degenerate	non-ESE	sites	as	control	sites)	for	

all	 three	methods.	 The	 best-fit	model	was	 a	 two-spikes	model	 for	 ancestral	 and	

human	CpG	filtering,	and	a	beta	model	when	no	CpG-filtering	was	performed,	with	

population	 size	 change	 in	 the	 past.	 In	 both	 the	 no	 filtering	 and	 the	 ancestral	

filtering	cases,	multiDFE	indicated	about	63%	of	the	density	to	lie	within	effective	

neutrality	and	about	37%	of	mutations	to	be	under	very	strong	negative	selection	

(with	Nes	 roughly	 around	100;	 Figure	6	 in	main	 text,	 top	 left	 plot;	 Supplemental	

Spreadsheet	 S8).	Human	 filtering	 estimated	 the	 first	 peak	 to	 be	 larger	 (≈83.3%)	

and	located	within	very	weak	negative	selection	(Nes	≈	0.535).	However,	given	the	

results	 of	 the	 negative	 control,	 we	 have	 relied	 on	 the	 findings	 obtained	 with	

ancestral	filtering	in	the	main	text.	

	

Supplemental Text 6: Additional analyses (normalized dS). 

 

Additional analysis on Ke motifs 

Theoretically, the signal of fast evolution detected at Ke motif sites could be an artefact 

due to sampling motif sites from fast-evolving exon cores, where Ke motifs are more 
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frequent (Cáceres and Hurst 2013), and control sites from exon flanks. This does not 

seem to be the case: the signal remains when we restrict the analysis to 5’ exon flanks 

(hit dS ≈0.054; control dS ≈0.044; normalized dS ≈0.230) or to exon cores (hit dS ≈0.055; 

control dS ≈0.042; normalized dS ≈0.290) alone. 

 

We can also ask whether this signal of fast evolution is specific to an unusual subset of 

the motifs, with perhaps the remainder of the set showing more expected patterns. The 

Ke motifs were determined fully experimentally, by introducing all possible hexamers 

at several locations within two different reporter minigenes (Ke et al. 2011). Certain 

hexamers enhanced splicing mainly in the exon flanks, whilst others were more active 

in the core. Given that ESEs are usually thought to be more common and potentially 

also more active in the exon flanks (Cáceres and Hurst 2013; Woolfe et al. 2010; Wu et 

al. 2005), could it be that the fast evolution is primarily a property of those (perhaps 

more atypical) Ke ESEs that appear to have a stronger splice-enhancing effect in the 

exon core? We filtered the full set of motifs to leave only those that were more active 

when placed in the 5’ exon flank than when placed in the exon core (see Methods for 

more details). This left us with a reduced set of 95 motifs. We then repeated the 

normalized dS analysis using this set alone. The signal of positive selection not only 

remained but also grew stronger (hit dS ≈0.071; control dS ≈0.051; normalized dS 

≈0.372), suggesting that it is not due to an atypical subset of ESEs that are more active 

in the exon core than the flank. 

 

Normalized dS for the combined set, excluding ESR. 

A potential caveat of the analyses performed on the combined set of motifs is that one 

of the component sets (ESR) was partially defined by looking for conserved motifs. 

This renders our analysis somewhat circular. We therefore recalculated normalized dS 

but this time excluded those motifs that only appeared in ESR (this left 2298 motifs). 

This more conservative analysis leads to qualitatively similar results to the full analysis 

(hit dS ≈0.043; control dS ≈0.056; normalized dS ≈−0.240). It is thus unlikely that the 

inclusion of this set of motifs substantially biases our results. 
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Chapter 6 
 

 

Ceci n’est pas un stop: premature stop codons as splice 

mutations 
 

 

 

 

 

 

The following chapter presents preliminary results from an ongoing collaborative 

project between me and Liam Abrahams, under the supervision of Laurence D. Hurst. I 

designed the outline of the analysis pipeline and produced this write-up. Liam 

Abrahams and I collaboratively reviewed the literature, decided on analysis specifics, 

implemented the analysis pipeline and interpreted the data. Liam Abrahams conducted 

the analysis of stop codon counts within ESEs (reported in the Introduction), as well as 

the analysis of ClinVar data (reported in Section 2 of the Results). 
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Introduction 
 

The previous chapters have focused on how the evolution of genome sequence is 

constrained by the need to maintain interactions with the correct complement of RNA-

binding proteins. However, there is another side to this coin: in addition to evolutionary 

pressure on the gene sequences that contain the binding sites, could the proteins 

themselves be under selection to match their binding preferences to the properties of the 

sequence regions that they bind? As an example, proteins that bind within CDS might 

be under evolutionary pressure to evolve binding motifs that do not contain stop codons, 

as these do not occur within CDSs (in one reading frame out of three). 

 

If such a selective pressure does exist, proteins that bind ESEs are prime candidates to 

be subject to it, given that we have shown in Chapter 5 that ESEs likely account for a 

large proportion of non-coding evolutionary constraint in CDSs. Indeed, unpublished 

work from Liam Abrahams has shown that INT3 ESEs contain significantly fewer stop 

codons than expected by chance given their dinucleotide composition (Figure 1; p ~ 

0.008). Similar results are obtained when different sets of ESE motifs or other exonic 

RBP target motifs are used (personal communication from Liam Abrahams). These 

results suggest that ESE-binding proteins could indeed be under selection to avoid 

recognition of stop-containing motifs. 
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Figure 1: The histogram shows the distribution of the number of stop codons in 10000 
simulated motif sets that have been dinucleotide-matched to INT3 ESEs. The red dashed line 
shows the number of stop codons in INT3 ESE motifs, which is lower than that observed in 
most simulant sets. This analysis was performed by Liam Abrahams, who also generated the 
figure (reproduced here with permission). 

 

An important consequence of the stop depletion within ESEs is that mutations that 

generate premature termination codons (PTCs) might also frequently disrupt ESEs and 

promote exon skipping. If this is the case, then the pathological effects of many disease-

causing nonsense mutations could be unrelated to NMD or protein truncation. Rather, 

the defect could be at the level of RNA processing. Such a mischaracterization of the 

defect could have consequences beyond the purely academic. Notably, it could lead to 

the adoption of inappropriate therapeutic strategies. For instance, an important approach 

for the treatment of diseases caused my nonsense mutations is to elicit read-through of 

the PTC and thereby partially rescue the full-length protein. Such a strategy is not 

appropriate if the disease is caused by a splice defect rather than protein truncation at 

the PTC. It is therefore crucial to elucidate whether there truly is a link between PTCs 

and exon skipping, and how prevalent splice-disrupting PTCs are both in the general 

population and among disease-causing mutations. 
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In addition to splice-disrupting PTCs potentially causing disease, it is possible that such 

a mechanism could also be adaptive. Namely, in many cases, it might be less deleterious 

to inappropriately splice out an exon than to lose the transcript altogether because of 

NMD, notably if the skipping event preserves the open reading frame. This could lead 

to positive selection on a subset of PTC-containing mutations. In support of this 

hypothesis, the literature contains several examples of patients presenting a nonsense 

mutation that would normally lead to loss of the protein and a severe disease (e.g. 

Duchenne muscular dystrophy). Instead, the PTC-containing exon is skipped, leading to 

partial rescue of the protein and a milder form of the disease (e.g. Becker muscular 

dystrophy) (Barny et al. 2018; Di Blasi et al. 2001; Littink et al. 2010; Melis et al. 1998; 

Pasmooij et al. 2004; Shiga et al. 1997). 

 

More generally, the past 25 years have seen numerous reports of individual genes in 

which the presence of a PTC is associated with skipping of the exon (e.g. Aznarez et al. 

2007; Barny et al. 2018; Caputi et al. 2002; Chemin et al. 2010; Di Blasi et al. 2001; 

Dietz and Kendzior 1994; Dietz et al. 1993; Endo et al. 1995; Gersappe and Pintel 1999; 

Gibson et al. 1993; Hoffmeyer et al. 1998; Hull et al. 1994; Laimer et al. 2008; Lenassi 

et al. 2014; Littink et al. 2010; Mazoyer et al. 1998; Meldau et al. 2018; Melis et al. 

1998; Mendive et al. 2005; Messiane et al. 1997; Pagani et al. 2003; Pasmooij et al. 

2004; Peterlongo et al. 2015; Shiga et al. 1997; Stasia et al. 2005; Valentine 1998; 

Valentine and Heflich 1997; Vuoristo et al. 2004; Wang et al. 2002a; Wang et al. 

2002b; Zatkova et al. 2004). This phenomenon is commonly referred to as nonsense-

associated altered splicing (NAS) and broadly speaking, two biological mechanisms 

have been hypothesized to be responsible for it (Cartegni et al. 2002; Maquat 2002).  

 

Firstly, the exon skipping could be due to the PTC disrupting ESEs or creating ESSs 

(Aznarez et al. 2007; Caputi et al. 2002; Liu et al. 2001; Pagani et al. 2003; Peterlongo 

et al. 2015; Shiga et al. 1997; Zatkova et al. 2004). This is the hypothesis that we have 

assumed in our discussion so far. It is consistent both with an adaptive scenario, where 

the exon skipping beneficially rescues the protein from NMD, as well as with a scenario 

where the exon skipping is a maladaptive side-effect of the stop depletion within ESEs.  
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The second hypothesis (often referred to as the “nuclear scanning” model) is that there 

is a translation-like process that specifically recognizes PTCs and leads to skipping of 

the exon (Dietz and Kendzior 1994; Gersappe and Pintel 1999; Mendell et al. 2002; 

Wang et al. 2002a; Wang et al. 2002b). Given that PTCs can only be detected once a 

complete ORF has been produced through splicing, it is likely that the mechanism 

would not act on the specific transcript in which the PTC is detected. Rather, the 

information that a PTC has been found would somehow be relayed to the site of 

transcription, leading to altered splicing for other transcripts produced from the same 

locus. Note that this second hypothesis almost certainly implies that NAS is an adaptive 

mechanism that has evolved to confer robustness against DNA mutations. 

 

Which of these two hypotheses is correct has been the matter of considerable debate. A 

role for ESE disruption or ESS creation has been demonstrated for several individual 

instances of NAS (e.g. Aznarez et al. 2007; Caputi et al. 2002; Liu et al. 2001; Pagani et 

al. 2003; Peterlongo et al. 2015; Shiga et al. 1997; Zatkova et al. 2004), and it has been 

argued that most cases of NAS could be explained either through an effect on splice 

regulatory elements or through methodological artefacts (Liu et al. 2001; Valentine 

1998). The primary evidence for the nuclear scanning hypothesis comes from studies 

that claim that the effect is abolished when the PTC is shifted out-of-frame or replaced 

with a missense or synonymous mutation (Dietz and Kendzior 1994; Gersappe and 

Pintel 1999; Wang et al. 2002a; Wang et al. 2002b). However, the results of several of 

these studies have been contested (Buhler and Muhlemann 2005; Caputi et al. 2002; 

Mohn et al. 2005; Valentine 1998). Other evidence includes findings that suggest that 

NAS requires an intact ATG and Kozak sequence (Wang et al. 2002a; Wang et al. 

2002b), and involves hUpf1, a protein involved in NMD (Mendell et al. 2002) (although 

see conflicting results from Buhler and Muhlemann (2005)). 

 

Overall, the consensus in the field has been veering towards the ESE disruption 

hypothesis. A major reason for this is the lack of direct mechanistic evidence for a 

nuclear scanning mechanism that could feed back onto exon recognition. However, 

enough circumstantial evidence exists that the hypothesis cannot be discarded 

completely. Notably, it appears that mRNAs are indeed scanned in the nucleus by 

nuclear ribosomes and, at least in some cases, prevented from exiting into the cytoplasm 
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if they contain PTCs (Shi et al. 2015). Importantly, there is a possibility that this 

mechanism can feed back onto RNA processing, as PTC-containing transcripts have 

been observed to retain introns and accumulate at the site of transcription (Muhlemann 

et al. 2001). However, it is unclear how such a mechanism could lead to the skipping of 

the PTC-containing exon specifically, rather than to a generic change in splicing 

efficiency.  

 

Despite the numerous single-gene studies cited above, to our knowledge, NAS has 

never been investigated genome-wide using modern RNA sequencing data. Without 

such analysis, it is difficult to estimate the prevalence of the phenomenon, or the extent 

to which it should systematically be tested for in disease mutation studies. A genome-

wide investigation might also provide further evidence to help distinguish between the 

ESE disruption and the nuclear scanning models, as it will be possible to test on a large 

scale whether evidence for NAS is present also for out-of-frame stop codons. In this 

study we will therefore investigate NAS using DNA and RNA sequencing data from the 

same individuals. We will ask, firstly, whether there is an association between PTCs 

and exon-skipping genome-wide. If such an effect is found, we will test whether our 

observations are better explained by the ESE disruption model or the nuclear scanning 

model. Finally, we aim to produce a list of exons, which are particularly likely to be 

subject to NAS, and are prime candidates for further experimental study. 
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Results 
 

1. PTCs show a small but significant association with increased exon skipping. 

 

We first asked whether there was a significant association between PTCs and exon 

skipping genome-wide. We obtained RNA-seq data for 462 individuals from the 

Geuvadis project (Lappalainen et al. 2013), as well as DNA polymorphism data for the 

same individuals from the 1000Genomes database (The 1000 Genomes Project 

Consortium 2015). We then assembled a high-quality set of internal coding exons, 

which contained PTCs in a subset of the individuals. This set was composed of 1034 

PTC-containing exons, of which 557 remained after filtering out exons with insufficient 

RNA sequencing data (see Methods). We then calculated median percentage spliced in 

(PSI) for each exon in each of the three possible genotypes (homozygous for lack of a 

PTC: PTC-/-; heterozygous PTC: PTC-/+; homozygous PTC: PTC+/+). Homozygotes 

with a PTC on both alleles were rare: only 25/557 exons had a PTC+/+ sample. We will 

therefore focus our analysis on comparing the PTC-/+ heterozygotes with the PTC-/- 

homozygotes. 

 

If NAS is common in the genome, median PSI is expected to be systematically lower in 

PTC-/+ heterozygotes than in PTC-/- homozygotes. PSI is indeed significantly different 

for the two genotypes (Wilcoxon signed-rank test two-tailed p ~ 3.357 * 10-4; Figure 

2A). However, the sign of the difference is unexpected: it is the PTC-/+ heterozygotes 

that have the higher PSI (Wilcoxon signed-rank test that PTC-/- have higher PSI, one-

tailed p ~ 0.999; Wilcoxon signed-rank test that PTC-/+ have higher PSI, one-tailed p ~ 

1.678 * 10-4). Could this effect be due to the nucleotide composition of mutations that 

introduce PTCs? For instance, under the ESE disruption model, it is possible that a large 

proportion of the mutations that introduce an A promote exon inclusion, as ESEs are 

enriched in A nucleotides, and this could be the case also for most mutations to A that 

create a PTC (Cáceres and Hurst 2013). However, the fact that ESEs are depleted in 

stops (Figure 1) could mean that mutations to A that create a PTC promote exon 

inclusion at lower rates than do other mutations to A. 
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Figure 2: A: A paired Wilcoxon signed-rank test shows that PTC-/+ heterozygotes have 
significantly higher PSI than do PTC-/- homozygotes, contrary to the expectation if NAS is 
occurring. However, large-effect outliers show the expected effect, with the presence of a PTC 
correlating with increased exon skipping. B: Similarly to A, a paired test suggests that PTC-
containing heterozygotes tend to show less exon skipping than PTC-less homozygotes. 
However, large-effect outliers show the expected pattern. C: The number of reads per million 
that support exon inclusion is significantly lower for PTC-/+ heterozygotes than for PTC-/- 
homozygotes. This is consistent with an effect of NMD down-regulating the PTC-containing 
isoforms. 

To test this hypothesis, we generated 100 controls for each PTC by randomly sampling 

100 missense mutations that matched it with regards to the identity of the ancestral and 

variant alleles, and the allele frequency of the variant allele. We then checked the 

difference in PSI between pseudo-PTC-/- and pseudo-PTC-/+ for each simulant (PSI-/- 

− PSI-/+). We found that for 313/557 PTCs, the true difference was greater than that 

observed in more than half of the controls. In other terms, these 313 PTCs have a 

stronger tendency to promote exon skipping (or a weaker tendency to promote exon 

inclusion) than expected from their nucleotide composition. This proportion of 313/557 

is significantly greater than expected by chance (exact binomial test one-tailed p ~ 

0.002). Therefore, although over-all the nucleotides contained in stops are inclusion-

promoting, this effect is significantly weaker if the mutation actually leads to a PTC. 

This suggests that PTCs are indeed associated with exon skipping, consistent with NAS. 
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Figure 3: A: Do PTCs associate with exon skipping more so than expected from their nucleotide 
composition? For each PTC, we sampled 100 pseudo-PTC controls from among missense 
mutations that matched the PTC in ancestral allele, variant allele and variant allele frequency. 
The histogram shows for each PTC the proportion of the corresponding pseudo-PTCs that show 
a difference in PSI between PTC-/- and PTC-/+ (PSI-/- − PSI-/+) that is smaller than or equal to 
the one observed for the true PTC. Note that the large peak at 0 largely corresponds to exons 
that show no differences in median PSI between the two genotypes for either the true PTC or 
the controls. The exons that do show a difference are largely located to the right of 0.5. This 
means that the association with exon skipping is stronger (or the association with exon inclusion 
weaker) for the true PTCs than for the simulants. B: Similar to A, except that RPMskip is 
considered rather than PSI. Note that under NAS, PSI is expected to be larger in PTC-/-, 
whereas RPMskip is expected to be larger in PTC-/+. 

However, for the most part, any effects are slight: for the median PTC, the absolute 

difference in PSI between PTC-/- and PTC-/+ is only ~0.007%. Therefore, even though 

a significant association between PTCs and exon skipping does seem to be present 

(once nucleotide composition is accounted for), in the majority of cases, this association 

would not have biological or clinical relevance. We therefore focused on the minority of 

cases where there were non-negligible differences in PSI between PTC-/- and PTC-/+, 

setting the threshold at an arbitrary 5%. 53/557 PTCs showed a difference between the 

genotypes that exceeded this threshold. Remarkably, for 45/53 large-effect PTCs, the 

PTC-/+ heterozygote showed more exon skipping than the PTC-/- homozygote, a 

significant enrichment (exact binomial test one-tailed p ~ 1.184 * 10-7). It could be 

argued that this enrichment is due to a saturation effect: a large proportion of the PTC-/- 

samples have a PSI of roughly 1, so any large changes to it must necessarily lead to a 

decrease. We therefore undertook to conduct the same analysis with the missense 

controls. To our surprise, however, this was not possible, as we observed no comparable 

large-effect mutations with the controls (the largest difference in PSI observed between 

the two genotypes was 1%). Therefore, PTC-inducing mutations are significantly more 
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liable to associate with large changes in PSI than expected from their nucleotide 

composition. 

 

In conclusion, genome-wide, there is a significant association between PTCs and exon 

skipping but the effects are mostly too weak to be biologically relevant. However, in the 

minority of cases where a non-negligible effect of PTCs on PSI is observed, the effect 

almost always goes in the expected direction, with the PTC increasing levels of exon 

skipping. Therefore, our data are consistent with biologically relevant NAS but only for 

a minority of PTC-containing exons. 

 

2. The association between PTCs and exon skipping is not explained by NMD. 

 

In the above section, we have shown that PTCs lead to exon skipping more frequently 

than would be expected from their nucleotide composition. Although this finding is 

consistent with NAS, it could also easily be explained by an effect of NMD. Namely, 

PSI could be lower for PTC-containing exons not because of an increase in skipping 

rates but because in most cases, the full-length isoform that contains the PTC would be 

removed by NMD at some rate. This would increase the proportion of reads showing 

exon skipping with no increase in their absolute numbers. Note that this explanation is 

dependent on the exon-skipped isoform being detected, even if at a very low level, even 

when no PTC is present. 

 

In order to test for an effect of NMD, we analysed not PSI but rather the absolute counts 

of reads supporting either exon inclusion or skipping. In order to control for differences 

in read depth between samples, we normalized these counts to the number of reads per 

million in the sample, producing the statistics RPMskip and RPMinclude, to monitor 

support for exon skipping and inclusion, respectively.  

 

We first verified whether we could observe NMD. We compared RPMinclude for PTC-

/- and PTC-/+ samples, with the expectation that NMD should cause the latter to have 

significantly lower values. This was indeed the case (medians ~0.316 and ~0.502; one-

tailed Wilcoxon signed rank test p < 2.2 * 10-16; Figure 2C). Next, we tested for NAS. 

RPMskip was not significantly higher for PTC-/+ than for PTC-/- (one-tailed Wilcoxon 
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signed rank test p ~ 1.000; Figure 2B). However, as for PSI, this effect could be due to 

the nucleotide composition of the mutations that cause PTCs. We therefore reanalysed 

the 100 sets of nucleotide-matched missense mutations, sampled in the previous section, 

to also calculate RPMskip for these simulants. Like above, we then asked for each PTC 

how many of its simulants showed an RPMskip difference between PTC-/- and PTC-/+ 

that was equal to or less than that displayed by the PTC. The number of PTCs for which 

this proportion was greater than 50% was significantly higher than expected by chance 

(one-tailed binomial test p ~ 0.005; Figure 3B). This suggests that the association 

between lower PSI and PTCs observed above cannot be accounted for simply by NMD, 

and that PTCs are associated with not only a proportional but also an absolute increase 

in levels of the exon-skipped isoform.  

 

However, as above, most of the variation in levels of exon skipping is minute and 

unlikely to be biologically relevant (Figure 2B). It could be that even though NMD 

cannot explain the association between PTCs and increased exon skipping for the full 

set of PTCs, it could do so for the minority of cases that show large effects. We 

therefore focused on exons where median RPMskip differed by more than 0.025 units 

between PTC-/+ and PTC-/- samples. The threshold of 0.025 was chosen so that the 

total number of exons showing a difference that large would be the same as for PSI (53 

exons). Out of the 53, the effect was in the expected direction (greater RPMskip for 

PTC-/+) for 46 exons, a significant enrichment (exact binomial test one-tailed p ~ 2.002 

* 10-8). Once again, none the control missense mutations passed our threshold for 

inclusion in the analysis. Hence, large-effect differences also cannot be explained by the 

effects of NMD alone. 

 

In this context, it is interesting to note that without correcting for nucleotide 

composition, we did not observe PTCs to associate with lower PSI. This is surprising, 

as such an association would be expected purely because of NMD downregulating the 

full-length isoform, even if no NAS is occurring. A possible explanation could be that 

NMD is very weak in our samples. However, the large and highly significant decrease 

in RPMinclude in PTC-/+ samples argues against this scenario. A more likely 

explanation is that, at least for the exons being considered, splicing is very precise and 
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in most cases, no detectable exon skipping is observed. Indeed, the median PSI overall 

for PTC-/- samples is ~99.994%. 

 

Importantly, however, the RPMskip statistic comes with a serious caveat. Namely, the 

PTC-/- and PTC-/+ genotypes could have genetic differences other than the presence of 

a PTC. These differences could lead to unequal levels of total mRNA produced from a 

given locus in the two genotypes, for instance if there are differences in rates of 

transcription initiation. Therefore, RPMskip could differ between PTC-/- and PTC-/+ 

not because the exon-skipped isoform specifically is upregulated in the latter but 

because expression levels are generally higher (PSI is normalized to the total number of 

reads analysed for the given exon and thus does not suffer from this issue). It is unlikely 

that any such differences would systematically lead to higher expression for the PTC-/+ 

genotype across many different loci. However, they could lead us to draw false 

conclusions in individual cases of particularly large differences in RPMskip.  

 

Therefore, our best candidates for true NAS targets are exons that show large genotype-

dependent variation in both PSI and RPMskip, as those that only show a difference in 

the former might be explained by NMD and those that only show a difference in the 

latter might be explained by our failure to account for total levels of expression from the 

locus. 31 exons (Table 1) show both a large PSI and a large RPMskip effect in the 

expected direction (thresholds for large effect as above). This overlap is significantly 

greater than expected by chance: we performed 10000 simulations where on each run, 

we sampled subsets of 45 and 46 exons from the full set of PTC-containing exons (45 is 

the number of exons that show a large PSI difference in the expected direction; 46 is the 

equivalent number for RPMskip). None of the simulation runs led to an overlap as great 

as that observed with the true large-effect PTCs. 

 

The most drastic effect is observed for the 3rd exon of ENST00000409520, a transcript 

of the TraB domain containing 2A (TRABD2A) gene, which acts as a negative regulator 

of the Wnt signalling pathway (Zhang et al. 2012).  For this transcript, the PTC-/- 

homozygote displays near-complete inclusion, whilst the -/+ heterozygote displays 

complete skipping. However, it is unlikely that this effect could be caused solely by the 
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PTC: even if the PTC abolished recognition of the exon completely, over-all PSI should 

not drop below roughly 50%, as only one of the alleles carries the mutation.  

 

Finally, do any of our prime candidates have known links to disease? 5 of the 31 

candidates overlap with ClinVar disease mutations (rs74103423,	 rs62624965,	

rs200355697,	rs202001274	and	rs148458820). As an example, rs202001274	in	exon	

12	of	ENST00000456763	has	been	linked	to	nephronophthisis,	a	hereditary	renal	

disease	(Macia	et	al.	2017).	The	affected	individual,	homozygous	for	the	PTC,	was	

indeed	observed	 to	produce	both	a	 full-length	and	an	exon-skipped	 isoform.	The	

authors	 concluded	 that	 the	 exon	 skipping	most	 likely	 led	 to	 a	misfolded	 protein	

product.	 In	 another	 example,	 rs74103423	 in	 exon	 6	 of	 ENST00000370132 was	

linked	to	maple	syrup	urine	disease	(Fisher	et	al.	1993).	Both	a	truncated	protein	

product,	as	well	as	an	exon-skipped	isoform	were	once	again	observed.		 
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Table 1: Prime NAS candidates - exons for which both PSI and RPMskip support an association between 
the PTC and exon skipping (PSI difference greater than 5%, RPMskip difference greater than 0.025). The 
exon numbers are formatted as “ensembl_transcript_identifier.exon_number”, with exon numbers 
counted from 1 in the direction of transcription. The second column gives the number of PTC-containing 
samples analysed out of the total number of samples. A PTC-/+ heterozygote counts for 0.5 PTCs. The 
PTCs that appear in ClinVar have been bolded and italicized. 

exon	

PTC	

samples/total	

samples	

PSI	 in	

PTC	-/+	

PSI	 in	

PTC-/-	

RPMskip	 in	

PTC-/+	

RPMskip	

in	PTC-/-	

ENST00000409520.3	 0.5/280	 0	 95.8	 0.028	 0.003	

ENST00000400033.8	 0.5/445	 16.7	 95.6	 0.681	 0.022	

ENST00000382977.11	 0.5/285	 33.3	 100	 0.073	 0	

ENST00000272065.5	 0.5/445	 39.2	 99.8	 4.784	 0.007	

ENST00000267430.22	 1.5/445	 48.6	 99.2	 0.162	 0.004	

ENST00000542534.16	 0.5/437	 50	 100	 0.027	 0	

ENST00000389175.23	 0.5/434	 20	 64.3	 0.113	 0.052	

ENST00000359028.47	 0.5/445	 64.3	 99.8	 0.366	 0.001	

ENST00000255409.8	 0.5/384	 57.9	 93.1	 0.111	 0.018	

ENST00000216027.4	 0.5/445	 59.1	 93.7	 0.483	 0.1	

ENST00000325083.24	 2/445	 29.3	 55.8	 2.631	 1.389	

ENST00000222800.4	 0.5/445	 68	 93.1	 0.11	 0.032	

ENST00000456763.12	 0.5/445	 75.8	 97.3	 0.111	 0.011	

ENST00000328867.14	 0.5/412	 69.2	 89.5	 0.055	 0.014	

ENST00000354366.10	 0.5/445	 81.8	 100	 0.027	 0	

ENST00000265316.3	 0.5/445	 83.8	 97.5	 0.079	 0.018	

ENST00000238561.9	 1/445	 82.4	 95.8	 0.041	 0.015	

ENST00000370132.6	 1/445	 85.5	 98.6	 0.041	 0.008	

ENST00000331493.9	 30/430	 9.6	 21.4	 0.149	 0.099	

ENST00000288050.18	 0.5/445	 76.8	 88.2	 0.234	 0.078	

ENST00000272252.4	 0.5/444	 89.1	 99.9	 0.079	 0.001	

ENST00000355774.3	 0.5/445	 89.2	 99.9	 0.054	 0	

ENST00000535273.7	 0.5/445	 83.8	 94.4	 0.081	 0.045	

ENST00000376811.6	 1/445	 89.6	 99.5	 0.041	 0.003	

ENST00000271324.6	 0.5/445	 88.7	 98.2	 1.195	 0.391	

ENST00000398141.8	 57.5/445	 10.9	 20	 0.699	 0.648	

ENST00000357115.15	 0.5/443	 90.7	 99.7	 0.053	 0.003	
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ENST00000338382.7	 0.5/445	 91.3	 99.8	 0.053	 0.003	

ENST00000216294.2	 0.5/445	 92.3	 99.5	 0.054	 0.003	

ENST00000487270.3	 0.5/445	 92.6	 99.7	 0.052	 0.002	

ENST00000367409.18	 2/445	 69.1	 75.8	 0.538	 0.239	

 

 

3. No evidence that the skipping of PTC-containing exons is explained by a 

reading-frame dependent mechanism 

 

As discussed in the Introduction, two main hypotheses have been advanced to explain 

NAS. The first attributes the effect to disruption of ESEs. The second postulates that 

transcripts are scanned for the presence of a PTC by a translation-like mechanism and if 

one is found, a feedback mechanism modulates the splicing of other transcripts 

transcribed from the same locus, leading to increased skipping of the PTC-containing 

exon. Importantly, the second hypothesis predicts that NAS should not be observed for 

out-of-frame PTCs. The first hypothesis makes no such prediction, as the proteins that 

bind ESEs should be oblivious to reading frame. 

 

We tested these conflicting predictions by analysing PTCs that were out-of-frame by a 

single base pair. If no association between PTCs and exon skipping is observed for out-

of-frame PTCs, then this would suggest that a reading frame dependent mechanism is 

acting, which would support the nuclear scanning model. Alternatively, if out-of-frame 

PTCs behave similarly to in-frame PTCs, then an ESE disruption based mechanism is 

more likely. 

 

Similarly to the analysis performed above, we focused on exon skipping events that 

were large enough to be potentially relevant to fitness. 120/3023 exons showed an 

absolute difference in PSI-/- and PSI+/+ that was greater than 50%. Significantly more 

of these exons showed more skipping in PTC-/+ than in PTC-/- than expected by chance 

(97/120; p-value from one-tailed exact binomial test ~2.632 * 10-12). Therefore, out-of-

frame PTCs that are associated with large changes in levels of exon inclusion also 

present a tendency for the (pseudo-)PTC-/+ to show increased exon skipping compared 

to (pseudo-)PTC-/-. This suggests that the association between PTCs and exon skipping 
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probably cannot be attributed to a reading-frame dependent mechanism. The most likely 

explanation is therefore disruption of splice motifs. Note also that this result provides 

further support that the effects we observe are not due to NMD, as out-of-frame PTCs 

would not lead to downregulation via this mechanism. 
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Discussion 
 

In this chapter, we have shown that mutations that create PTCs lead to exon skipping 

more frequently than expected from their nucleotide composition. This effect cannot be 

explained by NMD down-regulating the full-length isoform and thus leading to an 

increase in the proportion of the exon-skipped isoform. In addition, the effect is also 

present for out-of-frame PTCs, suggesting that it is reading frame independent and 

cannot be explained by a nuclear mechanism to verify ORF integrity. The most likely 

explanation for this observation is therefore that the PTCs disrupt ESEs.  

 

However, despite a statistically significant association between PTC-causing mutations 

and exon skipping, it is important to note that for the vast majority of exons, the effects 

on splicing are minute and probably do not have fitness effects visible to natural 

selection. This means that most cases of NAS are unlikely to be adaptive. It is probable 

that for the most part, NAS is simply an unfortunate consequence of ESE-binding 

proteins having to recognize exonic motifs, which will be depleted in stops. Note also 

that the weakness of the effects, and the fact that NAS only seems to significantly affect 

splicing in a minority of exons, is further evidence against the nuclear scanning model, 

which would be expected to have more systematic effects along the lines of NMD.  

 

However, despite the small effects, NAS can still have clinical relevance and should be 

systematically tested for when analysing PTCs in disease-genes. Based on our analysis, 

roughly 8% of the PTCs segregating in the human population are associated with large-

effect NAS. However, this estimate is based on the polymorphisms present in the 

general population. Mutations that have highly deleterious effects are unlikely to be 

present in such a sample. Therefore, NAS might be more common among disease 

mutations.  

 

A future goal of the project is to carry out a similar analysis to the one reported above 

but using data from cancer genomes in order to capture highly deleterious mutations. 

From such an analysis, it might be possible to estimate the rate at which disease-causing 

nonsense mutations that disrupt splicing are mischaracterized as acting at the protein 

level.  Currently, Liam Abrahams is analysing known disease-causing mutations to 
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verify whether their distribution in exons suggests that a non-negligible subset might be 

acting through splicing instead. An additional open question is that of what makes the 

31 exons, where PTCs do associate with high levels of exon skipping, more sensitive to 

NAS. We also aim to collaborate with a molecular biology group to validate our 

findings experimentally for some of the prime NAS candidates. This will also be an 

opportunity to see whether our conclusion of the reading-frame independence of the 

effects can be validated experimentally. 
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Methods 
 

Data 

 

All analysis was performed using genome sequence and annotations corresponding to 

GRCh37, Ensembl release 87 (retrieved from ftp.ensembl.org; last accessed 25 Jan 

2018; Zerbino et al. (2018)). We extracted the main ORF of protein-coding genes, 

filtering out genes where the ORF did not have a canonical start/stop codon, contained 

non-canonical bases, did not have a length that was a multiple of three or contained 

premature stop codons. Only the transcript isoform with the longest ORF was retained 

from each gene. In addition, for reasons of data independence, we only used a single 

gene (the one with the longest ORF) from each Ensembl protein family (protein family 

data retrieved from Ensembl Biomart; grch37.ensembl.org/biomart; last accessed 12 

Feb 2018; Kinsella et al. (2011)). Finally, using this filtered set of ORFs, we extracted 

internal and fully coding exons that overlapped no other annotated exons. This set of 

exons was used for all analyses. 

 

1000Genomes	 SNP	 data	 was	 retrieved	 from	 the	 EBI	 1000Genomes	 FTP	 site	

(ftp.1000genomes.ebi.ac.uk;	 last	 accessed	24 Jan 2018; The 1000 Genomes Project 

Consortium (2015)). Geuvadis .bam files, which contain RNA-seq data for the 

1000Genomes individuals, were retrieved from the EBI FTP site (ftp.ebi.ac.uk; last 

accessed 8 Feb 2018; Lappalainen et al. (2013)). Both the 1000Genomes and the 

Geuvadis data were filtered to only retain samples that appeared in both datasets. Data 

on ClinVar mutations was retrieved from ftp://ftp.ncbi.nlm.nih.gov/pub/clinvar/ (last 

accessed 11 May 2018). INT3 ESE motifs were retrieved from the supplementary data 

to Cáceres and Hurst (2013). 

 

Custom Python 3.5.2 scripts (available at github.com/rosinaSav/NAS_code) were used 

for all data handling, except for plotting and the final statistical analysis, which were 

performed in R 3.2.1. BEDTools v2.27.1. (Quinlan and Hall 2010) was used for 

operations on genome coordinates. SAMtools 1.7 (Li et al. 2009) was used for 

manipulating .bam files. tabix 0.2.5 (r1005) (Li 2011) and VCFtools 0.1.15 (Danecek et 

al. 2011) were used for retrieving and manipulating SNP data. 
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Splice isoform quantification 

 

The reads in the Geuvadis .bam files were filtered in accordance with Lappalainen et al. 

(2013). Specifically, we only retained reads with a base quality score between 251 and 

255, or 175 and 181 (inclusive ranges). The reads were further filtered down to uniquely 

mapped reads with no more than 6 mismatches. The reads were then mapped to exon-

exon junctions flanking the exons in our dataset. For each exon and for each sample, we 

counted the number of reads supporting the inclusion (reads that overlap the junction 

between the focal exon and either of the two flanking exons according to Ensembl 

annotations) or skipping (reads that overlap the junction between the two flanking 

exons) of the exon. The number of reads supporting exon skipping was multiplied by 

two, as these reads must map to a single exon-exon junction, whereas the reads 

supporting exon inclusion can overlap either of two exon-exon junction. These read 

counts were then used to calculate PSI, RPMskip and RPMinclude (see main text for 

further details) for each exon in each sample. Note that for calculating 

RPMskip/RPMinclude, it was important that the total read count be obtained after 

quality filtering of the .bam files to account for differences in read quality between 

samples. For computational reasons, however, it was unfeasible to quality-filter full 

.bam files. We therefore used an approximate rather than exact read count for the full 

sample. Namely, we stored the total read count for the unfiltered .bam file in memory. 

We then pruned the .bam file to only leave reads that overlapped exon-exon junctions 

used in our analysis. We also stored the total read count for the pruned files. We next 

quality-filtered the remaining reads and determined the final read count. We then 

calculated the proportional decrease in read number due to the quality filtering. To 

produce the final total read count used in the analysis, we scaled down the total 

unfiltered read count obtained form the raw bam file by the decrease observed after 

filtering for those reads that mapped to our exon-exon junctions. Note that for the final 

analysis, we only used exons for which we could quantify splicing in more than half of 

the samples. We also filtered out exons where none of the samples where we could 

quantify splicing contained a PTC. 
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Simulation with missense mutations 

 

In each of 100 simulations, we replaced each PTC with a randomly sampled nonsense 

mutation and carried out the analysis similarly to what was done for true PTCs. The 

nonsense mutations were sampled in such a way as to match the ancestral allele identity, 

the variant allele identity and the variant frequency (with an accuracy of 0.05) to the 

PTC. 

 

Analysis of out-of-frame PTCs 

 

We repeated our pipeline for detecting PTCs as before, except that when calling SNP 

type (nonsense, missense or synonymous), we shifted the reading frame forward by a 

base. As a result, we would call a PTC if the three nucleotides starting at the second 

position in a codon formed a stop. For the last codon of an ORF, we shifted the reading 

frame back by a nucleotide instead. 
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Chapter 7 
 

 

Disentangling patterns of GC content variation along 

genes. 
 

 

 

 

 

 

The work described in this chapter is one component of a collaborative project between 

the Laurence Hurst laboratory at the University of Bath, and the Grzegorz Kudla and 

Martin Taylor laboratories at the University of Edinburgh. It will be published as part of 

a joint manuscript between the three groups.  
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Introduction 
 

Similarly to Chapter 6, Chapter 7 is more applied in its goals, and exemplifies how a 

better understanding of multiple coding can have medical relevance. The work reported 

in this chapter is part of a collaboration between Laurence Hurst’s group in Bath, and 

Grzegorz Kudla’s and Martin Taylor’s groups at the University of Edinburgh. An 

expected applied outcome of this project is to improve methods of transgene design by a 

better consideration of the GC content of the constructs.  

 

Human genes vary in GC content and it is an open question to what extent this variation 

is relevant to gene expression. Several genome-wide studies have tested for a 

correlation between GC content and expression parameters, and have mostly found that 

the evidence for such a relationship is weak, inconsistent between studies and sensitive 

to the method of measuring gene expression (Semon et al. 2005). On the other hand, 

studies of single genes have found that experimentally increasing the GC content of a 

gene can increase expression level (Duan and Antezana 2003; Kudla et al. 2006; 

Stachyra et al. 2016), with authors attributing the effect to either more efficient 

transcription or RNA processing (Kudla et al. 2006), or to lower degradation rates 

(Duan and Antezana 2003). Another study found evidence that higher GC content leads 

to a DNA conformational state that may promote transcription (Vinogradov 2003). 

Finally, in yeast, GC content has been shown to have a slight negative effect on the 

speed of transcriptional elongation (Cohen et al. 2017). Given these contradicting 

results, there is a need for a better understanding of GC content variation in the human 

genome, both from a purely scientific perspective but also because such an 

understanding could potentially be harnessed to produce more efficient transgenes for 

gene therapy or other applications. 

 

In addition to between-gene variation, GC content is also known to show structured 

spatial variation within genes. Notably, there is evidence for a decreasing 5’ to 3’ 

gradient of GC content along genes in humans (International HapMap Consortium 

2007; Zhang 1998; Zhu et al. 2009b), yeast (Qin et al. 2004; Stoletzki 2011), 

Drosophila (Kliman and Eyre-Walker 1998; Qin et al. 2004) and a large number of 

plant species (Clement et al. 2014; Lescot et al. 2008; Ressayre et al. 2015; Serres-
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Giardi et al. 2012; Tatarinova et al. 2010; Wong et al. 2002). In humans, a peak of 

particularly high GC content has been described at the transcription start site (TSS) 

(International HapMap Consortium 2007; Zhang et al. 2004). 

 

A leading hypothesis to explain the 5’ to 3’ GC content gradient along genes is that it is 

due to biased gene conversion (BGC): a recombination-associated process that tends to 

convert AT-GC heterozygotes into GC-GC homozygotes. As a result, regions with 

higher recombination rates and thus higher rates of BGC tend to have higher GC 

content. Recombination rates are particularly high at gene promoters, leading to the GC 

peak at the TSS and the decrease in GC content as one moves into the gene body 

(Glemin et al. 2014; Mugal et al. 2015; Ressayre et al. 2015; Serres-Giardi et al. 2012; 

Stoletzki 2011). A major piece of evidence in favour of this hypothesis is that the GC 

gradient can be observed both within introns and exons, suggesting that the pattern is 

established at the whole locus level rather than at the level of the mRNA transcript 

(Ressayre et al. 2015; Zhu et al. 2009a). Importantly, BGC is not an adaptive process. 

Therefore, if the 5’ to 3’ GC gradient is indeed explained by BGC alone, then it is most 

likely not a determinant of expression level and is irrelevant to transgene design.  

 

However, there is evidence that BGC might not explain everything. For instance, 

several studies link GC content and splicing. Notably, Amit et al. (2012) demonstrated 

that a large subset of human exons show higher GC content in the exon than in the 

intron, and that this differential GC content likely plays a role in splicing through 

recruitment of nucleosomes to the GC rich exons. Similarly, Ressayre et al. (2015) 

showed a negative relationship between exon GC content and an exon’s ordinal position 

in the gene. This effect was significant after controlling for differences in the distance to 

the TSS. The authors argued that this finding could still be consistent with BGC, if 

though an unknown mechanism, introns somehow interrupted gene conversion tracts. 

Although this interpretation is valid, it is also possible that there is a splice-related 

reason that confers earlier exons in a gene with higher GC content. Finally, there is also 

a body of work that suggests non-random patterns of GC content at the 5’ ends of open 

reading frames (ORFs) to maintain an RNA secondary structure that promotes 

translation initiation (Tuller and Zur 2014). 

 



 

 

234 

In this chapter, I will be examining patterns of GC content variation along genes in 

more detail. The primary goal of this analysis is to test whether the patterns observed 

could be explained by BGC alone or whether there is evidence that other, fitness-

relevant pressures might be acting as well. This work complements experimental 

investigation of the same problem by collaborators. Hopefully, the results of the 

collaborative projects can move methods of transgene design away from a consideration 

of over-all construct GC content alone and towards a focus on regional GC variation 

within the gene body. 
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Results  
 

1. GC content decreases with increasing distance from the TSS 

 

I first verified whether I could replicate the result of a GC content peak at the TSS and a 

gradient of decreasing GC content as one moves 5’ to 3’ in a gene (International 

HapMap Consortium 2007; Zhang et al. 2004; Zhang 1998; Zhu et al. 2009b). I 

therefore aligned human protein-coding genes at the TSS and calculated mean genomic 

GC content at each position 300 bp before and after the TSS (for transcripts transcribed 

from the antisense strand, nucleotides were reverse complemented and numbered in the 

direction of transcription). I indeed observed a GC content peak at the TSS, with a 

decrease as one moves further into the gene body (Spearman’s rho between GC content 

and distance to TSS for the 300 bp downstream of the TSS: ~-0.457; p < 2.2 * 10-16; 

Figure 1A).  
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Figure 1: GC content decreases with increasing distance from the TSS. 0 marks the first position 
of the transcript based on Ensembl annotations. A) All genes (n = 6002). B) Genes with more 
than 300 bp distance between the annotated TSS and ATG (n = 3366). C-D) Like A-B) but with 
intronic sequence excluded from the post-TSS region. 

 

 

For a subset of the genes, the 300 bp region after the TSS could extend into the ORF. 

As discussed above, there is evidence for non-random GC content patterns associated 

with the beginning of the ORF (Tuller and Zur 2014). I therefore excluded genes where 

the distance between the annotated TSS and the ATG was 300 bp or less. The patterns 

observed were qualitatively similar to those obtained with the full set of genes, 

suggesting that the GC content peak and subsequent decrease in GC content were 

specific to the TSS and were not due to contamination from phenomena associated with 

the ATG (Spearman’s rho between GC content and distance to TSS for the 300 bp 

downstream of the TSS: ~-0.209; p ~ 2.67 * 10-4; Figure 1B). 
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Another potential caveat is that introns tend to have a lower GC content than exons 

(Amit et al. 2012). Therefore, the decrease in GC content could simply reflect the 

distribution of first intron lengths, as the probability of a given nucleotide overlapping 

with an intron is expected to increase as one moves 3’ from the TSS. I therefore 

repeated the analysis reported in Figure 1A-B but used the mRNA sequence (with 

introns removed) rather than genomic sequence for the region after the TSS (Figure 1 

C-D). The negative GC gradient after the TSS not only remained but presented a steeper 

slope. The presence of introns therefore cannot explain the negative correlation between 

GC content and distance to the TSS.  

 

2. GC content decreases with increasing exon rank. 

 

Ressayre et al. (2015) have shown that in rice and Arabidopsis, there is an effect of 

exon rank, whereby the nth exon in the gene tends to have higher GC content than the n 

+ 1th exon. This effect appears to be independent from the TSS distance effect 

demonstrated above. If humans also showed such an independent effect of exon rank, 

then this would suggest that BGC alone is unlikely to explain GC variation along 

human genes. Rather, a link with splicing might have to be evoked. 

  

I therefore determined mean GC content at fourfold degenerate sites (GC4) for coding 

exons. I then averaged these GC4 values across exons of the same rank from different 

genes. In Figure 2A (largely inspired by similar figures produced for rice and 

Arabidopsis in Ressayre et al. (2015)), I have plotted out the resulting average GC4 

values, with genes separated based on exon number. The figure shows a clear trend for 

the first two exons to have particularly high GC4, with lower values in exons of higher 

rank (Spearman’s rho between exon GC4 and exon rank: ~-0.182; p ~ 2.2 * 10-16). Note 

that there appears to be an increase in GC4 also in the last exon. This was observed also 

by Ressayre et al. (2015) in rice and Arabidopsis, and in human in Kalari et al. (2006). 

Similarly, in humans, an uptick in GC content has been noted around the TES 

(International HapMap Consortium 2007) (although see also Zhang et al. (2004), that 

report a GC dip instead). This finding could be explained by BGC: just like promoters, 
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the region around transcription end sites (TESs) also tends to have increased 

recombination rates (International HapMap Consortium 2007). 

 

Note that the TSS distance and exon rank effects provide a potential explanation for the 

negative correlation between mean gene GC4 and exon number observed in Figure 3 of 

Chapter 2 (see also Figure 7A in the present chapter). Usually, in a gene with few 

exons, a larger proportion of the sequence is close to the TSS and of low exon rank than 

in a gene with many exons, leading to higher GC4 over-all. Unfortunately, it is difficult 

to test this hypothesis formally. For instance, one could compare GC4 for exons of the 

same rank but from genes of differing exon number. However, an exon of rank 2 in a 3-

exon gene will usually be closer to the TES than an exon of rank 2 in a 7-exon gene, 

and GC content also appears to increase as one approaches the TES. Therefore, even if a 

negative correlation between GC4 and exon number persists for exons of the same rank, 

this does not necessarily imply that there is an independent effect of exon number. 

 

 

 

Figure 2: GC/GC4 content is higher for exons of lower rank. A) mRNAs. B) lincRNAs. 
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Is the tendency for higher GC4 in exons of lower rank independent of the negative 

correlation between GC4 and distance to the TSS? To find out, I isolated those fourfold 

degenerate sites that were situated at a distance of between 490 and 1010 nucleotides 

from the TSS and were located in exons of either rank 1 or 2. I then plotted out the 

mean GC4 for different distances to the TSS for each exon rank separately. This way, 

distance to the TSS was kept constant, whilst exon rank was varied. The resulting figure 

(Figure 3A) shows a striking tendency for exons of rank 1 to have higher GC content 

than exons of rank 2, even for the same distance to the TSS. Is this difference 

significant? I grouped the fourfold degenerate sites into 100 bp bins based on distance 

to the TSS and compared the proportion of GC for sites from exons of either rank 1 or 

2. For all bins, sites from exons of rank 1 had significantly higher GC content than sites 

from exons of rank 2 (Figure 4A). Therefore, the tendency for first exons to have higher 

GC content than second exons cannot be explained simply by a different mean distance 

to the TSS. This finding is inconsistent with a hypothesis that attributes the GC content 

variation along human genes to BGC alone. It also suggests that there is a link between 

GC content and splicing beyond GC content differential between exons and introns 

(Amit et al. 2012). 

 

 

Figure 3: GC/GC4 calculated for various distances to the TSS for sites from exons of rank 1 or 
2. Values have been averaged over a 20 bp window. Only multi-exon genes were used. This is 
because single-exon genes were deemed less reliable for lincRNAs. A) mRNAs. B) lincRNAs. 
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Finally, is a significant correlation between distance to the TSS and GC4 observed even 

when exon rank is controlled for? The downward slope of GC4 in Figure 3A suggests 

that this is the case. Indeed, GC4 and distance to the TSS correlate significantly even 

when only sites from exons of rank 2 are considered (Spearman’s	rho	~-0.081;	p	<	2.2	

*	10-16). Therefore, the TSS distance and exon rank effects seem to both be independent 

from each-other. 

 

Figure 4: Mean GC/GC4 for exons of rank 1 (orange) or rank 2 (blue) at different distances from 
the TSS. The p-values are from a one-tailed binomial test comparing the proportion of sites that 
are GC within a given TSS distance bin for sites from exons of rank 1 or 2. Only multi-exon 
genes are considered. A) mRNAs. B) lincRNAs.  

3. GC content also peaks at the translation start site.   

 

So far, I have analysed GC content gradients relative to the TSS. However, there is 

evidence for non-random patterns of GC content also around the ATG (Tuller and Zur 

2014). I therefore plotted out averaged GC content profiles with the genes aligned at the 

ATG. A striking peak of high GC content is observed at the ATG, with a significant 
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negative correlation between GC4 and distance to the ATG for the region after the ATG 

(first 100 codons of the ORF; Spearman’s rho ~-0.966; p < 2.2 * 10-16; Figure 5A). This 

peak is independent from the TSS peak reported above, as it remains after removal of 

genes with a distance of 300 nucleotides or less between the TSS and the ATG 

(Spearman’s rho between GC4 and codon position for sites after the ATG ~-0.767; p < 

2.2 * 10-16; Figure 5B). 

 

Figure 5: Site averages for GC/GC4 around the ATG. The 0th codon is the ATG codon. Data 
points from 0 onwards correspond to GC4, data points before 0 correspond to GC content 
averaged over 3 nucleotide windows. A) All genes (n = 6002). B) Genes that have a distance of 
more than 300 bp between the ATG and the TSS (n = 3071). C-D) Like A-B) but only including 
genes where the distance between the ATG and the downstream splice site is at least 300 bp (n 
= 1231 in C and 777 in D). EEJ: exon-exon junction. 

 

Figure 5A-B clearly shows an increase in GC content at the junction between the 

5’UTR and the ORF. It is less clear, however, how to interpret the post-ATG decrease. 

A first possibility is that there is selection for higher GC content in the beginning of the 
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ORF, leading to a gradient of decreasing GC4 along the ORF. This explanation is 

consistent with evidence for the presence of a region of strong secondary RNA structure 

in the beginning of eukaryotic ORFs (starting roughly 14 bp from the ATG), possibly to 

slow down ribosome elongation to promote recognition of the ATG (Kozak 1990; 

Tuller et al. 2011). A second potential interpretation is that the downward GC4 gradient 

is due to the effects of exon rank and distance to the TSS demonstrated above. There 

would thus be no GC4 gradient that is specific to the ORF but rather a plateau of higher 

GC content in CDS regions, overlain with a GC decrease due to exon rank and distance 

to the TSS. 

 

In order to distinguish between these hypotheses, I repeated the analysis on those genes 

where the distance between the ATG and downstream exon-exon junction was at least 

300 bp. Although GC4 in this set should also show a correlation with distance to the 

TSS (and an ORF position effect if it exists), effects of exon rank should be eliminated. 

Strikingly, the removal of exon-exon junctions from the post-ATG region abolishes the 

negative GC4 gradient. Rather, a positive correlation is observed between position in the 

ORF and GC4 (all genes: Spearman’s rho ~0.442; p ~ 4.643 * 10-6; distance between 

ATG and TSS > 300 bp: Spearman’s rho ~0.287; p ~ 0.004; Figure 5C-D). It therefore 

appears that although there might indeed be an independent relationship between GC 

content and position in the ORF, this effect is not the cause of the striking downward 

gradient observed after the ATG when exons of different ranks are combined. 

 

Another way to check for an independent effect of ORF position is to build a regression 

model. A classical logistic regression approach is not feasible, as the high 

multicollinearity between the variables would render the regression coefficients that are 

obtained unreliable. However, the multicollinearity should not affect the over-all fit of 

the model. Therefore, I fit a logistic regression model with GC status (G/C or A/T) as a 

binary dependent variable, and exon rank and natural logged genomic distance to the 

TSS as predictors, including also the second-order interaction between the two 

variables. For simplicity, only fourfold degenerate sites from exons of rank 1 or 2 in 

multi-exon genes were included. I then fit a second model that included the additional 

variable of position in the ORF. The log likelihood of the second model was more 

positive by ~575.602 units. Is this improvement greater than expected by chance? I 
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performed 1000 simulations where each time I randomly shuffled the vector of ORF 

positions and used the shuffled vector for the regression instead of the true ORF 

position vector. I then recorded the improvement in log likelihood obtained by 

including the additional variable. No simulants showed an improvement in model fit as 

great as the true vector of ORF positions (Figure 6). Therefore, position in the ORF 

does seem to contribute independent information on GC content above and beyond its 

correlation with distance to the TSS and exon rank. 

 

In conclusion, although the steep drop in GC content after the ATG seems to be 

explained primarily by the concatenation of sites from exons of different rank, position 

in the ORF does seem to also play an independent role in determining the GC content 

variation along genes. This finding is incompatible with a model based purely on BGC. 

Importantly, previous research strongly suggests that the variation along the ORF is 

likely to have consequences for gene expression (Kozak 1990; Tuller et al. 2011; Tuller 

and Zur 2014). It is therefore potentially an important factor to consider when designing 

transgenes.  

 

 

Figure 6: The orange arrow shows the improvement in log likelihood obtained when an ORF 
position parameter is added to TSS distance and exon rank in a logistic regression model to 
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predict site GC content. The black bars show the distribution of simulant values obtained when 
using 1000 shuffled versions of the true ORF position vector. 

 

4. Successful retrotransposition is associated with an increase in GC content.  

 

The results obtained above linking GC content and splicing suggest that the GC content 

variation within human genes is unlikely to be explained by BGC alone. However, this 

does not necessarily imply that the patterns observed are selectively maintained. They 

could instead be generated by a mutational process other than BGC. One possible test to 

know whether the patterns observed are functional is to ask what happens when genes 

lose their introns. If the high GC content of intronless and few-exon genes has 

functional importance, then the loss of splicing should lead to pressure to increase GC 

content. This experiment has been performed by nature: intron-containing genes can 

lose their introns via retrotransposition. 

 

I therefore analysed a set of 49 parent-retrogene pairs, where both the parent and the 

retrocopy ORFs had been retained in human and mouse, suggesting that they encode 

functional proteins. The retrocopies had strikingly higher GC4 content than their parents 

(median difference ~11.5%; p ~ 2.102 * 10-4 from Wilcoxon signed rank test). This 

finding is consistent with a scenario whereby the higher GC content in intronless and 

few-exon genes is a selected trait, and intron-containing genes that suddenly lose their 

introns experience pressure for increased GC content. Note that this analysis is agnostic 

with regards to whether the increased GC content in genes with few exons is an 

independent trait or whether it arises simply as a consequence of the exon rank and TSS 

distance effects described above.   

 

Importantly, however, there is also a neutral hypothesis that could explain these 

findings. Namely, retrocopies could insert preferentially into regions that have higher 

rates of BGC. In the present work, I have not distinguished between these two 

hypotheses. 

 

5. lincRNAs show GC variation patterns that are weaker than for mRNAs but 

qualitatively similar. 
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The previous sections have shown that GC content varies within human genes in ways 

that are incompatible with the effects of BGC alone. Notably, I have demonstrated a 

relationship between exon-intron architecture and GC content. The fact that GC content 

increases after retrotransposition and loss of introns suggests that at least partly, this 

effect might be driven by selection (although see previous section for caveats). Splicing 

is tightly linked to all other stages of gene expression (Moore and Proudfoot 2009). 

Without experimental work, it is thus difficult to determine at what stage the high GC 

content of first exons has its effects. However, it is possible to test for an effect at the 

level of translation by checking whether lincRNAs show qualitatively similar patterns 

to mRNAs. 

 

I	 first	 asked	 whether	 lincRNAs	 showed	 a	 significant	 correlation	 between	 GC	

content	and	exon	number,	as	observed	for	mRNAs	(Figure 7A-B;	see	also	Figure	3	

in	Chapter	2).	 I	calculated	the	gene	mean	exonic	GC	content	for	13580	GENCODE	

lincRNAs.	 Unlike	 for	 mRNAs,	 no	 significant	 correlation	 with	 exon	 number	 was	

observed	 (Spearman’s rho between gene mean GC and exon number: ~-0.004; p ~ 

0.634; mRNAs show a rho of ~-0.274 and a p of < 2.2 * 10-16 for GC4; Figure 7A-B).	

Note	that	single-exon	lincRNAs	have	lower	GC	content	than	other	lincRNAs	(two-

tailed	 t-test	between	GC	 in	single-exon	 lincRNAs	and	other	 lincRNAs	p	~	2.314	*	

10-7).	This	is	contrary	to	the	pattern	observed	in	mRNAs,	where	single-exon	ORFs	

are	 particularly	 GC	 rich.	 I	 hypothesize	 that	 this	 is	 because	 intronless	 lincRNAs	

might	 be	 non-functional	 more	 frequently	 that	 intron-containing	 ones.	 In	 all	 the	

following	analyses	of	lincRNAs,	I	have	therefore	excluded	single-exon	transcripts.	
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Figure 7: Distribution of mean gene GC/GC4 for genes of differing exon number. A) mRNAs. 
Only the ORF is considered. B) lincRNAs. Only exonic sequence is considered. 

Next,	I	asked	whether	exon	rank	and	distance	to	the	TSS	correlated	negatively	with	

lincRNA	 GC	 content,	 as	 observed	 above	 for	 mRNAs.	 For	 each	 lincRNA	 exon,	 I	

recorded	 its	mean	GC	 content,	 its	 rank	 and	 the	 nucleotide	 distance	 between	 the	

TSS	and	the	first	base	of	the	exon.	I	found	correlations	of	similar	strength	to	those	

observed	 for	mRNAs	(Figure 2B;	Table 1),	however,	 the	range	of	 the	GC	variation	

between	 exons	 of	 different	 rank	 was	 much	 narrower	 (Figure 2B).	 It	 is	 likely	

because	of	 this	 lower	variation	 that	 the	 significant	 correlations	between	GC,	 and	

exon	 rank	 and	 distance	 to	 TSS	 do	 not	 translate	 into	 a	 correlation	 between	 exon	

number	and	GC	content.	

 

Table 1: Correlations between GC4 (mRNAs)/GC (lincRNAs), and exon rank or distance to the 
TSS. 

	 Spearman	 correlation	

between	 GC/GC4	 and	

distance	to	TSS	

Spearman	 correlation	

between	 GC/GC4	 and	

exon	rank	

multi-exon	mRNAs	 rho	~	-0.327;	p	<	2.2	*	10-

16	

rho	~	-0.178;	p	<	2.2	*	10-

16	
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multi-exon	lincRNAs	 rho	~	-0.274;	p	<	2.2	*	10-

16	

rho	~	-0.232;	p	<	2.2	*	10-

16	

  
Do	 lincRNAs	 show	 both	 an	 independent	 TSS	 distance	 effect	 as	 well	 as	 an	

independent	 exon	 rank	 effect,	 as	 do	mRNAs?	As	 above	 for	mRNAs,	 I	 aligned	 the	

lincRNAs	at	the	TSS	and	plotted	mean	GC	for	sites	from	exons	of	either	rank	1	or	2,	

keeping	the	distance	to	the	TSS	constant	(Figure 3B).	The	striking	exon	rank	effect	

observed	for	mRNAs	is	not	present,	however,	there	is	a	slight	tendency	for	higher	

GC	content	for	exons	of	rank	1	for	larger	distances	to	the	TSS.	Indeed,	in	a	bin	by	

bin	comparison,	the	larger	distance	bins	show	significantly	higher	GC	for	sites	from	

exons	 of	 rank	1	 (Figure 4B).	 Therefore,	 there	 is	 evidence	 that	 lincRNAs	 show	an	

independent	 exon	 rank	 effect	 just	 like	 mRNAs	 but	 the	 effect	 is	 considerably	

weaker.	Finally,	I	tested	whether	the	TSS	distance	effect	was	independent	from	the	

exon	 rank	 effect	 by	 calculating	 the	 correlation	 between	GC	 and	TSS	 distance	 for	

sites	from	exons	of	rank	2	only.	The	correlation	obtained	was	small	but	significant,	

confirming	the	 independence	of	the	effect	(Spearman’s	rho	~-0.028;	p	<	2.2	*	10-

16).	

 

In conclusion, patterns of GC content variation are broadly similar in lincRNAs and 

mRNAs but are much weaker in the former. This can likely be explained by the fact that 

lincRNAs have lower sequence conservation than mRNAs, suggesting that many are 

non-functional or weakly functional compared to mRNAs (Derrien et al. 2012). This 

could suggest that the patterns we observe are selectively maintained (and weaker in 

lincRNAs because of weaker selection over-all). However, an alternative explanation is 

that the patterns are the result of some type of transcription-associated mutational 

processes. lincRNA genes have lower transcriptional output than mRNA genes 

(Mukherjee et al. 2016) and thus would not experience any such mutational pressures to 

the same extent. Importantly, the fact that there do not seem to be major qualitative 

differences between the GC content profiles of mRNAs and lincRNAs suggests that the 

patterns are unlikely to be driven by pressures associated with translation. 
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Discussion 
 

In this chapter, I have tested whether the GC content variation along genes could 

theoretically be explained fully by BGC or whether it could be shaped also by other 

pressures that are more relevant to fitness and to gene expression. I have found evidence 

for at least two patterns of GC4 variation that are incompatible with a simple BGC 

based explanation (although see the more complex view of BGC presented in Ressayre 

et al. (2015)). The first links GC4 to splicing: first exons (and to a lesser extent second 

exons) tend to have higher GC content than other exons, and this pattern cannot be 

explained by different distance to the TSS. This finding echoes results presented for 

plants in Ressayre et al. (2015). Whatever the reason for this pattern, it is likely situated 

at a stage of gene expression that takes place before translation as lincRNAs show 

qualitatively similar effects. The second piece of evidence against a purely BGC based 

scenario is that position in the ORF appears to contribute to GC content independently 

of exon rank or distance to TSS, suggesting that a second set of translation-associated 

effects is also present. 

 

Several findings in this chapter suggest that the links between GC content and splicing 

are functional. Firstly, retrocopies appear to experience an increase in GC4 after 

retroposition. This suggests that a loss of introns is associated with selective pressure 

for increased GC content. Transgenes are often designed to be intronless or to only 

contain a single intron. If genes that naturally lose their introns appear to require higher 

GC content than their multi-exon parent genes, then perhaps GC content at synonymous 

sites should also be raised for transgenes that have lost their introns artificially. 

However, as discussed in the Results, there are also potential non-selective explanations 

for the increase in GC4 after retrotransposition.  

 

Secondly, lincRNAs show patterns of GC variation within genes that, although 

qualitatively similar, are weaker than those observed for mRNAs. Given that sequence 

conservation is lower among lincRNAs than among protein-coding genes (Derrien et al. 

2012), this difference could reflect weaker selection on sequence in lincRNAs and thus 

imply that in mRNAs, the observed patterns are selectively maintained. However, as 

mentioned above, this finding could be explained through transcription-associated 
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mutational biases rather than selection, as synthesis rates are lower for lincRNAs 

(Mukherjee et al. 2016). 

 

Therefore, although several of the results suggest that the splicing-related patterns may 

be functional, the presence of alternative explanations means that no strong conclusions 

can be drawn. Although it would have perhaps been possible to design further analyses 

to address this question of fitness-relevance more directly, we have chosen a different 

approach for this project. Namely, rather than performing a fully computational and 

evolutionary analysis, we are collaborating with two groups at the University of 

Edinburgh, who are performing further experimental and computational work on GC 

variation along genes to determine the mechanistic basis of the patterns and their 

relevance to gene expression. Their results suggest that high GC content in the 

beginning of the ORF specifically increases the RNA abundance of intronless genes, 

whereas the effect is much weaker for intron-containing ones. Although my results also 

suggest a link between exon-intron architecture and GC content, they do not suggest 

differential selection on GC content in the beginning of the ORFs of intronless and 

intron-containing genes (data not shown). It is therefore still unclear how the 

preliminary computational and experimental results fit together. 

 

In addition to uncertainty as to the functional drivers of the GC patterns observed, it is 

also unclear whether the parameter under selection is truly GC content or rather a 

covariate such as the presence of CpGs and thus the potential for CpG methylation 

(Tatarinova et al. 2013). I have also largely ignored the frequent overlap of human 

promoters with CpG islands (CGIs), a pattern that has been shown to have functional 

relevance for transcription (Deaton and Bird 2011). The presence of CGIs at promoters 

could at least partially account for the GC peak at TSSs, as well as for the more general 

tendency for higher GC content at the beginning of transcription units. However, our 

main object of interest here is patterns of GC4 variation within ORFs, as the primary 

practical outcome of this work would be new strategies for modifying synonymous sites 

in transgenes. Even though CGI overlap might have functional relevance for promoter 

function, it can be hypothesized that any effect that would seep far enough into the gene 

body to affect GC4 would not have functional relevance and would rather be a side-

effect of selection at the promoter. Therefore, for our current purposes, BGC and 
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selection for CGI presence would probably behave similarly. Hence, the two hypotheses 

have not been distinguished. 

 

An interesting finding from this chapter is that rather than there being a general negative 

correlation between GC4 and exon rank, it is specifically first exons that are very GC 

rich (as noted previously by Kalari et al. (2006) and Ressayre et al. (2015)). Higher GC 

content is also observed for second exons, but to a much lesser extent (Figure 2). 

Without experimental work, it is difficult to determine the reason for this observation. 

However, it should be noted that several previous studies have reported first exons and 

introns to have exceptional properties and to play roles in regulating gene expression. 

For instance, the activating histone marks H3K4me3 and H3K9ac are enriched 

specifically at the first exon-intron junction. As a result, shorter first exons are 

associated with more accurate transcription initiation (Bieberstein et al. 2012). As 

another example, first introns tend to be larger than subsequent ones (Kalari et al. 2006) 

and are spliced more slowly in Drosophila (Pai et al. 2017). 

 

Finally, in the broader context of this thesis, it must be noted that if the GC content 

gradient along human genes is indeed under selection, then this constitutes another layer 

of multiple coding. An important outstanding question is whether the selection is simply 

for a particular average GC content in given regions or whether the gradient results, for 

instance, from selection on binding sites to various RBPs that bind at different rates in 

different parts of the gene. In the former case, the selection could be quite weak and 

diffuse, leading to a DFE that is very different from that inferred for ESEs. In the latter 

case, the selective patterns could be more similar to those observed for ESEs. 
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Methods 
 

The genome sequences and annotations, as well as the filtered set of mRNAs used were 

identical to those used in Chapters 2 and 3. Similarly to these chapters, only a single 

transcript was used per gene (the one with the longest ORF). The genes were clustered 

into paralogous families as in Chapters 2 and 3 and a randomly picked gene from each 

family used for the analyses. The human-mouse orthologous retrocopies set was 

described in Parmley et al. (2007). Custom Python 3.4.2. scripts were used for sequence 

analysis (base libraries and Numpy 1.9.1. (van der Walt et al. 2011)). R version 3.2.1. 

(R Core Team 2013) was used for plotting and for statistical tests.  

 	



 

 

252 

References	
	
Amit M et al. (2012) Differential GC content between exons and introns establishes 

distinct strategies of splice-site recognition. Cell reports 1:543-556 
Bieberstein NI, Carrillo Oesterreich F, Straube K, Neugebauer KM (2012) First exon 

length controls active chromatin signatures and transcription. Cell reports 2:62-
68 

Clement Y, Fustier MA, Nabholz B, Glemin S (2014) The bimodal distribution of genic 
GC content is ancestral to monocot species. Genome Biol Evol 7:336-348 

Cohen E, Zafrir Z, Tuller T (2017) A code for transcription elongation speed. RNA 
Biol:1-14 

Deaton AM, Bird A (2011) CpG islands and the regulation of transcription. Genes & 
development 25:1010-1022 

Derrien T et al. (2012) The GENCODE v7 catalog of human long noncoding RNAs: 
analysis of their gene structure, evolution, and expression. Genome Res 
22:1775-1789 

Duan J, Antezana MA (2003) Mammalian mutation pressure, synonymous codon 
choice, and mRNA degradation. J Mol Evol 57:694-701 

Glemin S, Clement Y, David J, Ressayre A (2014) GC content evolution in coding 
regions of angiosperm genomes: a unifying hypothesis. Trends in genetics : TIG 
30:263-270 

International HapMap Consortium (2007) A second generation human haplotype map 
of over 3.1 million SNPs. Nature 449:851-861 

Kalari KR, Casavant M, Bair TB, Keen HL, Comeron JM, Casavant TL, Scheetz TE 
(2006) First Exons and Introns – A Survey of GC Content and Gene Structure in 
the Human Genome. In Silico Biology 6:237-242 

Kliman RM, Eyre-Walker A (1998) Patterns of Base Composition Within the Genes of 
Drosophila melanogaster. Journal of Molecular Evolution 46:534-541 

Kozak M (1990) Downstream secondary structure facilitates recognition of initiator 
codons by eukaryotic ribosomes. Proc Natl Acad Sci USA 87:8301-8305 

Kudla G, Lipinski L, Caffin F, Helwak A, Zylicz M (2006) High Guanine and Cytosine 
Content Increases mRNA Levels in Mammalian Cells. PLoS biology 4:933-942 

Lescot M et al. (2008) Insights into the Musa genome: syntenic relationships to rice and 
between Musa species. BMC genomics 9:58 

Moore MJ, Proudfoot NJ (2009) Pre-mRNA processing reaches back to transcription 
and ahead to translation. Cell 136:688-700 

Mugal CF, Weber CC, Ellegren H (2015) GC-biased gene conversion links the 
recombination landscape and demography to genomic base composition: GC-
biased gene conversion drives genomic base composition across a wide range of 
species. BioEssays : news and reviews in molecular, cellular and developmental 
biology 37:1317-1326 

Mukherjee N, Calviello L, Hirsekorn A, de Pretis S, Pelizzola M, Ohler U (2016) 
Integrative classification of human coding and noncoding genes through RNA 
metabolism profiles. Nature structural & molecular biology 

Pai AA, Henriques T, McCue K, Burkholder A, Adelman K, Burge CB (2017) The 
kinetics of pre-mRNA splicing in the Drosophila genome and the influence of 
gene architecture. eLife 6 

Parmley JL, Urrutia AO, Potrzebowski L, Kaessmann H, Hurst LD (2007) Splicing and 
the evolution of proteins in mammals. PLoS biology 5:e14 



 

 

253 

Qin H, Wu WB, Comeron JM, Kreitman M, Li WH (2004) Intragenic spatial patterns of 
codon usage bias in prokaryotic and eukaryotic genomes. Genetics 168:2245-
2260 

R Core Team (2013) R: A language and environment for statistical computing. R 
Foundation for Statistical Computing, Vienna, Austria 

Ressayre A, Glemin S, Montalent P, Serres-Giardi L, Dillmann C, Joets J (2015) Introns 
structure patterns of variation in nucleotide composition in Arabidopsis thaliana 
and rice protein-coding genes. Genome Biology and Evolution 7:2913-2928 

Semon M, Mouchiroud D, Duret L (2005) Relationship between gene expression and 
GC-content in mammals: statistical significance and biological relevance. Hum 
Mol Genet 14:421-427 

Serres-Giardi L, Belkhir K, David J, Glemin S (2012) Patterns and evolution of 
nucleotide landscapes in seed plants. Plant Cell 24:1379-1397 

Stachyra A, Redkiewicz P, Kosson P, Protasiuk A, Gora-Sochacka A, Kudla G, Sirko A 
(2016) Codon optimization of antigen coding sequences improves the immune 
potential of DNA vaccines against avian influenza virus H5N1 in mice and 
chickens. Virol J 13:143 

Stoletzki N (2011) The surprising negative correlation of gene length and optimal codon 
use - disentangling translational selection from GC-biased gene conversion in 
yeast. BMC Evol Biol 11 

Tatarinova T, Elhaik E, Pellegrini M (2013) Cross-species analysis of genic GC3 
content and DNA methylation patterns. Genome Biol Evol 5:1443-1456 

Tatarinova TV, Alexandrov NN, Bouck JB, Feldmann KA (2010) GC3 biology in corn, 
rice, sorghum and other grasses. BMC genomics 11:308 

Tuller T, Veksler-Lublinsky I, Gazit N, Kupiec M, Ruppin E, Ziv-Ukelson M (2011) 
Composite effects of gene determinants on the translation speed and density of 
ribosomes. Genome Biol 12:R110 

Tuller T, Zur H (2014) Multiple roles of the coding sequence 5' end in gene expression 
regulation. Nucleic Acids Res 

van der Walt S, Colbert SC, Varoquaux G (2011) The NumPy Array: A Structure for 
Efficient Numerical Computation. Computing in Science and Engineering:22-30 

Vinogradov AE (2003) DNA helix: the importance of being GC-rich. Nucleic Acids 
Research 31:1838-1844 

Wong GK-S, Wang J, Tao L, Tan J, Zhang J, Passey DA, Yu J (2002) Compositional 
Gradients in Gramineae Genes. Genome Res 12:851-856 

Zhang L, Kasif S, Cantor CR, Broude NE (2004) GC/AT-content spikes as genomic 
punctuation marks. Proceedings of the National Academy of Sciences of the 
United States of America 101:16855-16860 

Zhang MQ (1998) Statistical features of human exons and their flanking 
regions. Human Molecular Genetics 7:919-932 
Zhu L, Zhang Y, Zhang W, Yang S, Chen JQ, Tian D (2009a) Patterns of exon-intron 

architecture variation of genes in eukaryotic genomes. BMC genomics 10:1-12 
Zhu L, Zhang Y, Zhang W, Yang S, Chen JQ, Tian D (2009b) Patterns of exon-intron 

architecture variation of genes in eukaryotic genomes. BMC genomics 10:47 
 

  



 

 

254 

Chapter 8 
 

 

Discussion 
 

 

 

 

 

  



 

 

255 

1. Summary and conclusions 

 

The idea that CDS evolution is constrained by the need to maintain correct RNA 

processing is by now well established and broadly accepted, at least among molecular 

evolutionists. In the present work, we have sought to go further than mere affirmations 

of constraint. First of all, we have explicitly considered the sign of this constraint, and 

shown that CDS evolution is shaped not only by the need to preserve regulatory motifs 

but also by the need to avoid them. Secondly, we have quantified the strength of the 

selection and have provided an explicit estimate for the frequency of constrained sites. 

The over-arching conclusion from this work is that selection on the regulatory motifs 

that overlap CDS is a strong force that severely constrains the evolution of a 

considerable proportion of coding nucleotides, both because of maintenance and 

because of avoidance of the motifs. It cannot be brushed off as a mere additional bias on 

codon usage. 

 

The problems addressed over the course of this thesis are fundamental questions of 

biology. However, the last two chapters have a more applied outlook. Although the 

preliminary results presented in Chapter 6 on the prevalence of nonsense-associated 

altered splicing primarily describe variation in natural populations, the final goal of the 

project is directly medically relevant: how frequently are disease-causing splice 

mutations misclassified as acting at the protein level? Similarly, Chapter 7 addresses 

fundamental questions of nucleotide composition variation in different gene regions. 

However, this work is being carried out in the wider context of research into how to 

improve transgene design. Once we understand better the reasons for GC content 

variation along genes and know to what extent this variation is linked to adaptive rather 

than neutral processes, it will be possible to adjust the GC content of transgenes in such 

a way as to maximize expression. Importantly, such studies enable for the 

manipulations to be based on evidence and an understanding of the processes involved 

rather than trial and error. 
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2. Methodological limitations 

 

The conclusions that can be drawn from the work reported in this thesis can only be 

cautious, due to a series of methodological limitations, which will hopefully be 

overcome with further work. Almost all of the analysis conducted during this thesis 

relies largely on k-mer searching, and generating empirical null distributions for k-mer 

frequencies and rates of evolution. Such analyses are highly sensitive to nucleotide 

composition biases. At the moment, there is no widely accepted standard in the 

literature for best practices for controlling for such effects, including guidelines for how 

to design negative and positive controls.  Over the course of this work, it became 

increasingly clear that any methods for assessing k-mer enrichment or conservation 

must be extensively tested before they can be considered to be reliable. Although I have 

done my best to carry out such testing, more research is still needed to develop best 

practices so that methods could be relied on not to introduce new biases. 

 

A particularly thorny problem is that of controlling for effects of CpG composition. 

CpG dinucleotides have particularly high mutation rates (Coulondre and Miller 1978). 

Therefore, if two classes of sites are compared and one has a higher frequency of CpGs, 

then that class might appear to be faster-evolving simply because of the high 

mutagenicity of these dinucleotides. A common method for handling the CpG bias in 

divergence analyses is to exclude from the analysis sites that overlap with a CpG in 

either the focal or the comparator species. This method, however, has been shown to be 

highly problematic and to lead to a bias whereby the more CpG rich sites appear slower-

evolving (Gaffney and Keightley 2008). In Chapter 5, I tested two further approaches to 

CpG filtering. These methods also sometimes exhibited unexplained behaviour (see 

Chapter 5 and the associated Supplementary Text 1). I therefore resorted to the rather 

unsatisfactory approach of using the method that led to the lower false positive rate for a 

given analysis, with no deeper understanding of the mechanistic basis of the patterns 

observed. Further investigation into the biases associated with different CpG-filtering 

methods would allow the questions asked in this thesis to be answered with much 

greater confidence. 
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3. Outlook 

 

In the future, the analyses in this thesis could be taken further by a better integration of 

molecular evolutionary methodology with insights from recent work in molecular 

biology. For example, most of the work in this thesis made use of k-mer searching. A 

disadvantage of this method is that it is oblivious to the mechanistic causes of any 

patterns that are observed. Although for ESEs, it is assumed that they represent the 

target motifs of RBPs, notably serine-arginine rich proteins (Lee and Rio 2015), there is 

actually no way that a given pattern of motif enrichment or conservation can be linked 

to the binding of any specific protein with confidence. Even if the set of target motifs 

has been determined experimentally from the binding preferences of particular proteins, 

such as for our work in Chapter 3 or for the wildly used ESEfinder predictions 

(Cartegni 2003), making the link to a particular protein is still difficult, as different 

proteins can recognize similar target motifs (Dominguez et al. 2018).  

 

A solution to this problem would be to better complement the k-mer searching with 

experimentally determined binding site information from CLIP-seq (and related types 

of) experiments (Wang et al. 2015). Such an integration would come with fundamental 

difficulties, such as the fact that CLIP-seq provides information on the binding patterns 

in particular cells at particular times, whereas when studying RBP related constraint, we 

are interested in the cumulative constraint across all conditions relevant to the organism. 

However, other difficulties are related purely to methods of analysis and could therefore 

be overcome independently of experimental protocols. A notable example is 

determining the proportion of functional (in the sense of evolutionarily relevant) 

binding sites from among all binding bites. 

 

More broadly, a better integration with work from molecular biology could also exhibit 

itself as a more detailed consideration of the mechanisms involved. Even if the focus of 

the research is on patterns of sequence evolution, the conclusions drawn may be 

erroneous if the results are interpreted with insufficient consideration of the mechanistic 

details. For instance, molecular evolutionary analyses of the relationship between gene 

architecture and splicing should take into consideration the fact that (at least most) 

splicing appears to be co-transcriptional (Beyer and Osheim 1988; Carrillo Oesterreich 
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et al. 2011; Carrillo Oesterreich et al. 2010; Khodor et al. 2011; Oesterreich et al. 2016; 

Wada et al. 2009) and so the architecture of the pre-mRNA transcript at the time splice 

decisions are made might appear quite different to that described by genome browsers.  

A further important outstanding problem from this thesis is how to combine the two 

major axes of the work: the avoidance and the quantification. Presumably, the total 

number of constrained sites must be greater than what we have claimed in Chapter 5 

because certain additional sites will be constrained because of the avoidance. It is 

possible that this constraint is very weak and difficult to detect with the methods used in 

Chapter 5. It could be that the landscape of splice constraint is fundamentally different 

for maintenance and avoidance selection, with localized strong selection for the former 

and very weak diffuse selection for the latter. 
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